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CHAPTE R 1

A Survey of RF and
Wireless Technology
John T. Moring

The last two decades have been the most dynamic in the history of wireless communications.1
Most notably, mobile voice communications has exploded from a tiny niche market to a part
of our daily lives. Building on comparable advances in computers and networking technology,
today’s wide area and local area wireless systems are poised to take us to the next level of
mobile data services, where all the capabilities of the Internet are literally at our ﬁngertips
wherever we go.
In this chapter, we brieﬂy review the history of wireless communications, survey today’s
wireless landscape, and introduce some of the leading-edge topics covered later in this
volume.2

1.1 A Short History of Wireless Communication
Figure 1.1 shows a time line of the development of wireless communications. We are well
into the second century of radio communications. The pioneering work of Faraday, Maxwell,
Hertz, and others in the 1800s led to Marconi’s wireless telegraph at the turn of the twentieth
century. The precursors to mobile radio as we know it have been available since the ﬁrst
transportable voice radios of the 1920s. Radio technology matured in the subsequent decades,
with broadcast radio and television, and the portable manpack walkie-talkies of World War
II. In the 1940s, cellular technology was conceived, with the ability to divide radio frequency
service areas into “cells” to reduce interference and increase capacity. This is the basis for
today’s wide area voice and wireless local area networking technologies. Within a few years of
the ﬁrst satellite launch in 1957, satellites were being sent into space to act as communication
relays.

1

2

Coincidently, this period corresponds to the time this author has been employed as a communication engineer.
Unfortunately, I can take only partial credit for the amazing advances of this era!
Many thanks to the University of Wisconsin in Madison and Melange Solutions in San Diego, for whom some of
this material was originally developed.
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Figure 1.1: The graph indicates general telecommunications advances on the left and
wireless-specific advances on the right.

In 1969, the Federal Communications Commission (FCC) allotted portions of the radio
frequency spectrum for mobile telephones. In the 1970s the Post Ofﬁce Code Standardization
Advisory Group (POCSAG) numeric paging code was standardized, and AT&T rolled out
the ﬁrst mobile telephone services operating on a cellular system. In 1987, the FCC allowed
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the use of new technologies in the 800 MHz cellular spectrum, with the ﬁrst digital cellular
transmissions (code division multiple access [CDMA], time division multiple access [TDMA],
and global system for mobile communication [GSM]) tested in the United States shortly
thereafter. With the adoption of digital technologies, new features such as voice mail, fax, and
short messages have been enabled.
The boom in wireless usage in the 1990s (paralleling the Internet boom) has led to near
ubiquitous wireless voice service throughout the United States and in much of the world.
Personal wireless data services, exempliﬁed by such technologies as short message service
(SMS), wireless application protocol (WAP), ReFlex, Bluetooth, i-Mode, and 802.11, offer
a range of mobile data services that are not far behind. For every wireline technology, from
serial cable to ﬁber optics, there is an analogous wireless technology available when it is
not feasible or convenient to use a cable connection. Figure 1.2 depicts how rapidly newer
technologies grew in the 1990s while the number of wireline telephone installations in homes
remained relatively static.
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Figure 1.2: United States Telecom User Growth. With voice line penetration in saturation,
wireless and Internet users continue to grow. Wireless data usage will follow. (Internet users
include the United States and Canada.)

1.2 Where We Are
Today’s wireless technologies offer an immense range of capabilities to the user. System
throughputs continue to expand, offering the ability to support an increasing number of
applications. Wireless communication system availability is also increasing, due to investment
in ﬁxed infrastructure, as well as reduced device cost and size.
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Figure 1.3 categorizes select wireless technologies, graphed by system throughput and user
mobility. Several groupings are identiﬁed for convenience. On the left are Fixed Location
systems, such as point-to-point microwave and stationary satellite systems, which generally
operate at high rates (over 1 Mbps) on line-of-sight channels. Near the ﬁxed systems,
providing limited mobility over shorter transmission paths but still supporting Mbps data
rates, are Local Area systems, such as wireless local area networks (802.11) and personal area
networks (Bluetooth). Finally, Wide Area Mobile systems, such as paging and cellular, provide
extended mobility but with relatively limited throughput. These categories are explored in the
following section.

The Wireless Landscape
Fixed Location

Gbps
LMDS

Throughput

Microwave
VSAT
Mbps

Wide Area
Mobile

802.11

Ir/Optical

3G
Bluetooth
2.5G

Local Area
2G Cellular

kbps
1m

1 km

Mobile
Satellite
Paging
1000 km

Mobility

Figure 1.3: Current technologies in the wireless landscape provide a range of choices, from highbandwidth fixed systems to wide area systems supporting low to moderate data rates.

Before entering a discussion of speciﬁc wireless technologies, it is useful to review the
relevant characteristics of a generic radio system.
Figure 1.4 illustrates a wireless system, showing a signal sent from the transmitter on the
left to the receiver in the center. Other aspects of the environment are shown to highlight the
challenges inherent in wireless communications. These challenges are the focus of much
research aimed at improving RF communications.
First, even in the best of situations, we have free space attenuation, where the signal loses
strength at a rate proportional to the square of the distance traveled. This limits the signal
propagation distance. The electromagnetic radio waves are further attenuated due to blockage
by objects (including atmospheric particles) in their propagation paths. Both types of
attenuation limit the ability of the receiver to capture and interpret the transmitted signal.
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A Generic Wireless System
Attenuation

Interference

Blockage

TRANSMITTER

Multipath
RECEIVER

TRANSMITTER

Interception

Figure 1.4: A generic wireless system. Inherent weaknesses of the wireless medium are offset by
its flexibility and support for mobility.

Additionally, radio signals are subject to reﬂection, which leads to multipath fading, another
form of signal loss. A reﬂected signal, since it travels a longer distance between transmitter
and receiver, arrives at the receiver with a time delay relative to a signal following a direct (or
shorter reﬂected) path. Two similar signals, offset in time, may cancel each other out.
Another difﬁculty facing the receiver operating in the unprotected wireless environment is
the possibility of other similar signals sharing the same medium and arriving at the receiver
simultaneously with the desired signal, thus causing interference. Finally, the unprotected
medium also allows the possibility of eavesdropping, or interception, where a third party
captures the transmitted signal without permission, potentially compromising the privacy of
the system’s users.
Each of the challenges illustrated in Figure 1.4 identiﬁes an area where wireless
communications is at a disadvantage to a comparable wireline communication system. Why,
then, are wireless communications so prevalent? Each wireless deployment may have its
own design rationale, but two fundamental reasons cover most cases. First, wireless systems
provide ﬂexibility in deployment. Whether connecting a laptop PC in a conference room or
a pipeline monitor in the Arctic, the setup of a radio connection may be orders of magnitude
faster than a wireline connection, due to the fact that no physical connecting media are
required. Second, wireless systems can provide the option of mobility. Communicating on the
move is very useful, if not critical, to many applications, and this is just not well supported
through a wired medium.
Note that some of these “weaknesses” can cleverly be turned to the user’s advantage.
For example, attenuation and blocking may be leveraged to limit signal propagation and
opportunities for eavesdropping.
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Having digressed far enough into the advantages and disadvantages of wireless, let us return to
the discussion of how the wireless landscape is populated, starting with ﬁxed location systems,
and then addressing local area and wide area systems.

1.2.1 Fixed Location Systems
Fixed location systems by their nature can generally support high-gain stationary antennas and
connections to the power grid; the resulting high signal-to-noise ratios provide the opportunity
to operate at high throughput over long-range line-of-sight paths. Several classes of ﬁxed
system are described in the following sections, encompassing both RF and optical as well as
terrestrial and space-based systems.
1.2.1.1 Point-to-Point RF
Point-to-point microwave systems typically are used as a substitute for high-speed megabit
(T-1, T-3) telecom circuits. They traditionally employ licensed frequencies above 2 GHz
and user-owned end equipment. They use highly directional antennas that can span 10 miles
and more, given line of sight. (To increase line of sight, systems are often located atop tall
buildings and mountaintops.) A recent trend in this domain is toward lower-cost, unlicensed
equipment, operating in the 2.4 GHz industrial, scientiﬁc, and medical (ISM) or 5 GHz
unlicensed national information infrastructure (U-NII) bands.
1.2.1.2 Point to Multipoint
Local multipoint distribution system (LMDS) and multichannel multipoint distribution
service (MMDS) are carrier-grade technologies intended for wireless Internet access and
general communication services. Spectrum has been allocated for these systems in several
super high frequency (SHF) bands, offering tens of megabits per second of throughput. Along
these lines, the Institute of Electrical and Electronic Engineers (IEEE) 802.16 working group
is developing a family of standards for wireless metropolitan area networks (MANs). The
technology provides a competitor to cable modem and DSL access, with additional ﬂexibility.
The current telecom slump has slowed the deployment of these systems.
1.2.1.3 VSAT and Other Geosynchronous Satellite Systems
Very small aperture terminal (VSAT) systems are similar to ﬁxed terrestrial multipoint
systems, except that instead of a tower- or rooftop-mounted base unit, a satellite transponder
is used. A limited number of geosynchronous earth orbit (GEO) satellites circle the equator
at 22,236 miles altitude, maintaining a ﬁxed position in relation to a point on the earth.
These transponders can be used for high-bandwidth bidirectional signal relay, supporting
applications such as data transfer, Internet access, and audio/video signal distribution. Though
the ground station antenna is ﬁxed during operation, it is easily deployable, making it well
suited for disaster recovery and other temporary situations.
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Again, multiple licensed bands are employed. Full satellite channels are often subdivided via
multiple access techniques and made available by resellers in the range of 20 kbps to 2 Mbps.
According to the Global VSAT Forum,3 there are over 500,000 VSAT terminals installed
worldwide.
1.2.1.4 Free Space Optical
A fairly recent arrival on the scene is free space optical (FSO) communications, which shares
characteristics with both point-to-point RF and ﬁber optic technologies. As in point-to-point
systems, a focused signal carries high-throughput bitstreams between two points; as in ﬁber
optics, a laser or light-emitting diode (LED) is used to generate the optical signal that carries
the information.
Operating with no spectrum license, and with speeds in excess of 1 Gbps, FSO offers an
attractive choice for some backhaul and LAN extension applications. One weakness in today’s
systems is their susceptibility to optical blockage, particularly from fog.

1.2.2 Local Area Systems
Unlike the ﬁxed systems just considered, local area systems achieve their high throughput via
proximity. They generally allow some range of motion on the user’s part, providing ﬂexible
usage scenarios. The technologies considered here require no spectrum license.
1.2.2.1 Infrared, IrDA
Infrared signals are used for a range of simple control protocols, such as TV remote controls.
The Infrared Data Association (IrDA) has standardized multimegabit-per-second data transfers
in support of a wide range of usage proﬁles. Typically, these are very short-range (i.e., inches
to feet of separation between units) applications requiring a fairly high degree of directionality
between transmitter and receiver. According to IrDA,4 over 300 million devices support this
technology.
1.2.2.2 Bluetooth Personal Area Networks
Operating at 1 Mbps channel rate in the unlicensed 2.4 GHz ISM band, Bluetooth (named
for Harald Bluetooth, an ancient Danish Viking king) is intended for low cost and high
interoperability. It is variously described as a personal area network (PAN) or a cable
replacement technology, and should eventually be routinely embedded in cell phones,
computers, PDAs, printers, and a plethora of other products that today require a cable
for communications. Over time, more applications (as deﬁned by Bluetooth “Proﬁle”
speciﬁcations) will be available in such diverse areas as video conferencing and automotive
3
4

See http://www.gvf.org.
See http://www.irda.org.
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support. With many big names behind it (Bluetooth Promoter companies are 3Com, Agere,
Ericsson, IBM, Intel, Microsoft, Motorola, Nokia, and Toshiba) and over 900 distinct
Bluetooth5 products (as of this writing), Bluetooth has a lot of momentum. It also has
detractors and competitors.
1.2.2.3 Wireless Local Area Networks
The big news in wireless communications over the last year or two has not been the muchhyped third generation (3G) cellular, but rather wireless local area networking (WLAN)
technologies. These technologies (mostly based on the IEEE 802.11 family of standards and
marketed under the Wi-Fi banner) operate in unlicensed spectrum, and provide wired LAN
extension or replacement. The Wi-Fi family, also known as Wireless Ethernet, allows generic
applications to operate seamlessly over a transparent layer 1 and 2.
Initially deployed as corporate LAN extensions, their low price, high performance (to tens of
Mbps), and ease of operation have made them popular in the home ofﬁce environment and
to a lesser degree as a substitute for traditional point-to-point microwave systems. Additional
vertical applications are starting to appear. Some vehicular toll collection systems employ
802.11, and commercial airlines have announced installation of WLANs in their aircrafts for
in-ﬂight passenger use. Free access community networks are sprouting in numerous high-tech
locales, potentially challenging the business model of established wireless carriers. Wi-Fi’s
well-publicized security limitations are expected to be solved before they signiﬁcantly slow
adoption of the technology. Over 26 million Wi-Fi devices were expected to ship in 2003 [1].

1.2.3 Wide Area Systems
Wide area mobile systems generally sacriﬁce throughput for longer propagation paths, user
mobility, decreased device size, and increased coverage. Paging and cellular communication
systems are prime examples of wide area systems.
1.2.3.1 Paging
Paging was successful for years as a reliable delivery mechanism for short text strings, such
as phone numbers. With simplex data delivery, strategically placed high-power transmitters
and robust encoding, excellent reliability was achieved. To compete with evolving cell phone
services in the 1990s, many paging systems were upgraded to provide two-way transfers
and larger message sizes, making them similar in function to the terrestrial packet systems
described later in this chapter. Now the Motorola proprietary two-way paging protocol ReFlex
is the most widely deployed paging technology.
Faced with the increased coverage and penetration of cellular service, paging subscribership
peaked in 1999 [2]. Motorola, the traditional leader among paging manufacturers, announced
5

See http://qualweb.bluetooth.org.
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that it is transitioning away from both one-and two-way paging equipment in favor of
advanced cellular products and services [3].
1.2.3.2 Mobile Satellite Services
The 1990s saw the design of a number of LEO and MEO (low and medium earth orbit)
satellite systems. Of these, only a few were actually launched, and these have had trouble
maintaining ﬁnancial viability in the face of ever-increasing terrestrial cellular coverage.
Two systems provide cellular-like service: Globalstar and Iridium. Others (e.g., Orbcomm)
provide two-way paging-like services (though with increased latency, as its LEO satellites
are not always overhead). More ambitious systems such as Teledesic await the day when the
investment climate may be more propitious.
Successful service providers leverage mobile satellite technology to beneﬁt niche markets.
Inmarsat uses a GEO satellite constellation to provide connectivity to maritime and other
high-value assets. Omni-Tracs provides vehicular tracking and communications via satellite to
the long-haul trucking industry.
1.2.3.3 Specialized Private Systems
Most wide area radio communications—like cellular and paging—are provided as services
offered by carriers to the public. A notable exception is military systems, which typically use
specialized proprietary designs in restricted frequency bands. Another exception is specialized
private systems, used for such applications as voice dispatch and remote asset monitoring.
These systems operate in licensed frequency bands and generally consist of several tower
sites and many ﬁxed or mobile subscriber units operated by a corporate or government entity.
They go by many different names: SMR (specialized mobile radio), MAS (multiaddress
system), trunked radio, PMR (private mobile radio), and others. Without the economies of
scale of their mass market counterparts, the specialized radio systems are often a generation
behind comparable commercial equipment, with many still employing analog modulation, for
example, long after cellular has migrated to digital.
1.2.3.4 Terrestrial Packet Systems
Several proprietary systems have been deployed to provide general-purpose packet data
services. Mobitex, originally developed by Ericsson, and Ardis, now operated by Motient,
provide shared channels operating at about 10 to 20 kbps. Wireless e-mail (similar to two-way
paging) has been the dominant application for these systems.
The Ricochet system operates somewhat differently. With low power transceivers mounted on
light poles located roughly every quarter mile, the system uses mostly unlicensed spectrum to
offer 100-plus kbps Internet access to subscribers. This proprietary system was deployed in
15 or 20 markets before being turned off for ﬁnancial reasons. At the time of this writing, it is
back online in two markets.
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1.2.3.5 Cellular
The ﬂagship wireless service is unquestionably cellular. From a few million North American
users in the early 1990s, the number of mobile subscribers exceeded the number of ﬁxed
telephone subscribers by the end of the 1990s as shown in Figure 1.2. Analog service offered
by two carriers per market has given way to high-performance, feature-rich digital services
(including SMS, caller ID, three-way calling, etc.), often with four or more carriers per
market; additional base stations have been installed to the point where dropped calls and dead
spots are exceptions to the rule of ubiquitous connectivity.
North American consumers still have to choose between three or four incompatible second
generation digital technologies, though the evolution path points toward two technologies in
the coming generation (3G). Within the last year, cellular carriers have deployed their ﬁrst
serious large-scale data offerings, with medium rate (⬃50 kbps) packet data overlaid on their
voice channels. For the ﬁrst time, wide area consumer data services are available at moderate
data rates and low costs. It is yet to be seen exactly how this offering will be used, or how
widely it will be accepted.

1.2.4 Applications
We just discussed the current wireless landscape from a technological viewpoint. We can also
consider wireless products in terms of the supported applications, such as voice, messaging,
private data, and Internet access.
1.2.4.1 Voice
Cellular is the most obvious wireless voice technology. SMR and satellite systems support
vertical voice markets, and various technologies (including Bluetooth) are used for short-range
cordless telephony. Efforts are underway to support voice services over WLAN technologies.
1.2.4.2 Messaging
Communication via short wireless messages has echoed the popularity of e-mail in a wired
environment. Most usage of the Mobitex, Ardis (packet services), and ReFlex (paging)
systems today consists of messaging trafﬁc. Terrestrial and satellite voice systems support the
SMS, which carries text messages up to about 150 characters over the cellular network. Its
successors, enhanced messaging service (EMS) and multimedia messaging service (MMS),
now carry enhanced content such as pictures on some networks.
1.2.4.3 Private Data
On an enterprise scale, VSAT and microwave technologies exemplify high-performance data
transfer. On a personal scale, technologies such as Bluetooth provide a medium for private
data transfer over short ranges. Virtual private network (VPN) is an example of software that
allows private communications across a shared infrastructure (e.g., the Internet).
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1.2.4.4 Internet Access
Until recently, wireless Internet access involved a 10 kbps cellular channel and a limited web
view using the text-based wireless application protocol (WAP) or similar mechanism. Today’s
digital cellular and wireless LAN services now allow users full web access at reasonable
speeds over a wide area. For higher rate ﬁxed access, VSAT services, and in some areas ﬁxed
multipoint systems, are available.

1.2.5 Where We Are Going
The advances of the recent decades show no sign of slowing. Despite the current
(2003) telecom slump, wireless research and development continues apace. Incremental
improvements in all facets of wireless communications should continue for the foreseeable
future. Additionally, there are certain ongoing research areas that could potentially provide
quantum advances across the wireless landscape.
1.2.5.1 Software Radio
In conventional radios, we see open system interconnect (OSI) Layer 1 (physical)
implemented in (mostly analog) hardware, with ﬁlters and ampliﬁers, for example, designed
Software Radio

Control

Baseband

MODEM

D/A

A/D

Software Radio

Control

D/A

A/D

Figure 1.5: The ideal software radio (lower diagram) is much simpler and more flexible than the
traditional radio (upper diagram), with its hardware tightly coupled to a specific signal type.
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for operation at speciﬁc frequencies consistent with the radio’s intended usage. Layer 2
(data link) may be implemented in custom digital hardware or a general-purpose digital
signal processor; higher layers are usually executed by software/ﬁrmware in general-purpose
microprocessors. The block diagram of a conventional radio is shown in the top section of
Figure 1.5.
The idea behind software radio is to move as much of the radio functionality (including the
physical layer) as possible into software. However, performing the high rate sampling and
signal processing required for a fully software radio has not yet proven to be commercially
feasible. More recently, the related concept of software-deﬁned radio has emerged as an R&D
topic. In this case, dynamically reconﬁgurable logic arrays execute speciﬁc computationally
intensive functions, such as coding or encryption, as needed. A logic block may be conﬁgured
as a decoder during reception, then reconﬁgured as an encoder during the next transmit cycle.
The lower section of Figure 1.5 shows a block diagram of a software-deﬁned radio.
For both software radio or software-deﬁned radio, the advantages are similar:

•

Flexibility—The radio no longer needs to be designed with foreknowledge of the exact
characteristics of the target usage.

•

Upgradability—Operation with a new radio technology can be achieved simply with a
new software download.

•

Cost—Using today’s technologies, digital logic gates are inherently less expensive
than analog components.

•

Power consumption—There is potentially more opportunity to optimize for lower
power consumption (and therefore longer battery life) for a software/digital function
than for analog.

1.2.5.2 Ultrawideband Signals
Ultrawideband (UWB) has been promoted as a technology for applications ranging from highspeed communications to location determination to short-range ground-penetrating imaging.
With pulse modulation and bandwidths in excess of 1 GHz, UWB potentially takes the
advantages of spread spectrum one step further. The intent is to operate UWB transmitters in
an unlicensed mode overlapping licensed frequencies. After signiﬁcant study, the FCC issued
rules allowing limited UWB operation, but questions still remain in the minds of spectrum
license holders who are concerned about interference.
1.2.5.3 Smart Antennas
“Smart” antennas have been used for years in specialty applications, especially by the military.
There are continuing efforts to develop commercially attractive solutions for applications
such as cellular base stations and wireless LAN hot spots. Smart, or phased array, antennas
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may be considered an extreme form of antenna diversity. An antenna array is composed of
a collection of individual antenna elements, each of which is capable of signal reception (or
transmission). A signal arriving at the array will typically be picked up at each element, offset
slightly in time. By internally adjusting the phase (time offset) of each received signal and
then summing, the antenna pattern is effectively focused on the remote transmitter. Signals
arriving from other directions do not beneﬁt from the summing and sink into the noise. The
same technique may be used to beneﬁt the transmitted signal as well as the received signal.
One of the challenges of the technology is to dynamically adjust the offsets to maintain focus
on a remote mobile unit. Figure 1.6 shows a simpliﬁed model of smart antenna operation.
Smart Antenna

De

sir
e

dS

al

Antenna Elements

ign

Interfering Signal

Figure 1.6: Smart antenna. In this simple example, the desired and interfering signals are
captured at each antenna element. When aligning the received signals to maximize the desired
signal, the offset versions of the interferer tend to cancel each other out.

1.2.5.4 Advanced Networking
There are a number of advances at OSI layers 2 and above that will beneﬁt wireless users,
some examples of which are touched on here.
Over the past 15 years, deployment of the Internet protocol (IP) has advanced to where it is
now a matter of course to connect from any computer to almost any other computer around
the world, and to do it easily and quickly. This expectation also holds true for telephoneto-telephone connectivity. In some respects, mobile telephony is more advanced than IP
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networking in that a user can receive a call to his or her unique identiﬁer (telephone number,
including the home area code) while roaming to a different market with a different area
code. This is not true today in data networking, in which a computer’s unique identiﬁer (IP
address) is tied to a speciﬁc “location” on the network (i.e., a speciﬁc router). The situation is
addressed by assigning a new IP address as the user reattaches through a different router. This
presents limitations to some applications, constraining their ability to maintain a connection as
their supporting device moves.
A set of features collectively known as mobile IP offers a solution to this problem, providing
services to the mobile data use that is comparable to those provided by the mobile telephony
infrastructure.
As mentioned earlier, security is one potential weakness of wireless systems. First generation
cellular networks were vulnerable to theft of services as well as eavesdropping. These
oversights were corrected with authentication and encryption systems built into the second
generation systems. Likewise, standards will shortly address the security weaknesses of
original IEEE 802.11 wireless LANs.
Another major area of research is in the ﬁeld of quality of service (QoS). Applications (e.g.,
voice or video) that work well over dedicated wired links often experience difﬁculties when
faced with the variable delays, channel errors, and throughput inherent in many wireless links.
Wireless QoS features will provide a more consistent platform on which to support these
applications.
In addition to speciﬁc research areas exempliﬁed by those just listed, there are several more
general trends that will affect the wireless landscape over the coming years.
1.2.5.5 Increased Throughput
Apart from some low-speed niche applications such as telemetry, each wireless technology
is continually pushing for higher data rates. Sophisticated modulation and coding can
squeeze more data onto existing channels. Additionally, there is a continuing migration
to higher frequencies, where there is more bandwidth and thus the potential for higher
throughput. Compare, for example, the newer 802.11a, which supports 54 Mbps on each of
up to 12 simultaneous channels at 5 GHz, with 802.11b, which offers 11 Mbps on each of 3
simultaneous channels at 2.4 GHz (under U.S. regulations). Recent news items report that
additional spectrum is being proposed to supplement what is already designated for unlicensed
use in the 5 GHz band.
1.2.5.6 Increased Access
We have grown to expect near-ubiquitous coverage from our cellular phone carriers.
This has been achieved through network tuning and intensive investment in network
infrastructure. Next generation technology and business consolidations should provide even
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more international roaming capabilities. Where there are several noninteroperable cellular
technologies today, there are only two contenders for widespread international deployment in
the third generation, and cellular operators are ensuring a much greater degree of compatibility
between them. Additionally, the burgeoning growth of public and private Wi-Fi hot spots
offers mobile data users another connectivity option. Bluetooth users carry their own personal
area network (PAN) around with them wherever they go. And it is expected that satellite
services will provide increasing connectivity options for those hard-to-reach remote locales.
1.2.5.7 Ubiquity
Not only is network coverage increasing, but the number of wireless devices is growing at
a high rate. The reduced size and price of radios makes it feasible to add wireless capability
to almost any device. Advances in supporting technologies, as well as wireless technologies,
make radios viable where they never have been before.

•

Battery power density continues to improve, reducing the size and increasing the
utility of portable devices. Viable alternate power sources are on the horizon.

•

User-interface advances (e.g., voice recognition, new display technologies) add
convenience and potentially open the door for new applications.

•

Integrated circuits continue to double their capabilities every year or two, allowing
designers to pack more functions into ever-smaller packages. Newer semiconductor
technologies and manufacturing processes provide increased efﬁciency.

•

Processing techniques, such as software-deﬁned radio, scripting and presentation
languages (Java 2 Platform, Micro Edition [J2ME], binary runtime environment for
wireless [BREW], extensible markup language [XML]), and video compression
algorithms, also have the end result of providing more capability—and more
conﬁgurable capabilities—to our mobile devices.

We are now seeing not only wireless phones and laptop computers, but also radio-connected
PDAs, cameras, watches, and cars. Any device that has an embedded microprocessor is a
candidate for wireless connectivity. Figure 1.7 illustrates the growth in mobile network access
devices.
1.2.5.8 More Applications
The increased availability of network coverage and wireless devices and advances in
associated electronics technologies make new applications viable. Mobile voice and mobile
text messaging have been wildly popular. The marriage of cameras and wireless opens the
door for some form of photo messaging. Cellular carriers (at the behest of the FCC, for safety
reasons) are deploying location determination capabilities, some using the global positioning
system (GPS). Once these capabilities are in place, a range of new applications beyond public
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Figure 1.7: Growth of mobile network access devices.6 “Other” devices include PDAs, handheld
and laptop PCs, etc.

safety will be available. Many see electronic gaming as a huge growth area, just now in its
infancy.

1.3 Conclusion
The rich history of progress in wireless and RF communication has given us an array of
technologies suited to a wide range of applications. We are in a time of explosive growth
in wireless technology. Coupled with the Internet content that is now available, the door is
open for new applications ranging from telemetry to video. The 1990s saw a proliferation of
wireless voice services; now, the wireless data boom will be even more dynamic because the
types of devices and content are much more varied.

1.4 References
1. T. Krazit, “Microsoft Joins Home Wi-Fi Announcements,” PCWorld.com (http://www.
pcworld.com/news/ article/0,aid,10517,00.asp). Accessed September 19, 2002.
2. FCC, Annual Report and Analysis of Competitive Market Conditions with Respect to
Commercial Mobile Services: Sixth Report, July 17, 2001.
3. Motorola, “Motorola Personal Communications Sector (PCS) Refocuses Messaging
Division” (press release), December 3, 2001.
6

Adapted from the Shosteck Group white paper, Lessons from Metricom and MobileStar: Success Factors for the
Portable Internet Access Market (January 2002).

www. n e wn e s p re s s .c om

CHAPTE R 2
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In this chapter we take an overall view of the characteristics of the communication system.
While these characteristics are common to any wireless communication link, for detail we’ll
address the peculiarities of short-range systems.
A simple block diagram of a digital wireless link is shown in Figure 2.1. The link transfers
information originating at one location, referred to as source data, to another location where
it is referred to as reconstructed data. A more concrete implementation of a wireless system,
a security system, is shown in Figure 2.2.
TRANSMITTER

SOURCE
DATA

ENCODER

RF MODULATOR
AND AMPLIFIER

RECEIVER

RECONSTRUCTED
DATA

DECODER

RF DOWNCONVERTER
AND DETECTOR

Figure 2.1: Radio communication link diagram.

2.1 Baseband Data Format and Protocol
Let’s ﬁrst take a look at what information we may want to transfer to the other side.
This is important in determining what bandwidth the system needs.

2.1.1 Change-of-State Source Data
Many short-range systems only have to relay information about the state of a contact. This is
true of the security system of Figure 2.2 where an infrared motion detector notiﬁes the control
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Figure 2.2: Security system.

panel when motion is detected. Another example is the push-button transmitter, which may be
used as a panic button or as a way to activate and deactivate the control system, or a wireless
smoke detector, which gives advance warning of an impending ﬁre. There are also what are
often referred to as “technical” alarms—gas detectors, water level detectors, and low and high
temperature detectors—whose function is to give notice of an abnormal situation.
All these examples are characterized as very low bandwidth information sources. Change of
state occurs relatively rarely, and when it does, we usually don’t care if knowledge of the event
is signaled tens or even hundreds of milliseconds after it occurs. Thus, required information
bandwidth is very low—several hertz.
It would be possible to maintain this very low bandwidth by using the source data to turn on and
off the transmitter at the same rate the information occurs, making a very simple communication
link. This is not a practical approach, however, since the receiver could easily mistake random
noise on the radio channel for a legitimate signal and thereby announce an intrusion or a ﬁre
when none occurred. Such false alarms are highly undesirable, so the simple on/off information
of the transmitter must be coded to be sure it can’t be misinterpreted at the receiver.
This is the purpose of the encoder shown in Figure 2.1. This block creates a group of bits,
assembled into a frame, to make sure the receiver will not mistake a false occurrence for a
real one. Figure 2.3 is an example of a message frame. The example has four ﬁelds. The ﬁrst
ﬁeld is a preamble with start bit, which conditions the receiver for the transfer of information
and tells it when the message begins. The next ﬁeld is an identifying address. This address is
unique to the transmitter, and its purpose is to notify the receiver from where or from what
unit the message is coming. The data ﬁeld follows, which may indicate what type of event
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Figure 2.3: Message frame.

is being signaled, followed, in some protocols, by a parity bit or bits to allow the receiver to
determine whether the message was received correctly.
2.1.1.1 Address Field
The number of bits in the address ﬁeld depends on the number of different transmitters there
may be in the system. Often the number of possibilities is far greater than this, to prevent
confusion with neighboring, independent systems and to prevent the statistically possible chance
that random noise will duplicate the address. The number of possible addresses in the code is
2L1, where L1 is the length of the message ﬁeld. In many simple security systems the address
ﬁeld is determined by dip switches set by the user. Commonly, 8 to 10 dip switch positions
are available, giving 256 to 1,024 address possibilities. In other systems, the address ﬁeld, or
device identity number, is a code number set in the unit microcontroller during manufacture.
This code number is longer than that produced by dip switches and may be 16 to 24 bits long,
having 65,536 to 16,777,216 different codes. The longer codes greatly reduce the chances that a
neighboring system or random event will cause a false alarm. On the other hand, the probability
of detection is lower with the longer code because of the higher probability of error. This means
that a larger signal-to-noise ratio is required for a given probability of detection.
In all cases, the receiver must be set up to recognize transmitters in its own system. In the
case of dip-switch addressing, a dip switch in the receiver is set to the same address as in the
transmitter. When several transmitters are used with the same receiver, all transmitters must
have the same identiﬁcation address as that set in the receiver. In order for each individual
transmitter to be recognized, a subﬁeld of two to four extra dip-switch positions can be
used for this differentiation. When a built-in individual ﬁxed identity is used instead of
dip switches, the receiver must be taught to recognize the identiﬁcation numbers of all the
transmitters used in the system; this is done at the time of installation. Several common ways
of accomplishing this are
(a) Wireless “learn” mode. During a special installation procedure, the receiver stores the
addresses of each of the transmitters that are caused to transmit during this mode;
(b) Infrared transmission. Infrared emitters and detectors on the transmitter and receiver,
respectively, transfer the address information;
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(c) Direct key-in. Each transmitter is labeled with its individual address, which is then
keyed into the receiver or control panel by the system installer;
(d) Wired learn mode. A short cable temporarily connected between the receiver and
transmitter is used when performing the initial address recognition procedure during
installation.

2.1.1.2 Advantages and Disadvantages of the Two Addressing Systems
Dip switch
Advantages

Disadvantages

Unlimited number of transmitters
can be used with a receiver.

Limited number of bits increases false
alarms and interference from adjacent systems.

Device can be used with commercially
available data encoders and decoders.

Device must be opened for coding during
installation.

Transmitter or receiver can be easily
replaced without recoding the
opposite terminal.

Multiple devices in a system are not
distinguishable in most simple systems.
Control systems are vulnerable to unauthorized
operation, since the address code can be
duplicated by trial and error.

Internal fixed code identity
Advantages

Disadvantages

Large number of code bits reduces
possibility of false alarms.

Longer code reduces probability of
detection.

System can be set up without opening
transmitter.

Replacing transmitter or receiver involves
redoing the code learning procedure.

Each transmitter is individually recognized
by receiver.

Limited number of transmitters can be
used with each receiver.
Must be used with a dedicated
microcontroller. Cannot be used with
standard encoders and decoders.

2.1.2 Code-Hopping Addressing
While using a large number of bits in the address ﬁeld reduces the possibility of false
identiﬁcation of a signal, there is still a chance of purposeful duplication of a transmitter
code to gain access to a controlled entry. Wireless push buttons are used widely for access
control to vehicles and buildings. There are radio receivers, popularly called “code grabbers,”
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that receive the transmitted entry signals and allow retransmitting them for fraudulent access
to a protected vehicle or other site. To counter this possibility, addressing techniques were
developed that cause the code to change every time the push button is pressed, so that even
if the transmission is intercepted and recorded, its repetition by a would-be intruder will
not activate the receiver, which is now expecting a different code. This method is variously
called code rotation, code hopping, or rolling code addressing. In order to make it virtually
impossible for a would-be intruder to guess or try various combinations to arrive at the correct
code, a relatively large number of address bits are used. In some devices, 36-bit addresses are
employed, giving a total of over 68 billion possible codes.
In order for the system to work, the transmitter and receiver must be synchronized. That
is, once the receiver has accepted a particular transmission, it must know what the next
transmitted address will be. The addresses cannot be sequential, since that would make it
too easy for the intruder to break the system. Also, it is possible that the user might press the
push button to make a transmission but the receiver may not receive it, due to interference
or the fact that the transmitter is too far away. This could even happen several times, further
unsynchronizing the transmitter and the receiver. All of the code-hopping systems are
designed to prevent such unsynchronization.
Following is a simpliﬁed description of how code hopping works, aided by Figure 2.4.
TRANSMITTER

RECEIVER

57

57

24

24

53

53

TRIAL 1

18

18

TRIAL 2

36

36

TRIAL 3

44

44

Figure 2.4: Code hopping.

Both the receiver and the transmitter use a common algorithm to generate a pseudorandom
sequence of addresses. This algorithm works by manipulating the address bits in a certain
fashion. Thus, starting at a known address, both sides of the link will create the same next
address. For demonstration purposes, Figure 2.4 shows the same sequence of two-digit
decimal numbers at the transmitting side and the receiving side. The solid transmitter arrow
points to the present transmitter address, and the solid receiver arrow points to the expected
receiver address. After transmission and reception, both transmitter and receiver calculate
their next addresses, which will be the same. The arrows are synchronized to point to the same
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address during a system setup procedure. As long as the receiver doesn’t miss a transmission,
there is no problem, since each side will calculate an identical next address. However, if one
or more transmissions are missed by the receiver, when it ﬁnally does receive a message, its
expected address will not match the received address. In this case it will perform its algorithm
again to create a new address and will try to match it. If the addresses still don’t match, a new
address is calculated until either the addresses match or a given number of trials have been
made with no success. At this point, the transmitter and receiver are unsynchronized, and the
original setup procedure has to be repeated to realign the transmitter and receiver addresses.
The number of trials permitted by the receiver may typically be between 64 and 256. If this
number is too high, the possibility of compromising the system is greater (although with a
36-bit address a very large number of trials would be needed for this) and with too few trials,
the frequency of inconvenient resynchronization would be greater. Note that a large number
of trials take a lot of time for computations and may cause a signiﬁcant delay in response.
Several companies make rolling code components, among them Microchip, Texas
Instruments, and National Semiconductor.

2.1.3 Data Field
The next part of the message frame is the data ﬁeld. Its number of bits depends on how many
pieces of information the transmitter may send to the receiver. For example, the motion detector
may transmit three types of information: motion detection, tamper detection, or low battery.
2.1.3.1 Parity Bit Field
The last ﬁeld is for error detection bits, or parity bits. As discussed later, some protocols have
inherent error detection features so the last ﬁeld is not needed.
2.1.3.2 Baseband Data Rate
Once we have determined the data frame, we can decide on the appropriate baseband data
rate. For the security system example, this rate will usually be several hundred hertz up to
a maximum of a couple of kilohertz. Since a rapid response is not needed, a frame can be
repeated several times to be more certain it will get through. Frame repetition is needed in
systems where space diversity is used in the receiver. In these systems, two separate antennas
are periodically switched to improve the probability of reception. If signal nulling occurs at
one antenna because of the multipath phenomena, the other antenna will produce a stronger
signal, which can be correctly decoded. Thus, a message frame must be sent more often to
give it a chance to be received after unsuccessful reception by one of the antennas.
2.1.3.3 Supervision
Another characteristic of digital event systems is the need for link supervision. Security
systems and other event systems, including medical emergency systems, are one-way links.
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They consist of several transmitters and one receiver. As mentioned previously, these systems
transmit relatively rarely, only when there is an alarm or possibly a low-battery condition.
If a transmitter ceases to operate, due to a component failure, for example, or if there is an
abnormal continuing interference on the radio channel, the fact that the link has been broken
will go undetected. In the case of a security system, the installation will be unprotected,
possibly, until a routine system inspection is carried out. In a wired system, such a possibility
is usually covered by a normally energized relay connected through closed contacts to a
control panel. If a fault occurs in the device, the relay becomes unenergized, and the panel
detects the opening of the contacts. Similarly, cutting the connecting wires will also be
detected by the panel. Thus, the advantages of a wireless system are compromised by the
lower conﬁdence level accompanying its operation.
Many security systems minimize the risk of undetected transmitter failure by sending a
supervisory signal to the receiver at a regular interval. The receiver expects to receive
a signal during this interval and can emit a supervisory alarm if the signal is not received.
The supervisory signal must be identiﬁed as such by the receiver so as not to be mistaken for
an alarm.
The duration of the supervisory interval is determined by several factors:

•

Devices certiﬁed under FCC Part 15 paragraph 15.231, which applies to most
wireless security devices in North America, may not send regular transmissions more
frequently than one per hour.

•

The more frequently regular supervision transmissions are made, the shorter the
battery life of the device.

•

Frequent supervisory transmissions when there are many transmitters in the system
raise the probability of a collision with an alarm signal, which may cause the alarm
not to get through to the receiver.

•

The more frequent the supervisory transmissions, the higher the conﬁdence level of
the system.

While it is advantageous to notify the system operator at the earliest sign of transmitter
malfunction, frequent supervision raises the possibility that a fault might be reported when
it doesn’t exist. Thus, most security systems determine that a number of consecutive missing
supervisory transmissions must be detected before an alarm is given. A system that speciﬁes
security emissions once every hour, for example, may wait for eight missing supervisory
transmissions, or eight hours, before a supervisory alarm is announced. Clearly, the greater
the consequences of lack of alarm detection due to a transmitter failure, the shorter the
supervision interval must be.
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2.1.4 Continuous Digital Data
In other systems, ﬂowing digital data must be transmitted in real time, and the original source
data rate will determine the baseband data rate. This is the case in wireless LANs and wireless
peripheral-connecting devices. The data is arranged in message frames, which contain ﬁelds
needed for correct transportation of the data from one side to the other, in addition to the data
itself.
An example of a frame used in synchronous data link control (SDLC) is shown in
Figure 2.5. It consists of beginning and ending bytes that delimit the frame in the message,
address and control ﬁelds, a data ﬁeld of undeﬁned length, and check bits or parity bits for
letting the receiver check whether the frame was correctly received. If it is, the receiver
sends a short acknowledgment, and the transmitter can continue with the next frame. If
no acknowledgment is received, the transmitter repeats the message again and again until
it is received. This is called an automatic repeat query (ARQ) protocol. In high-noise
environments, such as encountered on radio channels, the repeated transmissions can
signiﬁcantly slow down the message throughput.
BEGINNING
FLAG—8
BITS

ADDRESS—8
BITS

CONTROL—8
BITS

INFORMATION—
ANY NO. OF BITS

ERROR
DETECTION—16
BITS

ENDING FLAG—
8 BITS

Figure 2.5: Synchronous data link control frame.

More common today is to use a forward error control (FEC) protocol. In this case, there is
enough information in the parity bits to allow the receiver to correct a small number of errors
in the message so that it will not have to request retransmission. Although more parity bits are
needed for error correction than for error detection alone, the throughput is greatly increased
when using FEC on noisy channels.
In all cases, we see that extra bits must be included in a message to ensure proper
transmission, and the consequently longer frames require a higher transmission rate than
what would be needed for the source data alone. This message overhead must be considered
in determining the required bit rate on the channel, the type of digital modulation, and
consequently the bandwidth.

2.1.5 Analog Transmission
Analog transmission devices, such as wireless microphones, also have a baseband bandwidth
determined by the data source. A high-quality wireless microphone may be required to pass
50 to 15,000 Hz, whereas an analog wireless telephone needs only 100 to 3000 Hz. In this case
determining the channel bandwidth is more straightforward than in the digital case, although
the bandwidth depends on whether amplitude modulation (AM) or frequency modulation (FM)
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is used. In most short-range radio applications, FM is preferred—narrowband FM for voice
communications and wideband FM for quality voice and music transmission.

2.2 Baseband Coding
The form of the information signal that is modulated onto the RF carrier we call here
baseband coding. In the following sections, we refer to both digital and analog systems,
although strictly speaking the analog signal is not coded but is modiﬁed to obtain desired
system characteristics.

2.2.1 Digital Systems
Once we have a message frame, composed as we have shown by address and data ﬁelds,
we must form the information into signal levels that can be effectively transmitted, received,
and decoded. Since we’re concerned here with binary data transmission, the baseband coding
selected has to give the signal the best chance to be decoded after it has been modiﬁed by
noise and the response of the circuit and channel elements. This coding consists essentially
of the way that zeros and ones are represented in the signal sent to the modulator of the
transmitter.
There are many different recognized systems of baseband coding. We will examine only a few
common examples.
These are the dominant criteria for choosing or judging a baseband code:
(a) Timing. The receiver must be able to take a data stream polluted by noise and
recognize transitions between each bit. The bit transitions must be independent of
the message content; that is, they must be identiﬁable even for long strings of
zeros or ones.
(b) DC content. It is desirable that the average level of the message— that is, its
DC level—remains constant throughout the message frame, regardless of the content
of the message. If this is not the case, the receiver detection circuits must have a
frequency response down to DC so that the levels of the message bits won’t tend to
wander throughout the frame. In circuits where coupling capacitors are used, such a
response is impossible.
(c) Power spectrum. Baseband coding systems have different frequency responses.
A system with a narrow frequency response can be ﬁltered more effectively to reduce
noise before detection.
(d) Inherent error detection. Codes that allow the receiver to recognize an error on a
bit-by-bit basis have a lower possibility of reporting a false alarm when error-detecting
bits are not used.
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(e) Probability of error. Codes differ in their ability to properly decode a signal, given a
ﬁxed transmitter power. This quality can also be stated as having a lower probability
of error for a given signal-to-noise ratio.
(f) Polarity independence. There is sometimes an advantage in using a code that
retains its characteristics and decoding capabilities when inverted. Certain types of
modulation and demodulation do not retain polarity information. Phase modulation is
an example.

Now let’s look at some common codes (Figure 2.6) and rate them according to the
preceding criteria. It should be noted that coding considerations for event-type reporting
are far different from those for ﬂowing real-time data, since bit or symbol times are not so
critical, and message frames can be repeated for redundancy to improve the probability of
detection and reduce false alarms. In data ﬂow messages, the data rate is important, and
sophisticated error detection and correction techniques are used to improve system
sensitivity and reliability.
a) Non-Return to Zero (NRZ)—Figure 2.6a
NRZ is the most familiar code, since it is used in digital circuitry and serial
wired short-distance communication links, like RS-232. However, it is rarely used
1

0

1

1

0

0

0

1

a) NRZ

b) Manchester

c) Biphase Mark

1

0

1

d) Pulse-Width

Figure 2.6: Baseband bit formats.
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directly for wireless communication. Strings of ones or zeros leave it without
deﬁned bit boundaries, and its DC level is very dependent on the message content.
There is no inherent error detection. If NRZ coding is used, an error detection or
correction ﬁeld is imperative. If amplitude shift keying (ASK) modulation is used, a
string of zeros means an extended period of no transmission at all. In any case,
if NRZ signaling is used, it should be only for very short frames of no more than
eight bits.
(b) Manchester Code—Figure 2.6b
A primary advantage of Manchester code is its relatively low probability of error
compared to other codes. It is the code used in Ethernet local area networks. It gives
good timing information, since there is always a transition in the middle of a bit,
which is decoded as zero if this is a positive transition and a one otherwise. The
Manchester code has a constant DC component, and its waveform doesn’t change
if it passes through a capacitor or transformer. However, a “training” code sequence
should be inserted before the message information as a preamble to allow capacitors
in the receiver detection circuit to reach charge equilibrium before the actual message
bits appear. Inverting the Manchester code turns zeros to ones and ones to zeros. The
frequency response of Manchester code has components twice as high as NRZ code,
so a low-pass ﬁlter in the receiver must have a cutoff frequency twice as high as for
NRZ code with the same bit rate.
(c) Biphase Mark—Figure 2.6c
Biphase mark code is somewhat similar to the Manchester code, but bit identity is
determined by whether or not there is a transition in the middle of a bit. For biphase
mark, a level transition in the middle of a bit (going in either direction) signiﬁes a one,
and a lack of transition indicates zero. Biphase space is also used, where the space
character has a level transition. There is always a transition at the bit boundaries, so
timing content is good. A lack of this transition gives immediate notice of a bit error,
and the frame should then be aborted. The biphase code has constant DC level, no
matter what the message content, and a preamble should be sent to allow capacitor
charge equalization before the message bits arrive. As with the Manchester code,
frequency content is twice as much as for the NRZ code. The biphase mark or space
code has the added advantage of being polarity independent.
(d) Pulse-Width Modulation—Figure 2.6d
As shown in Figure 2.6d, a one has two timing durations and a zero has a pulse width
of one duration. The signal level inverts with each bit, so timing information for
synchronization is good. There is a constant average DC level. Since the average pulse
width varies with the message content, in contrast with the other examples, the bit rate
is not constant. Pulse-width modulation code has inherent error detection capability.
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(e) Motorola MC145026-145028 coding—Figure 2.7
Knowledge of the various baseband codes is particularly important if the designer
creates his own protocol and implements it on a microcontroller. However, there are
several off-the-shelf integrated circuits that are popular for simple event transmission
transmitters where a microcontroller is not needed for other circuit functions, such as
in panic buttons or door-opening controllers.
ENCODER
OSCILLATOR
(PIN 12)
ENCODED
“ONE”
Dout
(PIN 15)

ENCODED
“ZERO”
ENCODED
“OPEN”

DATA PERIOD

Figure 2.7: Motorola MC145026.

The Motorola chips are an example of nonstandard coding developed especially for event
transmission where three-state addressing is determined as high, low, or open connections to
device pins. Thus, a bit symbol can be one of three different types. The receiver, MC145028,
must recognize two consecutive identical frames to signal a valid message. The Motorola
protocol gives very high reliability and freedom from false alarms. Its signal does have a broad
frequency spectrum relative to the data rate, and the receiver ﬁlter passband must be designed
accordingly. The DC level is dependent on the message content.

2.2.2 Analog Baseband Conditioning
Wireless microphones and headsets are examples of short-range systems that must maintain
high audio quality over the vagaries of changing path lengths and indoor environments, while
having small size and low cost. To help them achieve this, they have a signal conditioning
element in their baseband path before modulation. Two features used to achieve high
signal-to-noise ratio over a wide dynamic range are pre-emphasis/de-emphasis and compression/
expansion. Their positions in the transmitter/receiver chain are shown in Figure 2.8.
The transmitter audio signal is applied to a high-pass ﬁlter (pre-emphasis) that increases
the high-frequency content of the signal. In the receiver, the detected audio goes through a
complementary low-pass ﬁlter (de-emphasis), restoring the signal to its original spectrum
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Figure 2.8: Wireless microphone system.

composition. However, in so doing, high-frequency noise that entered the signal path after the
modulation process is ﬁltered out by the receiver, while the desired signal is returned to its
original quality.
Compression of the transmitted signal raises the weak sounds and suppresses strong sounds to
make the modulation more efﬁcient. Reversing the process in the receiver weakens annoying
background noises while restoring the signal to its original dynamic range.

2.3 RF Frequency and Bandwidth
There are several important factors to consider when determining the radio frequency of a
short-range system:

•
•
•
•
•

Telecommunication regulations
Antenna size
Cost
Interference
Propagation characteristics

When you want to market a device in several countries and regions of the world, you may want
to choose a frequency that can be used in the different regions, or at least frequencies that don’t
differ very much so that the basic design won’t be changed by changing frequencies.
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The UHF frequency bands are usually the choice for wireless alarm, medical, and control
systems. The bands that allow unlicensed operation don’t require rigid frequency accuracy.
Various components—SAWs and ICs—have been specially designed for these bands and are
available at low prices, so choosing these frequencies means simple designs and low cost.
Many companies produce complete RF transmitter and receiver modules covering the most
common UHF frequencies, among them 315 MHz and 902 to 928 MHz (United States and
Canada), and 433.92 MHz band and 868 to 870 MHz (European Community).
Antenna size may be important in certain applications, and for a given type of antenna, its size
is proportional to wavelength, or inversely proportional to frequency. When spatial diversity
is used to counter multipath interference, a short wavelength of the order of the size of the
device allows using two antennas with enough spacing to counter the nulling that results
from multipath reﬂections. In general, efﬁcient built-in antennas are easier to achieve in small
devices at short wavelengths.
From VHF frequencies and up, cost is directly proportional to increased frequency.
Natural and manmade background noise is higher on the lower frequencies. On the other
hand, certain frequency bands available for short-range use may be very congested with other
users, such as the ISM bands. Where possible, it is advisable to chose a band set aside for a
particular use, such as the 868–870 MHz band available in Europe.
Propagation characteristics also must be considered in choosing the operating frequency.
High frequencies reﬂect easily from surfaces but penetrate insulators less readily than lower
frequencies.
The radio frequency bandwidth is a function of the baseband bandwidth and the type of
modulation employed. For security event transmitters, the required bandwidth is small, of
the order of several kilohertz. If the complete communication system were designed to take
advantage of this narrow bandwidth, there would be signiﬁcant performance advantages over
the most commonly used systems having a bandwidth of hundreds of kilohertz. For given
radiated transmitter power, the range is inversely dependent on the receiver bandwidth. Also,
narrowband unlicensed frequency allotments can be used where available in the different
regions, reducing interference from other users. However, cost and complexity considerations
tend to outweigh communication reliability for these systems, and manufacturers decide to
make do with the necessary performance compromises. The bandwidth of the mass production
security devices is thus determined by the frequency stability of the transmitter and receiver
frequency determining elements, and not by the required signaling bandwidth. The commonly
used SAW devices dictate a bandwidth of at least 200 kHz, whereas the signaling bandwidth
may be only 2 kHz. Designing the receiver with a passband of 20 kHz instead of 200 kHz
would increase sensitivity by 10 dB, roughly doubling the range. This entails using stable
crystal oscillators in the transmitter and in the receiver local oscillator.
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2.4 Modulation
Amplitude modulation (AM) and frequency modulation (FM), known from commercial
broadcasting, have their counterparts in modulation of digital signals, but you must be careful
before drawing similar conclusions about the merits of each. The third class of modulation is
phase modulation, not used in broadcasting, but its digital counterpart is commonly used in
high-end, high-data-rate digital wireless communication.
Digital AM is referred to as ASK—amplitude shift keying—and sometimes as OOK—on/off
keying. FSK is frequency shift keying, the parallel to FM. Commercial AM has a bandwidth
of 10 kHz, whereas an FM broadcasting signal occupies 180 kHz. The high post-detection
signal-to-noise ratio of FM is due to this wide bandwidth. However, on the negative side,
FM has what is called a threshold effect, also due to wide bandwidth. Weak FM signals are
unintelligible at a level that would still be usable for AM signals. When FM is used for
two-way analog communication, narrowband FM, which occupies a similar bandwidth to
AM, also has comparable sensitivity for a given S/N.

2.4.1 Modulation for Digital Event Communication
For short-range digital communication we’re not interested in high ﬁdelity, but rather
high sensitivity. Other factors for consideration are simplicity and cost of modulation and
demodulation. Let’s now look into the reasons for choosing one form of modulation or
the other.
An analysis of error rates versus bit energy to noise density shows that there is no inherent
advantage of one system, ASK or FSK, over the other. This conclusion is based on certain
theoretical assumptions concerning bandwidth and method of detection. While practical
implementation methods may favor one system over the other, we shouldn’t jump to
conclusions that FSK is necessarily the best, based on a false analogy to FM and AM
broadcasting.
In low-cost security systems, ASK is the simplest and cheapest method to use. For this type
of modulation we must just turn on and turn off the radio frequency output in accordance
with the digital modulating signal. The output of a microcontroller or dedicated coding device
biases on and off a single SAW-controlled transistor RF oscillator. Detection in the receiver
is also simple. It may be accomplished by a diode detector in several receiver architectures,
to be discussed later, or by the received signal strength indicator (RSSI) output of many
superheterodyne receiver ICs employed today. Also, ASK must be used in the still widespread
superregenerative receivers.
For FSK, on the other hand, it’s necessary to shift the transmitting frequency between two
different values in response to the digital code.
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More elaborate means are needed for this than in the simple ASK transmitter, particularly
when crystal or SAW devices are used to keep the frequency stable. In the receiver, also,
additional components are required for FSK demodulation as compared to ASK. We have to
decide whether the additional cost and complexity are worthwhile for FSK.
In judging two systems of modulation, we must base our results on a common parameter that
is a basis for comparison. This may be peak or average power. For FSK, the peak and average
powers are the same. For ASK, average power for a given peak power depends on the duty
cycle of the modulating signal. Let’s assume ﬁrst that both methods, ASK and FSK, give the
same performance—that is, the same sensitivity—if the average power in both cases is equal.
It turns out that in this case, our preference depends on whether we are primarily marketing
our system in North America or in Europe. The reason is the difference in the deﬁnition of the
power output limits between the telecommunication regulations in force in the United States
and Canada as compared to the common European regulations.
The U.S. FCC Part 15 and similar Canadian regulations specify an average ﬁeld strength
limit. Thus, if the transmitter is capable of using a peak power proportional to the inverse
of its modulation duty cycle, while maintaining the allowed average power, then under our
presumption of equal performance for equal average power, there would be no reason to prefer
FSK, with its additional complexity and cost, over ASK.
In Western Europe, on the other hand, the low-power radio speciﬁcation, ETSI 300 220, limits
the peak power of the transmitter. This means that if we take advantage of the maximum
allowed peak power, FSK is the proper choice, since for a given peak power, the average
power of the ASK transmitter will always be less, in proportion to the modulating signal duty
cycle, than that of the FSK transmitter.
However, is our presumption of equal performance for equal average power correct? Under
conditions of added white Gaussian noise (AWGN) it seems that it is. This type of noise is
usually used in performance calculations, since it represents the noise present in all electrical
circuits as well as cosmic background noise on the radio channel. But in real life, other forms
of interference are present in the receiver passband that have very different, and usually
unknown, statistical characteristics from AWGN. On the UHF frequencies normally used
for short-range radio, this interference is primarily from other transmitters using the same
or nearby frequencies. To compare performance, we must examine how the ASK and FSK
receivers handle this type of interference. This examination is pertinent in the United States
and Canada where we must choose between ASK and FSK when considering that the average
power, or signal-to-noise ratio, remains constant. Some designers believe that a small duty
cycle resulting in high peak power per bit is advantageous, since the presence of the bit, or
high peak signal, will get through a background of interfering signals better than another
signal with the same average power but a lower peak. To check this out, we must assume a fair
and equal basis of comparison. For a given data rate, the low-duty cycle ASK signal will have
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shorter pulses than for the FSK case. Shorter pulses mean higher baseband bandwidth and a
higher cutoff frequency for the post-detection bandpass ﬁlter, resulting in more broadband
noise for the same data rate. Thus, the decision depends on the assumptions of the type of
interference to be encountered, and even then the answer is not clear-cut.
An analysis of the effect of different types of interference is given by Anthes of RF
Monolithics. He concludes that ASK, which does not completely shut off the carrier on
a “0” bit, is marginally better than FSK.

2.4.2 Continuous Digital Communication
For efﬁcient transmission of continuous digital data, the modulation choices are much more
varied than in the case of event transmission. We can see this in the three leading cellular
digital radio systems, all of which have the same use and basic requirements. The system
referred to as DAMPS or TDMA (time division multiple access) uses a type of modulation
called Pi/4 DPSK (differential phase shift keying). The GSM network is based on GMSK
(Gaussian minimum shift keying). The third major system is CDMA (code division multiple
access). Each system claims that its choice is best, but it is clear that there is no simple
cut-and-dried answer. We won’t going into the details of the cellular systems here, so we’ll
look at the relevant trade-offs for modulation methods in what we have deﬁned as shortrange radio applications. At the end of this chapter, we review the basic principles of digital
modulation and spread-spectrum modulation.
For the most part, license-free applications specify ISM bands where signals are not conﬁned
to narrow bandwidth channels. However, noise power is directly proportional to bandwidth, so
the receiver bandwidth should be no more than is required for the data rate used. Given a data
rate and an average or peak power limitation, there are several reasons for preferring one type
of modulation over another. They involve error rate, implementation complexity, and cost.
A common way to compare performance of the different systems is by curves of bit error rate
(BER) versus the signal-to-noise ratio, expressed as energy per bit divided by the noise density
(deﬁned later). The three most common types of modulation system are compared in
Figure 2.9. Two of the modulation types were mentioned previously. The third, phase shift
keying, is described in the next section.
2.4.2.1 Phase Shift Keying
Whereas in amplitude shift keying and frequency shift keying the amplitude and frequency
are varied according to the digital source data, in PSK it is the phase of the RF carrier that is
varied. In its simplest form, the waveform looks like Figure 2.10. Note that the phase of the
carrier wave shifts 180 degrees according to the data signal bits. Similar to FSK, the carrier
remains constant, thus giving the same advantage that we mentioned for FSK—maximum
signal-to-noise ratio when there is a peak power limitation.
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Figure 2.9: Bit error rates.

Figure 2.10: Phase shift keying.

2.4.3 Comparing Digital Modulation Methods
In comparing the different digital modulation methods, we need a common reference
parameter that reﬂects the signal power and noise at the input of the receiver, and the bit rate
of the data. This common parameter of signal-to-noise ratio for digital systems is expressed as
the signal energy per bit divided by the noise density, E/No. We can relate this parameter to the
more familiar signal-to-noise ratio, S/N, and the data rate, R, as follows:
1. S/N  signal power/noise power. The noise power is the noise density, No, in watts/Hz
times the transmitted signal bandwidth, BT, in Hz:
S/N  S/(NoBT)
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2. The signal energy in joules is the signal power in watts, S, times the bit time in
seconds, which is 1/(data rate)  1/R, thus E  S(1/R)
3. The minimum transmitted bandwidth (Nyquist bandwidth) to pass a bit stream of R bits
per second is BT  R Hz.
4. In sum:
E/No  (S/R)/No  S/NoR  S/N
The signal power for this expression is the power at the input of the receiver, which is derived
from the radiated transmitted power, the receiver antenna gain, and the path loss. The noise
density, No, or more precisely the one-sided noise power spectral density, in units of watts/Hz,
can be calculated from this expression:
No  kT  1.38  1023  T(Kelvin) watt/hertz
The factor k is Boltzmann’s constant, and T is the equivalent noise temperature that relates the
receiver input noise to the thermal noise that is present in a resistance at the same temperature
T. Thus, at standard room temperature of 290 degrees Kelvin, the noise power density is
4  1021 watts/Hz, or 174 dBm/Hz.
The modulation types making up the curves in Figure 2.9 are
Phase shift keying (PSK)
Noncoherent frequency shift keying (FSK)
Noncoherent amplitude shift keying (ASK)
We see from the curves that the best type of modulation to use from the point of view
of lowest bit error for a given signal-to-noise ratio (E/No) is PSK. There is essentially
no difference, according to the curves, between ASK and FSK. (This is true only when
noncoherent demodulation is used, as in most simple short-range systems.) What then must
we consider in making our choice?
PSK is not difﬁcult to generate. It can be done by a balanced modulator. The difﬁculty is in
the receiver. A balanced modulator can be used here too, but one of its inputs, which switches
the polarity of the incoming signal, must be perfectly correlated with the received signal
carrier and without its modulation. The balanced modulator acts as a multiplier, and when a
perfectly synchronized RF carrier is multiplied by the received signal, the output, after lowpass ﬁltering, is the original bit stream. PSK demodulation is shown in Figure 2.11.
There are several ways of generating the required reference carrier signal from the received
signal. Two examples are the Costas loop and the squaring loop, which include three
multiplier blocks and a variable frequency oscillator (VFO). Because of the complexity and
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Figure 2.11: PSK demodulation.

cost, PSK is not commonly used in inexpensive short-range equipment, but it is the most
efﬁcient type of modulation for high-performance data communication systems.
Amplitude shift keying is easy to generate and detect, and as we see from Figure 2.9, its
bit error rate performance is essentially the same as for FSK. However, FSK is usually the
modulation of choice for many systems. The primary reason is that peak power is usually
the limitation, which gives FSK a 3-dB advantage, since it has constant power for both bit
states, whereas ASK has only half the average power, assuming a 50% duty cycle and equal
probability of marks and spaces. FSK has slightly more complexity than ASK, and that’s
probably why it isn’t used in all short-range digital systems.
A modulation system that incorporates the methods discussed previously but provides a
high degree of interference immunity is spread spectrum, which we’ll discuss later in this
chapter.
2.4.3.1 Analog Communication
For short-range analog communication—wireless microphones, wireless earphones, auditive
assistance devices—FM is almost exclusively used. When transmitting high-quality audio,
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FM gives an enhanced post-detection signal-to-noise ratio, at the expense of greater
bandwidth. Even for narrowband FM, which doesn’t have post-detection signal-to-noise
enhancement, its noise performance is better than that of AM because a limiting IF ampliﬁer
can be used to reduce the noise. AM, being a linear modulation process, requires linear
ampliﬁers after modulation in the transmitter, which are less efﬁcient than the class C
ampliﬁers used for FM. Higher power conversion efﬁciency gives FM an advantage in
battery-operated equipment.

2.4.4 Advanced Digital Modulation
Two leading characteristics of wireless communication in the past few years are the need for
increasing data rates and better utilization of the radio spectrum. This translates to higher
speeds on narrower bandwidths. At the same time, much of the radio equipment is portable
and operated by batteries. So what is needed is

•
•
•
•

High data transmission rates
Narrow bandwidth
Low error rates at low signal-to-noise ratios
Low power consumption

Breakthroughs have occurred with the advancement of digital modulation and coding systems.
We deal here with digital modulation principles.
The types of modulation that we discussed previously—ASK, FSK, and PSK—involve
modifying a radio frequency carrier one bit at a time. We mentioned the Nyquist bandwidth,
which is the narrowest bandwidth of an ideal ﬁlter that permits passing a bit stream without
intersymbol interference. As the bandwidth of the digital bit stream is further reduced, the bits
are lengthened and interfere with the detection of subsequent bits. This minimum, or Nyquist,
bandwidth equals one-half of the bit rate at baseband, but twice as much for the modulated
signal. We can see this result in Figure 2.12. An alternating series of marks and spaces can
be represented by a sine wave whose frequency is one-half the bit rate: fsin  1/2 T . An ideal
ﬁlter with a lower cutoff frequency will not pass this fundamental frequency component, and
the data will not get through.

Figure 2.12: Nyquist bandwidth.
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Any other combination of bits will create other frequencies, all of which are lower than the
Nyquist frequency. It turns out then that the maximum number of bits per hertz of ﬁlter cutoff
frequency that can be passed at baseband is two. Therefore, if the bandwidth of a telephone
line is 3.4 kHz, the maximum binary bit rate that it can pass without intersymbol interference
is 6.8 k bits per second. We know that telephone line modems pass several times this rate.
They do it by incorporating several bits in each symbol transmitted, for it is actually the
symbol rate that is limited by the Nyquist bandwidth, and the problem that remains is to put
several bits on each symbol in such a manner that they can be effectively taken off the symbol
at the receiving end with as small as possible chance of error, given a particular S/N.
In Figure 2.13 we see three ways of combining bits with individual symbols, each of them
based on one of the basic types of modulation—ASK, FSK, PSK. Each symbol duration T can
carry one of four different values, or two bits. Using any one of the modulation types shown,
the telephone line, or wireless link, can pass a bit rate twice as high as before over the same
bandwidth. Combinations of these types are also employed, particularly of ASK and PSK, to
put even more bits on a symbol. Quadrature amplitude modulation, QAM, sends several signal
levels on four phases of the carrier frequency to give a high bandwidth efﬁciency—a high
bit rate relative to the signal bandwidth. It seems then that there is essentially no limit to the
number of bits that could be compressed into a given bandwidth. If that were true, the
3.4-kHz telephone line could carry millions of bits per second, and the Internet bottleneck
to our homes would no longer exist. However, there is a very deﬁnite limit to the rate of

a)

M-ASK

b)

M-FSK

c)

M-PSK

0

1T

2T

3T

Figure 2.13: M-ary modulation.
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information transfer over a transmission medium where noise is present, expressed in the
Hartley-Shannon law:
C  W log(1  S/N)
This expression tells us that the maximum rate of information (the capacity C) that can be
sent without errors on a communication link is a function of the bandwidth, W, and the
signal-to-noise ratio, S/N.
In investigating the ways of modulating and demodulating multiple bits per symbol, we’ll
ﬁrst brieﬂy discuss a method not commonly used in short-range applications (although it could
be). This is called M-ary FSK (Figure 2.13b) and in contrast to the aim we mentioned earlier
of increasing the number of bits per hertz, it increases the required bandwidth as the number
of bits per symbol is increased. “M” in “M-FSK” is the number of different frequencies that
may be transmitted in each symbol period. The beneﬁt of this method is that the required
S/N per bit for a given bit error rate decreases as the number of bits per symbol increases.
This is analogous to analog frequency modulation, which uses a wideband radio channel,
well in excess of the bandwidth of the source audio signal, to increase the resultant S/N.
M-ary FSK is commonly used in point-to-point microwave transmission links for
high-speed data communication where bandwidth limitation is no problem, but the
power limitation is.
Most of the high-data-rate bandwidth-limited channels use multiphase PSK or QAM. While
there are various modulation schemes in use, the essentials of most of them can be described
by the block diagram in Figure 2.14. This diagram is the basis of what may be called vector
modulation, IQ modulation, or quadrature modulation. “I” stands for “in phase” and “Q”
stands for “quadrature.”

MIXER
X
FILTER
RF
OSCILLATOR
SERIAL
DATA

SERIAL TO
PARALLEL

90
FILTER

MODULATED
RF

PHASE
SHIFTER

X
MIXER

Figure 2.14: Quadrature modulation.
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The basis for quadrature modulation is the fact that two completely independent data streams
can be simultaneously modulated on the same frequency and carrier wave. This is possible
if each data stream modulates coherent carriers whose phases are 90 degrees apart. We see
in the diagram that each of these carriers is created from the same source by passing one of
them through a 90-degree phase shifter. It doesn’t matter which method of modulation is
used for each of the phase-shifted carriers. Although the two carriers are added together and
ampliﬁed before transmission, the receiver, by reversing the process used in the transmitter
(see Figure 2.15), can completely separate the incoming signal into its two components.
MIXER

I
LP FILTER

X

RF
OSCILLATOR
RF IN
PARALLEL
TO SERIAL

SERIAL
DATA
OUT

PHASE
SHIFTER

90°

X

LP FILTER

MIXER

Q

Figure 2.15: Quadrature demodulation.

The diagrams in Figures 2.14 and 2.15 demonstrate quadrature phase shift keying (QPSK)
where a data stream is split into two, modulated independently bit by bit, and then combined
to be transmitted on a single carrier. The receiver separates the two data streams and then
demodulates and combines them to get the original serial digital data. The phase changes of
the carrier in response to the modulation are commonly shown on a vector or constellation
diagram. The constellation diagram for QPSK is shown in Figure 2.16. The Xs on the plot are
tips of vectors that represent the magnitude (distance from the origin) and phase of the
signal that is the sum of the “I” and the “Q” carriers shown on Figure 2.14, where each is
multiplied by 1 or 1, corresponding to bit values of 0 and 1. The signal magnitudes of
all four possible combinations of the two bits are the same—2 when the I and Q carriers have
a magnitude of 1. I and Q bit value combinations corresponding to each vector are shown on
the plot.
We have shown that two data streams, derived from a data stream of rate R2, can be sent in
parallel on the same RF channel and at the same bandwidth as a single data stream having half
the bit rate, R1. At the receiver end, the demodulation process of each of the split bit streams
is exactly the same as it would be for the binary phase shift modulation shown in Figure 2.11,
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Figure 2.16: QPSK constellation diagram.

and its error rate performance is the same as is shown for the BPSK curve in Figure 2.9.
Thus, we’ve doubled the data rate on the same bandwidth channel while maintaining the same
error rate as before. In short, we’ve doubled the efﬁciency of the communication.
However, there are some complications in adopting quadrature modulation. Similar to
the basic modulation methods previously discussed, the use of square waves to modulate
RF carriers causes unwanted sidebands that may exceed the allowed channel bandwidth.
Thus, special low-pass ﬁlters, shown in Figure 2.14, are inserted in the signal paths before
modulation. Even with these ﬁlters, the abrupt change in the phase of the RF signal at the
change of data state will also cause increased sidebands. We can realize from Figure 2.13c
that changes of data states may cause the RF carrier to pass through zero when changing
phase. Variations of carrier amplitude make the signal resemble amplitude modulation, which
requires inefﬁcient linear ampliﬁers, as compared to nonlinear ampliﬁers that can be used for
frequency modulation, for example.
Two variations of quadrature phase shift keying have been devised to reduce phase changes
between successive symbols and to prevent the carrier from going through zero amplitude
during phase transitions. One of these is offset phase shift keying. In this method, the I and
Q data streams in the transmitter are offset in time by one-half of the bit duration, causing the
carrier phase to change more often but more gradually. In other words, the new “I” bit will
modulate the cosine carrier at half a bit time earlier (or later) than the time that the “Q” bit
modulates the sine carrier.
The other variant of QPSK is called pi/4 DPSK. It is used in the U.S. TDMA (time division
multiple access) digital cellular system. In it, the constellation diagram is rotated pi/4 radians
(45 degrees) at every bit time such that the carrier phase angle can change by either 45 or 135
degrees. This system reduces variations of carrier amplitude so that more efﬁcient nonlinear
power ampliﬁers may be used in the transmitter.
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Another problem with quadrature modulation is the need for a coherent local oscillator in
the receiver in order to separate the in-phase and quadrature data streams. As for bipolar
phase shift keying, this problem may be ameliorated by using differential modulation and by
multiplying a delayed replica of the received signal by itself to extract the phase differences
from symbol to symbol.
The principle of transmitting separate data streams on in-phase and quadrature RF carriers
may be extended so that each symbol on each carrier contains 2, 3, 4, or more bits. For
example, 4 bits per each carrier vector symbol allows up to 16 amplitude levels per carrier and
a total of 256 different states of amplitude and phase altogether. This type of modulation is
called quadrature amplitude modulation (QAM), and in this example, 256-QAM, 8 data bits
can be transmitted in essentially the same time and bandwidth as one bit sent by binary phase
shift keying. The constellation of 16-QAM (4 bits per symbol) is shown in Figure 2.17.

Figure 2.17: 16-QAM constellation diagram.

Remember that the process of concentrating more and more bits to a carrier symbol cannot
go on without limit. While the bit rate per hertz goes up, the required S/N of the channel
for a given bit error rate (BER) also increases; that is, more power must be transmitted, or
as a common alternative in modern digital communication systems, sophisticated coding
algorithms are incorporated in the data protocol. However, the ultimate limit of data rate for a
particular communication channel with noise is the Hartley-Shannon limit stated previously.
We now turn to examine another form of digital modulation that is becoming very important
in a growing number of short-range wireless applications—spread-spectrum modulation.

2.4.5 Spread Spectrum
The regulations for unlicensed communication using unspeciﬁed modulation schemes, both
in the United States and in Europe, determine maximum power outputs ranging from tens
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of microwatts up to 10 milliwatts in most countries. This limitation greatly reduces the
possibilities for wireless devices to replace wires and to obtain equivalent communication
reliability. However, the availability of frequency bands where up to one watt may be
transmitted in the United States and 100 mW in Europe, under the condition of using a
speciﬁed modulation system, greatly enlarges the possible scope of use and reliability of
unlicensed short-range communication.
Spread spectrum has allowed the telecommunication authorities to permit higher transmitter
powers because spread-spectrum signals can coexist on the same frequency bands as other
types of authorized transmissions without causing undue interference or being unreasonably
interfered with. The reason for this is evident from Figure 2.18. Figure 2.18a shows the
spread-spectrum signal spread out over a bandwidth much larger than the narrowband signals.
Although its total power if transmitted as a narrowband signal could completely overwhelm
another narrowband signal on the same or adjacent frequency, the part of it occupying the
narrowband signal bandwidth is small related to the total, so it doesn’t interfere with it. In
other words, spreading the transmitted power over a wide frequency band greatly reduces the
signal power in a narrow bandwidth and thus the potential for interference.

a) Signals at receiver input

NARROW BAND SIGNALS

SPREAD-SPECTRUM
SIGNAL

b) Signals after despreading

SPREAD-SPECTRUM
SIGNAL

NARROW BAND SIGNALS

Figure 2.18: Spread-spectrum and narrowband signals.
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Figure 2.18b shows how spread-spectrum processing reduces interference from adjacent
signals. The despreading process concentrates the total power of the spread-spectrum signal
into a narrowband high-peak power signal, whereas the potentially interfering narrowband
signals are spread out so that their power in the bandwidth of the desired signal is
relatively low.
These are some advantages of spread-spectrum modulation:

•
•
•
•
•
•

FCC rules allow higher power for nonlicensed devices.
It reduces co-channel interference—good for congested ISM bands.
It reduces multipath interference.
It resists intentional and unintentional jamming.
It reduces the potential for eavesdropping.
It permits code division multiplexing of multiple users on a common channel.

There is sometimes a tendency to compare spread spectrum with wideband frequency
modulation, such as used in broadcasting, since both processes achieve performance advantages
by occupying a channel bandwidth much larger than the bandwidth of the information being
transmitted. However, it’s important to understand that there are principal differences in the two
systems.
In wideband FM (WBFM), the bandwidth is spread out directly by the amplitude of the
modulating signal and at a rate determined by its frequency content. The result achieved is
a signal-to-noise ratio that is higher than that obtainable by sending the same signal over
baseband (without modulation) and with the same noise density as on the RF channel. In
WBFM, the post-detection signal-to-noise ratio (S/N) is a multiple of the S/N at the input to
the receiver, but that input S/N must be higher than a threshold value, which depends on the
deviation factor of the modulation.
In contrast, spread spectrum has no advantage over baseband transmission from the
point of view of signal-to-noise ratio. Usual comparisons of modulation methods are based
on a channel having only additive wideband Gaussian noise. With such a basis for
comparison, there would be no advantage at all in using spread spectrum compared to
sending the same data over a narrowband link. The advantages of spread spectrum are related
to its relative immunity to interfering signals, to the difﬁculty of message interception by a
chance eavesdropper, and to its ability to use code-selective signal differentiation. Another
often-stated advantage to spread spectrum—reduction of multipath interference—is not
particularly relevant to short-range communication because the pulse widths involved
are much longer than the delay times encountered indoors. (A spread-spectrum specialist
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company, Digital Wireless, claims a method of countering multipath interference over short
distances.)
The basic difference between WBFM and spread spectrum is that the spreading process of the
latter is completely independent of the baseband signal itself. The transmitted signal is spread
by one (or more) of several different spreading methods and then unspread in a receiver that
knows the spreading code of the transmitter.
The methods for spreading the bandwidth of the spread-spectrum transmission are frequencyhopping spread spectrum (FHSS), direct-sequence spread spectrum (DSSS), pulsed-frequency
modulation or chirp modulation, and time-hopping spread spectrum. The last two types are
not allowed in the FCC rules for unlicensed operation, and after giving a brief deﬁnition of
them, we will not consider them further.
1. In frequency-hopping spread spectrum, the RF carrier frequency is changed relatively
rapidly at a rate of the same order of magnitude as the bandwidth of the source
information (analog or digital), but not dependent on it in any way. At least several
tens of different frequencies are used, and they are changed according to a pseudorandom pattern known also at the receiver. The spectrum bandwidth is roughly the
number of the different carrier frequencies times the bandwidth occupied by the
modulation information on one hopping frequency.
2. The direct-sequence spread-spectrum signal is modulated by a pseudo-random digital
code sequence known to the receiver. The bit rate of this code is much higher than
the bit rate of the information data, so the bandwidth of the RF signal is consequently
higher than the bandwidth of the data.
3. In chirp modulation, the transmitted frequency is swept for a given duration from one
value to another. The receiver knows the starting frequency and duration so it can
unspread the signal.
4. A time-hopping spread-spectrum transmitter sends low-duty cycle pulses with pseudorandom intervals between them. The receiver unspreads the signal by gating its
reception path according to the same random code as used in the transmitter.
Actually, all of the preceding methods, and their combinations that are sometimes employed,
are similar in that a pseudo-random or arbitrary (in the case of chirp) modulation process used
in the transmitter is duplicated in reverse in the receiver to unravel the wideband transmission
and bring it to a form where the desired signal can be demodulated like any narrowband
transmission.
The performance of all types of spread-spectrum signals is strongly related to a property
called process gain. It is this process gain that quantiﬁes the degree of selection of the desired
signal over interfering narrowband and other wideband signals in the same passband. Process
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gain is the difference in dB between the output S/N after unspreading and the input S/N to
the receiver:
PGdB  (S/N)out  (S/N)in
The process gain factor may be approximated by the ratio
PGf  (RF bandwidth)/(rate of information)
A possibly more useful indication of the effectiveness of a spread-spectrum system is the
jamming margin:
Jamming Margin  PG  (Lsys  (S/N)out)
where Lsys is system implementation losses, which may be of the order of 2 dB.
The jamming margin is the amount by which a potentially interfering signal in the receiver’s
passband may be stronger than the desired signal without impairing the desired signal’s ability
to get through.
Let’s now look at the details of frequency hopping and direct-sequence spread spectrum.
2.4.5.1 Frequency Hopping
FHSS can be divided into two classes: fast hopping and slow hopping. A fast-hopping
transmission changes frequency one or more times per data bit. In slow hopping, several bits
are sent per hopping frequency. Slow hopping is used for fast data rates, since the frequency
synthesizers in the transmitter and receiver are not able to switch and settle to new frequencies
fast enough to keep up with the data rate if one or fewer bits per hop are transmitted. The
spectrum of a frequency-hopping signal looks like that shown in Figure 2.19.

Figure 2.19: Spectrum of frequency-hopping spread-spectrum signal.

Figure 2.20 is a block diagram of an FHSS transmitter and receiver. Both transmitter and
receiver local oscillator frequencies are controlled by frequency synthesizers. The receiver
must detect the beginning of a transmission and synchronize its synthesizer to that of the
transmitter. When the receiver knows the pseudo-random pattern of the transmitter, it can lock
onto the incoming signal and must then remain in synchronization by changing frequencies
at the same time as the transmitter. Once exact synchronization has been obtained, the IF
frequency will be constant, and the signal can be demodulated just as in a normal narrowband
superheterodyne receiver. If one or more of the frequencies that the transmission occupies
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Figure 2.20: FHSS transmitter and receiver.

momentarily is also occupied by an interfering signal, the bit or bits that were transmitted
at that time may be lost. Thus, the transmitted message must contain redundancy or error
correction coding so that the lost bits can be reconstructed.
2.4.5.2 Direct Sequence
Figure 2.21 is a diagram of a DSSS system. A pseudo-random spreading code modulates
the transmitter carrier frequency, which is then modulated by the data. The elements of this
code are called chips. The frequency spectrum created is shown in Figure 2.22. The required
bandwidth is the width of the major lobe, shown on the drawing as 2  Rc, or twice the
chip rate. Due to the wide bandwidth, the signal-to-noise ratio at the receiver input is very
low, often below 0 dB. The receiver multiplies a replica of the transmitter pseudo-random
TRANSMITTER
RF AMP
DATA

MODULATOR

SPREADING
CODE

MIXER

RF OSCILLATOR

RECEIVER
IF AMP
DATA

LNA

DEMODULATOR

ACQUISITION
AND TRACKING

SPREADING
CODE

Figure 2.21: DSSS transmitter and receiver.
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Figure 2.22: DSSS frequency spectrum.

spreading code with the receiver local oscillator, and the result is mixed with the incoming
signal. When the transmitter and receiver spreading codes are the same and are in phase, a
narrowband IF signal results that can be demodulated in a conventional fashion.
There are two stages to synchronizing transmitter and receiver pseudorandom codes:
acquisition and tracking. In order to acquire a signal, the receiver multiplies the known
expected code with the incoming RF signal. The output of this multiplication will be random
noise when signals other than the desired signal exist on the channel. When the desired signal
is present, it must be synchronized precisely in phase with the receiver’s code sequence to
achieve a strong output. A common way to obtain this synchronization is for the receiver
to adjust its code to a rate slightly different from that of the transmitter. Then the phase
difference between the two codes will change steadily until they are within one bit of each
other, at which time the output of the multiplier increases to a peak when the codes are
perfectly synchronized. This method of acquisition is called a sliding correlator.
The next stage in synchronization, tracking, keeps the transmitted and received code bits
aligned for the complete duration of the message. In the method called “tau delta,” the receiver
code rate is varied slightly around the transmitted rate to produce an error signal that is used to
create an average rate exactly equal to the transmitter’s.
Other methods for code acquisition and tracking can be found in any book on spread
spectrum—for example, Dixon’s. Once synchronization has been achieved, the resulting
narrowband IF signal has a S/N equal to the received S/N plus the process gain, and it can
be demodulated as any narrowband signal. The difference in using spread spectrum is that
interfering signals that would render the normal narrowband signal unintelligible are now
reduced by the amount of the process gain.
2.4.5.3 Relative Advantages of DSSS and FHSS
The advantages of DSSS over FHSS and vice versa are often debated, but there is no
universally agreed-upon conclusion as to which is better, and both types are commonly used.
They both are referenced in the IEEE speciﬁcation 802.11 for wireless LANs. However some
conclusions, possibly debatable, can be made:

•

For a given data rate and output power, an FHSS system can be designed with less
power consumption than DSSS.
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DSSS can provide higher data rates with less redundancy.
Acquisition time is generally lower with FHSS (although short times are achieved
with DSSS using matched ﬁlter and short code sequence).

•

FHSS may have higher interference immunity, particularly when compared with
DSSS with lowest allowed process gain.

•

DSSS has more ﬂexibility; frequency agility may be used to increase interference
immunity.

2.5 RFID
A growing class of applications for short-range wireless is radio frequency identiﬁcation
(RFID). A basic difference between RFID and the applications discussed previously is that
RFID devices are not communication devices per se but involve interrogated transponders.
Instead of having two separate transmitter and receiver terminals, an RFID system consists
of a reader that sends a signal to a passive or active tag and then receives and interprets a
modiﬁed signal reﬂected or retransmitted back to it.
The reader has a conventional transmitter and receiver having similar characteristics to the
devices already discussed. The tag itself is special for this class of applications. It may be
passive, receiving its power for retransmission from the signal sent from the reader, or it may
have an active receiver and transmitter and tiny embedded long-life battery. Ranges of RFID
may be several centimeters up to tens of meters. Operation frequencies range from 125 kHz up
to 2.45 GHz. Frequencies are usually those speciﬁed for nonlicensed applications. Higher data
rates demand higher frequencies.
In its most common form of operation, an RFID system works as follows. The reader
transmits an interrogation signal, which is received by the tag. The tag may alter the incoming
signal in some unique manner and reﬂect it back, or its transmitting circuit may be triggered to
read its ID code residing in memory and to transmit this code back to the receiver. Active tags
have greater range than passive tags. If the tag is moving in relation to the receiver, such as
in the case of toll collection on a highway, the data transfer must take place fast enough to be
complete before the tag is out of range.
These are some design issues for RFID:

•

Tag orientation is likely to be random, so tag and reader antennas must be designed to
give the required range for any orientation.

•

Multiple tags within the transmission range can cause return message collisions. One
way to avoid this is by giving the tags random delay times for response, which may
allow several tags to be interrogated at once.

•

Tags must be elaborately coded to prevent misreading.
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2.6 Summary
This chapter examined various characteristics of short-range systems. It started with the
ways in which data is formatted into different information ﬁelds for transmission over a
wireless link. We looked at several methods of encoding the ones and zeros of the baseband
information before modulation in order to meet certain performance requirements in the
receiver, such as constant DC level and minimum bit error probability. Analog systems were
also mentioned, and we saw that pre-emphasis/de-emphasis and compression/expansion
circuits in voice communication devices improve the signal-to-noise ratio and increase the
dynamic range.
Reasons for preferring frequency or amplitude digital modulation were presented from the
points of view of equipment complexity and of the different regulatory requirements in the
United States and Europe. Similarly, there are several considerations in choosing a frequency
band for a wireless system, among them background noise, antenna size, and cost.
The three basic modulation types involve impressing the baseband data on the amplitude,
frequency, or phase of an RF carrier signal. Modern digital communication uses combinations
and variations in the basic methods to achieve high bandwidth efﬁciency, or conversely, high
signal-to-noise ratio with relatively low power. The chapter gave an introduction to quadrature
modulation and to the principles of spread-spectrum communication. The importance of
advanced modulation methods is on the rise, and they can surely be expected to have an
increasing inﬂuence on short-range radio design in the near future.
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In this chapter we examine the details of transmitter design. The basic constituents of a radio
transmitter are shown in Figure 3.1. Source data, which may be analog or digital, is imposed
on a radio-frequency carrier wave by a modulator, then ampliﬁed, ﬁltered, and applied to an
antenna. The transmitter must also have a source of power. First, we’ll look at the deﬁnition of
each block, and then see various ways in which the whole transmitter can be implemented.

3.1 RF Source
Short-range radio transmitters have one of four types of frequency control: LC, SAW, crystal,
and synthesizer. Another type of control, direct digital synthesis, may show up in short-range
devices in the future, so we will say some words about it.

Figure 3.1: Basic transmitter block diagram.

In comparing the attributes of the several frequency-controlling devices, we refer to their
accuracy and stability. Accuracy is the degree of deviation from a nominal frequency at a
given temperature and particular circuit characteristics. Stability expresses how much the
frequency may change over a temperature range and under other external conditions such as
proximity to surrounding objects.

3.1.1 LC Control
Only the simplest and least expensive portable transmitters may be expected to employ an
inductor-capacitor (LC) resonator frequency control source. It has largely been supplanted
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by the SAW resonator. Like the SAW device, the LC circuit directly generates the RF carrier,
almost always in the UHF range. Its stability is in the order of hundreds of kHz, and it suffers
from hand effect and other proximity disturbances, which can move the frequency. Because
of its poor stability and accuracy, it is almost always used with a superregenerative receiver,
which has a broad bandwidth response. The LC oscillator circuit is used in garage door
openers and automobile wireless keys.

3.1.2 SAW Resonators
SAW stands for surface acoustic wave. Most short-range wireless control and alarm devices
use it as the frequency determining element. It’s more stable than the LC resonator, and
simple circuits based on it have a stability of around 30 kHz. Its popularity is based on its
reasonable price and the fact that it generates relatively stable UHF frequencies directly from a
simple circuit.
Figure 3.2 shows the construction of a SAW resonator. An RF voltage applied to metal
electrodes generates an acoustic wave on the surface of the quartz substrate. The frequency

Figure 3.2: SAW resonator construction.

response, quality factor Q, and insertion loss depend on the pattern and dimensions of the
deposited metal electrodes. The frequency versus temperature characteristic of the SAW
device is shown in Figure 3.3. We see that it has the form of a parabola peaking at room
temperature, so temperature stability of the device is very good at normal indoor temperatures,
being within 50 ppm or 0.005% between 0 and 75ºC.
SAW resonators are made in one-port and two-port conﬁgurations. The one-port devices are
most commonly used for simple transmitters, whose oscillator circuits are of the Colpitts
type, shown in Figure 3.4a. A two-port SAW is convenient for designing an oscillator from
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Figure 3.3: SAW frequency vs. temperature.
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Figure 3.4: SAW oscillators.
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a monolithic ampliﬁer block, as shown in Figure 3.4b. Since positive feedback is needed for
oscillation, a device with 0- or 180-degree phase shift must be chosen according to the phase
shift of the ampliﬁer. The oscillator designer must use impedance-matching networks to the
SAW component and take into account their accompanying phase shifts.
The frequency accuracy for SAW resonators is between 100 kHz and 200 kHz, and
it’s usually necessary to include a tuning element in the circuit for production frequency
adjustment. This may be a trimmer capacitor or slug-tuned coil in the resonant circuit, or an
air coil that can be tuned by distorting the turns.
In addition to resonators, SAW UHF ﬁlters are also available for short-range transmitters and
receivers.
SAW components, both resonators and ﬁlters, are available from around 200 to 950 MHz.
They cover frequencies used for unlicensed devices in the United States and Canada, the
United Kingdom and continental Europe, and selected other countries. You can obtain
resonators at offset frequencies for local oscillators in superheterodyne receivers.
When designing a short-range radio system based on a SAW device, you should check the
frequencies available from the various manufacturers for transmitter and receiver oscillators
and ﬁlters before deciding on the frequencies you will use. Also take into account the
countries where the product will be sold and the frequencies allowed there. Deviating from
standard off-the-shelf frequencies should be considered only for very large production runs,
since it entails special setup charges and stocking considerations.
SAW resonators are available in metal cans and in SMT packages for surface mount assembly.
There is no consistency in packages and terminal connections between manufacturers, a point
that should be considered during design.

3.1.3 Crystal Oscillators
While the availability of SAW devices for short-range unlicensed applications resulted in a
signiﬁcant upgrading of performance compared to LC circuits, they still are not suitable for
truly high performance uses. Sensitive receivers need narrow bandwidth, and this requires an
accurate, stable local oscillator and correspondingly accurate transmitter oscillator. Stability in
the range of several kHz is obtainable only with quartz crystals.
Crystals, like SAWs, are made of quartz piezoelectric material. In contrast to SAWs, whose
operation we have seen is based on surface wave propagation, the crystal vibration is a bulk
effect caused by high-frequency excitation to electrodes positioned on opposite sides of the
bulk material. Crystal oscillators used for short-range transmitters are of two basic forms:
fundamental mode and overtone mode. The fundamental mode usually extends from tens of kHz
up to around 25 MHz, whereas overtone oscillators may operate up to 200 MHz. The overtone
frequency is usually about three, ﬁve, or seven times the fundamental frequency of the crystal.
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In order to generate UHF frequencies in the range of 300 to 950 MHz, we must incorporate
one or more doubler or tripler stages in the frequency-generating stage of the transmitter,
or the local oscillator of the receiver. This involves additional components and space and
explains why the SAW-based circuits are so much more popular for low-cost, short-range
equipment, particularly handheld and keychain transmitters.
However, considering the frequency multiplier stages of a crystal oscillator as a disadvantage
compared to the SAW-based oscillator isn’t always justiﬁed. The single-stage SAW oscillator,
when coupled directly to an antenna, is subject to frequency pulling due to the proximity
effect or hand effect. Conducting surfaces, including the human body, within centimeters of
the antenna and resonant circuits can displace the frequency of a SAW oscillator by 20 kHz
or more. To counter this effect, a buffer circuit is often needed to isolate the antenna from the
oscillator. With this buffer, there is hardly a cost or board space difference between the SAW
transmitter and crystal transmitter with one doubler or tripler stage.
Another factor in favor of the crystal oscillator transmitter is that it can be designed more
easily without need for production tuning. Production frequency accuracy without tuning of
up to 10 kHz is acceptable for many short-range applications.
A circuit for a crystal oscillator transmitter is shown in Figure 3.5.
5v

CRYSTAL

Figure 3.5: Crystal oscillator transmitter.

3.1.4 Synthesizer Control
The basic role of a frequency synthesizer is to generate more than one frequency using
only one frequency-determining element, usually a crystal. Other reasons for using a
synthesizer are

•
•

The output frequency is derived directly from an oscillator without using multipliers;
It allows higher deviation in frequency modulation than when directly modulating a
crystal oscillator.
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A block diagram of a frequency synthesizer, also called a phase-locked loop (PLL), is shown
in Figure 3.6. Its basic components are the reference crystal oscillator, a phase detector (PD), a
low-pass ﬁlter, a voltage (or current) controlled oscillator (VCO), and a frequency divider. The
reference divider and prescaler are added for reasons mentioned later.
CONTROL VOLTAGE
PHASE
DETECTOR

CRYSTAL
OSCILLATOR

VFO
LOW PASS
FILTER

m

SIGNAL OUT

REFERENCE
DIVIDER
n

PRESCALER

FREQUENCY
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Figure 3.6: Frequency synthesizer.

The output frequency is generated by an oscillator operating on that frequency. Its exact
frequency is controllable by a voltage or current input at the control terminal. The range of
the control signal must be able to sweep the output over the frequency range desired for the
device. A common way to vary the frequency of the VCO is to use a varactor diode, which
has a capacitance versus voltage transfer characteristic, in the frequency-determining resonant
circuit of the oscillator.
The frequency synthesizer is a feedback control device, similar in many ways to a servo
mechanism. An error signal is created in the phase detector, which outputs a voltage (or
current) whose value is proportional to the difference in phase between a signal derived from
the output signal, and the reference signal. Since the crystal reference frequency is much
lower than the output frequency we want to stabilize, a frequency divider element is inserted
between the VCO and the PD. The low-pass ﬁlter following the PD determines the stability of
the PLL, its speed of response, and the rejection of spurious output frequencies and noise.
The division ratio, n, of the frequency divider determines the output frequency, since the
control voltage will adjust itself through the feedback such that fout /n will equal the crystal
reference frequency. Increasing or decreasing n by 1 increases or decreases the output
frequency by the amount of the reference frequency. The reference divider is inserted in
the circuit when frequency resolution smaller than the value of the crystal is needed. The
prescaler, which is a low-value frequency divider, is required when the maximum input
frequency speciﬁed for the variable ratio divider is lower than the output frequency. The use of
a prescaler having a single frequency division ratio increases the incremental frequency of the
synthesizer by a factor equal to the prescaler division ratio. In order not to lose the frequency
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resolution desired, or to be forced to divide the reference frequency further because of the
prescaler, a dual modulus prescaler can be used. This prescaler allows switching between two
adjacent division values during the countdown of the divider—32/33 or 64/65, for example—
and as a result the resolution of the output frequency will not be affected. Many PLLintegrated circuits have an output that is designed to be connected to the switching terminal on
the dual modulus prescaler for this purpose. Complete VHF and UHF synthesizer integrated
circuits, which include phase detector and VCO and reference dividers, also include a dual or
even higher modulus prescaler.
There are two basic types of phase detectors in use. The analog multiplier (also a digital PD
using simple combinatorial logic) outputs a voltage (or current) proportional to the phase
difference between its two input signals. When these signals are not on the same frequency,
the phase difference will vary at a rate equal to the difference of the two frequencies. The
negative feedback of the loop will act to lock the VCO frequency such that its divided
frequency will equal the reference frequency and the phase difference will create exactly the
voltage needed on the VCO control input to give the desired frequency. The phase difference
at the PD during lock is equal to or very near 90 degrees.
Because of the low-pass ﬁlter, if the reference- and VCO-divided frequencies are too far apart,
the rapidly varying phase signal can’t get through to the VCO control, and the synthesizer
will not lock. The difference between the minimum and the maximum frequencies of the
range over which the output frequency can be brought into lock is called the capture range.
The output frequency remains locked as long as the open loop frequency remains within what
is deﬁned as the lock range. The lock range is greater than the capture range and affects the
degree of immunity of the frequency synthesizer to inﬂuences of changing temperature and
other environmental and component variations that determine the stability of an oscillator.
When the analog type phase detector is used, an auxiliary frequency discriminator circuit may
be required to bring the VCO frequency into the range where lock can be obtained.
The other type of phase detector is what is called a charge-pump PLL. It’s a digital device
made from sequential logic circuitry (ﬂip-ﬂops). It works by sending voltage (or current)
pulses to the low-pass ﬁlter, which smooths the pulses before application to the VCO. The
polarity of these pulses and their width depend on the relationship between the digital
signal edge transitions of the reference oscillator and the divided-down VCO signals at its
input. In contrast to the analog phase detector, the charge-pump PLL always locks both of
its input signals to zero phase difference between them. This device acts as both frequency
discriminator and phase detector, so an auxiliary frequency discriminator is not required.
The characteristics of the low-pass ﬁlter determine the transient response of the synthesizer,
capture range, capture time, and rejection of noise originating in the VCO and reference
frequency source. Its design requires some compromises according to system requirements.
For example, a relatively low cutoff frequency reduces spurious outputs due to modulation
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of the carrier by the reference source and allows lower baseband frequencies with frequency
modulation applied to the VFO.
However, the average time to obtain lock is relatively long, and the output signal passes more
noise originating in the VCO and its control circuit. A higher cutoff frequency allows the loop to
lock in quicker, but reference oscillator noise and spurious frequencies will be more prominent
in the output. As mentioned, ﬁlter design affects the use of frequency modulation, speciﬁcally
analog. Changing of the output frequency is exactly what the PLL is supposed to prevent, so
to allow the modulation to get through, the spectrum of the modulating signal, applied to the
frequency control input of the VCO, must be above the cutoff frequency of the low-pass ﬁlter.
Although the output signal from a frequency synthesizer comes directly from an oscillator
operating on the output frequency, it does contain spurious frequencies attributable to the PLL
and in particular to the reference oscillator and its harmonics. A clean, noise-free signal is
particularly important for the local oscillator of a superheterodyne receiver, since the spurious
signals on the oscillator output can mix with undesired signals in the receiver passband and
cause spurious responses and interference. Careful design and layout of the PLL is necessary
to reduce them.
A reduction of spurious frequencies, or “spurs” as they are often called, on the synthesizer
output is attainable using a fractional division or fractional-N synthesizer. This design also
achieves fast switching, so it’s used in frequency-hopping spread-spectrum transmitters and
receivers. The fractional-N synthesizer uses a complex manipulation of the dual modulus
prescaler to create a fractional division ratio N. This technique permits switching the output
frequency in increments that are smaller than the reference frequency. It is the higher reference
frequency, compared to a normal synthesizer with the same frequency increments, that gives
the fractional-N synthesizer its improved performance.

3.1.5 Direct Digital Synthesis
A method for radio frequency wave generation that allows precise control over frequency,
phase, and amplitude is direct digital synthesis. The direct digital synthesizer is not
common in short-range applications, but it is likely to be used in the future as devices become
more sophisticated and DDS component prices come down. DDS involves generating
waveforms digitally instead of being based on an analog oscillator, as in the other methods
described previously. Digital words representing samples of a sine wave are applied to a
digital-to-analog converter, whose output is low-pass ﬁltered.
Output frequencies of DDS systems are in the range of units to tens of MHz, so they don’t
directly generate the frequencies required for most short-range devices. However, when used
as the reference frequency in PLLs, UHF and microwave signals can be established with high
accuracy and resolution. Amplitude, frequency, and phase modulation can be applied directly
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by software to the generated signals, which gives great ﬂexibility where complicated and
precise waveforms are required.

3.2 Modulation
In the following sections we look at the most common methods of implementing ASK, FSK,
PSK, and FM in short-range transmitters.

3.2.1 ASK
Amplitude shift keying can be applied to LC and SAW oscillators by keying the oscillator
stage bias, as shown in Figure 3.7. Resistor Rb is chosen to provide the proper bias current
from the code generator, and by varying its value, you can regulate the power from the stage in
order to meet the requirements of the applicable speciﬁcations.
5v

Rb
CODE GENERATOR
SAW

Figure 3.7: Amplitude shift keying of SAW oscillator.

Switching the oscillator on and off works satisfactorily for low rates of modulation—up to
around 2 kbits/second. At higher rates, the delay time needed for the oscillations to turn on
will distort the transmitted signal and may increase the error rate at the receiver. In this case a
buffer or ampliﬁer stage following the oscillator must be keyed while the oscillator stage runs
continuously. The problem in this situation with low-power transmitters is that the continuous
signal from the oscillator may leak through the buffer stage when it is turned off or may be
radiated directly, reducing the difference between the ON and OFF periods at the receiver. To
reduce this effect, the oscillator layout must be as compact as possible and its coil in particular
must be small. In many cases the oscillator circuit will have to be shielded.

3.2.2 FSK
Frequency shift keying of a SAW oscillator can be achieved by switching a capacitance in and
out of the tuned circuit in step with the modulation. A simple and inexpensive way to do it is
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5V

SAW

CODE GENERATOR

Figure 3.8: Frequency shift keying of SAW oscillator.

shown in Figure 3.8. You can also use a transistor instead of a diode to do the switching or use
a varicap diode, whose capacitance changes with the applied voltage. The effect of changing the
capacitance in the tuned circuit is to pull the oscillation frequency away from its static value,
which is held by the SAW resonator. Deviation of several thousand hertz can be obtained by
this circuit, but the actual value depends on the insertion loss of the individual resonator. As we
have saw Section 3.1, SAW-controlled devices can vary as much as 30 kHz due to component
aging and proximity effects. This forces compromises in the design of the receiver frequency
discriminator, which must accept variable deviation of say 5 to 10 kHz while the center frequency
may change 30 kHz. Thus, the performance of FSK SAW devices is not likely to realize the
advantages over ASK that are expected, and indeed FSK is not often used with SAWs.
An improved SAW oscillator FSK developed by RF Monolithics is shown in Figure 3.9.
This circuit is not based on indeﬁnite pulling, as is the design in Figure 3.8, but on varying
the resonance of the SAW as seen by the circuit, because of the insertion of a small-valued
capacitance in series with the SAW. In the RFM circuit, this capacitance is that of the reverseconnected transistor (emitter and collector terminal are reversed) when it is biased off.
Reversing the transistor connection decreases its storage time, allowing a higher switching
rate. RFM states that the circuit is patented and that licensing is required for using it.
5V

SAW

CODE GENERATOR

Figure 3.9: Improved FSK modulator.
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If FSK is used with a SAW resonator, the oscillator must be buffered from the antenna, and
the oscillator should be shielded or otherwise designed to reduce the proximity effect to the
minimum possible.
A crystal oscillator’s frequency can be similarly pulled by detuning its tuned circuit or by
switching a capacitor or inductor across or in series with the crystal terminals. A frequency
deviation of several hundred hertz is possible. The frequency multiplier stages needed to step
up the frequency to UHF also multiply the deviation. The required frequency deviation for
effective demodulation is at least half the bit rate, so higher deviation and consequently more
multiplication stages are needed for high data rates.
The high deviation required for high data rates is more readily obtainable when a PLL is
used in a frequency synthesizer. Voltage pulses representing the modulation are applied to the
VCO control input, together with the output of the low-pass ﬁlter (LPF) following the phase
detector, as shown in Figure 3.10. The modulation spectrum must be higher than the cutoff

PHASE DETECTOR

LPF

VCO

CODE GENERATOR

Figure 3.10: FSK with synthesizer.

frequency of the ﬁlter to prevent the PLL from correcting the output frequency and canceling
the modulation. NRZ modulation is not suitable, since a string of ones cannot be held at the
offset frequency. Manchester or biphase mark or space modulation is appropriate for FSK,
since its frequency spectrum is well deﬁned and is displaced above one-half the bit rate.

3.2.3 PSK
PSK isn’t usually used for simple short-range communication systems, particularly because
coherent detection is required. Generating the phase-modulated transmitter signal is simple
enough and can be done using an IC-balanced modulator.

3.3 Amplifiers
The simplest low-power, short-range transmitters may consist of a single oscillator transistor
stage. An RF ampliﬁer stage may be added for the following reasons:

•
•

To reduce proximity effects by isolating the oscillator from the antenna;
To make up for losses in a spurious response rejection ﬁlter;
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•

To provide for ASK modulation when it is not desirable to modulate the oscillator
directly;

•

To increase power output for greater range.

Proper input and output matching is very important for achieving maximum power gain from
an ampliﬁer. In order to design the matching circuits, you have to know the transistor input and
output impedances. Manufacturers’ data sheets give the linear circuit parameters for ﬁnding
these impedances. However, in many cases, the ampliﬁer stage does not operate in a linear
mode, so these parameters are not accurate. Trial and error may be used to ﬁnd good matching,
or a nonlinear Spice simulator may be used to determine the matching components. Nonlinear
ampliﬁcation is most efﬁcient, but linear ampliﬁcation is necessary for analog AM systems
and digital phase-modulated signals for preventing bandwidth spread due to signal amplitude
distortion.
In order to design matching networks, the output impedance of the previous stage, which may
be the oscillator, must be known and also the input impedance of the following stage, which
may be a ﬁlter or an antenna. Low-power transistor ampliﬁers typically have low-impedance
inputs and high-impedance outputs.

3.4 Filtering
In many cases, the maximum power output that can be used in a low-power transmitter is
determined by the spurious radiation and not by the maximum power speciﬁcation. For
example, the European speciﬁcation EN300 220 allows 10 milliwatts output power but only
250 nanowatt harmonics, a difference of 46 dB. The harmonics radiated directly from an
oscillator will rarely be less than 20 dB, so an output ﬁlter, before the antenna, must be used in
order to achieve the full allowed power.
An effective ﬁlter for a transmitter is a SAW-coupled ﬁlter. It has a wide enough passband
and very steep sides. However, to be effective, the oscillator must be shielded to prevent
its radiation from bypassing the ﬁlter. The ﬁlter has an insertion loss of several dB. It has
relatively high input and output impedances and can be matched to a low impedance, usually
50 ohms, by the circuit shown in Figure 3.11. Values for the matching circuit components are
given by the device manufacturer.
SAW BPF

50 ohm

50 ohm

Figure 3.11: SAW bandpass filter matching.
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3.5 Antenna
In this section, we discuss practical implications of the use of various antennas used in shortrange wireless operations.
Probably the most popular antenna for small transmitters used in security and medical systems
is the loop antenna. It’s compact, cheap, and relatively nondirectional. A typical matching
circuit for a loop antenna is shown in Figure 3.12. Resonant capacitance for a given size loop
is calculated in the Loop Antenna worksheet. C1, C2, and C3 contribute to this capacitance.
Some trial-and-error is needed to determine their values. C1 should be around 1 or 2 pF at
UHF frequencies if the output transistor is the oscillator, to reduce detuning. Making C3
variable allows adjustment of the transmitter to its nominal frequency.
5V

C1

C2

C3

Figure 3.12: Loop antenna matching circuit.

The loop is sensitive to hand effect and, when it is printed on the circuit board, installing the
product with the board parallel to and within a few millimeters of a metal surface can both
pull the frequency (even if a buffer stage is used) and greatly reduce radiated power. A more
effective loop antenna can be made from a rigid wire loop supported above the circuit board.
A helical antenna has higher efﬁciency than the loop and doesn’t take up printed circuit
board space, but it’s also affected more by the hand effect and therefore may not be suitable
for handheld devices. A patch antenna is practical for the 900-MHz ISM band and higher,
although variations such as the quarter-wave patch, which has one edge grounded, and the
trapezoid patch resonate with smaller dimensions and may even be considered for 433 MHz.
Other antenna forms are variations on monopole and dipole antennas and involve printing the
antenna element or elements in irregular shapes around the circuit board. Inductive matching
components are needed to resonate the antenna. Antenna performance is affected by proximity
of circuit-printed conductors and components, including batteries.
While most of the reduced-size antennas are very inefﬁcient, that fact alone doesn’t affect the
range of the product, since the speciﬁcations limit radiated power, not generated power. Thus,
the transmitter can be designed to have excess power to make up for the loss of power in the
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antenna. However, antenna directivity in three dimensions is a limiting factor for products
whose position in respect to the receiver cannot be controlled. Another problem is spurious
radiation, which is more difﬁcult to control when an inefﬁcient antenna is used.
Detailed descriptions of compact antennas for low-power transmitters are given in application
notes from RF Monolithics and from Micrel.

3.6 Summary
In this chapter we described the basic transmitter building blocks—the oscillator, modulator,
RF ampliﬁer, and antenna. Size, portability, power consumption, and cost are often the
determining factors when deciding between different alternatives. Just as in other electronic
devices, increasing the scale and functionality of integrated circuits, as well as advances in
hybrid technologies to put RF circuits on the same chip with logic elements, means that higher
performance is possible while staying within size and cost restraints.
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It is the receiver that ultimately determines the performance of the wireless link. Given a
particular transmitter power, which is limited by the regulations, the range of the link will
depend on the sensitivity of the receiver, which is not legally constrained. Of course, not all
applications require optimization of range, as some are meant to operate at short distances of
several meters or even centimeters. In these cases simplicity, size, and cost are the primary
considerations. By far most short-range receiver designs today use the superheterodyne
topology, which was invented in the 1920s. However, anyone who starts designing a shortrange wireless system should be aware of the other possibilities so that an optimum choice can
be made for a particular application.

4.1 Tuned Radio Frequency
The tuned radio frequency (TRF) receiver is the simplest type conceptually. A diagram of it
is shown in Figure 4.1. The antenna is followed by a bandpass ﬁlter or turning circuit for the
input radio frequency. The signal is ampliﬁed by a high-gain RF ampliﬁer and then detected,
typically by a diode detector. The digital baseband signal is reconstructed by a comparator
circuit.

RF AMPLIFIERS
TUNING CIRCUIT
OR BPF

DATA OUT
DETECTOR

COMPARATOR

Figure 4.1: Tuned radio frequency amplifier.

The gain of the RF ampliﬁer is restricted because very high gain in a UHF ampliﬁer would be
subject to positive feedback and oscillation due to the relatively low impedance of parasitic
capacitances at RF frequencies. An advantage of this type of receiver is that it doesn’t have a
local oscillator or any other radiating source, so it causes no interference and doesn’t require
FCC or European-type approval.
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A clever variation of the TRF receiver is the ASH receiver developed by RFM. A basic block
diagram is shown in Figure 4.2.

SAW
DELAY
LINE

SAW
FILTER

DATA OUT
DETECTOR

COMPARATOR

A
B

A
SWITCHER

B
t

Figure 4.2: ASH receiver.

In the Ampliﬁer-Sequenced Hybrid (ASH) receiver, two separate RF gain stages are used, each
of them switched on at a different time. The gain of each stage is restricted to prevent positive
feedback as mentioned previously, but since the incoming signal goes through both stages, the
total effective gain is the sum of the gains (in decibels) of each stage. While one stage is on, the
other is off, and the signal that was ampliﬁed in the ﬁrst stage has to be retained in a delay or
temporary storage element until the ﬁrst stage is turned off and the second stage is turned on.
The delay element is a SAW ﬁlter with a delay of approximately .5 μs.
The selectivity of the ASH receiver is determined principally by the SAW bandpass ﬁlter that
precedes the ﬁrst RF ampliﬁer and to a lesser degree by the SAW delay line.
The TRF receiver is a good choice for wireless communication using ASK at distances of
several meters, which is adequate for a wireless computer mouse or other very short-range
control device. Longer ranges are achieved by the ASH design, whose sensitivity is as good
as the best superregenerative receivers and approaches that of superhet receivers using SAWcontrolled local oscillators. The TRF and ASH receivers have low current consumption, on
the order of 3 to 5 mA, and are used in battery-operated transceivers where the average supply
current can be reduced even more using a very low current sleep mode and periodic wakeup to
check if a signal is being received.

4.2 Superregenerative Receiver
For many years the most widely used receiver type for garage door openers and security
systems was the superregenerative receiver. It has relatively high sensitivity, is very
inexpensive, and has a minimum number of components. Figure 4.3 is a schematic diagram of
such a receiver.
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Figure 4.3: Superregenerative receiver.

The high sensitivity of the superregenerative receiver is obtained by creating a negative
resistance to cancel the losses in the input-tuned circuit and thereby increasing its Q factor.
This is done by introducing positive feedback around the input stage and bringing it to the
verge of oscillation. Then the oscillation is quenched, and the cycle of oscillation buildup and
quenching starts again. The process of introducing positive feedback and then quenching it
is controlled by periodically altering the bias voltage on the transistor input stage, either by
using a separate low-frequency oscillator or by dynamic effects within the input stage itself
(self-quenched).
Figure 4.4 shows the principle of operation of the superregenerative receiver. The two curves
refer to points A and B on the schematic in Figure 4.3. Like any oscillator when it is turned

“0”

“1”

A

Early Oscillation Buildup

B

Figure 4.4: Superregenerative receiver operation.

on, random noise starts the buildup of oscillations when there is no signal, shown as “0” in
the diagram. After the oscillations have been established, the circuit reaches cutoff bias and
the oscillations stop, until the conditions for positive feedback are reinstated. This buildup
and cutoff cycling continues at a rate of between 100 and 500 kHz. When a signal is present,
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the buildup starts a little bit early, shown as “1” in the diagram. In the self-quenched circuit,
the area under each pulse is the same when a signal is present and when it is not, but the
earlier starting of the oscillations raises the pulse rate. Averaging the oscillation pulse train
by passing it through an integrator or low-pass ﬁlter results in a higher DC level when a “1”
is received because there is more area under the envelope per unit time than when no signal
is present. This signal is ampliﬁed by a high-gain baseband ampliﬁer and the output is the
transmitted data.
In spite of its simplicity and good sensitivity, the superregenerative receiver has been largely
replaced because of the availability of inexpensive superheterodyne receiver chips. Its
disadvantages are

•
•

It reradiates broadband noise centered on its nominal receiving frequency;
It has a relatively broad bandwidth of several MHz on UHF frequencies, and thus is
sensitive to interference;

•
•

Dynamic range is limited;
It is usable only with ASK modulation.

4.3 Superheterodyne Receiver
The superheterodyne receiver is the most common conﬁguration for radio communication. Its
basic principle of operation is the transfer of all received channels to an intermediate frequency
band where the weak input signal is ampliﬁed before being applied to a detector. The high
performance of the receiver is due to the fact that ampliﬁcation and ﬁltering of input signals is
done at one or more frequencies that do not change with the input tuning of the receiver, and at
the lower intermediate frequency, greater ampliﬁcation can be used without causing instability.
Figure 4.5 shows the basic construction of a superheterodyne receiver. The antenna is
followed by a bandpass ﬁlter that passes all signals within the tuning range of the receiver. The
mixer multiplies the RF signals by a tunable signal from a local oscillator and outputs the sum
and the difference of frf and fosc . The IF ampliﬁer ampliﬁes and ﬁlters either the difference or

RF AMP

frf

MIXER

BPF

RF
OSCILLATOR

fIF

IF AMP
IF
BPF

DEMODULATOR

fOSC

Figure 4.5: Superheterodyne receiver.
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the sum signal and rejects the other. In VHF and higher frequency receivers, it is the lower,
difference frequency signal that is retained almost universally, and this is the case we consider
here. The result is an intermediate frequency signal that has all of the characteristics of the
input RF signal except for the shift in frequency. This signal can now be demodulated in the
detector. Any type of modulation may be used. A low-pass ﬁlter that gives additional noise
reduction follows the detector. In a digital data receiver a signal-conditioning stage converts
the baseband receive signal to binary levels for digital signals. The signal conditioner in an
analog receiver is often a signal expander for audio analog signals that were compressed in the
transmitter to improve their dynamic range.
The diagram shows only the basics of the superheterodyne principle, but variations are
possible for improved performance. The IF bandpass ﬁlter (BPF) should be as narrow
as possible in order to reduce the noise without affecting the bandwidth required by the
modulation components of the signal. The lower the intermediate frequency, the narrower the
bandpass ﬁlter can be. However, using a low intermediate frequency means that the oscillator
frequency must be close to the received radio frequency. Since the IF is the absolute value
of the difference between the received frequency and the oscillator frequency, two received
frequencies can give the same IF—one at fosc  fIF and the other at fosc  fIF. It is the function
of the input BPF to reject the undesired frequency, which is called the image frequency. When
a low IF is used in order to obtain a narrow passband, the input BPF may not reject the image
frequency, thereby increasing the possibility of interference. Even if there is no interfering
signal on the image frequency, the noise at this frequency will get through and reduce the
signal-to-noise ratio. To reduce input noise at the image frequency, including the circuit noise
of the RF ampliﬁer, you should include an image frequency bandpass ﬁlter between the RF
ampliﬁer and the mixer (not shown in the diagram).
In order to reduce the response to image frequencies and have a low IF for effective ﬁltering,
UHF superheterodyne receivers often employ dual or triple conversion. A dual conversion
superhet receiver has a ﬁrst mixer and an IF high enough to reject the image frequency using
a simple bandpass ﬁlter, followed by another mixer and IF at a low frequency for effective
ﬁltering.
IF must be chosen according to the image rejection and ﬁltering considerations discussed
previously, but the ﬁnal choice usually is a frequency for which standard bandpass ﬁlter
components are readily available. The two most common IF frequencies are 455 kHz and
10.7 MHz, which were standardized for AM and FM broadcast bands. When a SAWcontrolled local oscillator is used, the IF may be determined so that a standard SAW device
is available at a frequency difference from the transmitter SAW device frequency for which
ceramic IF ﬁlters are available. Such choosing of frequencies for short-range security systems
often results in compromises and subsequent reduced performance—high image frequency
response and insufﬁcient IF ﬁltering.
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4.4 Direct Conversion Receiver
The direct conversion receiver is similar to the superhet in that a local oscillator and mixer are
used, but in this case the IF is zero. The image frequency, a potential problem in the superhet,
coincides with the desired signal, so it is no issue in this topography. Very high-gain baseband
ampliﬁcation is used, and a baseband low-pass ﬁlter achieves high sensitivity with high noise
and adjacent channel interference rejection.
On the negative side, the local oscillator is at the same frequency as the received signal, so
there is a potential for self-interference and interference with close-by receivers tuned to
the same frequency. Design and layout are very important to limit radiation from the local
oscillator and prevent leakage back through the mixer and RF ampliﬁer to the antenna. Also,
because of the very narrow bandwidth, the crystal-controlled local oscillator frequency must
be accurate and stable.
A block diagram of an FSK direct conversion data receiver is shown in Figure 4.6. The output
of an RF ampliﬁer is applied to two mixers. A local oscillator output at the same frequency
LIMITER AMP

(I)

LPF

RF AMP

DATA OUT
PHASE
DETECTOR

LOCAL
OSCILLATOR
90 deg
LPF

(Q)

LIMITER AMP

Figure 4.6: Direct conversion receiver.

as the RF signal is applied directly to one mixer. The other mixer receives the local oscillator
signal after being shifted in phase by 90 degrees. The outputs of the mixers are each passed
through low-pass ﬁlters and limiters and then applied to a phase detector for demodulation.
The frequency-shift-keyed signals appear with opposed relative phase at the phase detector,
giving a binary mark or space output according to whether the input signal is higher or lower
than the local oscillator frequency. This can be seen as follows:
Let input MARK and SPACE signals be
SM  cos 2π(fd)t
SS  cos 2π(f d)t
where f is the nominal receiver frequency and d is the frequency deviation of the FSK signal.
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The quadrature oscillator signals to the mixers are
LOI  cos 2πf
LOQ  sin 2πf
The mixer outputs when a MARK is sent are
IM  SM  LOI
 cos 2π(fd)t  cos 2πf
 ½{cos 2πd  cos 2π(2f  d)}

(4.1)

QM  SM  LOQ
 cos 2π(fd)t  sin 2πf
 ½{sin 2πd  sin 2π(2f  d)}

(4.2)

Similarly, when a SPACE is sent
IS  ½{cos 2πd  cos 2π(2f  d)}

(4.3)

QS  ½{sin 2πd  sin 2π(2f  d)}

(4.4)

The trigonometric identities cos A  cos B  1/2{cos (A B)  cos (A B)} and
sin A  sin B  1/2{sin (AB)  sin (AB)} are used to derive (4.1) through (4.4).
The double frequency components of IM, QM, IS, and QS are removed in the low-pass ﬁlter of
each channel, leaving
IM  cos 2πd

(4.5)

QM  sin 2πd

(4.6)

IS  cos 2πd

(4.7)

QS  sin 2πd

(4.8)

where the multiplying constants, 1/2, have been left out.
The limiter ampliﬁers square up the ﬁlter outputs so that they can be applied to a digital phase
detector, which outputs MARK or SPACE according to the phase difference in each pair of
inphase (I) and quadrature (Q) signals.
Although in the preceding explanation, the local oscillator frequency is set exactly to the
nominal transmitter frequency, small differences are tolerated as long as they are less than the
modulation deviation minus the data bit rate.
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4.5 Digital Receivers
Digital receivers are more often called “software-deﬁned radios” (SDRs). Digital signal
processing (DSP) components are extensively used in them, and many performance
characteristics are determined by software. The basic construction is superheterodyne, but the
mixing and IF ﬁltering is done by analog-to-digital converters and digital ﬁlters. Although
not presently used in short-range products of the types we’re focusing on here, they can be
expected to be applied to them as costs come down and demands for uncompromising wireless
performance and compliance with multiple standards in a single radio force a break from the
traditional topologies.
Figure 4.7 shows a diagram of a digital receiver and transmitter. As in a conventional superhet,
the signals from the antenna are ampliﬁed by a low-noise ampliﬁer and then down-converted
by mixer and local oscillator to an intermediate frequency. An analog-to-digital converter
(ADC) replaces the second mixer of a double superhet, and digital signal processing software
performs the IF ﬁltering and demodulation.

RECEIVER

LNA

IF AMP
ADC

DIGITAL
DEMODULATION
AND FILTERING

BASEBAND
PROCESSING

TRANSMITTER
PA
DAC

OUTPUT SIGNAL
INPUT SIGNAL

DIRECT
DIGITAL
SYNTHESIZER

Figure 4.7: Software radio.

The digital transmitter uses a direct digital synthesizer (DDS) to generate the modulated
transmitter frequency. This device outputs digital words that represent the waveform of the
signal to be transmitted. Phase, frequency, and amplitude variations of the carrier as functions
of the baseband data are implemented by the software, and many modulation formats can be
used as required with no change in hardware. The digital output of the DDS is converted to
an analog signal by a digital-to-analog converter (DAC), up-converted by local oscillator and
mixer (remember, the mixer also outputs the sum of the input and local oscillator frequencies)
and ampliﬁed, and then coupled to the antenna.
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When modulation and demodulation are performed in software, and ﬁltering too, great
ﬂexibility is achieved, as well as high performance. Elimination of many hardware
components will eventually reduce size and cost, while giving high communication efﬁciency
in bandwidth utilization and error correction.

4.6 Repeaters
While range and communication link reliability are limited in unlicensed devices by the
low power allowed by the telecommunication authority standards, the use of repeaters can
overcome these limitations. In the repeater, a weak signal is received and demodulated.
The re-created baseband signal then modulates a transmitter whose signal can be received
at a distance where the original signal could not be heard. In digital systems, the relaying
of a signal through one or more receivers is done without errors. The repeater receiver and
transmitter operate at the same frequency as used in the original link, and its operation is
transparent in the sense that the receiver doesn’t have to know whether the signal is to be
received direct or through an intermediary. The repeater does create a time delay, however,
since its transmitter must wait until the original transmitter has completed transmitting in
order to avoid interference. Repeaters may be chained, but each link creates an additional
delay.
A potential problem when more than one repeater is deployed is that a repeater closer to the
transmitter may repeat the transmission from a repeater further along the link, thereby causing
a ping-pong effect. One way to avoid this is to include in the message protocol identiﬁcation
of the repeaters so that a repeater will ignore messages received from a device further down
the link. Another way is to force a time delay after transmission of a frame during which an
identical frame (received from another repeater) will not be retransmitted.

4.7 Summary
Most often, short-range radio link performance is determined primarily by the receiver. This
chapter reviewed various topologies that have been developed for different performance levels
and applications. While the superheterodyne receiver is dominant, the simplicity and low cost,
as well as low power consumption, of tuned radio frequency and superregenerative receivers
can be taken advantage of for very short-range applications—up to several meters. Digital,
or software, radios were introduced here in anticipation of their adoption for short-range
applications in the future. Finally, we described how repeaters can be used to extend the range
of low-power license-free communication links.

4.8 Reference
Heftman, G., “Cellular IC’s Move Toward 3 G Wireless—Gingerly,” Microwaves & RF,
February 1999, p. 31.
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CHAPTE R 5

Radio Propagation
Alan Bensky

It is ﬁtting in a book about wireless communication to look at the phenomena that lets us
transfer information from one point to another without any physical medium—the propagation
of radio waves. If you want to design an efﬁcient radio communication system, even for
operation over relatively short distances, you should understand the behavior of the wireless
channel in the various surroundings where this communication is to take place. While the use
of “brute force”—increasing transmission power—could overcome inordinate path losses,
limitations imposed on design by required battery life, or by regulatory authorities, make it
imperative to develop and deploy short-range radio systems using solutions that a knowledge
of radio propagation can give.
The overall behavior of radio waves is described by Maxwell’s equations. In 1873, the British
physicist James Clerk Maxwell published his Treatise on Electricity and Magnetism in which
he presented a set of equations that describe the nature of electromagnetic ﬁelds in terms
of space and time. Heinrich Rudolph Hertz performed experiments to conﬁrm Maxwell’s
theory, which led to the development of wireless telegraph and radio. Maxwell’s equations
form the basis for describing the propagation of radio waves in space, as well as the nature
of varying electric and magnetic ﬁelds in conducting and insulating materials, and the ﬂow
of waves in waveguides. From them, you can derive the skin effect equation and the electric
and magnetic ﬁeld relationships very close to antennas of all kinds. A number of computer
programs on the market, based on the solution of Maxwell’s equations, help in the design of
antennas, anticipate electromagnetic radiation problems from circuit board layouts, calculate
the effectiveness of shielding, and perform accurate simulation of ultra-high-frequency and
microwave circuits. While you don’t have to be an expert in Maxwell’s equations to use these
programs (you do in order to write them!), having some familiarity with the equations may
take the mystery out of the operation of the software and give an appreciation for its range of
application and limitations.

5.1 Mechanisms of Radio Wave Propagation
Radio waves can propagate from transmitter to receiver in four ways: through ground waves,
sky waves, free space waves, and open ﬁeld waves.
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Ground waves exist only for vertical polarization, produced by vertical antennas, when the
transmitting and receiving antennas are close to the surface of the earth. The transmitted
radiation induces currents in the earth, and the waves travel over the earth’s surface, being
attenuated according to the energy absorbed by the conducting earth. The reason that
horizontal antennas are not effective for ground wave propagation is that the horizontal
electric ﬁeld that they create is short circuited by the earth. Ground wave propagation is
dominant only at relatively low frequencies, up to a few MHz, so it needn’t concern us here.
Sky wave propagation is dependent on reﬂection from the ionosphere, a region of rariﬁed
air high above the earth’s surface that is ionized by sunlight (primarily ultraviolet radiation).
The ionosphere is responsible for long-distance communication in the high-frequency
bands between 3 and 30 MHz. It is very dependent on time of day, season, longitude on the
earth, and the multiyear cyclic production of sunspots on the sun. It makes possible longrange communication using very low power transmitters. Most short-range communication
applications that we deal with in this chapter use VHF, UHF, and microwave bands, generally
above 40 MHz. There are times when ionospheric reﬂection occurs at the low end of this
range, and then sky wave propagation can be responsible for interference from signals
originating hundreds of kilometers away. However, in general, sky wave propagation does not
affect the short-range radio applications that we are interested in.
The most important propagation mechanism for short-range communication on the VHF and
UHF bands is that which occurs in an open ﬁeld, where the received signal is a vector sum of a
direct line-of-sight signal and a signal from the same source that is reﬂected off the earth. Later
we discuss the relationship between signal strength and range in line-of-sight and open ﬁeld
topographies.
The range of line-of-sight signals, when there are no reﬂections from the earth or ionosphere,
is a function of the dispersion of the waves from the transmitter antenna. In this free-space case
the signal strength decreases in inverse proportion to the distance away from the transmitter
antenna. When the radiated power is known, the ﬁeld strength is given by equation (5.1):
E

30 ⋅ Pt ⋅ Gt
d

(5.1)

where Pt is the transmitted power, Gt is the antenna gain, and d is the distance. When Pt is in
watts and d is in meters, E is volts/meter.
To ﬁnd the power at the receiver (Pr) when the power into the transmitter antenna is known,
use (5.2):
Pr 

2
PG
t t Gr λ

(4 π d ) 2

Gt and Gr are the transmitter and receiver antenna gains, and λ is the wavelength.
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Range can be calculated on this basis at high UHF and microwave frequencies when highgain antennas are used, located many wavelengths above the ground. Signal strength between
the earth and a satellite, and between satellites, also follows the inverse distance law, but this
case isn’t in the category of short-range communication! At microwave frequencies, signal
strength is also reduced by atmospheric absorption caused by water vapor and other gases that
constitute the air.

5.2 Open Field Propagation
Although the formulas in the previous section are useful in some circumstances, the actual
range of a VHF or UHF signal is affected by reﬂections from the ground and surrounding
objects. The path lengths of the reﬂected signals differ from that of the line-of-sight signal, so
the receiver sees a combined signal with components having different amplitudes and phases.
The reﬂection causes a phase reversal. A reﬂected signal having a path length exceeding the
line-of-sight distance by exactly the signal wavelength or a multiple of it will almost cancel
completely the desired signal (“almost” because its amplitude will be slightly less than the
direct signal amplitude). On the other hand, if the path length of the reﬂected signal differs
exactly by an odd multiple of half the wavelength, the total signal will be strengthened by
“almost” two times the free space direct signal.
In an open ﬁeld with ﬂat terrain there will be no reﬂections except the unavoidable one from
the ground. It is instructive and useful to examine in depth the ﬁeld strength versus distance
in this case. The mathematical details are given in the Mathcad worksheet “Open Field
Range.”
In Figure 5.1 we see transmitter and receiver antennas separated by distance d and situated at
heights h1 and h2. Using trigonometry, we can ﬁnd the line of sight and reﬂected signal path
lengths d1 and d2. Just as in optics, the angle of incidence equals the angle of reﬂection θ. We
get the relative strength of the direct signal and reﬂected signal using the inverse path length
relationship. If the ground were a perfect mirror, the relative reﬂected signal strength would
exactly equal the inverse of d2. In this case, the reﬂected signal phase would shift 180 degrees
at the point of reﬂection. However, the ground is not a perfect reﬂector. Its characteristics as a

d1
h1

h2

θ

d2

θ
d

Figure 5.1: Open field signal paths.
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reﬂector depend on its conductivity, permittivity, the polarization of the signal, and its angle of
incidence. In the Mathcad worksheet we have accounted for polarization, angle of incidence,
and permittivity to ﬁnd the reﬂection coefﬁcient, which approaches 1 as the distance
from the transmitter increases. The signals reaching the receiver are represented as complex
numbers, since they have both phase and amplitude. The phase is found by subtracting the
largest interval of whole wavelength multiples from the total path length and multiplying the
remaining fraction of a wavelength by 2π radians, or 360 degrees.
Figure 5.2 gives a plot of relative open ﬁeld signal strength versus distance using the following
parameters:
Polarity—horizontal
Frequency—300 MHz
Antenna heights—both 3 meters
Relative ground permittivity—15
Also shown is a plot of free space ﬁeld strength versus distance (dotted line). In both plots,
signal strength is referenced to the free space ﬁeld strength at a range of 3 meters.
Notice in Figure 5.2 that, up to a range of around 50 meters, there are several sharp
depressions of ﬁeld strength, but the signal strength is mostly higher than it would be in free

Open Field Range vs. Field Strength
10

Relative Field strength

0
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Figure 5.2: Field strength versus range at 300 MHz.
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space. Beyond 100 meters, signal strength decreases more rapidly than for the free space
model. Whereas there is an inverse distance law for free space, in the open ﬁeld beyond 100
meters (for these parameters) the signal strength follows an inverse square law. Increasing the
antenna heights extends the distance at which the inverse square law starts to take effect. This
distance, dm, can be approximated by
d m  (12  h1  h2 ) /λ

(5.3)

where h1 and h2 are the transmitting and receiving antenna heights above ground and λ is the
wavelength, all in the same units as the distance dm.
In plotting Figure 5.2, we assumed horizontal polarization. Both antenna heights, h1 and
h2, are 3 meters. When vertical polarization is used, the extreme local variations of signal
strengths up to around 50 meters are reduced because the ground reﬂection coefﬁcient is less
at larger reﬂection angles. However, for both polarizations, the inverse square law comes into
effect at approximately the same distance. This distance in Figure 5.2 where λ is 1 meter is,
from equation (5.3): dm  (12  3  3)/λ  108 meters. In Figure 5.2 we see that this is
approximately the distance where the open-ﬁeld ﬁeld strength falls below the free-space ﬁeld
strength.

5.3 Diffraction
Diffraction is a propagation mechanism that permits wireless communication between points
where there is no line-of-sight path due to obstacles that are opaque to radio waves. For
example, diffraction makes it possible to communicate around the earth’s curvature, as well
as beyond hills and obstructions. It also ﬁlls in the spaces around obstacles when short-range
radio is used inside buildings. Figure 5.3 is an illustration of diffraction geometries, showing
an obstacle whose extremity has the shape of a knife edge. The obstacle should be seen as
a half plane whose dimension is inﬁnite into and out of the paper. The ﬁeld strength at a
receiving point relative to the free-space ﬁeld strength without the obstacle is the diffraction
gain. The phenomenon of diffraction is due to the fact that each point on the wave front
emanating from the transmitter is a source of a secondary wave emission. Thus, at the knife
edge of the obstacle, as shown in Figure 5.3a, there is radiation in all directions, including into
the shadow.
The diffraction gain depends in a rather complicated way on a parameter that is a function of
transmitter and receiver distances from the obstacle, d1 and d2, the obstacle dimension h, and
the wavelength. Think of the effect of diffraction in an open space in a building where a wide
metal barrier extending from ﬂoor to ceiling exists between the transmitter and the receiver.
In our example, the space is 12 meters wide and the barrier is 6 meters wide, extending to the
right side. When the transmitter and receiver locations are ﬁxed on a line at a right angle to
the barrier, the ﬁeld strength at the receiver depends on the perpendicular distance from the

w w w.new nespress.com

80

Chapter 5

d1
d2
h

R

T

a) R is in shadow—h is positive

h
T

d1

d2

R

b) T and R are line of sight—h is negative

Figure 5.3: Knife-edge diffraction geometry.

line-of-sight path to the barrier’s edge. Figure 5.4 is a plot of diffraction gain when transmitter
and receiver are each 10 meters from the edge of the obstruction and on either side of it. The
dimension “h” varies between 6 meters and 6 meters—that is, from the left side of the space
where the dimension “h” is considered negative, to the right side where “h” is positive and
fully in the shadow of the barrier. Transmission frequency for the plot is 300 MHz. Note that
the barrier affects the received signal strength even when there is a clear line of sight between
the transmitter and receiver (“h” is negative as shown in Figure 5.3b). When the barrier edge
is on the line of sight, diffraction gain is approximately 6 dB, and as the line-of-sight path
gets farther from the barrier (to the left in this example), the signal strength varies in a cyclic
manner around 0 dB gain. As the path from transmitter to receiver gets farther from the barrier
edge into the shadow, the signal attenuation increases progressively.
Admittedly, the situation depicted in Figure 5.4 is idealistic, since it deals with only one
barrier of very large extent. Normally, there are several partitions and other obstacles near
or between the line-of-sight path and a calculation of the diffraction gain would be very
complicated, if not impossible. However, a knowledge of the idealistic behavior of the
defraction gain and its dependence on distance and frequency can give qualitative insight. The
Mathcad worksheet “Defraction” lets you see how the various parameters affect the defraction
gain.
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Figure 5.4: Sample plot of diffraction gain versus “h.”

5.4 Scattering
A third mechanism affecting path loss, after reﬂection and diffraction, is scattering. Rough
surfaces in the vicinity of the transmitter do not reﬂect the signal cleanly in the direction
determined by the incident angle, but diffuse it, or scatter it in all directions. As a result, the
receiver has access to additional radiation, and path loss may be less than it would be from
considering reﬂection and diffraction alone.
The degree of roughness of a surface and the amount of scattering it produces depends on the
height of the protuberances on the surface compared to a function of the wavelength and the
angle of incidence. The critical surface height hc is given by (Gibson, p. 360).
hc 

λ
8 cos θi

(5.4)

where λ is the wavelength and θi is the angle of incidence. It is the dividing line between
smooth and rough surfaces when applied to the difference between the maximum and the
minimum protuberances.

5.5 Path Loss
The numerical path loss is the ratio of the total radiated power from a transmitter antenna
times the numerical gain of the antenna in the direction of the receiver to the power available
at the receiver antenna. This is the ratio of the transmitter power delivered to a lossless
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antenna with numerical gain of 1 (0 dB) to that at the output of a 0 dB gain receiver antenna.
Sometimes, for clarity, the ratio is called the isotropic path loss. An isotropic radiator is an
ideal antenna that radiates equally in all directions and therefore has a gain of 0 dB. The
inverse path loss ratio is sometimes more convenient to use. It is called the path gain and when
expressed in decibels is a negative quantity. In free space, the isotropic path gain PG is derived
from (5.2), resulting in
PG 

λ2
(4πd ) 2

(5.5)

We have just examined several factors that affect the path loss of VHF-UHF signals: ground
reﬂection, diffraction, and scattering. For a given site, it would be very difﬁcult to calculate
the path loss between transmitters and receivers, but empirical observations have allowed
some general conclusions to be drawn for different physical environments. These conclusions
involve determining the exponent, or range of exponents, for the distance d related to a short
reference distance d0. We then can write the path gain as dependent on the exponent n:
⎛ d ⎞⎟n
PG  k ⎜⎜⎜ 0 ⎟⎟
⎜⎝ d ⎟⎠

(5.6)

where k is equal to the path gain when d  d0. Table 5.1 shows path loss for different
environments.
As an example of the use of the path gain exponent, let’s assume the open ﬁeld range of a
security system transmitter and receiver is 300 meters. What range can we expect for their
installation in a building?

Table 5.1: Path Loss Exponents for Different
Environments
Environment

Path Gain Exponent n

Free space

2

Open field (long distance)

4

Cellular radio—urban area

2.7–4

Shadowed urban cellular radio

5–6

In building—line of sight

1.6–1.8

In building—obstructed

4–6

www. n e wn e s p re s s .c om

Radio Propagation

83

Figure 5.5 shows curves of path gain versus distance for free-space propagation, open
ﬁeld propagation, and path gain with exponent 6, a worst case taken from Table 5.1 for “In
building—obstructed.” Transmitter and receiver heights are 2.5 meters, polarization is vertical,
and the frequency is 915 MHz. The reference distance is 10 meters, and for all three curves
the path gain at 10 meters is taken to be that of free space. For an open ﬁeld distance of 300
meters, the path gain is 83 dB. The distance on the curve with exponent n  6 that gives the
same path gain is 34 meters. Thus, a wireless system that has an outdoor range of 300 meters
may be effective only over a range of 34 meters, on the average, in an indoor installation.

Path Gain vs. Distance
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Figure 5.5: Path gain.

The use of an empirically derived relative path loss exponent gives an estimate for average
range, but ﬂuctuations around this value should be expected. The next section shows the
spread of values around the mean that occurs because of multipath radiation.

5.6 Multipath Phenomena
We have seen that reﬂection of a signal from the ground has a signiﬁcant effect on the strength
of the received signal. The nature of short-range radio links, which are very often installed
indoors and use omnidirectional antennas, makes them accessible to a multitude of reﬂected
rays, from ﬂoors, ceilings, walls, and the various furnishings and people that are invariably
present near the transmitter and receiver. Thus, the total signal strength at the receiver is the
vector sum of not just two signals, as we studied in Section 5.2, but of many signals traveling
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over multiple paths. In most cases indoors, there is no direct line-of-sight path, and all signals
are the result of reﬂection, diffraction, and scattering.
From the point of view of the receiver, there are several consequences of the multipath
phenomena.
a) Variation of signal strength. Phase cancellation and strengthening of the resultant
received signal cause an uncertainty in signal strength as the range changes, and even
at a ﬁxed range when there are changes in furnishings or movement of people. The
receiver must be able to handle the considerable variations in signal strength.
b) Frequency distortion. If the bandwidth of the signal is wide enough so that its various
frequency components have different phase shifts on the various signal paths, then the
resultant signal amplitude and phase will be a function of sideband frequencies. This
is called frequency selective fading.
c) Time delay spread. The differences in the path lengths of the various reﬂected signals
cause a time delay spread between the shortest path and the longest path. The resulting
distortion can be signiﬁcant if the delay spread time is of the order of magnitude of
the minimum pulse width contained in the transmitted digital signal. There is a close
connection between frequency selective fading and time-delay distortion, since the
shorter the pulses, the wider the signal bandwidth. Measurements in factories and
other buildings have shown multipath delays ranging from 40 to 800 ns.
d) Fading. When the transmitter or receiver is in motion, or when the physical
environment is changing (tree leaves ﬂuttering in the wind, people moving around),
there will be slow or rapid fading, which can contain amplitude and frequency
distortion, and time delay ﬂuctuations. The receiver AGC and demodulation circuits
must deal properly with these effects.

5.7 Flat Fading
In many of the short-range radio applications covered in this chapter, the signal bandwidth is
narrow and frequency distortion is negligible. The multipath effect in this case is classiﬁed
as flat fading. In describing the variation of the resultant signal amplitude in a multipath
environment, we distinguish two cases: (1) there is no line-of-sight path and the signal is the
resultant of a large number of randomly distributed reﬂections; (2) the random reﬂections are
superimposed on a signal over a dominant constant path, usually the line of sight.
Short-range radio systems that are installed indoors or outdoors in built-up areas are subject to
multipath fading essentially of the ﬁrst case. Our aim in this section is to determine the signal
strength margin that is needed to ensure that reliable communication can take place at a given
probability. While in many situations there will be a dominant signal path in addition to the
multipath fading, restricting ourselves to an analysis of the case where all paths are the result
of random reﬂections gives us an upper bound on the required margin.
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5.7.1 Rayleigh Fading
The ﬁrst case can be described by a received signal R(t), expressed as
R(t )  r ⋅ cos (2π ⋅ fc ⋅ t  θ)

(5-7)

where r and θ are random variables for the peak signal, or envelope, and phase. Their values
may vary with time, when various reﬂecting objects are moving (people in a room, for
example), or with changes in position of the transmitter or receiver that are small in respect
to the distance between them. We are not dealing here with the large-scale path gain that is
expressed in Eqs. (5.5) and (5.6). For simplicity, Eq. (5.7) shows a continuous wave (CW)
signal as the modulation terms are not needed to describe the fading statistics.
The envelope of the received signal, r, can be statistically described by the Rayleigh
distribution whose probability density function is
r 2

r
p(r )  2 e 2σ2
σ

(5-8)

where σ2 represents the variance of R(t) in Eq. (5.7), which is the average received signal
power. This function is plotted in Figure 5.6. We normalized the curve with σ equal to 1. In
this plot, the average value of the signal envelope, shown by a dotted vertical line, is 1.253.
Note that it is not the most probable value, which is 1 (σ). The area of the curve between any
two values of signal strength r represents the probability that the signal strength will be in
that range. The average for the Rayleigh distribution, which is not symmetric, does not divide
the curve area in half. The parameter that does this is the median, which in this case equals
1.1774. There is a 50% probability that a signal will be below the median and 50% that it will
be above.
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Figure 5.6: Rayleigh probability density function.
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As stated previously, the Rayleigh distribution is used to determine the signal margin required
to give a desired communication reliability over a fading channel with no line of sight. The
curve labeled “1 Channel” in Figure 5.7 is a cumulative distribution function with logarithmic
axes. For any point on the curve, the probability of fading below the margin indicated on
the abscissa is given as the ordinate. The curve is scaled such that “0 dB” signal margin
represents the point where the received signal equals the mean power of the fading signal,
σ2, making the assumption that the received signal power with no fading equals the average
power with fading. Some similar curves in the literature use the median power, or the power
corresponding to the average envelope signal level, ra, as the reference, “0 dB” value.

FADING MARGINS
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Figure 5.7: Fading margins.

An example of using the curve is as follows. Say you require a communication reliability
of 99%. Then the minimum usable signal level is that for which there is a 1% probability of
fading below that level. On the curve, the margin corresponding to 1% is 20 dB. Thus, you
need a signal strength 20 dB larger than the required signal if there was no fading. Assume
you calculated path loss and found that you need to transmit 4 mW to allow reception at the
receiver’s sensitivity level. Then, to ensure that the signal will be received 99% of the time
during fading, you’ll need 20 dB more power or 6 dBm (4 mW) plus 20 dB equals 26 dBm or
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400 mW. If you don’t increase the power, you can expect loss of communication 63% of the
time, corresponding to the “0 dB” margin point on the “1 Channel” curve of Figure 5.7.
The following table shows signal margins for different reliabilities.

Reliability, Percent

Fading Margin, dB

90

10

99

20

99.9

30

99.99

40

5.8 Diversity Techniques
Communication reliability for a given signal power can be increased substantially in a
multipath environment through diversity reception. If signals are received over multiple,
independent channels, the largest signal can be selected for subsequent processing and use.
The key to this solution is the independence of the channels. The multipath effect of nulling
and of strengthening a signal is dependent on transmitter and receiver spatial positions, on
wavelength (or frequency) and on polarity. Let’s see how we can use these parameters to
create independent diverse channels.

5.8.1 Space Diversity
A signal that is transmitted over slightly different distances to a receiver may be received at
very different signal strengths. For example, in Figure 5.2 the signal at 17 meters is at a null
and at 11 meters at a peak. If we had two receivers, each located at one of those distances,
we could choose the strongest signal and use it. In a true multipath environment, the source,
receiver, or the reﬂectors may be constantly in motion, so the nulls and the peaks would occur
at different times on each channel. Sometimes Receiver 1 has the strongest signal; at other
times, Receiver 2. Figure 5.8 illustrates the paths to two receivers from several reﬂectors.
Although there may be circumstances in which the signals at both receiver locations are at
around the same level, when it doesn’t matter which receiver output is chosen, most of the
time one signal will be stronger than the other. When you select the strongest output, the
average output after selection will be greater than the average output of one channel alone.
To increase even more the probability of getting a higher average output, you could use three
or more receivers. From Figure 5.7 you can ﬁnd the required fading margin using diversity
reception having 2, 3, or 4 channels. Note that the plots in Figure 5.7 are based on completely
independent channels. When the channels are not completely independent, the results will not
be as good as indicated by the plots.
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Figure 5.8: Space diversity.

It isn’t necessary to use complete receivers at each location, but separate antennas and front
ends must be used, at least up to the point where the signal level can be discerned and used to
decide on the switch position.

5.8.2 Frequency Diversity
You can get a similar differential in signal strength over two or more signal channels by
transmitting on separate frequencies. For the same location of transmitting and receiving
antennas, the occurrences of peaks and nulls will differ on the different frequency channels.
As in the case of space diversity, choosing the strongest channel will give a higher average
signal-to-noise ratio than on either one of the channels. The required frequency difference to
get near independent fading on the different channels depends on the diversity of path lengths
or signal delays. The larger the difference in path lengths, the smaller the required frequency
difference of the channels.

5.8.3 Polarization Diversity
Fading characteristics are dependent on polarization. A signal can be transmitted and received
separately on horizontal and vertical antennas to create two diversity channels. Reﬂections can
cause changes in the direction of polarization of a radio wave, so this characteristic of a signal
can be used to create two separate signal channels. Thus, cross-polarized antennas can be
used at the receiver only. Polarization diversity can be particularly advantageous in a portable
handheld transmitter, since the orientation of its antenna will not be rigidly deﬁned.
Polarization diversity doesn’t allow the use of more than two channels, and the degree of
independence of each channel will usually be less than in the two other cases. However, it may
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be simpler and less expensive to implement and may give enough improvement to justify its
use, although performance will be less than can be achieved with space or frequency diversity.

5.8.4 Diversity Implementation
In the previous descriptions, we talked about selecting or switching to the channel having the
highest signal level. A more effective method of using diversity is called “maximum ratio
combining.” In this technique, the outputs of each independent channel are added together
after the channel phases are made equal and channel gains are adjusted for equal signal
levels. Maximum ratio combining is known to be optimum because it gives the best statistical
reduction of fading of any linear diversity combiner. In applications where accurate amplitude
estimation is difﬁcult, the channel phases only may be equalized and the outputs added
without weighting the gains. Performance in this case is almost as good as in maximum ratio
combining.
Space diversity has the disadvantage of requiring signiﬁcant antenna separation, at least
in the VHF and lower UHF bands. In the case where multipath signals arrive from all
directions, antenna spacing on the order of .5λ to .8λ is adequate in order to have reasonably
independent, or decorrelated, channels. This is at least one-half meter at 300 MHz. When the
multipath angle spread is small—for example, when directional antennas are used—much
larger separations are required.
Frequency diversity eliminates the need for separate antennas, but the simultaneous use of
multiple frequency channels entails increased total power and spectrum utilization. Sometimes
data are repeated on different frequencies so that simultaneous transmission doesn’t have to be
used. Frequency separation must be adequate to create decorrelated channels. The bandwidths
allocated for unlicensed short-range use are rarely adequate, particularly in the VHF and UHF
ranges (transmitting simultaneously on two separate bands can and has been done). Frequency
diversity to reduce the effects of time delay spread is achieved with frequency hopping or
direct sequence spread-spectrum modulation, but for the spreads encountered in indoor
applications, the pulse rate must be relatively high—of the order of several megabits per
second—in order to be effective. For long pulse widths, the delay spread will not be a problem
anyway, but multipath fading will still occur and the amount of frequency spread normally
used in these cases is not likely to solve it.
When polarity diversity is used, the orthogonally oriented antennas can be close together,
giving an advantage over space diversity when housing dimensions relative to wavelength are
small. Performance may not be quite as good, but may very well be adequate, particularly
when used in a system having portable handheld transmitters, which have essentially random
polarization.
Although we have stressed that at least two independent (decorrelated) channels are needed
for diversity reception, sometimes shortcuts are taken. In some low-cost security systems,
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for example, two receiver antennas—space diverse or polarization diverse—are commutated
directly, usually by diode switches, before the front end or mixer circuits. Thus, a minimum
of circuit duplication is required. In such applications the message frame is repeated many
times, so if there happens to be a multipath null when the front end is switched to one antenna
and the message frames are lost, at least one or more complete frames will be correctly
received when the switch is on the other antenna, which is less affected by the null. This
technique works for slow fading, where the fade doesn’t change much over the duration of a
transmission of message frames. It doesn’t appear to give any advantage during fast fading,
when used with moving handheld transmitters, for example. In that case, a receiver with one
antenna will have a better chance of decoding at least one of many frames than when switched
antennas are used and only half the total number of frame repetitions are available for each. In
a worst-case situation with fast fading, each antenna in turn could experience a signal null.

5.8.5 Statistical Performance Measure
We can estimate the performance advantage due to diversity reception with the help of Figure
5.7. Curves labeled “2 Channels” through “4 Channels” are based on the selection combining
technique.
Let’s assume, as before, that we require communication reliability of 99%, or an error rate
of 1%. From probability theory the probability that two independent channels would both
have communication errors is the product of the error probabilities of each channel. Thus, if
each of two channels has an error probability of 10%, the probability that both channels will
have signals below the sensitivity threshold level when selection is made is 0.1 times 0.1,
which equals 0.01, or 1%. This result is reﬂected in the curve “2 Channels.” We see that the
signal margin needed for 99% reliability (1% error) is 10 dB. Using diversity reception with
selection from two channels allows a reliability margin of only 10 dB instead of 20 dB, which
is required if there is no diversity. Continuing the previous example, we need to transmit only
40 mW for 99% reliability instead of 400 mW. Required margins by selection among three
channels and four channels is even less—6 dB and 4 dB, respectively.
Remember that the reliability margins using selection combining diversity as shown in Figure
5.7 are ideal cases, based on the Rayleigh fading probability distribution and independently
fading channels. However, even if these premises are not realized in practice, the curves still
give us approximations of the improvement that diversity reception can bring.

5.9 Noise
The ultimate limitation in radio communication is not the path loss or the fading. Weak signals
can be ampliﬁed to practically any extent, but it is the noise that bounds the range we can get
or the communication reliability that we can expect from our radio system. There are two
sources of receiver noise: interfering radiation that the antenna captures along with the desired
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signal and the electrical noise that originates in the receiver circuits. In either case, the best
signal-to-noise ratio will be obtained by limiting the bandwidth to what is necessary to pass
the information contained in the signal. A further improvement can be had by reducing the
receiver noise ﬁgure, which decreases the internal receiver noise, but this measure is effective
only as far as the noise received through the antenna is no more than about the same level
as the receiver noise. Finally, if the noise can be reduced no further, performance of digital
receivers can be improved by using error correction coding up to a point, which is designated
as channel capacity. The capacity is the maximum information rate that the speciﬁc channel
can support, and above this rate communication is impossible. The channel capacity is limited
by the noise density (noise power per hertz) and the bandwidth.
Figure 5.9 shows various sources of noise over a frequency range of 20 kHz up to 10 GHz. The
strength of the noise is shown in microvolts/meter for a bandwidth of 10 kHz, as received by
a half-wave dipole antenna at each frequency. The curve labeled “equivalent receiver noise”
translates the noise generated in the receiver circuits into an equivalent ﬁeld strength so that
it can be compared to the external noise sources. Receiver noise ﬁgures on which the curve is
based vary in a log-linear manner with 2 dB at 50 MHz and 9 dB at 1 GHz. The data in Figure
5.9 are only a representative example of radiation and receiver noise, taken at a particular time
and place.
Note that all of the noise sources shown in Figure 5.9 are dependent on frequency. The relative
importance of the various noise sources to receiver sensitivity depends on their strength
relative to the receiver noise. Atmospheric noise is dominant on the low radio frequencies but
is not signiﬁcant on the bands used for short-range communication—above around 40 MHz.
Cosmic noise comes principally from the sun and from the center of our galaxy. In the
ﬁgure, it is masked out by man-made noise, but in locations where man-made noise is a less
signiﬁcant factor, cosmic noise affects sensitivity up to 1 GHz.
Man-made noise is dominant in the range of frequencies widely used for short-range radio
systems—VHF and low to middle UHF bands. It is caused by a wide range of ubiquitous
electrical and electronic equipment, including automobile ignition systems, electrical
machinery, computing devices, and monitors. While we tend to place much importance on
the receiver sensitivity data presented in equipment speciﬁcations, high ambient noise levels
can make the sensitivity irrelevant in comparing different devices. For example, a receiver
may have a laboratory-measured sensitivity of 105 dBm for a signal-to-noise ratio of 10 dB.
However, when measured with its antenna in a known electric ﬁeld and accounting for the
antenna gain, 95 dBm may be required to give the same signal-to-noise ratio.
From around 800 MHz and above, receiver sensitivity is essentially determined by the
noise ﬁgure. Improved low-noise ampliﬁer discrete components and integrated circuit
blocks produce much better noise ﬁgures than those shown in Figure 5.9 for high UHF
and microwave frequencies. Improving the noise ﬁgure must not be at the expense of other
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Noise and its sources

Figure 5.9: External noise sources
(Reference Data for Radio Engineers, Fourth Edition).

characteristics—intermodulation distortion, for example, which can be degraded by using
a very high-gain ampliﬁer in front of a mixer to improve the noise ﬁgure. Intermodulation
distortion causes the production of inband interfering signals from strong signals on
frequencies outside the receiving bandwidth.
External noise will be reduced when a directional antenna is used. Regulations on unlicensed
transmitters limit the peak radiated power. When possible, it is better to use a high-gain
antenna and lower transmitter power to achieve the same peak radiated power as with a lower
gain antenna. The result is higher sensitivity through reduction of external noise. Man-made
noise is usually less with a horizontal antenna than with a vertical antenna.
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5.10 Summary
In this chapter we looked at various factors that affect the range of reliable radio
communication. Propagation of electromagnetic waves is inﬂuenced by physical objects in
and near the path of line of sight between transmitter and receiver. We can get a ﬁrst rough
approximation of communication distance by considering only the reﬂection of the transmitted
signal from the earth. If the communication system site can be classiﬁed, an empirically
determined exponent can be used to estimate the path loss and thus the range. When the
transmitter or receiver is in motion, or surrounding objects are not static, the path loss varies
and must be estimated statistically. We described several techniques of diversity reception that
can reduce the required power for a given reliability when the communication link is subject
to fading.
Noise was presented as the ultimate limitation on communication range. We saw that the noise
sources to be contended with depend on the operating frequency. The importance of low-noise
receiver design depends on the relative intensity of noise received by the antenna to the noise
generated in the receiver.
By having some degree of understanding of electromagnetic wave propagation and noise, all
those involved in the deployment of a wireless communication system—designers, installers,
and users—will know what performance they can expect from the system and what concrete
measures can be taken to improve it.
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CHAPTE R 6

Antenna Fundamentals I
Douglas B. Miron

6.1 Electromagnetic Waves
Before 1800, we knew from Coulomb’s experiments in France that static electric charges
obeyed a force law similar to Newton’s law for gravity and that magnetic materials seemed
to be made of magnetic charge-pairs that also obeyed such a force law. By 1830, Oersted
in Denmark had observed that an electric current produced a magnetic force, Ampère in
France had quantiﬁed its law, and Faraday in England had established the law that a changing
magnetic ﬁeld produces an electric force ﬁeld. J. C. Maxwell in England put these facts
together to conclude that time-varying magnetic and electric force ﬁelds generate each
other (you can’t have one without the other), make waves, and that light is electromagnetic
waves. His theory was published in 1873, and in 1888 H. Hertz in Germany demonstrated by
experiment the existence of radio waves. Wireless (radio) communication was on its way.
For historical reasons, the symbols used for electromagnetic ﬁeld quantities have odd names
and relations that are not quite intuitive. Two of the symbols, E and B, are force ﬁeld vectors,
but E is called electric ﬁeld intensity and B is called magnetic ﬂux density. For the other two,
D is called the electric displacement vector and H is called the magnetic ﬁeld intensity vector.
We now have a better understanding of what these vectors represent, so I call E the electric
force field vector, B the magnetic force field vector, D is still the electric displacement field
vector, and H is the magnetic displacement field vector. E is the force per unit charge at a
speciﬁed point in space-time, and B is the force per unit current-length at a point in spacetime. D is a ﬁeld quantity that represents the fact that somewhere charge has been separated
from its natural neutral condition. Its relation to the charge distribution is independent of the
material medium. Likewise, H is a ﬁeld vector that represents the fact that somewhere an
electric current is isolated out of the normal random charge ﬂow in a material medium. There
are no magnetic charges; magnetic ﬁelds are produced by the motion of electric charges. In
ordinary material these motions average out to zero, so there is no magnetic ﬁeld. When some
force is applied to the charges to make them have a net motion in a particular direction, we
have a net current and a magnetic ﬁeld. Natural magnetism is due to uncanceled electron spin
in the atoms. Again, H has no material dependence—it only depends on the current.
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So, D and H can be computed directly from the source charge and current distributions in
space. Why do we use E and B? After all, with the right choice of units D and H could be
force ﬁeld vectors. The reason is convenience. When we apply an electric force to a piece
of nonconducting material, the atoms in the material respond by separating their charges
slightly. Now, in addition to the original source of the applied ﬁeld, we have the ﬁelds of all
the spread atomic charges to calculate. Since most materials of practical interest respond in a
linear way—that is, the net electric force at a point in the material points in the same direction
as the applied electric force and is only reduced in magnitude by the atoms—it is a lot more
convenient to say that the net force is equal to the displacement ﬁeld times a material constant.
That’s the way it works for magnetic ﬁelds, but, again for historical reasons, it’s backward for
the electric ﬁeld vectors. The constitutive relations are
E  D/

(6.1)

B  μH

(6.2)

Where  is called permittivity and μ is called permeability. In SI units, their values in free
space are not 1 but, approximately,
μ0  4π107 H/m
0 

109
F/m
36π

A given material is usually represented by its relative permeability and relative permittivity.
That is, μ  μr μ0,   r 0. The relative values are usually equal to or greater than 1. If
a material responds to an applied electric ﬁeld by the atoms’ charge-spreading, the ﬁelds of
the atomic charges oppose the applied ﬁeld, reducing the net ﬁeld. Such a material is called
a dielectric, and you can see in equation (6.1) that a larger  produces a smaller E. So, for
such a material, r 1. On the other hand, a ferromagnetic material responds to an applied
magnetic ﬁeld by reinforcing it. This is shown in (6.2) with μr 1. Modern composite
materials can show both dielectric and magnetic responses.
Note that in the remainder of the chapter, I use overbars for general vectors, and the caret (hat)
symbol for unit vectors. For example, an electric ﬁeld vector that points in the θ direction, as
–
shown in the next section, is written as E  θ̂Eθ.

6.1.1 Waves in Space
The most elementary real electromagnetic wave is launched by a single-frequency current on
an electrically short piece of wire. Such a current is illustrated in Figure 6.1, along with the
spherical coordinates needed to describe the wave. Using phasor notation, the wave is usually
described by its E and H vectors. Assuming the wire and wave are in an unbounded lossless
medium,
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Figure 6.1: A current Io flows in a wire of length L at the origin of the coordinate system.
The field vectors are shown at a point in spherical coordinates (r, θ, φ). The current
is sinusoidal in time but independent of position on the wire.

Eθ  I 0 L

jωμ
e jβ r
sin(θ)
r
4π

Hφ 

Eθ

(6.3)

(6.4)

η

Where
β  radian space frequency  w/v  2π /λ
w  radian frequency of the current  2πf 2π/T
v  wave speed in the medium  1
η  wave impedance 

μ∈

μ /∈

T  1/f  period of the current in the time domain.
Note the analogy between time domain and space domain quantities.
In the SI system, the units are as follows:
E, newtons/coulomb  V/m
H, A/m
β, radians/m
ω, radians/s
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v, m/s
η, Ω
T, s
Some features of (6.3) and (6.4) apply to all radiators, regardless of their size and shape. First,
the E and H vectors at any point are perpendicular to each other, and both are perpendicular to
the direction from the source to the observation point. Second, the wave phase depends only
on r, which means the wave is spherical. Just as when you drop a stone into a still pond, you
say the waves are circles because the maxima and minima form circles, so too a snapshot of
the wave from a current source would show spherical surfaces for the maxima and minima.
Third, the ﬁeld amplitudes diminish as 1/r.
Equation (6.3) is grouped into factors that always appear in antenna ﬁeld expressions. First
is the current amplitude. Second is a factor that measures the antenna size in wavelengths.
Third is a pattern factor, a factor that depends only on angles. Last is the propagation factor, a
function only of distance and which is always the same.
Equations (6.3) and (6.4) represent the wave as having only one vector component for
each ﬁeld. This is due to the choice of the position of the current in the coordinate system.
Physically speaking, the electric ﬁeld vector is always in the same plane as its source current
element, and the magnetic ﬁeld vector is always perpendicular to that plane, always circulating
around its source current element. If the orientation of the current element is changed, the
mathematical representation of the ﬁeld vectors must change to reﬂect these physical facts. If
a collection of current elements is being considered, the total ﬁeld at a point is found ﬁrst by
writing the vector components of the ﬁelds due to each current element, and then doing the
phasor sum for each vector component. Since we are dealing with electrically small antennas,
we discuss only a few simple cases in this text.
At a distance from the transmitting antenna to the receiving antenna, which is large compared
to the receiving antenna, the surface of a spherical wave would appear ﬂat because the
receiving antenna occupies such a small angular segment. This allows the approximation
of radio waves as plane waves for the purpose of what happens at a boundary between two
media. The simplest case is illustrated in Figure 6.2, where a plane wave is incident on a plane
boundary. In the neighborhood of the boundary, we have an incident wave, a transmitted wave,
and a reﬂected wave, all with E and H vectors parallel to the boundary surface. The reﬂection
occurs because the wave impedances in the two media are not the same, which means there is
a mismatch in the ratio of electric to magnetic ﬁeld values. The total E and H must each be the
same on both sides of the boundary. This leads to
Er  ΓEi 
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Figure 6.2: Wave reflection at a flat boundary. Medium 1 has the incident and reflected
waves, and medium 2 has the transmitted wave. The arrows show the reference directions
for the vector fields. Note that total E  EI  Er while total H  HI  Hr in medium 1, all
scalar (possibly complex) quantities.

Et  (1  Γ) Ei 

2η2
E
η2  η1 i

(6.6)

Γ is called the reflection coefficient. These results are important in their own right and have
a direct analogy with transmission lines. Water is an example of a medium with a low wave
impedance compared to air, about 1/9 smaller. For a wave passing from air to water, Γ 
0.8, which says that the reﬂected electric vector is reversed in direction from the picture
and is almost as large as the incident ﬁeld. Only 20% of the incident wave electric ﬁeld is
transmitted, and the total electric ﬁeld on the air side is reduced to this level. However, the
magnetic ﬁelds on the air side add, so that the total is larger than the incident.
When a wave passes from a low-impedance to a high-impedance medium, the total electric
ﬁeld on both sides of the boundary is larger than the incident, while the total magnetic ﬁelds
are smaller. If either medium is electrically conductive or otherwise lossy, the wave impedance
and the space frequency become complex. The presence of conductivity will act to reduce the
magnitude of the wave impedance. A good electrical conductor, such as a metal, has such a
low wave impedance relative to air that it can be treated as a short circuit to the electric ﬁeld.
In this case the boundary surface is an electric ﬁeld minimum, E  0, and a magnetic ﬁeld
maximum, H  2Hi. These plane wave effects give us a picture to help understand the more
complex boundary and body effects discussed and calculated in later sections.
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6.1.2 Waves in Transmission Lines
As in the case of waves in space, a time-varying current pushed into a transmission line
produces an electromagnetic wave. In this case, however, the wave follows the transmission
line, and voltage and current waves are generated on the line. The E, H, V, and I waves are
as tightly coupled as the E and H waves in space, so that you can’t really say that any one or
two cause the rest; they are all caused simultaneously by the applied voltage or current. For
a coaxial cable, the waves are entirely enclosed in the dielectric between the outer and inner
conductors, and the wave speed is simply determined by
c
v
(6.7)

r

For twin-lead and microstrip, the ﬁelds are partly in the dielectric and partly in air, so the wave
speed is between c and the value given by (6.7). The less insulation between the wires in twinlead, the closer v is to c. With microstrip, r in 6.7) is replaced by eff, for which various
formulas are available.
The voltage and current waves are expressed in phasor form as
V f ( z )  V e jβ z , Vr ( z )  V e jβ z
I f ( z )  I e jβ z , I r ( z )  I e jβ z

(6.8)

The subscripts are f for forward and r for reverse or reﬂected. The superscripts are  for
positive z direction and – for negative z direction. A schematic transmission line with
reference directions and terminations is shown in Figure 6.3. Notice that the positive-going

Figure 6.3: Transmission line schematic.

waves have the same negative-going space phase shift as the wave in space traveling out
from a current element. This is the phasor version of the βz time domain phase term, the
z/v time delay of the wave going forward. Also note that the origin for the waves is z  0,
even though it might be intuitive to have the origin for the reﬂected wave at z  d. Actually,
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reﬂections can occur at both ends of the line, so it is better to think of the r wave as the reverse
wave.
–
–
The voltage and current wave amplitudes have a proportional relation just as E and H waves in
space. It is usually symbolized by Zo.
V  Zo I, V  Zo I

(6.9)

Zo is usually called the characteristic impedance of the transmission line, but I prefer to call
it the wave impedance of the line. At the load, if ZL  Zo, then VL  ZoIL, which is the same
current-voltage relation as the forward wave, so no reﬂection will take place. In this case, the
input impedance is just Zo, so you could deﬁne the wave impedance as that value of resistance
seen at the input when it is connected at the output of the line.
In general,
V(z)  Vf (z)  Vr(z)

(6.10)

I(z)  If (z)  Ir(z)

At the load, the ratio of total voltage to total current must be ZL. This boundary condition leads
to the deﬁnition of a reﬂection coefﬁcient, and wave relations similar to those for the plane
wave and plane boundary case.
ΓL 

Z L  Zo
Z L  Zo

(6.11)

with
V  VΓLe2jβd

(6.12)

VL  V(1  ΓL)ejβd

(6.13)

and

The load voltage plays the same role as the transmitted E-ﬁeld. They each represent the wave
or power that is transmitted to the next material object.
The total voltage at any point on the line can be expressed in several ways, depending on the
connection you are looking for. Using equations (6.8), (6.10), and (6.12) yields
V(z)  V(ejβz  ΓLe2jβde jβz)

(6.14)

The terms can be grouped and interpreted in different ways. The feature I want point out is
that the total voltage is the sum of two phasors of constant magnitude whose phases vary
oppositely with z. As you progress along the line, these phasors will periodically become
completely in phase, causing a voltage maximum, and periodically completely out of phase,
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causing a voltage minimum. The ratio of the voltage maximum to the voltage minimum
is called the voltage standing-wave ratio, VSWR, or frequently just SWR. It is related to
the magnitude of the reﬂection coefﬁcient because this magnitude gives the ratio of the
magnitudes of the forward and reverse wave voltages.
SWR 

1|Γ L |
SWR  1
, |Γ L | 
1|Γ L |
SWR  1

(6.15)

Figure 6.4 shows plots of |V(z)| for three cases in which SWR  2. This corresponds to |Γ|  1/3.
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Figure 6.4: Voltage magnitude on two wavelengths of transmission line for VSWR  2. Zo  50 Ω.
The forward wave amplitude is 1V. (a) ZL  25 Ω, (b) ZL  40  j30 Ω, (c) ZL  100 Ω.

With a forward-wave amplitude of 1, the reverse-wave amplitude is 1/3. The maximum
voltage is 4/3 and the minimum voltage is 2/3. The curves all have the same shape; their
difference is their position on the line. This difference is caused by the phase of the reﬂection
coefﬁcient for the three loads. For ZL  100, ΓL  1/3, for ZL  40  j30, ΓL  j/3, and for
ZL  25, ΓL  1/3. Notice that for the two real values of load impedance, V(d) is either the
maximum or minimum value, and it corresponds to the load value being larger or smaller than
Zo. If the load impedance is a resistance R,
SWR  R/Zo, for R Zo
SWR  Zo/R, for R  Zo
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The impedance looking into the line is V(0)/I(0), and the most common expression for it in
terms of the line parameters, operating frequency, and load impedance is
Zin  Z o

Z L  jZ o tan (β d )
Z o  jZ L tan(β d )

(6.17)

Sections of transmission line are frequently characterized by their wave impedance and their
electrical, rather than physical, length. The electrical length is really the wave phase shift, βd,
in either degrees or radians. An electrical length of 90º is special. It corresponds to a section of
line that is a quarter wavelength. In Figure 6.4, you can see that this is the distance between a
voltage minimum and the next voltage maximum on the line. In equation (6.17), the tangents
go to inﬁnity, and that leads to
Zin  Z o2 / Z L

(6.18)

Also the two resistance values corresponding to a given SWR are related by this equation, as
you might expect.

6.1.3 Power in Waves
From electromagnetic theory, the power density in a wave is
S

| E |2
| H |2
η
W m2
2η
2

(6.19)

assuming peak values for the amplitudes of E and H. In a lossless medium the magnitude of
either ﬁeld decreases as 1/r, so the power density decreases as 1/r2. A source with no angle
variation in its wave is called isotropic, and is a convenient ﬁction for theory. At a distance
r from an isotropic source, the surface area of a sphere is 4πr2, so multiplying the constant
power density by the spherical area gives a total power independent of distance. This is an
illustration of what you would expect in a lossless medium; at a given distance from a source
the power density integrated over the corresponding spherical surface gives the total power,
a constant.
Returning to the plane waves at a ﬂat material boundary, the power densities associated with
the incident and reﬂected waves are
Si 

| Ei |2
| E |2
| E |2
, Sr  r  |Γ|2 i  |Γ|2 Si
2η1
2η1
2η1

(6.20)

and the transmitted power density must be
St  (1  |Γ|2)Si

(6.21)
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Similar-looking relations apply at the transmission-line load. The power in each wave is
|Γ V |2
|V |2
|V |2
 L
 |Γ L |2 Pf
, Pr 
2 Zo
2Z o
2Z o
PL  (1|Γ L |2 ) Pf
Pf 

(6.22)

Here we are talking about total power, not power density. Since we are assuming a lossless
transmission line, the power in the waves is the same all along the line. Also the net power
into the line must equal the load power. The following example illustrates some of the ideas
presented so far.

Example 6.1 A Quarter-Wave Matching System
Suppose we have a transmitter rated at 100 W into 50 Ω that we want to use to drive an
antenna whose input impedance is 12.5 Ω. We plan to do this with a quarter-wave section of
transmission line. From (6.18), Z o  50  12.5  25 Ω . Since the load is resistive,
we know from (6.16) that the SWR is 2, and from (6.11) that ΓL  1/3. For a load power of
100 W, the load voltage must be VL  2  12.5  100  50 V peak or 35 Vrms.
From (6.22), the forward wave power must be 100/(1  (1/3)2)  112.5 W, and the reﬂected
power is 112.5  (1/3)2  12.5 W. This checks with Pf  Pr  PL. The corresponding voltage
amplitudes are V   2  25  112.5  75 V and V  V/3  25 V. At the load, these
amplitudes subtract to give the needed 50, and at the transmitter end, they add to give 100 V.
Is this correct? The input power is Pin  V2in/(2Rin)  10 (104/(2  50)  100 W, as required.
We can trace this through in a slightly different and more general way. Since
2π λ
π
βd 
⋅  , the forward-wave voltage at the load is Vf (d)  Vejπ/2   jV.
λ 4
2
Likewise, the reverse-wave voltage is Vr(d)  jV. Since the reﬂection coefﬁcient is 1/3,
jV  (jV)(1/3) or V  V/3. We can use the 100 W requirement either at the load or
at the input to get the total voltage as above, and solve for the wave amplitudes. At the input,
we know the total voltage has to be 100  V  V  4 V/3 or V  75 and V  25.
Then at the load VL  Vf (d)  Vr(d)  (j75)  (j25)  j50 V. I took phase reference at the
input. If I had used the output power requirement and assumed the output voltage to be real,
the wave amplitudes would have had a j in front of them. Taking phase reference at the input
will always mean that the input voltage and wave amplitudes will be real numbers. Notice the
effects of the waves’ phase shifts along the line. By choice, at the input the wave amplitudes
are real numbers, going toward the load the forward wave loses phase and the reverse wave
gains phase. In this case, on a quarter-wavelength section, the forward wave loses 90º (π/2),
while the reverse wave gains 90º. In a more general case, we could only assume one of the
wave amplitudes to be a real number because a complex reﬂection coefﬁcient or a different
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line length will cause a phase shift between the wave amplitudes, as can be seen in (6.12), but
the forward wave will lose phase and the reverse wave gain phase in the same manner.

6.2 Polarization
The orientation of a wave in space is an important matter. It affects the ability of a receive
antenna to convert wave power to circuit power. To begin, suppose you are an observer
standing on the x-y plane (z  0) and you use a receiver with whip antenna to detect a wave
from a vertical transmitting antenna. Assume that there is no radiation from any other source
on your frequency, including passive reradiation. Since the total wave is made up of waves
from current elements that all point in the z direction, the total wave will have an electric ﬁeld
vector that points in the z direction in your neighborhood. You will observe a maximum signal
–
when your whip is vertical. The total E vector always points in the same direction, so the wave
–
is called linearly polarized. Because the orientation of the E vector in your coordinate system
is vertical, it is also called vertically polarized.
Suppose now you can travel around and up and down above the x-y plane. At any point, you
will ﬁnd the maximum signal when your whip antenna is in a plane containing the transmit
antenna. Since at a given point your whip orientation doesn’t have to change in time to get
the maximum signal, and if you turn away from the maximum-signal position you can ﬁnd a
–
position that gives no signal, the wave is still linearly polarized. Because the E vector is still in
a plane that is perpendicular to the ground, the wave is still said to be vertically polarized.
If now the transmitting antenna is a straight horizontal wire, the wave it launches will have a
–
horizontal E vector. Again, if you move your whip around while you are standing on the x-y
plane, you will ﬁnd the maximum signal when the whip is horizontal and zero signal when the
–
whip is vertical. So the wave is still linearly polarized because the direction of the E vector
doesn’t change in time at a particular location. And now it is called horizontally polarized
–
because the E vector is everywhere horizontal.
Now suppose the transmitter drives two antennas, one a horizontal wire and the other a
vertical wire, as illustrated in Figure 6.5. Suppose the horizontal wire is parallel to the x axis
and above it some distance. If the currents are in phase, and you are standing on the y axis,
–
the total wave in your neighborhood can be represented as E total  x̂Ex  ẑEz. This is a vector
with constant amplitude pointing in a speciﬁc direction that is neither horizontal nor vertical.
So now we can only call it linearly polarized, because turning your whip in a plane parallel to
the x-z plane will still ﬁnd a position of maximum signal and a position of no signal.
Next, suppose the transmitting system puts a phase shift of φ radians into the horizontal wire’s
current. This phase shift will appear in the wave radiated by the horizontal wire. Now the total
–
E vector in your neighborhood on the y axis is
E total  xˆ E x e jφ  zˆEz

(6.23)
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Figure 6.5: Illustration for elliptical polarization. The receiver is assumed to be at
least several wavelength from the transmitting antennas.

The two components are no longer in phase, so direct vector addition isn’t possible. What
does this expression mean? We need to go back from the phasor domain to the time domain.
E total  xˆ E x cos (ω t  φ)  zˆEz cos (ω t )

(6.24)

–
The ﬁrst thing to observe is that there is no time in the radio-frequency cycle that the total E is
zero. This means that no matter where you put your whip antenna in a plane parallel to the
x-z plane, it will always have a signal to detect. Going through one RF cycle, there are two
–
times when the E vector is purely x-directed and two other times when it is purely z-directed.
In between, the vector direction progresses around the y axis. This general situation is called
elliptical polarization. In Figure 6.5, the dashed-line curved arrow shows the direction of
–
rotation of the E vector for φ 0. From the transmitter’s point of view, the direction is
–
counterclockwise, or left-handed. A wave in which the E vector rotates this way is called lefthanded elliptically polarized (LHEP). If Ex  Ez and φ  π/2, the ellipse becomes a circle
and the wave is called LHCP. Figures 6.6 and 6.7 show some examples of the path traced by
–
the total E vector at a point in space, through one time cycle.
Elliptical or circular polarization can be deliberate, as in this example, or accidental. Many
satellite signals of interest are transmitted as circularly polarized waves, so receiving antennas
to capture the most power from these waves should be circularly polarized also.

6.3 The Short Dipole
To begin, consider a two-wire transmission line as illustrated in Figure 6.8(a). The line is
driven by a signal source at its left and is open-circuited at its right end. The open-circuit
causes a standing-wave pattern on the line, with zero current at the open end. At a given
cross-section of the line, the currents are equal in magnitude and opposite in direction. Their
radiated ﬁelds will likewise be equal magnitude and opposite in direction at any point in
space, providing the wire separation is tiny compared to wavelength. Therefore, the line
produces no net radiation. Now suppose the ends of the wires are turned up and down,
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Figure 6.6: Plots of the z component versus the x component through one RF cycle for
equation (6.24). Ex  1, Ez  2 for all curves. (a) φ  0.1 (b) φ  π/4 (c) φ  π/2.
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Figure 6.7: Plots of the z component versus the x component for one RF cycle for (6.24).
φ  π/4, Ex  1. (a) Ez  0.5 (b) Ez  1 (c) Ez  2.
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Figure 6.8: (a) A two-wire line with an open end. (b) The line with the ends
turned out to form a dipole. (c) Current on the dipole.

respectively, as shown in Figure 6.8(b). The radiated ﬁelds from current on these turned-out
wires no longer cancel because the currents now have the same space orientation. The current
still has to be zero at the open ends of the dipole. If L  λ the current distribution will be the
tail end of a sinusoid, as shown in Figure 6.8(c). The current distribution will not be exactly
as it was on the transmission line in 6.8(a) because the current in each leg of the dipole has to
work against its own ﬁeld to generate the radiated power, but the sinusoid approximation is
useful. An expression for the current amplitude that can be derived from the transmission line
equations with ΓL  1 is
⎛ 2π ⎛ L
⎛ πL ⎞
⎞⎞
I ( z )  I o sin ⎜⎜⎜ ⎜⎜ |z|⎟⎟⎟⎟⎟⎟ sin ⎜⎜ ⎟⎟⎟
⎜⎝ λ ⎟⎠
⎟⎠⎟⎠
⎜⎝ λ ⎜⎝ 2

(6.25)

where Io is the current at the dipole-transmission line junction. Remember that this is the
amplitude at a point z of a time-varying single-frequency current. Equation (6.3) gives
the radiated ﬁeld for a uniform distribution of current. This may be adapted to the present
situation by replacing L with dz and Io with I(z) to give the ﬁeld due to a differential length of
wire. The total ﬁeld is the sum of the individual ﬁelds, and this sum goes to an integral as dz
gets very small.
Eθ 

L/2
jη
e jβ R
dz
sin( θ)∫
I ( z)
L / 2
R
2λ

(6.26)

R  |r̂rẑz| is the distance from dz to the ﬁeld point. If L  r, and L  λ, then R can be
treated as a constant in both the exponential phase term and the 1/R term. Essentially, R can be
replaced by r. Making these items constants lets us take them outside the integral, leaving only
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I(z). Multiplying and dividing by L gives an expression for the average current, and the ﬁeld
expression reduces to
Eθ 

jη L
e jβr
jη L
e jβr
I average 
sin(θ)
sin(θ)
αI o
r
2λ
2λ
r

(6.27)

It will be convenient for later use to symbolize the ratio of average to terminal current as α.
For the I(z) of (6.25),

α

Iaverage
Io

⎛ πL ⎞
1  cos ⎜⎜ ⎟⎟⎟
⎜⎝ λ ⎟⎠

⎛ πL ⎞
πL
sin ⎜⎜ ⎟⎟⎟
⎜⎝ λ ⎟⎠
λ

(6.28)

In the limiting case, this becomes just
α  1/2

(6.29)

6.3.1 Radiation Pattern
Radiation pattern is the name given to a plot of the angle function in the ﬁeld expression of
an antenna. There are a number of ways this information can be presented, and you will run
across most of them in one place or another. In general, we can call this function f(θ, φ) where
(θ, φ) are the spherical coordinate angles in Figure 6.1. Typically, we are interested in the
magnitude of this function, and it is usually normalized so that its maximum value is 1. Deﬁne
a pattern function for the amplitude as
fE  | f(θ,φ)|/fmax

(6.30)

Power density is proportional to amplitude squared, and a power pattern function is
sometimes used. The power pattern function is just the square of the amplitude pattern
function:
fp  ( f(θ,φ)/fmax)2

(6.31)

If the pattern is expressed in decibels (dB), there is no difference between amplitude and
power patterns.
fdB  20 log10 (| f (θ,φ)|/fmax)  20 log10 ( fE)  10 log10 ( fP)

(6.32)

Since this is the most common form, we use it in the following examples.
Once the data form is decided, the next issue is the presentation of the data. The following
two plots show the sin (θ) angle function for our vertical short dipole in the commonly used
rectangular and polar formats. A problem with using dB is that small values of fE produce
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large negative values of fdB. To get around this, the data range is limited by some minimum
value, and all values smaller than the limit are replaced by the limit. This is sometimes called
clipping. The plots in Figures 6.9 and 6.10 are clipped at 30 dB. A problem with the polar
format is the reader’s perception. There is a tendency to regard the polar display as a distance
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Figure 6.9: Pattern plot for vertical dipole in rectangular coordinates.
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Figure 6.10: Polar plot version of Figure 6.9. The plot center corresponds to 30 dB.
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covered plot, which it isn’t. What the plot is telling you in both formats is that if you travel
in a vertical circle with the dipole at the center, your relative readings of amplitude or power
in the radiated ﬁeld will ﬁt these patterns. In this particular case, the dipole ﬁeld doesn’t vary
with the horizontal angle, φ, so the result is the same for any vertical circle. Furthermore, if
you walk around the dipole in horizontal circles, the pattern is just a circle in polar format or a
horizontal line in rectangular format, an uninteresting result.
In Figure 6.10, the angle layout is generic, so the z axis is horizontal, and a full circle is
displayed even though the range of θ is just 0 to 180º. While θ and φ are the standard angles in
math and science and a lot of antenna theory, for practice on or near the earth’s surface, azimuth
and elevation angles are frequently used. Azimuth is the same as φ, and elevation is 90º  θ.
Things get more interesting if we consider a horizontal dipole. For a dipole lying on the x axis,
the ﬁeld expression is
E

jη L 1
αI
2λ 2 o

 jβ r
⎡ φˆ sin(φ)  θˆ cos(φ) cos(θ) ⎤ e
⎢⎣
⎥⎦ r

(6.33)

The two vector components are in phase, so the polarization is still linear, as it should be, and
the amplitude is the square root of the sum of the squares of the vector components. It is more
convenient to work with the power, avoiding the square root.
fp  sin2(φ)  cos2(φ)cos2(θ)

(6.34)

When the dipole was on the z axis, the pattern in any vertical plane was half a ﬁgure eight
in polar format. Now with the dipole on the x axis, we should expect the same pattern in
any plane containing the x axis. However, it is customary to measure and plot patterns of
azimuth for constant elevation, and elevation for constant azimuth, meaning that 3D space is
sliced in planes parallel to the x-y plane for azimuth plots, and in planes containing the z axis
for elevation plots. Figure 6.11 shows azimuth plots for the short dipole on the x axis, with
elevation as a parameter. You can see that the only curve with nulls is the 0º-elevation plot. This
is the only one containing the x-y plane. Likewise, in Figure 6.12 the only elevation curve with
a real null is the 0º-azimuth plot because it is the only one containing the x axis. Fundamentally,
the only places you can’t get a signal from a dipole is when you’re looking directly end-on.

6.3.2 Circuit Behavior
In general, at a single frequency, an antenna can be modeled as a voltage source, a pair of
series resistors, and a series reactance, as shown in Figure 6.13. The voltage source represents
the conversion of a passing wave to terminal voltage, discussed later in this chapter. One
resistor, Rrad, is the circuit model that represents the power radiated away in a transmitted
wave; the other resistor, Rloss, models power loss to heat in the antenna conductors. The
reactance, jX, models the energy stored in the antenna’s near ﬁeld, just as in an ordinary

w w w.new nespress.com

112

Chapter 6

0
dB

60

5

40

10

20

15
Elevation

0

degrees

20
25
30

0

50

100

150

200

250

300

350

Azimuth, degrees

Figure 6.11: Azimuth pattern plots for the x-axis short dipole.

0
dB

60

5
30
10
0
15
Azimuth, degrees
20
25
30

0

10

20

30

40

50

60

70

80

90

Elevation, degrees

Figure 6.12: Elevation patterns for a small dipole on the x axis.
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Figure 6.13: Equivalent circuit for an antenna.
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inductor or capacitor. This model applies whether the antenna is being used to transmit or
receive.
As described in Section 6.1.3, the radiated power is the total power in the wave at a constant
distance from the source. This is the integral of the power density over a sphere’s surface. The
element of surface area in spherical coordinates is
dA  r2 sin(θ)dθdφ

(6.35)

The radiated power for any antenna can be expressed as
Prad  I o2 M ∫

2π
0

π

∫0

fP (θ, φ ) sin(θ )dθ dφ

(6.36)

in which Io is the peak terminal current, fP is the power pattern function described in the last
section, and M holds all the other factors in the power density expression other than 1/r2,
which is canceled in dA. For the short dipole, approximately
2
η ⎛⎜ αL ⎞⎟
⎟
M ⎜
8 ⎜⎝ λ ⎟⎟⎠

(6.37)

The power pattern integral is 8π/3. This leads to
Prad

2
⎛ απL ⎟⎞2 I o2
2η π ⎛⎜ α L ⎞⎟ I o2
⎟
⎟

 80 ⎜⎜
⎜
⎜⎝ λ ⎟⎟⎠ 2
3 ⎜⎝ λ ⎟⎟⎠ 2

(6.38)

in free space where η  120π. So the radiation resistance is
Rrad

⎛ απL ⎞⎟2
⎟⎟
 80 ⎜⎜
⎝⎜ λ ⎟⎠
⎛ πL ⎞⎟2
 20 ⎜⎜ ⎟⎟ , for an open-ended short dipole.
⎜⎝ λ ⎟⎠

(6.39)

⎛ πL ⎞⎟2
 80 ⎜⎜ ⎟⎟ , for a dipole with uniform currentt.
⎜⎝ λ ⎟⎠
You can see that, unlike an ordinary resistor, the radiation resistance is a strong function of
wavelength. The two special cases for α  0.5 and 1 are extremes that can be approximated in
practice.
At frequencies above the audio band, the current in a wire conductor is not uniform. Its
amplitude decreases exponentially from the outside. This behavior is called skin effect or
current crowding. An equivalent surface thickness is usually deﬁned as the skin depth.
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2

ωμσ

d5 

1

πfμσ

λ
πcμσ

(6.40)

If the smallest cross-sectional dimension of the wire is at least six skin depths, the per-unitlength resistance may be approximated as
Rpu 

1
1

σ d p ds
dp

ωμ
1

2σ
dp

πη
1

λσ
dp

π fμ
1

R
σ
d p sq

(6.41)

where dp is the distance around the perimeter, and Rsq is called the resistance per square or
surface resistance. Notice that neither the radiation resistance nor the loss resistance scales
with wavelength, unlike the radiated ﬁeld amplitude.
Since the current on the dipole is a function of position, we can’t just multiply Rpu by the
dipole length to get Rloss. Instead, we have to do a power loss calculation as we did for radiated
power. The power lost in a small length dz is I2(z)Rpudz/2, so the total loss is
Ploss 

2
⎞2
L /2
L /2 ⎛
1
⎜⎜ I ⎛⎜1  2 z ⎞⎟⎟⎟⎟ dz  R L ⋅ I o
Rpu ∫
I 2 ( z )dz ⬇ Rpu ∫
⎜
⎟
⎟
o
pu
⎜⎜⎝ ⎜⎝
L / 2
0
L ⎟⎠⎟⎠
3 2
2

(6.42)

from which
Rloss  Rpu

L
3

(6.43)

I have modeled the dipole current as a triangle function, which is a reasonable approximation
for L  λ/5.
The calculation of X is much more complicated. For one thing, it depends on the detailed
geometry of the source-antenna junction, not just the antenna geometry itself. A result that
ignores the geometry and assumes the triangle current distribution is
X 

ηλ ⎛⎜ ⎛⎜ L ⎞⎟ ⎞⎟⎟
⎜ ln ⎜ ⎟⎟  1⎟
π 2 L ⎜⎜⎝ ⎜⎝ d ⎟⎠ ⎟⎠

(6.44)

where d is the wire diameter. This expression is adapted from references [1] and [2]. From this
expression, we can ﬁnd the dipole capacitance as
C
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 πL
2

⎛ ⎛ L ⎞ ⎞⎟
⎜⎜ ln ⎜ ⎟⎟  1⎟
⎜⎜⎝ ⎜⎜⎝ d ⎟⎟⎠ ⎟⎟⎠

(6.45)
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Example 6.2 Dipole Input Impedance and Efficiency
Suppose we wish to use a dipole for the 30-MHz citizens’ band. We choose its length as 1 m
and its diameter as 12 mm, and it’s made of aluminum tubing. The wavelength is 10 m, so L/λ
 0.1. From (6.39), Rrad  1.9739 Ω. The skin depth, from (6.40) and assuming σ  26 MS/m
for aluminum, is ds  18.02 μm. The wall thickness for any reasonable tubing should be greater
than 60 μm, so the skin effect model should be okay. The per-unit-length resistance from (6.41)
is Rpu  0.056614 Ω, and Rloss  Rpu/3  0.01887 Ω. Since the loss resistance is only 1% of the
radiation resistance, you would expect this short dipole to be very efﬁcient, and it is, by itself.
The reactance from (6.44) is X  (1200/π)(ln(1/0.012)1)  1,307 Ω. This value
corresponds to a capacitance of 4.06 pF. The ratio |X|/(Rrad  Rloss)  656. A good tuning coil
might have an X/Rcoil-loss  200. This would imply Rcoil-loss  6.54 Ω. As you can see, such
a series resistance would absorb 3.3 times more power making heat than the antenna would
radiate.

6.4 The Small Loop
A circular loop with terminal current Io, lying in the x-y plane, is shown in Figure 6.14. The
loop is considered small [3] if its circumference is less than λ/3, which implies a diameter less
than about λ/10. In this case, it is a good approximation to say that the current is the same all
the way around the loop. That means that at the ends of any diameter there are equal currents
z
Io

y
a

Io
x

Figure 6.14: A circular loop with uniform current lying in the x-y plane.

going in opposite directions. This makes a situation between the transmission line and the
dipole, in that the ﬁelds generated by these currents tend to cancel, but not completely. In this
case, the radiated ﬁeld is
E  ηπ

 jβ r
A
ˆ e
I
sin(
θ
)
φ
o
r
λ2

(6.46)
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in which A is the loop area. This result is valid for a small loop of any shape. The horizontal
small loop has the same amplitude pattern as the vertical dipole but is horizontally polarized
instead of vertically polarized. Some authors call them dual antennas, and some authors call
the loop antenna a magnetic dipole. It is true that in the near ﬁeld the loop stores most of its
energy in a magnetic ﬁeld and the short dipole stores its near-ﬁeld energy in an electric ﬁeld,
but the waves radiated by each have the same E/H; they are equally electric and magnetic.
The near-ﬁeld energy storage makes their circuit behavior different, but as far as their antenna
behaviors are concerned, there is nothing particularly magnetic or electric about them.
The ﬁeld strength varies inversely with λ2 instead of λ. This is due to two effects: the basic
1/λ scaling for length and another 1/λ scaling for separation between the opposing current
elements.

6.4.1 Circuit Behavior
The ﬁrst resonance of a circular loop of diameter D is at about πD/λ  0.49 [4], slightly
lower for thicker loops, slightly higher for thinner loops. This has an effect even at frequencies
where the loop is considered to be electrically small, so the effect can be modeled by adding a
shunt capacitor to the loop’s circuit model. This is shown in Figure 6.15.
Rrad  Rloss

L

Cloop

Zin

Figure 6.15: Equivalent circuit for a small loop.

To get at the value of Cloop, it is sufﬁcient to use the usual relation for the resonant frequency
of a simple RLC circuit, Cloop  1/(ω2L). For the present case,
0.49 

πD
π fD
ωD


,
λ
c
2c

ω

0.98c
D

This leads to
Cloop 
when D is in meters and L is in μH.
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The radiated power density for the horizontal small loop is
⎛ A ⎞⎟2 I o2
|E|2
1
sin 2 (θ) 2
S
 η ⎜⎜ π 2 ⎟⎟
⎟
⎜
2η
r
⎝ λ ⎠ 2

(6.48)

The power pattern integral is the same as for the dipole, 8π/3, so the radiation resistance is
Rrad

2
8π3 ⎛⎜ A ⎞⎟
η
⎜ ⎟
3 ⎜⎝ λ 2 ⎟⎟⎠

(6.49)

In free space or air, where η  120π,
Rrad 

320π 4

⎛ A ⎞⎟2
⎜⎜ ⎟  20( β 2 A)2
⎜⎝ λ 2 ⎟⎟⎠

(6.50)

 0.346 f 4 A2
In the last expression, f is in MHz and A is in m2.
The resistance per unit length is the same expression as for the dipole, but the total loss
resistance is just the loop length times the resistance per unit length because the loop current
doesn’t vary with position.
Rloss  Rpu l 

l
l

σ d pds
dp

πf μ
σ

l
f

1.987
mΩ
dp
σ

(6.51)

The last line is for f in MHz and σ in MS/m. dp is the perimeter of the wire or tubing and l is
its length.
The small loop is an inductor and there are many expressions available for its inductance.
Following are some adapted from reference [5, pp. 52–53]. All shapes are made of round wire
of diameter d, and the equations are the high-frequency versions.
Circular loop of diameter D:
L

⎤
μ ⎢⎡ ⎛⎜ 8D ⎞⎟
⎟⎟  2 ⎥
D ⎢ ln ⎜⎜
⎥
2 ⎢⎣ ⎝ d ⎟⎠
⎥⎦

(6.52)

Square loop of side s:
L

2μ
π

⎡ ⎛ 2s ⎞ d
⎤
s ⎢⎢ ln ⎜⎜ ⎟⎟⎟   0.774 ⎥⎥
⎜
⎢⎣ ⎝ d ⎟⎠ 2 s
⎥⎦

(6.53)
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Rectangular loop, sides s1, s2, diagonal g, and wire length W:
L

⎫⎪
μ ⎧⎪⎪ s1 ⎛⎜ 4s1s2 ⎞⎟⎟ s2 ⎛⎜ 4 s1s2 ⎞⎟⎟ 2 g  d
⎪
⎜
W ⎨ ln ⎜⎜

ln


1
⎬
⎟
⎟
⎪⎪
π ⎪⎪ W ⎜⎝ d (s1  g) ⎟⎠ W ⎜⎜⎝ d (s2  g) ⎟⎠
W
⎩
⎭

(6.54)

Simpliﬁed expression for some regular shapes of wire length W:
L

μ
W
π

⎤
⎡ ⎛ 4W ⎞
⎟⎟  K ⎥
⎢ ln ⎜⎜
⎟
⎥
⎢ ⎜⎝ d ⎟⎠
⎥⎦
⎢⎣

(6.55)

K  2.451 for a circle,
K  2.853 for a square,
K  3.197 for an equilateral triangle,
K  3.332 for an isosceles right triangle.
I’ve written (6.54) in a more complex form than necessary in order to make it more easily
comparable to the other forms. Any length unit can be used, as long as μ is converted
correctly. The value of K in (6.55) decreases as the number of sides in the loop increases
because the area enclosed by a ﬁxed length of wire increases.

Example 6.3 Loop Impedance and Efficiency
Let’s return to the conditions of Example 6.2, and try a circular loop of the same 1-m diameter
and 12-mm aluminum tubing as the dipole of that example. The loop area is π/4 m2. Using
(6.50), the radiation resistance is
Rrad 

320π 4

⎛ π / 4 ⎞⎟2
20π6
⎜⎜
⎟⎟ 
 1.92278 Ω
⎜⎝ 100 ⎟⎠
10 4

The wire length is π, and Rpu  0.056614 Ω as with the dipole, so Rloss  0.1778Ω. This is
almost 10% of the radiation resistance, so we can expect a bit over 90% efﬁciency for the
antenna itself.
For inductance calculations it is often convenient to use μ  0.4π μH/m. From (6.55)
L

⎞
0.4π ⎛⎜ ⎛⎜ 4π ⎞⎟
⎟⎟  2.451⎟⎟⎟  0.2π(6.954  2 .451)  2.829μH
π ⎜⎜ ln ⎜
⎟⎠
2π ⎜⎝ ⎜⎝ 0.012 ⎟⎠

The inductive reactance is X  2π 30L  533 Ω.
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From (6.47), Cloop  11.57/2.829  4.09 pF. This makes the net input impedance for Figure
6.15 Zin  6.06  j905.5 Ω. The loop would be tuned with a capacitor that is nearly 100%
efﬁcient. So far, the loop looks like a better system choice.

6.5 Directionality, Efficiency, and Gain
As mentioned previously, an isotropic source is one that radiates the same ﬁeld strength in
all directions. Our small antennas don’t quite do that, as they have nulls in their radiation
patterns. One of the purposes of building electrically large antennas and arrays (collections of
antennas tied to the same source) is to concentrate as much of the radiated power as possible
in one direction. Therefore, it is of interest to have a measure of the directionality of an
antenna, and there are several common uses.
Some of these uses relate to features of the antenna pattern and are not of much relevance to
our simple antennas. However, some low-proﬁle antennas exhibit more interesting patterns, so
I will deﬁne some of these terms here.

6.5.1 Front-to-Back Ratio
For this term to make sense, there has to be a direction that is the “front” or direction of
intended transmission. The front-to-back ratio (F/B) is the ratio of the power density in the
intended direction to that radiated to the “back,” 180º around from the front. For the loop or
the dipole, F/B  1, or 0 dB.

6.5.2 Half-Power Beamwidth
The half-power beamwidth (HPBW) requires both an intended direction and a plane of
deﬁnition. For example, suppose we are at the center of coordinates and we want to transmit
along the y axis with a horizontal dipole. We would orient the dipole along the x axis to get
the most power density in the y direction. Now if we consider the azimuth pattern at zero
elevation, we have a maximum in the y direction and in the y direction, and nulls on the
x axis. Since the y direction is intended, the part of the pattern between the y axis and the
nulls on the x axis is called the main lobe or beam. At two azimuth angles in this pattern, the
power density falls to one-half the maximum. HPBW is the difference between these angles
in the azimuth plane. HPBW can also be deﬁned in the elevation plane, and for our example it
has no meaning because there is no change in power density in the y-z plane.

6.5.3 Side Lobe Level
If the pattern in a particular plane has more than a front lobe and a back lobe, the other
lobes are called side lobes. The maximum side lobe level (SLL), relative the main lobe, is
sometimes of interest.
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Aside from these feature-based parameters, there is a more basic measure of directionality
called directivity. It is deﬁned as
D

Maximum power density

Average power densityy

4π
2π

π

∫0 ∫0

(6.56)

f p (θ, ) sin (θ dθ dφ)

where fp is the power pattern function deﬁned in Section 6.3.2. We have already seen
this integration when we calculated the total radiated power in order to ﬁnd the radiation
resistance. For the small loop and dipole, the integration is 8π/3 so D  3/2 or 1.76 dB, in free
space. When the antenna is not in the “free space” of our imagination, other factors come into
play and you have to be careful to ﬁnd out exactly what is meant by a claimed directivity or
gain. This is discussed in section 7.4, “Ground Effects.”
Using the radiation resistance and the directivity, we can write an expression for the maximum
radiated power density:
Smax 

I o2
2

Rrad

D
4πr 2

(6.57)

where Io is the peak terminal current.
As shown in the previous two examples, antennas radiate power, and they also lose power to
heat. For the series circuit model, efﬁciency, the ratio of the radiated power to the total input
power, is just the ratio of the radiation resistance to the total resistance.
Efficiency  Eff 

Rrad
Rrad  Rloss

(6.58)

This is straightforward for the short dipole, but I have complicated the issue for the loop by
adding a shunt C to account for the ﬁrst resonance.
Antenna gain is the product of efﬁciency and directivity:
G  D Eff

(6.59)

Starting from input power, the maximum radiated power density is
Smax 

Pin Eff
4πr 2

D

Pin G
4πr 2

(6.60)

Antenna gain can be thought of as the actual maximum power density over the ideal (lossless)
average power density. While the two small antennas in the previous two examples have equal
directivity, the loop has less gain because it has lower efﬁciency.
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7.1 Bandwidth and Quality Factor, Q
In the early days of electronic radio, the ability of a receiver to select just one station out of the
many with sufﬁcient strength to be detected was determined by the quality of a coil.
Figure 7.1 shows a simpliﬁed schematic of an RF ampliﬁer. To begin, we assume that the
following stage has a very high input impedance so that the load on the active device (a vacuum
tube in those days) is just the elements shown. Here, rc is the resistance inherent in the coil
wire. An ideal (perfect) coil would have no loss resistance. The voltage out of the stage is
Vout  gm Z( jω)Vin

(7.1)

B+
L
C
rc
Vout
Vin

gmVin

Figure 7.1: Simplified schematic of a radio receiver amplifier stage.

We may further assume that the power into a load further into the receiver is proportional to
the square of the output voltage of our stage. This output power is
P  Ggm2 |Z ( jω )|2 |Vin |2

(7.2)
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where G is a constant representing the power gain of the following stages. Let Pm be the
maximum power as a function of frequency, and Zm be the maximum magnitude of Z( jω).
Then the normalized power is
Pnorm 

P
|Z (jω )|2

Pm
Z m2

(7.3)

This normalized power is similar in concept to a gain known as transducer power gain (TPG).
TPG 

Load power
Maximum power available from the source

(7.4)

When we talk about antenna bandwidth and bandwidth of an antenna-matching network
combination, it is with respect to this gain.
Ordinarily, we think that the maximum impedance of a parallel-resonant circuit is at the
frequency where the impedance is entirely real and the imaginary part goes to zero. If the
resistance were in parallel with the coil instead of in series, this would be true, but in this case
it is not. There are two frequencies of interest then: the frequency at which we have maximum
impedance magnitude and the resonant frequency. In any well-designed stage, these are very
close, but by carefully studying these issues now, we will have some results we can use later
when discussing impedance-matching.
The impedance function is
Z ( jω ) 

rc  jω L
1  ω 2 LC  jωCrc

(7.5)

By straightforward calculus and algebra, you can ﬁnd that the frequency for |Z|  Zm is the
basic resonant frequency expected for the series circuit,
ω02 
Deﬁne Q0 

1
LC

ω0 L
. This is the quality factor of the coil at frequency ω0. Then
rc
Z m2  (Q02  1) Q02rc2

(7.6)

(7.7)

The normalized half-power bandwidth is
ωH  ωL
1
≈
ω0
Q0

(7.8)

The frequency at which Z  Rr is real can be found by equating the ratios of imaginary to real
parts for the numerator and denominator of Z.
ωr2 
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⎛
r2
1
1 ⎟⎞
 c2  ω02 ⎜⎜⎜1  2 ⎟⎟
LC L
⎜⎝
Q0 ⎟⎟⎠

(7.9)
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L
 Q02rc  (Qr2  1)rc ,
rcC

Qr 

ωr L
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(7.10)

We see from these results that the quality factor of the coil determines both the maximum output
of the stage and its effect on the bandwidth. The coil’s Q is also the unloaded Q of the circuit.
Now suppose that the following stage has a ﬁnite input resistance, Ri. Effectively, this resistor
is in parallel with C, and the two together could be treated as a lossy capacitor. For a parallel
model like this, the quality factor is the susceptance over the conductance.
Qshunt 

|B| ωC

 ωCRi
G
Gi

(7.11)

The effective Q of the circuit is now reduced and is approximately
Qe 

QshuntQ0
Qshunt  Q0

(7.12)

This is also called the loaded Q of the resonant circuit. Loss increases bandwidth, BW  1/Qe.

Example 7.1 Effects of Coil Q and Loading
For this example I chose easy numbers. The coil resistor is 1 Ω, L  20 μH, C  0.05 μF, and
ω0  1 Mrad/s. This makes Q0  20 and the value of Rr is 400 Ω. I wrote a MATLAB function to
take these values and a radian frequency vector and a load resistor and compute the power vector,
max impedance magnitude, and unnormalized half-power bandwidth. The frequency interval used
was 1 krad/s. The normalized power curves are shown in Figure 7.2. Notice that the half-power
frequency on the high side of ω0 is further out than the one on the low side. This is caused by
using a linear frequency scale even though circuit behavior is dependent on frequency ratio.
1

Normalized power

0.8

0.6
mS
10
0.4
G0

2.5

5

0.2

0
0.8

0.85

0.9

0.95

1
ω

1.05

1.1

1.15

1.2

Figure 7.2: Power plots for Example 7.1. G is the applied load conductance.
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Table 7.1 shows the values computed by the program. If the arithmetic average of the halfpower frequencies in each case were used to normalize the bandwidth, the results would have
been slightly smaller than those in the table because of the upward shifts of the frequency
responses.
Table 7.1: Computed maximum impedance and bandwidth for various loads,
Example 3.1 and Figure 3.2.
Load R, Ω

Zmax , Ω

Bandwidth, Mrads/s

Qshunt

None

400.5

0.049

—

20

0.05

400

200.25

0.099

20

10

0.1

200

133.5

0.149

10

20/3

0.15

100

80.1

0.249

5

4

0.25

Qe

1/Qe

The RLC circuit we’ve been talking about so far is a particular kind of electromagnetic resonator.
It turned out that a measure of the coil quality also predicts the circuit bandwidth. In the 1940s
other kinds of resonators, shorted transmission line sections and waveguide cavities, came along.
In all these resonators, energy is stored in, and oscillates between, electric ﬁelds and magnetic
ﬁelds. At resonance, the power source supplies the resonator losses, and the total stored energy is
constant. These devices have no easy lumped-element description, so a more general deﬁnition of
Q that covers all cases to that point was introduced. From [1, p. 269, eq. (152)],
Q  2π

Energy stored
Power lost per cycle

(7.13)

The discussion in [1] above this equation implies that the equation was developed in order
to predict the bandwidth in the same manner as with the lumped-element resonators. Since
“Power lost per cycle” is just the average power times the period and T  1/f, this deﬁnition of
Q is more commonly written
Qω

Energy stored
Paverage

(7.14)

Again, this is unloaded Q.
There must have been a discussion of Q for small antennas in the 1940s because L. J. Chu
published a paper [2] in 1948 that found an expression for the minimum achievable Q for a
small antenna. The difference between resonators and antennas is that a good resonator has a
high Q, whereas a good antenna has a low Q—that is, unless you’re trying to use the antenna
to ﬁlter transmitter harmonics. Chu expressed the ﬁelds of a dipole with arbitrary current
distribution in terms of spherical waves and developed an equivalent circuit for each mode of
the wave. For each mode, he gave a Q expression that is twice (7.14) because the antenna is
not a resonator by itself but must be tuned with an external element that has an equal amount
of stored energy of the opposite type [2, p. 1169, eq. (12)]. On p. 1170, he applied his (12) to
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the entire antenna structure and stated his assumptions that the antenna is internally resonant
and conductively lossless.
Mean electric energy stored
(7.15)
Power radiateed
Chu then stated that the minimum Q for a small antenna occurs when only the TM1 or TE1 or
both modes are excited but did not give an explicit expression for this value. However, other
investigators have done so, for instance [3, p. 171]. The Chu Q limit for a linearly polarized
antenna that ﬁts inside a sphere of radius r is
Q  2ω

QChu 

1  3β 2r 2
1
→ 3 3,r λ
β 3r 3 (1  β 2r 2 )
β r

(7.16)

The limiting value (lower bound) on Q has been reexamined several times over the years, and
the most recent expression as of this writing is [4, p. 2118] not much different.
Q

1
1

β 3r 3 β r

(7.17)

The Q can also be expressed in terms of antenna input impedance. Chu gave an expression
for the antenna below series resonance, and others have generalized this expression to work
through series resonance [5, eq. (17)].
⎞
1 ⎛⎜ dX in
(7.18)
Q
 X in ⎟⎟⎟
⎜⎜ ω
⎟⎠
2 R ⎜⎝ dω
in

Remember that we are still talking about unloaded Q and relating it to the half-power
bandwidth.
Q is important as a ﬁgure of merit for comparing different antennas, and half-power
bandwidth has application importance. There are three problems with the expressions given
so far. The ﬁrst is that the input resistance is not constant with frequency. The second is that
some small antennas work near parallel resonance (also called antiresonance). The third is that
transmitters generally can’t stand to run at full power at the SWR that corresponds to the halfpower frequency. These issues have been addressed in [6].
A system in which the antenna is series-resonated by an external reactor at the desired center
frequency ωo is hypothesized and illustrated in Figure 7.3. The transmission line is present in
order to deﬁne a reﬂection coefﬁcient at its load end, the tuned system input. Using the fact
that a speciﬁed SWR also speciﬁes the reﬂection coefﬁcient magnitude, and assuming Q 4
and certain other size assumptions, the authors derive an expression for the matched fractional
bandwidth between the points where the speciﬁed SWR is met.
BWSWR 

ΔωSWR

ωo

2bRO (ωo )
dZO (ωo )
ωo
dω

,

b

SWR  1
SWR

(7.19)
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Transmission line

jXs
Antenna

Zc  RO(ωo)
ZO  ROjXO
xO(ωo)  0

Figure 7.3: Setup for matched fractional bandwidth definition.

If we call the antenna input impedance ZA and bear in mind that RO(ωo)  RA(ωo),
dZO (ωo ) dRA (ωo )
dX s (ωo )
dX A (ωo )

j
j
dω
dω
dω
dω

(7.20)

This expression also gives the power bandwidth if the source happens to have an impedance
equal to the wave impedance of the hypothetical transmission line.
In [6], the authors deﬁned Q as in Equation (7.14), but included the series reactance in the
energy calculation. The result is

Q(ωo ) 

b

BWSWR

ωo

dZ o (ωo )
dω

2 RO (ωo )

(7.21)

The authors asserted that (7.19–21) work in all frequency ranges as long as Q 4. Because
(7.21) is based on (7.14), it gives the unloaded Q, and 1/Q gives the unloaded half-power
bandwidth of the antenna and reactor as a resonator. For a matched source and transmission
line, load SWR  5.828 for half power.

Example 7.2 SWR Bandwidth of a Lumped-Element Resonator
Consider again the lumped resonator of Example 7.1, only this time think of it as an equivalent
circuit for an antenna. We again have a 1-Ω resistor in series with 20 μH, the pair shunted
with 0.05 μF. Assume initially that we want SWR  5.828. It is possible to ﬁnd analytical
expressions for the derivatives in (7.19–20), but I will take you through the numerical process
as if the impedance data were only available as numbers. To approximate the derivative
numerically, we must sample frequency with small steps either side of the nominal operating
frequency. In the present case, ωo  1, so frequency steps of 0.01 seems reasonable. First, we
must generate the antenna impedance data at 0.99, 1, and 1.01 Mrad/s. The results are
ω
ZA
0.99
351.34  j121.04
1
400  j20
1.01
338.49  j154.53
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At ω0RA  400, XA  20. Therefore, the series resonator is an inductor, and its reactance is
Xs  ω20/ωo. To calculate the approximate derivatives, we use the top and bottom entries of
the data, so they are centered at ωo: dω  0.02, dRA  12.844, dXA  275.57, dXs  0.4,
dZO  dRA  j(dXA  dXs)  12.844j275.14. Note that even though the internal resistor
is a constant, its effect at the terminals is not. The differential is about 5% of that for the
system reactance. |dZO|  275.47. |dZO|/dω  13,774. From (7.19), BW  800b/13,774. For
SWR  5.828, b  2, so BW  0.116. This result agrees closely with the previous example
when the resonator was shunted with a 400-Ω load, which would be the matched source
impedance in the present case.
Suppose now we want to limit the SWR to 2, a common speciﬁcation. For SWR  2,
b  1 2 , BW  041. From 12% to 4% bandwidth.

Example 7.3 Parallel-Tuned Loop SWR Bandwidth
Consider next the loop antenna of Example 6.3. It has a much higher reactance-to-resistance
ratio than the preceding example, but the resistance is a strong function of frequency. How do
you expect the derivatives will play out?
To begin, I found the Q of the antenna as an inductor, not considering Cloop. At 30 MHz,
ωo  60π  188.5 Mrad/s, Q  ωoL/(Rrad  Rloss)  533.25/2.10058  253.86, so the
matched half-power bandwidth is about 2/Q  0.0078783. Next, I’ll parallel-tune the antenna.
The admittance of the loop’s series branch at 30 MHz is Y  7.387j1875 μS. The shunt C
must be 1875/188.5  9.9485 pF. The added capacitance is Ctune  9.9485Cloop  5.859
pF. The tuned input resistance is 1/real{Y}  106/7.387  135.37 kΩ. Since I know the loop
resistance and reactance values at ωo, I can ﬁnd them at other frequencies by scaling them
according to their frequency variation behaviors.
Rrad

⎛ ω ⎞⎟4
 Rrad (ωo ) ⎜⎜⎜ ⎟⎟ ,
⎜⎝ ωo ⎟⎟⎠

Rloss  Rloss (ωo )

ω
,
ωo

X

ω
X (ωo )
ωo

(7.22)

I don’t really need the X scaling since I also have the inductance, but it’s there for
completeness. I found I had to try successively smaller frequency steps to get a stable result.
Writing it as a MATLAB vector, ω  ωo*[1  d,1,1  d]. I got the same bandwidth to four
ﬁgures for d  1e  5 and d  1e  6. For d  1e  6, dZO  0.3868  j137.47, |dZO| 
137.47 so the resistance change made no real difference. The half-power matched bandwidth
came out to 0.007878. As a check, I ran the normalized transmitted power calculation from
29.7 to 30.3 MHz using 10-Hz steps. The half-power bandwidth came out to 0.007878.
In this case, the main conclusion is that differentiating the reactance of the antenna and tuning
element captures the effect of stored energy just as well as using the reactance of one of the
system elements. The effect of the frequency variation of the loop resistance still isn’t strong
enough to change the result.
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7.2 Impedance Matching and System Efficiency
The terminal impedance of small antennas isn’t usually what is needed for the rest of the
system. In fact, most electronic subsystems, in their basic forms, don’t have the right input
and output impedances to work together directly. Therefore, almost all subsystems are either
designed to have I/O impedances that meet a system standard, or they must be interfaced with
separate impedance-matching circuits. Impedance-matching is a wide and deep subject in the
literature, and is closely related to ﬁlters, both in theory and practice. The area can be divided
conveniently four ways: narrowband versus wideband designs and lumped-element (LC)
versus distributed-element (transmission-line section) designs. Reference [7] has an extensive
presentation of LC narrowband methods. Reference [8] is a classic handbook for all four
categories. Reference [9] contains a modern survey emphasizing transmission-line solutions.
References [10–12,15] are articles that move ideas between LC and short-line solutions.
Reference [13] is a classic text emphasizing broadband LC theory, and [14] is a presentation
emphasizing broadband transmission-line network theory. In the following subsections, I
present only a beginning to the subject, enough to give you some appreciation of what’s
involved, and some useful methods and examples.
In general, the purpose of an impedance-matching network is either to interface a source to a
load so as to allow maximum power transfer, or to present a load to a source with a value that
allows the source to develop maximum power. These are not the same thing, or equivalent.
For example, the basic low-frequency output impedance of a BJT is very high, and it can be
modeled as a current source. If you match its output impedance with a high-impedance load,
full allowed voltage swing will only get you a tiny current swing, so no signiﬁcant power is
developed. What the BJT needs to develop maximum power is a load that allows rated current
at rated voltage, or something close. On the other hand, in order to get maximum signal
power from an antenna into a receiver, the Maximum Power Transfer Theorem applies, so
the antenna impedance must be converted to the nominal system impedance, which is usually
50 Ω in the United States. In practice, the power ampliﬁer load problem is handled by the
ampliﬁer design engineer(s) who must convert the system-level impedance to a value suitable
for the ampliﬁer output stage. In all applications, the job of the antenna engineer(s) is to
convert the antenna’s impedance to the system-level value, regardless of whether the antenna
is loading a transmitter or driving a receiver. The approach of using a system-level impedance
that everything has to work with is good for interchangeability, but frequently produces more
parts than would be needed for a fully integrated design.

7.2.1 Narrowband Matching
“Narrowband” really means “single-frequency,” a design that’s done for one frequency
that works well enough over a small band of frequencies around the design frequency. The
match is perfect at the center frequency and degrades away from it. At a single frequency,
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the matching network must accomplish two things: eliminate the load reactance and shift the
resistance level to the system value. To accomplish two things, you need two variables. The
quarter-wave line Example 6.1 had to do only one thing—change the resistance level—and
it had only one variable, its wave impedance. This points to the idea that if you made both
the line length and wave impedance variables, you could do impedance-matching with just
a section of transmission line. This is true, but is seldom done because it doesn’t necessarily
produce the most compact design. At frequencies below about 1 GHz, the simplest solution is
the LC L-section, illustrated in Figure 7.4.
jX
jX1

jXm
jBm

R1

jB2

R2 > R1

jB

Figure 7.4: L-section matching setup.

Two complex-valued impedances are shown—one in series form, and the other in parallel
form. The matching network consists of a series reactance, Xm, in line with the series-form
impedance, and a susceptance, Bm, in shunt with the parallel-form impedance. The combined
X and B values have to be such that R1 is transformed to R2. Think back to the tuned circuit of
Figure 7.1. We saw that the small coil loss resistance was transformed to a high real resistance
in parallel with the circuit. We can use the analysis equations in a design sequence. Given the
terminating resistance values, the Qr for the equivalent tuned circuit should be
Qr 

R2
1
R1

(7.23)

The B and X values have to have the same sign. If you’re choosing X 0, the net series
reactance is inductive, and therefore B 0 and the net shunt susceptance has to be capacitive.
The remaining basic design equations are
| X |  Qr R1 , | B |  Qr /R2

(7.24)

What you do next depends on the particulars of the problem.

Example 7.4 L-Section Matching
To keep the numbers simple, let’s suppose we have a load that’s 5 Ω in series with 20 μH, and
we want to match it to 50 Ω at ω  1 Mrad/s. From (7.24), Qr  3. Since QrR1  15 Ω, and
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X1  20 Ω, I choose X 0, X  15 Ω. Then Xm  XX1  5Ω. Since I chose X 0,
B 0, B  Bm  3/50  0.06 S. Both matching elements are capacitors. Cseries 
1/(ωXm)  0.2 μF, Cshunt  Bm/ω  0.06 μF. The loaded Q of the series R-L load is 2, so its
matched bandwidth should be 0.5. The matched bandwidth of the load and matching network
turns out to be 0.545. It often happens in general, and almost always with small antennas, that
the Q of the matching network is lower than that of the highest Q termination.

7.2.2 Wideband Matching
In the previous section, the match was perfect at the design frequency. It is possible to trade
perfection at a point for a pretty good match over a wider range of frequencies. This is what
is meant by “wideband matching.” For resistive terminations, analytical procedures are
available for the network element design. If the load is complex, a numerical procedure is
needed. Optimization is another area with a very large literature. The software CD-ROM
accompanying this book has a set of programs to be run under MATLAB, which uses
the built-in search function fminsearch.m. The function can’t tell the difference between
a local minimum of the penalty function and a global minimum, so the initial condition
choice strongly inﬂuences the result. The supervisory program allows you to make either an
educated or arbitrary guess at the initial conditions and then steps through a loop in which
an incremented fractional multiple of the initial condition elements is given to the optimizer
on each pass. The optimizer results are saved in an array, and when the loop is ﬁnished, the
supervisor program ﬁnds the best result and the associated element values. Details of use are
in the ice.m and ematch.m ﬁle comments on the CD-ROM.

Example 7.5 Matching the Series-Tuned Loop
Returning again to our loop antenna of Example 6.3, we know that its matched fractional
bandwidth is about 0.008, or 0.008  30 MHz  240 kHz. From Example 7.3, we know that
parallel-resonating it gives a resistance of over 135 kΩ, but series-resonating it will give a
resistance of about 6.06Ω. Since 50/6.06  135 k/50, it makes better sense to series-tune
the loop and then match it to 50Ω. Series-tuning requires essentially the same capacitance as
parallel-tuning, 5.859 pF. An L-section match calculation gives a series L  86.55 nH and a
shunt C  285.78 pF. This gives a perfect match at 30 MHz and a half-power bandwidth of
234 kHz.
I decided to try optimizing over a 300-kHz bandwidth, from 29.85 to 30.15 MHz. The
optimizer is set up to vary the element values in order to maximize the minimum gain in the
speciﬁed frequency set. You should always have more matching frequencies than unknowns
in the problem. If the number of match frequencies is equal to or less than the number of
unknowns, you run the risk of ﬁnding a “perfect” solution that behaves very badly in between
your speciﬁed frequencies. I used 10-kHz steps for a total of 31. The matching network has to
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have a lowpass ladder form—that is, alternating series L and shunt C elements. I tried ladders
from 2 to 6 elements. With either lumped or distributed-element networks, there are many
local minima, so the result depends strongly on the initial values for the search. I used a loop
around the optimizer to step through a set of initial conditions, which improves the chance
of ﬁnding the global minimum, but doesn’t guarantee it. While the 5-element ladder gave
a 0.15-dB improvement over the two-element case, I didn’t think it was enough to warrant
the extra three elements, so I’m giving just the two-element result. This is another L section
with C  149.8 pF and L  127.4 nH. The half-power bandwidth is 329.5 kHz. The frequency
responses are shown in Figure 7.5, and the schematic is shown in Figure 7.6 for both designs.

1
Gain
0.9
0.8
0.7
0.6
0.5
b
0.4
a

0.3
0.2
0.1
0
29.7

29.8

29.9

30
MHz

30.1

30.2

30.3

Figure 7.5: Matching network gain versus frequency. (a) Single-frequency
L-section design. (b) Optimized L-section design.

L1
Zin
Cs
C1

Figure 7.6 Matching network schematic. Cs  5.8588 pF. For the
single-frequency L section, C1  286 pF, L1  86.55 nh. For the optimized L section,
C1  149.8 pF, L1  127.4 nH.
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7.2.3 System Efficiency
As we saw in the dipole and loop examples, 6.2 and 6.3, the efﬁciency of the antenna by itself
is not the most important part of system efﬁciency. By system, I mean both the antenna and
the impedance-matching network necessary to interface it with the transmitter or receiver. For
the dipole of Example 6.2, the reactance is 1307 Ω. A resonating coil with a Q of 200 would
have a loss resistance of 1307/200  6.535 Ω. Because the resistances are all in series, the
system efﬁciency would be
Eff 

R rad

(Rrad  Rloss  Rcoil )

 1.739

(1.739  0.01887  6.535)

 0.2097

or 21%.
The efﬁciencies of the L-section-matched loop designs of Example 7.5 can be simply ﬁgured
in almost the same way because the coil is directly in series with the loop. The difference
is that the net loop resistance, Rext, of 6.057 Ω has to be proportioned in the same way as
the internal Rrad and Rloss of the intrinsic loop. Call the total internal resistance Rint, and the
external equivalents to Rrad, Rradx. Then
Rradx 

Rrad Rext
1.923  6.057

 5.546Ω
Rint
2.1

Now we can calculate the coil resistances and efﬁciencies for the two matching designs. For
the single-frequency design, Rcoil  ωoL/Q  188.5 M  0.08655 μ/200  0.0816 Ω. The
efﬁciency is 5.546/(6.057  0.0816)  0.903 or 90.3%. For the optimized L section, Rcoil 
188.5 M  0.1274 μ/200  0.12 Ω. The efﬁciency is 5.546/(6.057  0.12)  0.898 or 89.8%.
This is not the whole story, though, because the insertion gain of the optimized L section
at 30 MHz is just about 0.8. This reduces the system efﬁciency to about 70% at the center
frequency. The price of increased bandwidth is less power out at the center frequency.
You may be wondering why you see so many short dipoles around if they’re so inefﬁcient
to match. Or you may be thinking that I’m using a terrible case as an example. In the last
section of this chapter, I present some simple methods for improving the dipole, its monopole
equivalent, and the loop. The dipole catches up pretty well, but you are right to be suspicious
about all the little whips you see because many of them are both short and unmatched and
perform poorly compared to what is possible.

7.3 Reception
So far, I’ve been presenting antennas in transmit mode. How do they work in reception mode?
We can learn a lot from two simple facts.
1. Faraday’s Law. In the early 19th century, Michael Faraday experimentally determined
that a time-varying magnetic ﬁeld produces a voltage in a wire loop. If the loop
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is electrically small, the voltage is the time derivative of the magnetic force ﬁeld
perpendicular to the loop area times the loop area. In phasor notation this is
Vloop   jω Bn A   jωμ H n A   jβ AEt

(7.25)

where the subscript n stands for “normal” (in the sense of perpendicular) and the subscript
t stands for tangential. This gives us the open-circuit voltage source in the small loop’s
equivalent circuit. It also tells us that the maximum voltage will occur when the wave is
oriented so that the E-ﬁeld and the wave velocity vectors are in the plane of the loop.

2. Two antennas form a two-port network. Therefore, they can be represented by any
general two-port equivalent circuit. Figure 7.7 shows an equivalent T network. In the
following developments, all signal values are rms so that we don’t have unnecessary
factors of 2 in the power expressions.
Antenna 2

Antenna 1

I2

I1
+
(a)

Z1

Z2

V1

Zm


V2


(b)

Figure 7.7: Two antennas as an equivalent T network.

In general, receiving antennas are characterized by either of two equivalent parameters, the
effective height, he, or the effective area, Ae. These go with different visualizations of how the
antenna works as a transducer. In the ﬁrst way, you can imagine the antenna as a long wire
intercepting the E ﬁeld and converting it to voltage. The effective height is a number that
multiplies E to give the open-circuit voltage. In the second picture, the antenna is a scoop,
catching the power in the passing wave and converting it into power into a receiver. The
effective area is a number that multiplies the power density in the passing wave to give the
power into the load. In both cases the parameters are deﬁned for best operating conditions.
The wave is oriented and polarized to give the maximum antenna voltage, and the receiver
load is matched to the antenna’s impedance. These relations are symbolized by
VwheEinc, PLAeSinc

(7.26)

7.3.1 Effective Height
In Figure 7.7, let Antenna 1 be an arbitrary antenna and Antenna 2 be a small loop. Assume
that Antenna 1 is linearly polarized and the two antennas are oriented to produce the
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maximum coupling. Further, we are only interested in the far-ﬁeld situation, so we may
assume that |Zm||Z1|,|Z2|. Consider two cases:
Case 1: Antenna 1 is transmitting, with input current I1 and the loop is open-circuit with
Voc  V2. In this case Voc  ZmI1. Since Antenna 2 is a loop, we also know that
Voc  jβAEinc. The incident electric ﬁeld magnitude is given by the radiation power
density from Antenna 1.
Einc

2

η

 I12 Rr1

Einc  I1

D1
,
4πr 2

η Rr1 D1

(7.27)
4πr 2

with Rr1 the radiation resistance and D1 the directivity of Antenna 1. We can say then
|Z m |  β A

η Rr1 D1

4πr 2

(7.28)

Case 2: The loop is driven with current I2 and Antenna 1 is open-circuit so Voc  V1. Now
Voc  ZmI2. By deﬁnition, Voc  he1|Einc|  he1η β2AI2/(4πr). So
|Zm|  he1ηβ2A/(4πr).

(7.29)

Between these two results for |Zm| we can relate the receiving parameter to the transmit
properties of Antenna 1.
he1  λ

Rr1 D1

ηπ

(7.30)

7.3.2 Effective Area
Since we now have an expression for the effective height, we can ﬁnd the effective area with
a little circuit analysis. Suppose we have an arbitrary lossless antenna in receiving mode with
a matched load. The real part of the load impedance is Rr. The load current is I  Voc/(2Rr),
so the load power is PL  I2Rr  V 2oc /(4Rr)  (h e2E2)/(4Rr). But, by deﬁnition, PL  AeS 
AeE2/η. Therefore,
Ae 

η 2 λ2
h 
D
4 Rr e
4π

(7.31)

This is an interesting result because the effective area doesn’t seem to depend on the physical
size directly. For our linearly polarized electrically small dipoles and loops, D  1.5, so the
effective area is indeed independent of the size. For larger antennas, the value of D increases
with size in wavelengths, so there is an indirect connection to the physical size.

www. n e wn e s p re s s .c om

Antenna Fundamentals II

137

7.3.3 Reception Pattern
Suppose now that Antenna 1 has been turned away from the best direction (θm, φm) to some
angles (θ, φ). Then D1 in Equation (7.27) has to be multiplied by the power pattern function,
fp(θ, φ). Call the reception power pattern function fpr (θ, φ). Then in Case 2, Section 7.3.1, the
open-circuit voltage is multiplied by f (θ,φ) . These two changes cause (7.30) to read
pr

f pr (θ,φ)he1  λ

Rr1 D1 f p (θ,φ)

ηπ

from which we may conclude that fpr  fp. The reception pattern is the same as the transmit
pattern.

7.4 Ground Effects
We now leave the free space of imagination and begin to consider antennas in a space with
other objects and materials. We saw in the previous section that a transmitting antenna will
induce current in a receiving antenna. This is a deliberate transfer of signal, but the radiation
from the transmit antenna also induces currents in every conducting body it passes, and each
of these induced currents reradiates waves. This sounds like every object in the universe is
making waves, but, while this is true in principle, as the objects become more distant from the
transmit antenna, both the incident wave amplitude and the induced currents and reradiation
become vanishingly small. Large nearby objects have two major effects: They change the total
radiation pattern, and they change the impedance of the transmit antenna by inducing currents
back into the transmit antenna itself. The effect on the total radiation pattern can be thought of
as a far-ﬁeld effect, while the impedance change is a near-ﬁeld effect.
In this section, we largely study the effects on the antenna of an inﬁnite perfectly conducting
plane. We do this partly because it actually approximates some practical situations and partly
because it is a simple enough problem to admit of some analysis so that we can observe
effects that tend to occur in more complicated situations.

7.4.1 Image Theory
Image theory is the process of replacing a conducting plane, or group of planes, with an
equivalent system of charges. We deal with only one plane. A perfect conductor enforces
the condition that the tangential E vector must be zero at its surface, so the E ﬁeld must be
perpendicular at the surface of the plane. A single point charge above the plane will induce
charges in the surface that counteract the tangential component of the point charge’s ﬁeld. The
plane can be replaced by a single point charge of opposite sign, spaced as far below the plane as
the original charge is above it. The total ﬁeld of the two-charge system will meet the requirement
of being perpendicular to the plane because their tangential components at the plane are in
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- - - - - - Surface charge density
(a)
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Q

Figure 7.8: Illustration of basic image theory. (a) A point charge above a perfect electrically
conducting (PEC) plane induces a negative surface charge density in the plane. The lines of
electrical force are normal to the plane. (b) Equivalent image system replaces the plane with
a negative charge to produce the same normal field where the plane was.

opposite directions and of equal magnitude. This is illustrated in Figure 7.8. The two-charge
system in Figure 7.8(b) is equivalent to the charge-and-conductor system in Figure 7.8(a) in the
sense that it meets the boundary condition, and the total ﬁeld above the plane is the same in both
systems. However, in 7.8(a), there is no ﬁeld below the plane, and this is an important point.
Currents are charges in motion, of course, and they have images, too. We can picture how the
images work if we realize that a current is moving positive charge from one end of a wire to
the other, causing a “plus” charge accumulation in the direction the current is going, leaving
a “minus” charge accumulation behind. These accumulations will have their opposite-sign
images below the plane, and these will tell us where the image currents are going. This is
illustrated in Figure 7.9.







–









Symmetry plane









Figure 7.9: Current elements and their images.
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7.4.2 Vertical Dipole Above a Perfect Ground Plane
First, consider a short vertical dipole a distance a above a perfectly conducting plane. Let the
coordinate origin be on the plane and the z axis go through the dipole. The radiated ﬁelds of
the dipole will have a phase advance with respect to the origin. From Figure 7.9, the dipole
will have an image below the symmetry plane at z  a, which has the same ﬁelds, except for
a phase delay. With ρ  0 and z  a, the total ﬁeld above the plane is
I average
jη L
e jβ r jβ a cos (θ )
e
α I o sin (θ)
 e jβ a cos (θθ ) ) , α 
(
r
Io
2λ
(7.32)
j
r

β
jη L
e

α I o sin (θ)
cos (β a cos (θ))
λ
r
At any point on the plane, the distance is the same to the antenna and its image, so the two
ﬁelds add perfectly to give twice the original. If a 0.05λ, points above the plane will have
signiﬁcant phase differences, reducing the ﬁeld strength, as expressed by the cosine term in
(7.32). This interference sharpens the radiation pattern over that of the single dipole.
Eθ 

The power pattern function is
fp(θ)  sin2(θ) cos2(βa cos(θ))

(7.33)

I am interested in two parameters: the directivity and the radiation resistance. To get at these,
I need to integrate the pattern function over the space above the plane. For βa  0.1 I can
approximate the cosine term and write
f p (θ) ≈ sin 2 (θ)(1  0 .5β 2 a 2 cos 2 (θ))2
⎛
⎞⎟
⎛ β 2 a 2 ⎞⎟2
⎜⎜
⎜
2
2
2
4
2
⎟ cos (θ) ⎟⎟⎟
≈ sin (θ) ⎜⎜1  β a cos (θ)  ⎜⎜
⎟⎟
⎜⎝ 2 ⎟⎟⎠
⎜⎜⎝
⎟⎠

(7.34)

The half-space integral is
Fv  2π ∫

π/2

sin3 (θ)cos2 (β a cos(θ))dθ
⎛
⎞⎟
⎛ β 2 a 2 ⎞⎟2
⎜⎜
π/2
3
2
2
2
⎟⎟ cos4 (θ) ⎟⎟⎟ dθ
≈ 2π ∫
sin (θ) ⎜⎜1  β a cos (θ)  ⎜⎜⎜
⎟⎟
0
⎜⎝ 2 ⎟⎠
⎜⎜⎝
⎟⎠
⎛ 2 β 2 a 2 β 4 a 4 ⎞⎟
⎟⎟
≈ 2π ⎜⎜⎜ 

15
70 ⎟⎠
⎝⎜ 3
0

(7.35)

The approximation overstates the exact value by about 4.3% at a  0.1λ. A plot of a
numerical evaluation of the exact integral is given in Figure 7.10.
Following the methods in Section 7.3.2, the radiation resistance is
Rrad 

⎛ L ⎞⎟2
2
ηα ⎜ ⎟

⎜⎜ ⎟⎟ Fv
⎝λ ⎠

(7.36)

w w w.new nespress.com

140

Chapter 7

4.5
4

Fv

3.5
3
2.5
2
D

1.5
1
0.5
0
0

0.1

0.2

0.3

0.4 0.5 0.6
a, wavelengths

0.7

0.8

0.9

1

Figure 7.10: Plot of the power pattern integral Fv, and directivity D, for a vertical
small dipole a distance a above a perfectly conducting ground plane.

For the open-wire short dipole, α  1/2, and when the antenna is close to the plane, Fv  4π/3
from (7.35), so under these conditions,
⎛ L ⎞2
Rrad  40π 2 ⎜⎜ ⎟⎟⎟
(7.37)
⎜⎝ λ ⎟⎠
This is double the result found in section 6.3.2 for the short dipole in free space. Physically
speaking, the antenna and its image produce twice the ﬁeld strength, which translates to four
times the power density of the isolated antenna. But the space radiated into is half the sphere,
so we have four times the power density in half the area, giving a net twice the total radiated
power. Twice the power for the same current means twice the resistance.
Directivity is an issue. Most people advertising their antenna over ground average the power
density over the whole sphere, even though they are counting the radiation in the halfsphere. This gives them an automatic multiple of 2, or 3 dB. It is called gain referenced to an
isotropic radiator in free space. The problem with this deﬁnition is that it gives a false idea
about beamwidth and the general character of the radiation patterns. I deﬁne the directivity
by averaging over the half-space, and this also makes a change in the expression for the
maximum power density. Over a ground plane,
D

2π
2π

π/2

∫0 ∫0

f p (θ,φ) sin(θ) dθ dφ

D
2πr 2
bearing in mind that the terminal current is rms in this section.
Smax  Rrad I o2
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The directivity for the short vertical dipole is also plotted against altitude in Figure 7.10. It
increases with altitude because more destructive interference (out-of-phase addition) occurs
between the ﬁelds of the antenna and its image. This is the reason there is less total radiated
power, and the resistance goes down.

7.4.3 Horizontal Dipole Above a PEC Plane
A horizontal dipole parallel to the x axis and a distance a above the plane has an image with
opposing current, as seen in Figure 7.9. Following the same reasoning as with the vertical
case, and using the ﬁeld expression in (6.33), the total ﬁeld above the plane is
E

η L
αIo
λ

 jβ r
⎡ φˆ sin (φ)  θˆ cos (φ) cos (θ) ⎤ e
⎢⎣
⎥⎦ r sin (β a cos (θ))

(7.40)

Because any point on the plane is equally distant from the antenna and its image, their ﬁelds
cancel and the plane is a null zone. The maximum ﬁeld when a  λ/4 is straight up, θ  0,
and its amplitude is
1
ηL
(7.41)
α I o sin(β a)
λ
r
The partial cancellation of the ﬁelds is represented by the sin(βa) term. When a λ/4 the
pattern splits and there are multiple maxima. This makes the normalization of the power
pattern function a little different from what we’ve seen before.
E 

sin 2 (β a cos (θ))
, a  λ/4
sin 2 (β a)
 (sin 2 (φ)  cos 2 (φ) cos 2 (θ)) sin 2 (β a cos (θ)), a λ / 4

f p  (sin 2 (φ)  cos2 (φ) cos2 (θ))

(7.42)

Example 7.6 Field Plots for the Horizontal Dipole
Suppose we have a dipole with L  λ/10, α  1/2, and Io  1A. Then the ﬁeld magnitude at
r  1 km and φ  π/2 is
E 

ηL
120π
α I o sin(β a cos (θ)) 
0.5 sin(β a cos(θ))  18.85 sin(β a cos(θ)) mV/m
λr
10 ⋅ 1000

This expression gives the ﬁeld strength in a vertical plane perpendicular to the dipole.
From Figure 7.11, you can see that when the altitude is below a quarter wavelength, the
maximum ﬁeld strength is correspondingly reduced from 18.85, and above a quarter
wavelength is 18.85 but the location is shifted to a lower elevation. Also, as altitude is
increased, more nulls and maxima appear. Mathematically, the reason is that the inner cosine
goes through a quarter cycle, but the larger βa is, the more cycles the outer sine function is
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Figure 7.11: Field strength of the horizontal dipole plotted against
elevation for various altitudes above a PEC plane (a is in wavelengths).

driven through. Physically, the reason is that the phase difference between the signals from the
dipole and its image increases on the vertical line passing through them, and the projection
of this phase difference on other lines passing through the origin becomes a multiple of 180º
(addition) or 360º (cancellation).
The reduced maximum signal for altitudes under a quarter wave makes the expressions
for the radiation resistance and directivity a little more complex because of the change in
normalization factor. We have the integrated power pattern as
Fh  ∫
∫

2π
0
2π
0

π/2

∫0

π/2

∫0

(sin 2 (φ)  cos2 (φ)cos 2 (θ))

sin 2 (β a cos (θ))
sin(θ)dθ dφ, a  λ / 4
sin 2 (β a)

(sin 2 (φ)  cos2 (φ)cos2 (θ)) sin 2 (β a cos (θ)) sin(θ)dθ dφ, a

(7.43)

λ/4

The radiation resistance is
Rrad

⎛ Lα ⎞⎟2
⎟⎟ sin 2 (β a)Fh , a  λ / 4
 η ⎜⎜
⎝⎜ λ ⎟⎠
⎛ Lα ⎞⎟2
⎟ F,a
 η ⎜⎜
⎜⎝ λ ⎟⎟⎠ h

(7.44)
λ/4

The directivity expression is simple because the two-part nature is hidden in Fh:
D

2π
Fh

(7.45)

We can get a function that shows the altitude effect by normalizing the radiation resistance to
η(Lα/λ)2:
Rnorm  sin 2 (β a)Fh , a  λ / 4
(7.46)
 Fh , a λ / 4
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Figure 7.12: Plots of directivity and normalized radiation resistance
against altitude for a horizontal dipole over a PEC plane.

In effect, Rnorm is the second integral for Fh, over the whole range of βa. Numerical evaluation
of Fh was used to generate the plots of D and Rnorm shown in Figure 7.12.
You can see that the radiation resistance starts at zero at zero altitude, as expected. A perhaps
surprising result is that the directivity peaks at zero altitude. This is foreshadowed in the
E-ﬁeld E curves, Figure 7.11, where you can see that the pattern for low altitude is simpler
and sharper than those for higher altitudes.
If I had deﬁned a normalized resistance for the vertical dipole case in the same way as for the
horizontal case, it would have been Fv. Comparing Figures 7.10 and 7.12, you can see that, as
altitude increases, the values for Fv, D, and Rnorm ripple around and close in to limiting values.
The settling for the horizontal case is slower, but it appears that D → 3, and Fv and Rnorm → 2.
If you try some numerical examples, you will ﬁnd that the unnormalized radiation resistance
is quite close to the value for the dipole in free space.

7.4.4 Grounded-Source Antennas
If a ground plane is present, you don’t have to put the antenna up in the air. You can drive one
end of it and connect the ground of your cable to the plane. The image-theory picture of this
situation is a little different from those seen in Figure 7.9, as shown in Figure 7.13.
In both cases shown, the antenna and its image make a new composite antenna with twice
the height of the original. Also, the actual source voltage is half the applied voltage to the
composite antenna. Consider ﬁrst the monopole with length L. The composite antenna is a
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Figure 7.13: Grounded-source antennas and their images. (a) Monopole. (b) Half-loop.

free-space dipole of length 2L. The composite source sees an impedance appropriate to the
length 2L and the wire diameter. The current through the actual source is I  (2Vg)/Zdipole so
the impedance seen by the actual source is Zdipole/2. Note that this result is a statement about
the total impedance, not just the resistance as in the previous two sections. For an electrically
short monopole and composite dipole, the radiation resistance for a dipole of length 2L is four
times that for a dipole of length L, but the monopole has half the resistance of the dipole of
length 2L, so the net result is that a monopole of length L has twice the radiation resistance of
a free-space dipole of length L. By the same line of reasoning, the radiation resistance of the
electrically small half-loop of area hw is twice that of a free-space loop of area hw.

7.4.5 Counterpoise
Monopoles for HF or lower frequencies are frequently placed over ﬁnite ground planes
made up of wires. The wires can be in the form of a mesh or laid out in radius lines from the
monopole base. Traditionally, these artiﬁcial grounds have been either laid on top of the earth
or buried a little distance. On the other hand, monopoles for frequencies from MF through
UHF are placed on vehicles and the metal in the vehicle surface acts like a ﬁnite ground plane.
Such a ﬁnite ground plane is also called a counterpoise. The idea of counterpoise has evolved
to antennas in which there is a vertical radiator driven against a few horizontal elements (with
canceling ﬁelds), the whole thing being elevated well off the earth. Further, the antenna on
a handheld radio may be driven against the radio box, which may be metal or metal-coated
inside an outer plastic case. In this arrangement, the box is a counterpoise that also radiates.

7.4.6 Summary of Ground Effects
We have seen that the ground plane gives a performance boost to close dipoles that are
perpendicular to the plane. On the other hand, dipoles that are parallel to the plane tend to
be diminished in terms of their ability to radiate. Although I’ve not presented the analysis,
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these statements are true of loops close to the plane as well. These general behaviors are
seen in real ground-proximity cases. However, in real grounds, or ﬁnite bodies that can be so
approximated, the waves generated by the antenna penetrate the body and so induce currents
and losses. The losses are reﬂected back to the driving source by means of an increased
resistance. This resistance increases the bandwidth, but at the expense of decreased efﬁciency.
If plenty of power is available on the transmit side of a link, then the lower efﬁciency may
be acceptable. Otherwise, every effort should be made to minimize coupling to the nearby
conductive object, whether it is the earth, in the case of HF and lower frequency antennas, or a
human body, as in the case of handheld radio-telephones.
In some cases, the antenna on the handset is not the primary radiator but is used to induce
currents in the user’s/wearer’s body, which then are mainly responsible for the radiation [16].
The efﬁciency of such a system is low, but better than the tiny antenna by itself.
Currents are induced in all conducting objects, which then reradiate waves. This fact means
that the intended environment has to be considered when designing or using an antenna system.
When you use a radio handset, all sorts of domestic equipment, from your furnace to your
refrigerator, will affect your radiation pattern and the antenna’s impedance, for better or worse.
In many cases, your best strategy is to move around to get the best signal possible. A major
design strategy is to use two antennas with different polarizations to avoid a signal minimum.

7.5 Improvements
The main problem with the small dipole is its low capacitance, causing the high series
reactance. This problem has been attacked from two directions: (a) by making the wire thicker
and (b) by placing radial wires, or plates for physically small dipoles, at the ends to make it
look more like a parallel-plate capacitor. The imitation-capacitor method has the additional
advantage of increasing the average current on the radiating wire. This occurs because the
current doesn’t go to zero at the radiator ends, but spreads out on the imitation capacitor plates
and goes to zero at the edges. In the limit, this effect yields a four-fold increase in the radiation
resistance.
For the small loop, making the wire or tubing thicker reduces the inductance. Also, using two
loops in parallel with signiﬁcant space between them reduces the inductance. Making a loop
of a wide strap gives lower reactance.
The measures described in the preceding two paragraphs give lower Q but produce antennas
that occupy more volume. In general, if size is limited in one or two dimensions, performance
can be improved by using more of the remaining space. This idea was ﬁrst published in 1947
by H. A. Wheeler [17]. A study by S. R. Best [18] using numerical simulation and experiment
showed that occupied volume is still the principal determinant of antenna Q for three different
types of small resonant monopoles.
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If a small antenna can be made resonant or near-resonant at the operating frequency, then the
impedance-matching part of the system can be designed with lower loss. There are two kinds
of resonance: wave resonance and circuit resonance. Wave resonance occurs because the
current distribution on the structure is a multiple of a quarter-wave. This can be achieved by
packing a lot of wire in a small space, as in a cylindrical spiral. Circuit resonance is achieved
by building enough capacitance and inductance into the structure to achieve series resonance.
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CHAPTE R 8

Basics of Wireless Local Area Networks
Daniel M. Dobkin

8.1 Networks Large and Small
Here, we provide a brief introduction into the topic of networking in general and review
the characteristics of several wireless local network technologies. In this review, you will
encounter real examples showing how to get data from one place to another wirelessly.
Our treatment is necessarily cursory and emphasizes aspects relevant to our main topic of
wireless transmission and reception, giving short shrift to frame formats, management entities,
and many other topics directed toward network implementation.
Data networks have existed in various forms since the invention of telegraphy in the 19th
century. However, the use of data networks has expanded tremendously with the proliferation
of computers and other digital devices. Today, networks extend everywhere, and the
Internet—the network of networks—allows computers almost anywhere in the world to
communicate with each other using these networks.
Data networks can be organized in a hierarchy based on physical extent. The physical reach of the
network is a useful ﬁgure of merit both for technical and practical reasons. Information cannot
move faster than the speed of light, so as the distance covered by a network grows, its latency—
the minimum time needed to send a bit between stations—grows too. Latency has important
consequences on how networks are designed and operated: If the transmitter has to wait a long
time for a reply to a message, it makes sense to send large chunks ( packets) of information at
once, because otherwise the medium will simply be idle while awaiting conﬁrmation. Long links
also need low error rates because the time required to correct an error is long. Shorter links can
take a different approach, sending a packet and then waiting for a response, because the time
required is not large. Small and large networks are also practically and commercially distinct:
Small networks are usually owned and operated by their users, whereas large networks are owned
and operated by service-providing companies that are not the primary users of their capacity.
With that brief preface, let us categorize data networks by size:

•

Personal area networks (PANs): PANs extend a few meters and connect adjacent
devices together. To speak formally, a data connection between a single transmitting
station and a single receiving station is a link, not a network, so the connection
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between, for example, a desktop computer and an external modem (if there are any
readers who remember such an impractical arrangement) is a data link rather than
a data network. However, more sophisticated cabling systems such as the small
computer system interface, which allow sharing of a single continuous cable bus
between multiple stations, may be regarded as networks. More recently, wireless PANs
(WPANs) have become available, with the ambition to replace the tangle of cabling
that moves data between devices today. Wired PANs were purely dedicated to moving
data, though some WPAN technologies (such as Bluetooth) also support voice trafﬁc.

•

Local area networks (LANs): LANs were invented to connect computers within a
single facility, originally deﬁned as a room or small building and later extended to
larger facilities and multisite campuses. LANs extend a few hundred meters to a few
kilometers. They are generally owned and operated by the same folks who own the
site: private companies, individuals in their homes, government agencies, and so on.
They are generally used indoors and historically have been solely for the movement of
data, though the recent implementation of voice-over-Internet-protocol technologies
has allowed LANs to provide voice service as well. Ethernet (see section 8.2) is by far
the most prevalent LAN technology.

•

Metropolitan area networks (MANs): MANs connect different buildings and facilities
within a city or populated region together. There is a signiﬁcant technological and
historical discontinuity between LANs and MANs: LANs were invented by the
computer-using community for data transfer, whereas MANs descended primarily
from the telephone network, traditionally organized to move time-synchronous voice
trafﬁc. MANs are generally owned by local telephone exchanges (incumbent local
exchange companies) or their competitors (competitive local exchange companies).
They are organized around a large number of feeders to a small number of telephone
central ofﬁces, where trafﬁc is aggregated. Most MANs deployed today are based on a
hierarchical system of increasingly faster synchronous data technologies. T-1 lines (in
the United States) provide 1.5 megabits per second (Mbps) of data over twisted pairs
of copper wires and in sheer numbers still dominate over all other connections to the
MAN: There are thousands or tens of thousands of these in a large central ofﬁce. T-1
and T-3 (45 Mbps) are further aggregated into faster connections, usually using ﬁber
optic transmission over synchronous optical network links: OC-3 at 155 Mbps, OC-12
at 622 Mbps, and so on. Traditional MANs support both voice and data transfer.

•

Wide area networks (WANs): WANs connect cities and countries together. They
are descended from the long-distance telephone services developed in the mid-20th
century and are generally owned and operated by the descendants of long-distance
telephone providers or their competitors, where present. Almost all long-distance
telecommunications today is carried over ﬁber optic cables, commonly at OC-12
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(622 Mbps), OC-48 (2.5 Gbps), or OC-192 (10 Gbps) rates; OC-768 (40 Gbps) was
in the early stages of deployment in 2004. WAN connections cross the oceans and
continents and carry the voice and data commerce of the world. The Internet initially
evolved separately from WANs, but its explosive growth in the late 1990s resulted in a
complex commingling of the traditional WAN and LAN communities, businesses, and
standards bodies.
In the simplest view, there are small networks (PANs and LANs) and big networks (MANs
and WANs). Small networks deliver best-effort services over short distances and are cost
sensitive. Big networks deliver guaranteed-reliable services over long distances and are quality
sensitive and cost competitive. This chapter focuses on how small networks are converted
from wires to wireless links.
All networks, big or small, have certain elements in common. A message (typically a packet
in a data network) must be addressed to the destination station. The message must have a
format the destination station can understand. The message has to get access to some physical
medium to be sent. Errors in transmission must be corrected. These activities can be grouped
into a hierarchical arrangement that helps provide structure for designing and operating the
networks. Applications live on the top of the hierarchy and use the networking services.
Networks support applications and deal with routing messages to the destination station.
Links transfer data between one station and another in the network and are responsible for
access to the physical medium (a wire or a radio link), packaging the packet in an appropriate
format readable by the receiving station and then reading received packets and producing the
actual voltages or signals. (Note that an important function of networks, correcting errors in
messages, can go anywhere in the hierarchy and may be going on simultaneously at some or
all of the levels, leading on occasion to regrettable results.)
A very widely used example of this sort of hierarchical arrangement is the Open Systems
Interconnect (OSI) protocol stack. A simpliﬁed view of the OSI stack, arranged assuming a
wireless LAN (WLAN) link to one of the stations, is depicted in Figure 8.1. The arrangement

Figure 8.1: The OSI protocol stack; the configuration shown is typical of an 802.11
infrastructure network.
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is in general correspondence with the requirements noted previously, though additional layers
have been interposed to provide all the manifold functions needed in complex networks.
The standards work of the Institute of Electrical and Electronics Engineers (IEEE), with
which we shall be greatly concerned in this chapter, generally divides the data link layer into
an upper logical link control layer and a lower medium access control (MAC) layer. In this
chapter, we are almost exclusively interested in what goes on in the link layer and the physical
(PHY) layer. The logical link control layer is focused mainly on the requirements of the higher
layers, and in practice the logical link control layer used for many WLAN technologies is
the same as the one used for wired technologies. We do not discuss it further. However, the
MAC layer is intimately involved in the efﬁcient use of the wireless medium, and it is of great
interest for any user of a wireless link.

8.2 WLANs from LANs
LANs connect nearby computers together so that they can exchange data. Ethernet, by far
the most popular LAN technology today, was invented by Bob Metcalfe of Xerox Palo Alto
Research Center in 1973, in connection with the prescient work on personal computers then
being done at Palo Alto Research Center. Ethernet is an asynchronous technology: There are no
ﬁxed time slots assigned to users. There is also no central control of access to the transmitting
medium. Instead, Ethernet exploits three basic ideas to minimize the impact of two or more
stations trying to use the medium at the same time; two of them depend on the ability of a
station to listen to the voltages on the cable while it sends its message. Carrier sensing is used
by each station to make sure no one is using the medium before beginning a transmission. (Note
that in fact the most popular forms of Ethernet use baseband signaling; that is, the voltages on
the cable correspond directly to binary bits and are not modulating a high-frequency carrier,
so there’s no carrier to sense. Why did you expect it to make sense?) Collision detection—
noticing that the signal on the cable isn’t the one the station is sending—allows the station to
detect that another station has tried to send a message at the same time it is transmitting. (The
combination of these two techniques is often abbreviated CSMA/CD, for carrier-sense multiple
access with collision detection.) Finally, random backoff is used after a collision to ensure that
stations won’t simply continue to collide: After all stations become silent, each station that
has a pending packet to send randomly chooses a time delay before attempting to send it. If
another collision results, the stations do the same exercise, but over a larger time window. This
approach has the effect of forcing the offered traffic to the network to go down when collisions
are frequent, so that data transfer continues at a lower rate but the network doesn’t get tangled
up: Ethernet networks fail gracefully when they get busy. Thus, Ethernet was an early example
of a MAC layer designed to allow peer stations to share a medium without central coordination.
Wireless stations are mobile, and access to the wireless medium cannot be as readily
constrained as a wired connection. Wireless links are much noisier and less reliable in general
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than wired links. The MAC and PHY layers of a wireless network must therefore deal with a
number of issues that are rare or absent from the provision of a wired link:

•

Getting connected: Wireless stations by default are likely to be mobile. How does a
wireless station let other mobile or ﬁxed stations know it is present and wants to join
the network? This is the problem of associating with the network. A closely related
problem is the need of portable mobile stations to save power by shutting down when
they have no trafﬁc, without losing their associated status; the network coordinator
must remember who is awake and who is asleep, allow new stations to join, and ﬁgure
out that a station has left.

•

Authentication: In wired networks, a station plugs into a cable placed by the network
administrator. If you’ve entered the building, you’re presumed to be an authorized
user. Wireless propagation is not so well controlled, so it is important for the network
to ensure that a station ought to be allowed access and equally important for the
station to ensure that it is connecting to the intended network and not an impostor.

•

Medium access control: The wireless medium is shared by all (local) users. Who gets
to transmit what when? A good wireless network protocol must efﬁciently multiplex
the shared medium.

•

Security: Even if the network refuses to talk to stations it doesn’t recognize, they
might still be listening in. Wireless networks may provide additional security for the
data they carry by encryption of the data stream. It is important to note that security
may also be provided by other layers of the network protocol stack; the lack of local
encryption in the wireless link does not necessarily imply insecurity, and encryption
of the wireless data doesn’t ensure security from eavesdropping at some other point in
the network.

•

Error correction: The wireless medium is complex and time varying. There is no
way to transmit all packets without errors. The link layer may insist on receiving
a positive acknowledgment (ACK) before a station may consider a transmission
successful. Incoming data packets may be fragmented into smaller chunks if packet
errors are high; for example, in the presence of microwave oven interference, which
peaks in synchrony with power lines at 60 Hz, fragmentation may be the only way
to successfully transmit very long packets. Fragmented packets must be identiﬁed as
such and reassembled at the receiving station.

•

Coding and interleaving: Errors are inevitable in the wireless medium. Protection
against bit errors can be provided by encoding the data so that errors are detected by
the receiving station. Codes often allow errors of up to a certain size to be corrected
by the receiver without further discussion with the transmitting station: This is known
as forward error correction. Interleaving is the process of redistributing bits into an
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effectively random order to guard against bursts of errors or interference destroying all
the neighboring bits and thus defeating the ability of the codes to correct local errors.

•

Packet construction: Data packets get preambles prepended onto them. The preambles
typically contain synchronization sequences that allow the receiving station to capture
the timing of the transmitter and, in the case of more sophisticated modulations, may
also allow the receiver to determine the carrier phase and frequency. The preambles
also contain digital information speciﬁc to the wireless medium.

•

Modulation and demodulation: The resulting packets must then be modulated onto the
carrier, transmitted on the wireless medium, and received, ampliﬁed, and converted
back into bits.

Let us examine how these problems are addressed in some current and upcoming WLAN and
WPAN technologies.

8.3 802.11 WLANs
In 1985 the U.S. Federal Communications Commission (FCC) issued new regulations that
allowed unlicensed communications use of several bands, including the 2.4-GHz band, that
had previously been reserved for unintended emissions from industrial equipment. Interest in
possible uses of this band grew, and in the late 1980s researchers at NCR in Holland, who had
experience in analog telephone modems, initiated work to develop a wireless data link. The
initial experimental units used an existing Ethernet MAC chip. As discussed in more detail in
Section 8.3.2, there is no easy way to detect a collision in a wireless network; the experimenters
worked around this limitation by informing the MAC chip that a collision occurred any time a
positive ACK was not received, thus initiating the Ethernet backoff algorithm. In this fashion
they were able to make working wireless links with minimal modiﬁcation of the existing
Ethernet MAC. The early workers understood that to make a true volume market for these
products, standardization was necessary. When standardization efforts were introduced at the
IEEE shortly thereafter, the MAC was elaborated to deal with the many wireless-speciﬁc issues
that don’t exist in Ethernet but remained based on Ethernet, which had been introduced because
of its availability and was successful because of its simplicity and robustness. Thus, the standard
today continues to reﬂect both the strengths and limitations of the original Ethernet MAC.
The IEEE 802 working group deals with standards for wired LANs and MANs. IEEE 802.3
is the formal standardization of the Ethernet wired LAN. The IEEE decided to incorporate
WLANs as part of the 802 working group and created the 802.11 activity, culminating in the
ﬁrst release in 1997 of the 802.11 standard. In recent years, in addition to various elaborations
of the 802.11 standards, which are discussed later, other working groups have formed within
802 to consider related applications of wireless data links. (In practice, WPANs are also
included as part of the 802.15 activity.)
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The 802.11 standard actually allowed three physical layers: an infrared link, a frequencyhopping (FH) radio link, and a direct-sequence spread-spectrum (DSSS) radio link. These
links supported data rates of 1 to 2 Mbps. The infrared link physical layer has had little
commercial signiﬁcance (in fact, I have been unable to ﬁnd any evidence of any commercial
product using this protocol ever having been manufactured). Commercial products were
deployed with the FH radio, and the FH approach does offer certain advantages in terms of the
number of independent colocated networks that can be supported with minimal interference.
However, in terms of current commercial importance, the DSSS physical layer is completely
dominant, due to its later extension to higher data rates in the 802.11b standard in 1999.
Therefore, here we shall concentrate only on this physical layer. The IEEE standards bodies
do many wonderful things, but creation of convenient nomenclature is not one of them;
therefore, we introduce the terminology 802.11 classic to refer to the original 1997 802.11
speciﬁcation and its later releases and in our case predominantly to the DSSS variant. We can
then unambiguously use the unmodiﬁed moniker “802.11” to refer to all the 802.11 working
group standards, including the alphabet soup of elaborations released in later years.

8.3.1 802.11 Architecture
The 802.11 standard allows both infrastructure networks, which are connected to a wired
network (typically Ethernet) using an access point, and independent networks connecting
peer computers wirelessly with no wired network present. Most installations are of the
infrastructure variety, and we focus on them. From the point of view of the Ethernet network,
which is usually connected to both ends of an 802.11 link, the wireless link is just another way
of moving an Ethernet packet, formally known as a frame (Figure 8.2), from one station to
another (Figure 8.3).

Figure 8.2: An Ethernet (802.3) frame (packet).

However, the possibility (well, likelihood) that some or most wireless stations are mobile
stations means that the architecture of a wired Ethernet network with wireless stations is likely
to be fundamentally different from a conventional wired network. The stations associated to a
particular access point constitute a basic service set (BSS).
The collection of BSSs connected to a single wired network forms an extended service set
(ESS) (Figure 8.4). A BSS has a unique identiﬁer, the BSSID. An ESS also has an identiﬁer,
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Figure 8.4: Definition of the basic service set (BSS) and extended service set (ESS).

the ESSID, that is unique to that ESS but shared by all the component BSSs (is that enough
acronyms in one sentence for you?). Unfortunately, interfaces for many commercial 802.11
implementations use the nomenclature SSID, which in practice usually refers to the ESSID
but is obviously somewhat ambiguous and potentially confusing. The ESS architecture
provides a framework in which to deal with the problem of mobile stations roaming from
one BSS to another in the same ESS. It would obviously be nice if a mobile station could be
carried from the coverage area of one access point (i.e., one BSS) to that of another without
having to go through a laborious process of reauthenticating, or worse, obtaining a new
Internet protocol (IP) address; ideally, data transfers could continue seamlessly as the user
moved. A distribution system is assigned responsibility for keeping track of which stations are
in which BSSs and routing their packets appropriately. However, the original and enhanced
802.11 standards did not specify how such roaming ought to be conducted; only with the
release of the 802.11f Inter-Access Point Protocol (IAPP) standard in 2003 did the operation
of the distribution system receive a nonproprietary speciﬁcation. The IAPP protocol uses the
nearly universal Internet protocol (TCP/IP) combined with RADIUS servers to provide secure
communication between access points, so that moving clients can reassociate and expect to
receive forwarded packets from the distribution system. In the future, local roaming on 802.11
networks should be (we hope) transparent to the user, if compliant access points and network
conﬁgurations become widely established.

8.3.2 MAC and CSMA /CA
Despite its name, Ethernet was conceived as a cable-based technology. Putting all the
stations on a cable and limiting the cable length allowed meant that all stations could
always hear one another, and any collision would be detected by all the stations on the
cable. However, in a wireless network it is unlikely that all stations will be able to receive
all transmissions all the time: This is known as the hidden station problem. An example is
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depicted in Figure 8.5: The access point can communicate with stations A and B, but A and
B cannot receive each other’s transmissions directly. Because of this fact, collision detection
would fail if A and B both attempted to transmit at the same time. Furthermore, as we’ve
already seen, received signals are tiny. Provisions to separate a tiny received signal from a
large transmitted signal are possible if the two are at differing frequencies, but this requires
bandwidth that was not available in the limited 2.4-GHz ISM band. It is difﬁcult and relatively
expensive to reliably receive a tiny transmitted signal while simultaneously transmitting at the
same frequency, so collision detection is not practical for a WLAN station. Thus, in a wireless
implementation, CSMA/CD cannot be used because there is no way to conﬁdently associate
the absence of a carrier with a free medium or reliably detect all collisions.

Figure 8.5: Stations A and B are hidden from one another, though both are
visible to the access point.

To get around this difﬁculty, 802.11 stations use carrier-sense multiple access with collision
avoidance (CSMA/CA, Figure 8.6). All stations listen to the current radio channel before
transmitting; if a signal is detected, the medium is considered to be busy and the station
defers its transmission. A virtual carrier-sense mechanism—the network allocation vector
(NAV)—is provided to further reduce the likelihood of collisions. Each packet header
involved in an exchange that lasts longer than a single frame, such as a data frame that expects
to be acknowledged by the receiver, will provide a NAV value in the header of the frame.
All stations that receive the frame note the value of the NAV and defer for the additional
required time even if they can’t detect any signal during that time.
Requirements on the timing between frames—interframe spaces—are used to enable ﬂexible
access control of the medium using the carrier-sense mechanisms. Once a transmission has
begun, the transmitting station has captured the medium from all other stations that can hear
its transmissions using the physical carrier-sense mechanism. A station wishing to send a
new packet must ﬁrst ensure that both the physical carrier-sensing mechanism and the NAV

www. n e wn e s p re s s .c om

Basics of Wireless Local Area Networks

159

Figure 8.6: Example of packet exchange under CSMA/CA.

indicate the medium to be free for a time equal to the distributed interframe space (DIFS). The
distributed interframe space is relatively long so that stations that are completing exchanges
already in progress, which are permitted to transmit after a short interframe space (SIFS), can
capture the medium to transmit their response packets before any new station is allowed to
contend for the right to transmit. The NAV value of each packet in a sequence is also set to
capture the medium for the entire remaining sequence of packets. Once all the necessary parts
of an exchange are complete, the medium may then become free for the distributed interframe
space, at which point stations waiting to transmit frames randomly select a time slot and start
transmission if no carrier has been detected.
Because collisions cannot be detected, the opposite approach is taken: 802.11 depends on
positive acknowledgment of a successful transmission through the receipt of an ACK packet
by the transmitting station. Failure to receive an ACK, whether due to poor signal strength,
collisions with other stations, or interference, is considered to be indicative of a collision;
the transmitting station will wait until the medium is again free, choose a random time slot
within a larger possible window (the Ethernet backoff mechanism), and attempt to transmit the
packet again.
Two additional optional provisions can be taken to improve performance when, for whatever
reason, packets are lost frequently. First, the sending station (typically a client rather than an
access point) can precede its data transmission with a request-to-send (RTS) packet. This sort
of packet informs the access point and any other stations in range that a station would like
to send a packet and provides the length of the packet to be sent. The access point responds
after the short interframe space with a clear-to-send (CTS) packet, whose NAV reserves
the medium for the time required for the remainder of the data transmission and ACK.
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The advantage of the scheme is that you can hope that all associated stations can hear the
access point CTS packet even if they are not able to detect the RTS packet. An exchange like
this is depicted schematically in Figure 8.6. The exchange begins with the client’s RTS packet,
which reserves the NAV for the whole of the envisioned exchange (the length of the data
packet, three short interframe spaces, a CTS frame, and an ACK). The access point responds
with clearance, reserving the medium for the remainder of the exchange with its NAV setting.
All stations then defer until the end of the exchange. After a distributed interframe space
has passed without any more transmissions, a station waiting to send data can use one of the
contention slots and transmit.
The second backup mechanism for improving the chances of getting a packet through is
fragmentation. A large packet from the wired medium can be split into smaller fragments,
each of which is more likely to be transmitted without a problem. If an error is encountered in
one of the fragments, only that fragment needs to be re-sent. Like the RTS/CTS exchange, a
station transmitting a packet sets the NAV value to reserve the medium for the whole exchange
consisting of all the fragments of the packet and an ACK for each fragment.
An important consequence of the MAC is that an 802.11 radio is never transmitting and
receiving simultaneously: It is a half-duplex system in radio terms. This choice simpliﬁes
the design of the radio front end by eliminating the need to distinguish between the powerful
transmitted signal and a tiny received signal.
The MAC layer deﬁned by the original 802.11 standard is used almost unchanged for the
enhanced versions (802.11b, a, and g) of the standard and thus is worth a moment’s reﬂection.
The MAC, although not as simple as the original Ethernet MAC, is nevertheless a fairly basic
object. We have not discussed the point-coordination function because it is rarely used. Absent
this, the MAC provides no central coordination of contending stations and no guarantees of
performance except for the continuity of an ongoing packet exchange.

8.3.3 802.11 Classic Direct-Sequence PHY
To maximize the probability that multiple users could share the unlicensed bands without
unduly interfering with each other, the FCC placed restrictions on communications systems
that could operate there. A fundamental part of the requirement was that the systems not
transmit all their energy in one narrow segment of the band but should spread their radiation
over a signiﬁcant part of the band, presumably a much larger segment than actually required
by the data bandwidth; that is, users were required to apply spread-spectrum techniques
(a proviso since relaxed). In this fashion, it was hoped that interference between colocated
systems would be minimized.
One approach to spreading the spectrum is to operate on many channels in some pseudorandom sequence; this is known as frequency hopping and is used in the classic FH PHY
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and the Bluetooth (802.15) PHY.1 It is obvious that if two neighboring radios are operating
on separate channels, interference ought to be minimized except when by chance they
happen to select the same frequency. The disadvantage of this approach is that the channels
must be quite narrow if there are to be a large number of them and therefore little chance of
overlap; the 1-MHz maximum width speciﬁed in the regulations limits the data rate that can
be transmitted at the modest signal-to-noise ratios (S/Ns) expected on low-cost, unlicensed,
wireless links.
A quite distinct and rather more subtle approach is called direct-sequence spread DSSS.
Direct-sequence methods were developed for military applications and are also used in those
cellular telephones that are based on code division multiple access (CDMA) standards. In
DSSS, the relatively slow data bits (or more generally symbols) are multiplied by a much
faster pseudo-random sequence of chips, and the product of the two is used as the transmitted
signal. The bandwidth of a signal is determined by the number of symbols per second
transmitted, whether or not those symbols contain useful information. Thus, the bandwidth
of a DSSS signal is determined by the chip rate, which in general is much larger than the data
rate; a DSSS signal can satisfy the FCC’s requirement that the signal be spread. Further, the
received signal can be multiplied again by the same sequence to recover the original lower
data rate. In spectral terms, multiplying the received wide-bandwidth signal by the chip
sequence collapses all its energy into a narrower bandwidth occupied by the actual data while
simultaneously randomizing any narrowband interfering signal and spreading its energy out.
Thus, the use of direct-sequence codes provides spreading gain, an improvement in the link
budget due to intelligent use of extra bandwidth beyond what is needed by the data.
In 802.11 classic DSSS, each data bit is multiplied by an 11-chip Barker sequence, shown
in Figure 8.7. (Here, data are shown as 1 or 1 both to assist you in thinking in terms of
multiplication and due to the direct translation of the result into binary phase-shift keying
[BPSK] transmitted chips; a formally equivalent treatment in terms of modulo-2 addition of
binary bits is also possible.) Thus, a 1 bit becomes the sequence (1 1 1 1 1 1 1
1 1 1 1) and a 0 bit becomes (1 1 1 1 1 1 1 1 1 1 1).

Figure 8.7: Barker sequence.
1

In a remarkable example of unexpected ingenuity, frequency hopping was invented by the Austrian-born actress
Hedy Lamarr, aided by composer George Antheil (U.S. patent 2,292,387), though she received little credit
during her lifetime for this achievement.
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The Barker sequence is chosen for its autocorrelation properties: if two Barker sequences
offset in time are multiplied together and the result added (a correlation of the two sequences),
the sum is small except when the offset is 0. Thus, by trying various offsets and checking
the resulting sum, you can locate the beginning of an instance of the sequence readily; that
is, synchronization to the transmitter is easy. It is also possible to have several DSSS signals
share the same frequency band with little interference by using different orthogonal spreading
codes for each signal: codes whose correlation with each other is small or zero. This technique
is key to the operation of CDMA cellular phone standards but is not used in the 802.11
standards.
The basic symbol rate is 1 Mbps; each symbol consists of 11 chips, so the chip rate is
11 Mbps. The spreading gain, the ratio of the actual bandwidth to that required by the
underlying data, is thus 11:1 or about 10.4 dB, meeting the FCC’s original minimum
requirement of 10 dB. Because the chip rate is 11 Mbps, you would expect the bandwidth
required to be modestly in excess of 11 MHz. The actual bandwidth of the transmitted signal
depends on the details of precisely how the signal is ﬁltered and transmitted; rather than
specifying such implementation-speciﬁc aspects, the standard simply deﬁnes a spectral mask,
which provides a limit on how much power a compliant transmitter is allowed to radiate at
a given distance from the nominal center frequency. The spectral mask for 802.11 classic is
shown in Figure 8.8. The frequency reference is the nominal frequency for the given channel
(about which we’ll have more to say in a moment); the amplitude reference is the power
density in the region around the nominal frequency. The boxes represent the maximum
allowed power density; the smooth line is a diagram of a typical power spectrum. Observe that
although the standard allows the spectrum to be as much as 22 MHz wide, a typical real signal
would have a bandwidth measured, for example, 10 dB from the peak of around 16 MHz.

Figure 8.8: 802.11 spectral mask.

The nominal center frequency for a transmission is chosen from a set of channel frequencies
spaced by 5 MHz, shown in Table 8.1. (In the United States, channels 1–11 are available;
channels 1–13 are allowed in most European jurisdictions, and channel 14 is for Japan.) Note
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that if the bandwidth is 16 MHz, transmissions on adjacent channels will interfere with each
other quite noticeably. A separation of ﬁve channels (25 MHz) is needed to remove most
overlap; thus, there are actually only three nonoverlapping channels available in the United
States: channels 1, 6, and 11 (Figure 8.9).
Table 8.1: 802.11 channels
Channel

f (GHz)

1

2.412

2

2.417

3

2.422

4

2.427

5

2.432

6

2.437

7

2.442

8

2.447

9

2.452

10

2.457

11

2.462

12

2.467

13

2.472

14

2.484

Figure 8.9: Nonoverlapping 802.11 channels, U.S. ISM band.

Two data rates are supported in 802.11 classic: 1 and 2 Mbps. Both rates use the same chip
rate of 11 Mbps and have essentially the same bandwidth. The difference in data rate is
achieved by using differing modulations. Packets at the basic rate of 1 Mbps and the preambles
of packets that otherwise use the extended rate of 2 Mbps use differential BPSK (DBPSK), as
shown in Figure 8.10. The data portion of extended-rate packets uses differential quaternary
phase-shift keying (DQPSK). The bandwidth of a signal is mainly determined by the symbol
rate, not by the nature of the individual symbols; because QPSK carries 2 bits per symbol, it
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is possible to roughly double the data rate without expanding the bandwidth, at a modest cost
in required (S/N). In each case, the data bits are scrambled in order before transmission; this
procedure avoids the transmission of long sequences of 1s or 0s that might be present in the
source data, which would give rise to spectral artifacts.

Figure 8.10: 802.11 classic modulations: DBPSK (left) and DQPSK (right).

The 802.11 modulations are differential variants of the BPSK and QPSK schemes; that is, the
phase of each symbol is deﬁned only with respect to the symbol that preceded it. Thus, if the
phase of a BPSK signal is the same for two consecutive chips, a 0 has been transmitted. (Note
that the arrows in Figure 8.10 showing the differences in phase are indicative only of the phase
change between the moments at which the signal is sampled, not of the path the signal takes
between sample times. This apparently subtle point has signiﬁcant consequences in terms of
the requirements on the radio.) A moment’s reﬂection will clarify why such a change might
be desirable. Imagine that we wish to accurately state the absolute phase of a received QPSK
signal by, for example, comparing it with a local oscillator that at the beginning of the packet
is locked to the phase of the carrier. A 1500-byte (12,000 bit) packet at 2 Mbps lasts 6000 μsec.
During this time, the total phase change of the carrier is 2π (2.4 GHz) (6000  106 sec)  9
 107 radians. If we wish the phase of the local oscillator to remain accurate to, for example,
π/12 radians, so that this drift is small compared with the π/2 radian changes we’re trying to
resolve between chips, we need the oscillator to maintain phase to about 3 parts per billion.
This is implausibly difﬁcult and expensive. (Of course, more clever methods are available to
perform such a task at more modest requirements on the hardware; the calculation is done to
provide a frame of reference.) On the other hand, to maintain phase lock between successive
chips at 11 Mbps, we only need hold this accuracy over 1/11 μsec: 220 cycles, or 1400 radians.
The required accuracy in this case is 200 parts per million, which is easily achieved with
inexpensive crystal-referenced synthesized sources. The price of this alternative is merely that
we lose any information present in the ﬁrst symbol of a sequence: Because we can exploit
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our synchronization sequence (which doesn’t carry any data anyway) for this purpose, it is
obvious that differential modulation carries considerable beneﬁts and little penalty.
The maximum transmit power of an 802.11 radio is limited in the standard to comply with
the requirements of regulatory bodies. In the United States, power must be less than 1 W, but
in practice a typical access point uses a transmit power of about 30 to 100 mW. The standard
then requires that a receiver achieve a frame error rate of less than 8% for 1024-byte frames
of 2 Mbps QPSK at a signal power of 80 decibels from a milliwatt (dBm). That sounds like
a lot of errors, but because each frame has 1024  8  8192 bytes, the bit error rate is a
respectable 0:08/8192  105. To understand what the transmit and receive power levels
imply, let’s do a link budget calculation. Let the transmitted power be 100 mW (20 dBm).
Assume the transmitting antenna concentrates its energy in, for example, the horizontal plane,
achieving a 6-dB increase in signal power over that of an ideal isotropic antenna. Assume
the receiving antenna has the same effective area as an ideal isotropic receiver. Our allowed
path loss—the link budget—is then (20  6  (80))  106 dB. Recalling that an isotropic
antenna has an equivalent area of around 12 cm2, this is equivalent to a free space path of
2000 m or 2 km! However, recall that propagation indoors is unlikely to achieve the same
performance as unimpeded ideal propagation in free space. For the present let us simply add
30 dB of path loss for a long indoor path, leaving us with an allowed range of (2000/101.5) 
63 m. The transmit power levels and receiver sensitivities envisioned in the 802.11 standard
make a lot of sense for indoor communications over ranges of 10 s to perhaps 100 m, just as
one might expect for a technology designed for the LAN environment (see section 8.1).
The receive sensitivity requirement also tells us something about the radio we need to build.
Recall that a QPSK signal needs to have an (S/N) of about 12.5 dB for reasonably error-free
reception. At ﬁrst blush, you might believe this implies that the noise level of the receiver must
be less than (80  12.5)  92.5 dBm. However, recall that 11 QPSK chips at 11 Mbps are
“averaged” together (correlated with the Barker sequence) to arrive at one 2-bit data symbol.
This averaging process provides us with some extra gain—the spreading gain described
previously—so that we can tolerate an (S/N) of 12.5  10.5  2 dB and still get the data right.
The noise level we can tolerate in the receiver is thus 80  2  82 dBm. Recalling that
the signal is about 16 MHz wide, the unavoidable thermal noise in the receiver is (174 dBm
 10(log 16)  60)  102 dBm. The speciﬁcation has left room for an additional 20 dB of
excess noise in the receiver. Receivers with noise ﬁgures of 20 dB at 2.4 GHz are very easy
to build, and in fact 802.11 commercial products do much better than this. The standard has
speciﬁed a level of performance that can be reached inexpensively, appropriate to equipment
meant for an LAN. The link budget calculation is displayed graphically in Figure 8.11.

8.3.4 802.11 Alphabet Soup
Products implementing the 802.11 classic standard were manufactured and sold in the
late 1990s by vendors such as Proxim, Breezecom (now part of Alvarion), Lucent (under
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Figure 8.11: Link budget estimates for an 802.11–compliant radio link.

the WaveLAN brand), Raytheon, Symbol Technologies, and Aironet (now part of Cisco).
However, the maximum data rate of 2 Mbps represented a signiﬁcant obstacle to the intended
target usage model of wirelessly extending Ethernet: Even the slowest variant of Ethernet has
a native bit rate of 10 Mbps and a true throughput of around 8–9 Mbps. Work had started as
early as 1993 on improved physical layers, and by 1999 two new higher performance PHY
layers were released as enhancements to the original 802.11 classic interfaces. 802.11a was
a fairly radical modiﬁcation of the physical layer, having essentially no commonalty with
the DSSS or FH PHY layers of the classic standard and targeted for operation in a different
slice of spectrum around 5 GHz. 802.11b was a much more conservative attempt to improve
performance of the 802.11 PHY layer without changing it very much. The 802.11b standard
received the most early commercial attention, including support in the consumer market
from Apple Computer’s Airport product line and Cisco’s Aironet products in the “enterprise”
market (LANs for large industrial companies). The elaboration of compatibility efforts begun
in association with the release of 802.11 classic led to the formation of the Wireless Ethernet
Compatibility Alliance, or WECA, which (recognizing the awkwardness of the IEEE’s
nomenclature) provided Wi-Fi compliance certiﬁcation to ensure interoperable 802.11b
products from multiple vendors. By 2000 it was clear that 802.11b had found a “sweet spot,”
combining adequate data rates and performance with simplicity and low cost, and was poised
for major commercial successes and widespread deployment. Sales volumes grew rapidly,
and prices for both client cards and access points fell even more rapidly as numerous vendors
entered the ﬁeld.
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The more audacious 802.11a standard, which would provide enhanced data rates of up to
54 Mbps, was seen by most industrial participants as a tool to hold in reserve for future
use, but the startup company Atheros proceeded to release chips implementing the 802.11a
standard, with products available from Intel and Proxim in 2002. These products, although
modestly successful at introduction, clariﬁed the desirability of combining the high data
rates of the 802.11a standard with backward compatibility to the installed base of 802.11b
products. The “G” task group, which was charged to take on this awkward task, after
some struggles and dissension approved the 802.11g standard in 2003, noticeably after
the release of several prestandard commercial products. At the time of this writing (early
2004), 802.11g products had nearly replaced 802.11b products on the shelves of consumer
electronics stores: The promise of backward compatibility in conjunction with a much
higher data rate at nearly the same price is an effective sales incentive, even though many
consumer applications do not currently require the high data rates provided by the standard.
Dual-band access points and clients, supporting both 802.11a and 802.11b/g, are also widely
available.
A number of task groups are also actively attempting to ﬁll in holes in the original standards
work and add new capabilities. Task group “I” is charged with improving the limited
authentication and encryption capabilities provided in the original standard, about which we
have more to say in section 8.3.8. Task group “F” is responsible for providing the missing
description of the distribution system functions so that roaming between access points can
be supported across any compliant vendor’s products; an IAPP speciﬁcation was approved in
June 2003.
Recall that the original Ethernet standard and the 802.11 MAC derived from it deliver besteffort data services, with no guarantees of how long the delivery will take. Services such as
voice or real-time video delivery require not only that data be delivered but that it arrive at
the destination within a speciﬁed time window. This requirement is commonly placed under
the not-very-informative moniker of quality of service. Task group “E” is deﬁning quality
of service standards for time-sensitive trafﬁc over 802.11 networks, although to some extent
that effort has refocused on the 802.15 work we describe in the next section. Task group “H”
is deﬁning two important additions to the 802.11a standard: dynamic frequency selection
and transmit power control. These features are required for operation in most European
jurisdictions, and the recent FCC decisions on spectrum in the United States will also require
such capability for operation in most of the 5-GHz bands.
In the next three subsections we examine the important 802.11b and 802.11a PHY layers and
brieﬂy touch on their admixture in 802.11g. We also provide a cursory discussion of WLAN
(in)security and some cures for the deﬁciencies revealed therein. We must regrettably refer
you to the IEEE web sites described in section 8.7 for more details on the other task groups
within 802.11.
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8.3.5 The Wi-Fi PHY (802.11b)
The 802.11b physical layer uses the same 2.4-GHz band and channelization as the classic
PHY. Furthermore, the basic signaling structure of 11 megasamples/second (Msps) of either
BPSK or QPSK symbols is unchanged, and so it may be expected that the frequency spectrum
of the transmitted signals will be similar to those of the classic PHY. However, the use of these
symbols is signiﬁcantly different.
To maintain compatibility with classic systems, packets with preambles transmitted at the
lowest rate of 1 Mbps, using DBPSK modulation, must be supported. However, the new PHY
adds the option to use short preambles with 2 Mbps DQPSK modulation to reduce the overhead
imposed by the very slow long preamble on short high-rate packets. More importantly, the
802.11b PHY introduces two completely new approaches to encoding the incoming data onto
the QPSK symbols: complementary code keying (CCK) and packet binary convolutional coding
(PBCC). Each method may be used to support two new data rates, 5.5 and 11 Mbps. Both
methods completely abandon the Barker sequence and conventional direct-sequence spreading.
Let us ﬁrst examine CCK. CCK is a block code: Chunks of symbols of ﬁxed size are used as
code words, and the subset of allowed code words is much smaller than the total possible set
of code words. Errors are detected and corrected by comparing the received code word with
the possible code words: If the received code word is not an allowed word but is close to an
allowed word, you may with good conﬁdence assume that the nearby allowed code word is in
fact what was transmitted. Block codes are relatively easy to implement.
We look at the high-rate 11 Mbps coding in detail. In the particular code used in the 802.11b
CCK-11 Mbps option, transmitted QPSK symbols are grouped into blocks of eight to form
code words. Because each symbol carries 2 bits, there are 48  65,536 possible code words.
Of this large domain, only 256 code words, corresponding to the 8 input bits that deﬁne the
chosen CCK block, are allowed. They are found in the following fashion, shown schematically
in Figure 8.12. (Figure 8.12 is headed “even-numbered symbol” because alternate code words
have slightly different phase deﬁnitions, important for controlling the spectrum of the output
but confusing when one is trying to ﬁgure out how the scheme works.) The input bits are
grouped in pairs (dibits). Each dibit deﬁnes one of four possible values of an intermediate
phase . The intermediate phases are then added up (modulo-2π) as shown in the chart to
determine each QPSK symbol c of the transmitted code word. Thus, the last symbol c7 shares
the phase of 1 (and is used as the phase reference for the remainder of the code word).
The phase of c4 is (1  2  3). Symbols c3 and c6 have π radians added to the argument
(i.e., they are multiplied by 1).
This procedure is a bit confusing to describe but easy to implement and ensures that the
resulting allowed code words are uniformly distributed among all the possible code words.
Recall that we deﬁned the distance between two QPSK symbols by reference to the
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Figure 8.12: CCK-11 code word encoding scheme (even-numbered symbols).

phase-amplitude plane; for a normalized amplitude of 1, two nearest neighbors are 2 / 2 apart;
if we square the distance, we ﬁnd nearest neighbors differ by 2 in units of the symbol energy,
Es. We can similarly deﬁne the difference between code words by adding up the differences
between the individual QPSK symbols, after squaring to make the terms positive deﬁnite ( 0).
Having done so, we ﬁnd that CCK-11 code words have their nearest neighbors at a squared
distance of 8. This means that no possible single-chip QPSK error could turn one allowed code
word into another, so single-chip errors can always be detected and corrected. In RF terms,
the bit error rate is reduced for a ﬁxed (S/N), or equivalently the (S/N) can be increased for the
same error rate. The change in (S/N) is known as coding gain. The coding gain of CCK is about
2 dB. A slight variant of the preceding scheme is used to deliver 5.5 Mbps.
The standard also provides for a separate and distinct method of achieving the same 5.5- and
11-Mbps rates: PBCC. PBCC is based on a convolutional code (Figure 8.13). The coding

Figure 8.13: PBCC-11 convolutional code and cover sequence.

w w w.new nespress.com

170

Chapter 8

is performed using a series of shift registers, shown here as z1 through z6. At each step, a
new input bit is presented to the coder, and all bits are shifted to the right one step. The “”
symbols represent modulo-2 additions that produce the output bits y0 and y1 from the input
and the stored bits. The coder can be regarded as a machine with 26  64 possible states. In
any given state of the coder, two transitions to the next state are possible (which is determined
by the new input bit) and two of the four possible outputs are allowed (again determined by
the input). Thus, the sequence of allowed outputs is highly constrained relative to the sequence
of possible outputs. This code is known as a rate 1/2 code, because each input bit produces
two output bits.
The output bits are mapped onto the next QPSK symbol in two possible ways (rotated 90
degrees with respect to each other) according to a 256-bit ﬁxed sequence. Because there are 11
megachips per second and each chip carries one input data bit coded into two y’s, the net data
rate is 11 Mbps. The 256-bit sequence helps to remove any periodicity in the output signal
and thus helps smooth the spectrum of the output. The relatively long period of the sequence
means that any other interfering transmission is unlikely to be synchronized with it and will
appear as noise rather than as valid code words, making it easier to reject the interference.
Convolutional codes are usually decoded with the aid of a Viterbi trellis decoder. (Trellis
algorithms can also be used to decode block codes.) The trellis tracks all the possible state
transitions of the code and chooses the trajectory with the lowest total error measure. It would
seem at ﬁrst glance that such a procedure would lead to an exponentially growing mess as
the number of possible trajectories doubles with each additional bit received, but by pruning
out the worst choices at each stage of the trellis, the complexity of the algorithm is reduced to
something manageable. However, implementation is still rather more complex than in the case
of a block code like CCK.
The PBCC-11 code has slightly better performance than the corresponding CCK code: about
3.5 additional dB of coding gain (Figure 8.14). However, the computational complexity
of decoding the convolutional code is about 3.5 times larger than the CCK code. To my
knowledge, the PBCC variant has been implemented only in a few products from D-Link and
US Robotics and has enjoyed very little commercial success. Commercial politics may have
played a signiﬁcant role in this history, as Texas Instruments enjoyed certain intellectualproperty rights in PBCC that may have made other vendors reluctant to adopt it. It is also
important to note that in most applications of a WLAN, performance is secondary to price
and convenience; the modest advantage in link budget of PBCC was not enough to produce a
commercial advantage in the marketplace.

8.3.6 802.11a PHY
The 802.11a PHY is a radical departure from the preceding approaches. The ﬁrst major
change is the use of the Unlicensed National Information Infrastructure (UNII) band at
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Figure 8.14: Error rate of uncoded QPSK, PBCC11, and CCK11 versus (S/N) (after
Heegard et al., in Bing, 2002).

5.15–5.825 GHz instead of the 2.4-GHz ISM band. At the time the PHY was promulgated,
5-GHz radios implemented in standard silicon processing were not widely available, so this
choice implied relatively high costs for hardware. The motivation for the change was the
realization that a successful commercial implementation of 802.11 classic and/or 802.11b
devices, combined with the other proposed and existing occupants of the 2.4-GHz band
(Bluetooth devices, cordless telephones, and microwave ovens, among others), would
eventually result in serious interference problems in this band. The UNII band was (and is)
relatively unoccupied and provides a considerable expansion in available bandwidth: in the
United States, 300 MHz at the time versus 80 MHz available at ISM.
Rules for operating in the UNII band have changed signiﬁcantly in the United States since
the promulgation of the 802.11a standard: In November 2003, the FCC added 255 MHz to the
available spectrum and imposed additional restrictions on operation in the existing 5.250- to
5.350-GHz band. The original and modiﬁed U.S. assignments are depicted in Figure 8.15. The
allowed bands at the time of the standard consisted of a lower, middle, and upper band, each
with 100 MHz of bandwidth. The lower band was dedicated to indoor use only and limited to
40-mW output power. The middle band allowed dual use, and the upper band was targeted to
outdoor uses with a much higher allowed output of 800 mW.
The FCC’s changes in late 2003 added an additional band, almost as big as what had been
available, for dual use at 200 mW. Use of this band, and retroactively of the old UNII midband, is allowed only if devices implement transmit power control and dynamic frequency
selection. The former reduces the power of each transmitting device to the minimum needed
to achieve a reliable link, reducing overall interference from a community of users. The latter
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Figure 8.15: UNII band in the United States, then and now.

causes devices to change their operating frequency to an unoccupied channel when possible.
These changes in band deﬁnitions and usage requirements improve consistency between
U.S. and European (ETSI) requirements in the 5-GHz band and will presumably increase the
market for compliant devices. The 802.11h standard, approved in 2003 to allow compliant
devices that meet European standards, adds several capabilities relevant to power control and
channel management. Clients inform access points about their power and channel capabilities;
quiet periods are added when no station transmits to enable monitoring of the channel for
interference, and access points can use the point coordination function interframe space to
capture the medium to coordinate switching channels when interference is detected.
Devices that are compliant to 802.11h should also meet the new FCC standards for UNII
operation in the United States.
The spectral mask limiting the bandwidth of the transmitted signal is shown in Figure 8.16.
Note that although the mask is somewhat more complex and apparently narrower than the
old 802.11 mask (Figure 8.8), in practice both signals end up being around 16 MHz wide
at 10 dB down from the maximum intensity at the center of the transmitted spectrum. This
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Figure 8.16: 802.11a transmit spectral mask.

design choice was made to allow the same analog-to-digital conversion hardware to be used
for the baseband in either standard, which is beneﬁcial in those cases where a single baseband/
MAC design is to serve both 802.11a and 802.11b radio chips. This important fact allowed
the 802.11a PHY to be kidnapped and transported whole into the ISM band in the 802.11g
standard, as we discuss in section 8.3.7.
Nonoverlapping channels in the old band deﬁnition, and a possible channel arrangement
in the new bands, are shown in Figure 8.17. The assumed channel shape is based on the
spectral mask in Figure 8.16. We can see that the old deﬁnition had room for as many as 12
nonoverlapping channels, though operation at the high band at full power in the lowest and
highest channels would result in out-of-band emissions exceeding FCC allowances, so that in
practice fewer channels might be used. In the new band assignment, there is room for up to

Figure 8.17: Possible nonoverlapping channel assignments in old and new UNII bands.
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19 nonoverlapping channels in the lower and middle bands alone. Recall that the ISM band
allows only 3 nonoverlapping 802.11 channels (Figure 8.9).
The availability of more than three channels is a signiﬁcant beneﬁt for implementing
networks that are intended to provide complete coverage to a large contiguous area. With four
nonoverlapping channels, you can construct a network of individual access points according to
a frequency plan that ensures that access points on the same channel are separated by at least
four cell radii; with seven channels to work with, a minimum spacing of 5.5 radii is achieved
(Figure 8.18). Thus, interference between adjacent cells is minimized, and each cell is able
to provide full capacity to its occupants. With the large number of independent channels now
available, individual access points can be allocated more than one channel each to increase
capacity in heavily used cells while still maintaining minimal interference.

Figure 8.18: Examples of cellular coverage plans for four and seven nonoverlapping channels.

Coding in 802.11a is somewhat similar to the PBCC option of the 802.11b PHY: after
scrambling, incoming bits are processed by rate 1/2 convolutional encoder, as shown in Figure
8.19. Like the PBCC encoder, the 802.11a code has a six-stage shift register, though the
sequence of taps that deﬁne the output bits (formally, the generating polynomials of the code)
have been changed. Codes with rates of 3/4 and 2/3 (fewer output bits per input bit and thus
higher throughput of useful data) are created by puncturing the output of the rate 1/2 code;
that is, some of the output bits are simply ignored. Such a procedure is roughly equivalent
to intentionally introducing some bit errors in the data stream, though it is easier to correct
for because the location of the missing bits is known; if done cleverly, it allows for higher
throughput with little performance loss.
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Figure 8.19: 802.11a convolutional encoder.

The use of the resulting output bits is signiﬁcantly different from PBCC, because instead
of single-carrier modulation, the 802.11a standard uses orthogonal frequency-division
multiplexing (OFDM). A data symbol is composed of 48 subcarriers, which carry data, and
4 additional pilot subcarriers, which transmit a known pseudo-random sequence to assist the
receiver in maintaining synchronization with the transmitter. The subcarriers are assigned
to 64 frequency slots, separated by 312.5 KHz; the slots at the band edges and the slot in
the center of the band (i.e., at the carrier frequency) are not used. If all the subcarriers were
occupied, the signal would be approximately 64  312.5 KHz  20 MHz wide (63 spacings
between subcarriers  half of the width of a subcarrier on each side); the actual (ideal,
undistorted) signal is about 16.6 MHz wide, thus ﬁtting nicely within the spectral mask in
Figure 8.16.
To use OFDM, the time over which a symbol is integrated must be an integer number of
cycles for all the subcarriers in order that orthogonality is maintained. The native symbol
time of the 802.11a OFDM symbol is thus one cycle of the lowest frequency subcarrier, or
3:2 μsec. A cyclic preﬁx is appended to the symbol to allow for a guard interval that eliminates
the effects of multipath. The cyclic preﬁx is 0:8 μsec long (about 20% of the total symbol),
so the total symbol length is 4 μsec. Therefore, the OFDM symbol rate is 250 Ksps. Each
symbol contains 48 active subcarriers, so this is equivalent to sending 12 million single-carrier
symbols per second.
To allow for varying conditions, many different combinations of code rate and subcarrier
modulation are allowed. These are shown in Table 8.2. BPSK transports one bit per
(subcarrier) symbol; QPSK. two bits; and so on up to 64 quadrature amplitude modulation
(QAM), which carries 6 bits per symbol. The product of the bits per symbol of the modulation
and the rate of the convolutional code gives the number of bits each subcarrier contributes to
each OFDM symbol; multiplication by 48 provides the number of bits transported per OFDM
symbol.
Note that to avoid bursts of bit error from disruption of a few neighboring subcarriers, the
output bits from the code are interleaved—that is, distributed in a pseudo-random fashion over
the various subcarriers.
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Table 8.2: 802.11a Modulations and Code Rates
Modulation
BPSK

Code Rate

Data Rate (Mbps)

1/2

6

BPSK

3/4

9

QPSK

1/2

12

QPSK

3/4

18

16QAM

1/2

24

16QAM

3/4

36

64QAM

2/3

48

64QAM

3/4

54

Several views of a simulated OFDM frame are shown in Figure 8.20. The frame consists of
a preamble and simulated (random) data. The spectrum of the output signal is about 16 MHz
wide, in good agreement with the simple estimate given earlier. Recall that a signal in time can
be described by its in-phase and quadrature components, I and Q. The I and Q amplitudes for
the frame are shown at the lower left. The frame begins with a set of simpliﬁed synchronization
characters, which use only 12 subcarriers, and are readily visible at the left of the image. The

Figure 8.20: Several views of an 802.11 OFDM frame.
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remainder of the preamble and data frame appear to vary wildly in amplitude. This apparently
random variation in the signal is also shown in the close-up of I and Q amplitudes over the
time corresponding to a single OFDM symbol shown at the top right of the ﬁgure.
At the bottom right we show the combined cumulative distribution function for the signal
power, averaged over the packet length, for a packet at 54 and 6 Mbps. The combined
cumulative distribution function is a graphic display of the frequency with which the
instantaneous power in the signal exceeds the average by a given value. The 54-Mbps packet
instantaneous power is greater than 9 dB above the average around 0.1% of the time. The
6-Mbps packet displays an 8-dB enhancement in power with this frequency of occurrence.
Although that may not seem like much, recall that the spectral mask (Figure 8.16) requires
that the transmitted signal 20 MHz away from the carrier must be reduced by more than 28 dB.
A high-power signal may become distorted, resulting in spectral components far from the
carrier. If such components were comparable in size with the main signal and occurred only
1% of the time, their intensity would be 20 dB below the main signal. Infrequent power peaks
contribute signiﬁcantly to the output spectrum when distortion is present. This problem of
a high ratio of peak power to average power represents one of the important disadvantages
of using OFDM modulations, because it forces transmitters to reduce their average output
power and requires higher precision and linearity from receivers than is the case for simpler
modulations.
Recall that the OFDM symbol is constructed using an inverse fast Fourier transform (FFT),
with the reverse operation being performed on the received signal to recover the subcarriers.
In the case of 802.11a, a 64-entry FFT involving some hundreds of arithmetic operations must
be performed at fairly high precision every 4 μsec, followed by a trellis decode of the resulting
48 data symbols. The rapid progress of digital integrated circuit scaling has permitted such a
relatively complex computational system to be implemented inexpensively in standard silicon
complementary metal-oxide semiconductor (CMOS) circuitry, a remarkable achievement.

8.3.7 802.11g PHY
The great disadvantage of the 802.11a PHY is its incompatibility with the older classic and
802.11b installed base. To overcome this obstacle while preserving the attractive high peak
data rates of the 802.11a standard, task group “G” provided two enhancements to the Wi-Fi
PHY. The ﬁrst variant is essentially the transfer of the 802.11a OFDM physical layer in toto
to the ISM band. This trick is possible because the bandwidth of the 802.11a symbols (Figure
8.20) is about 16 MHz, just as the classic symbols were.
The problem presented by this radical reinvention is that older systems have no ability to
receive and interpret the complex OFDM symbols and simply see them as noise. Because the
CSMA/CA MAC layer is heavily dependent on all stations being able to hear (at least) the
access point, invisible preambles are a serious obstacle: Receiving stations cannot set their
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NAV to reserve the medium (Figure 8.6) if they can’t read the packet preambles. In order
for “g” stations to coexist with older “b” stations, several options are possible. First, in the
presence of mixed trafﬁc, “g” stations can use the RTS/CTS approach to reserve the medium
using 802.11b packets and then use the reserved time to send faster 802.11g packets. This
approach is simple but adds overhead to the “g” packet exchanges. Alternately, a station can
send a CTS packet with itself as the destination: This approach, known as a CTS-to-self, is
obviously more appropriate for an access point, which expects that every associated station
can hear it, than a client.
A “g” station can also use a mixed frame format, in which the preamble is sent in a
conventional 802.11b form, and then the appended data are transferred as OFDM. In this
case there is additional overhead because of the low data rate of the older preamble but no
additional packet exchange. The ﬁnal chip of the preamble is used as the phase reference for
the ﬁrst OFDM symbol.
Finally, “g” also deﬁnes a PHY using an extension of the PBCC coding system; in the highestrate variant, 8PSK is substituted for QPSK modulation. It is perhaps too early in the history of
802.11g to draw conﬁdent conclusions about its evolution, but in view of the limited success
of PBCC in 802.11b deployment, and successful if limited deployment of OFDM-based
802.11a chipsets by major manufacturers, it seems plausible that the OFDM variant will
dominate 802.11g devices.
Trade-offs are necessarily encountered in the enhancement of the PHY. Higher data rates
use higher modulation states of the subcarriers and thus require better (S/N) than the old
QPSK chips. This implies that higher rate communications will have a shorter range than
the lower rates. The use of OFDM signals gives rise to higher peak-to-average power ratios,
allowing less transmission power from the same ampliﬁers to avoid distortion. The beneﬁt
of coexistence is achieved at the cost of reduced actual data rates in the presence of legacy
stations due to the overhead of any of the coexistence protocols discussed previously. These
problems are fairly minor bumps in the road, however; it seems likely that 802.11g products
will dominate the WLAN marketplace until crowding in the ISM band forces wider adoption
of 802.11a/dual-band devices.

8.3.8 802.11 (In)Security
Most participants in wireless networking, or indeed networking of any kind, are at least
vaguely aware that 802.11 presents security problems. You can hardly have a discussion of
802.11 without dealing with encryption and security; however, as whole books have already
been written on this subject, the treatment here will be quite cursory.
We must ﬁrst put the problem in its wider context. Most enterprise LANs have minimal
internal authentication and no security, because it is presumed that physical security of the
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Ethernet ports substitutes for systemic provisions of this nature (though those hardy souls
charged with administering networks at universities may ﬁnd such presumptions laughable
at best). Access to the network from the outside, however, is typically limited by a ﬁrewall
that controls the type and destination of packets allowed to enter and exit the local network.
Remote users who have a need to use resources from an enterprise network may use a virtual
private network (VPN), which is simply a logical link formed between two clients, one at
the remote site and the other at the enterprise network, with all trafﬁc between them being
encrypted so as to defeat all but the most determined eavesdropper. Trafﬁc on the Internet is
similarly completely open to interception at every intermediate router; however, reasonably
secure communications over the Internet can be managed with the aid of the Secure Sockets
Layer (SSL), another encrypted link between the user of a web site and the site server.
It was apparent to the developers of wireless data devices that the wireless medium is more
subject to interception and eavesdropping than the wired medium, though they were also
aware of the many vulnerabilities in existing wired networks. They therefore attempted to
produce a security mechanism that would emulate the modest privacy level obtained with
physically controlled Ethernet wired ports in a fashion that was simple to implement and
would not incur so much overhead as to reduce the WLAN data rate by an objectionable
amount.
The resulting Wired Equivalent Privacy (WEP) security system was made optional in the
classic standard but was widely implemented and extended. The system is a symmetric
key system, in which the same key is used to encrypt and decrypt the data, in contrast to
asymmetric systems in which a public key is used to encrypt data and a separate private
key is used to decrypt it. Public key systems are much more difﬁcult to penetrate but very
computation-intensive and are used for the secure exchange of symmetric keys but not for
packet-by-packet encryption. The basic idea of the encryption approach is to use the key to
create a pseudo-random binary string (the cipher stream) of the same length as the message to
be encrypted. The data bits (the plaintext) can then be added modulo-2 (which is the same as a
bit-by-bit exclusive-or [XOR]) to the cipher stream to create the encrypted data or cipher text,
which when added again to the same cipher stream will recover the original data (plaintext).
The general scheme is shown in Figure 8.21.
A simple way to achieve such a result is to use the key as the seed value for a random
number generator algorithm. The problem with this naive implementation is that every
instance of the (pseudo)random sequence would then be identical; it wouldn’t be very hard
for an eavesdropper to reconstruct the cipher stream once a large number of packets, many
containing known plaintext such as the contents of standard Internet packets, had been
intercepted. Therefore, to avoid using the same cipher stream for every packet while also
avoiding the complexity of exchanging a new key between the sender and receiver each time
a packet needs to be transmitted, the WEP algorithm uses an initialization vector (IV): 24
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Figure 8.21: Simplified schematic of WEP encryption.

additional bits that are prepended to the 48-bit secret key to form the seed for the random
number generator. In this fashion, each new packet gets a new seed for the random number
generator and thus a unique cipher stream.
In addition to security from interception, a secure communications system should provide
some means of authentication: Each side should have some conﬁdence that they are in fact
communicating with the machine (and ultimately the person) that is intended. The 802.11
standard appropriates WEP to support authentication by allowing an access point to challenge
a potential client with a plaintext packet, which the client then returns encrypted with the
shared WEP key. If the decrypted packet matches the original plaintext, the client is presumed
to have knowledge of the shared key and thus be privileged to make use of the resources of the
access point.
As has been so vividly shown with the public release of the remarkable means by which
British and American researchers cracked the German Enigma code during World War II,
attacks on cryptographic systems are rarely frontal but instead exploit weaknesses in the
system and implementation. WEP has a number of weaknesses and limitations, some of which
were quickly apparent and others more subtle and only revealed after signiﬁcant work by
outside researchers.
The ﬁrst weakness is in the deﬁnition of the IV. The IV is necessarily sent in the clear because
it is needed to decrypt the message content. As we noted previously, to get decent security out
of a random-number-generator scheme, it is necessary to avoid reusing the seed value because
this will generate a reused cipher stream. However, the IV space is only 24 bits. Furthermore,
there is no requirement in the speciﬁcation about how the IV is to be treated between
successive packets; any IV value may be used and must be accepted by the receiving station.
Many implementations simply incremented the IV value by 1 for each packet sent. In such
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a network, the IV is bound to be reused after 224  16.8 million packets. A heavily loaded
network would deliver that much trafﬁc in a couple of hours. Over the course of a week or
two of eavesdropping, a huge number of packets with identical IVs and thus identical cipher
streams could be collected and analyzed.
Once any cipher stream is obtained, it can be reused even in the absence of knowledge of
the shared key because any IV must be accepted. Any packets sent with the same IV can be
decrypted (at least to the length of the known cipher stream); further, a packet of the same
length with the intruder’s data can be encrypted, prepended with the same IV, and injected into
the system.
The authentication system is another weakness. If an eavesdropper can hear the challenge
and the response, the XOR of the challenge ( plaintext) and corresponding response (cipher
text) reveals the cipher stream. In this fashion, you can accumulate cipher streams for packet
injection or other attacks.
Obviously, it is even better to obtain the shared key and thus encrypt and decrypt freely than
to extract a few cipher streams. Attacks to ﬁnd the shared key can exploit the fact that the key
is deﬁned as a bit stream, but human users can’t remember bit streams very well and tend
to prefer words or streams of recognizable characters. Many 802.11 management systems
allow the entry of a text password, which is processed (hashed) into a 48-bit shared key.
Early hashing algorithms did not use the whole key space—that is, not all 48-bit numbers
were possible results—so that the effective size of the keys to be searched was only 21 bits,
which is about 2 million possibilities. (Some early cards even converted the ASCII values
of letters directly into a key, resulting in a greatly reduced key space that is also easily
guessed.) A very simple brute force recitation of all possible passwords is then possible,
given that you can automate the recognition of a successful decryption. Because certain types
of packets (standard handshakes for IPs) are present in almost any data stream, the latter is
straightforward.
Because IVs can be reused, if there isn’t enough trafﬁc on a network to crack it, an attacker
can always introduce more packets once she has acquired a few cipher streams, thus
generating additional trafﬁc in response.
Certain attacks are ﬁxed or rendered much less effective by simply increasing the length of
the shared key and the IV. Many vendors have implemented WEP variants with longer keys,
though these are not speciﬁed in the standard and thus interoperability is questionable. For
example, the larger space for keys, combined with improved hashing algorithms, renders the
brute force password guessing attack ineffective on 128-bit WEP key systems.
The widely publicized “cracking” of the WEP algorithm by Fluhrer, Mantin, and Shamir
(FMS) was based on a demonstration that the particular random number generator, RC4, used
in WEP is not completely random. RC4 is a proprietary algorithm that is not publicly released
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or described in detail in the standard. It has been reverse-engineered and shown to be based on
fairly simple swaps of small segments of memory. Fluhrer and colleagues showed that certain
IV values “leak” some information about the key in their cipher streams. To beneﬁt from this
knowledge, an attacker needs to know a few bytes of the plaintext, but because of the ﬁxed
nature of formats for many common packets, this is not difﬁcult. The number of weak IVs
needed to extract the shared key is modest, and the frequency of weak IVs increases for longer
key streams, so that for a network selecting its IVs at random, the time required to crack, for
example, a 104-bit key is only roughly twice that needed for a 40-bit key. Long keys provide
essentially no added security against the FMS attack. Shortly after Fluhrer et al. became
available, Stubbleﬁeld, Ioannidis, and Rubin implemented the algorithm and showed that keys
could be extracted after interception of on the order of 1,000,000 packets.
Finally, we should note that there is no provision whatsoever in the standard to allow a client
to authenticate the access point to which it is associating, so an attacker with a shared key can
set up a spoof access point and intercept trafﬁc intended for a legitimate network.
All the preceding attacks depend on another weakness in the standard: No provision was
made for how the shared secret keys ought to be exchanged. In practice, this meant that in
most systems the secret keys are manually entered by the user. Needless to say, users are not
eager to change their keys every week, to say nothing of every day, and manual re-entry of
shared keys more than once an hour is impractical. Further, manual key exchange over a large
community of users is an administrative nightmare. As a consequence, it is all too likely that
WEP shared secret keys will remain ﬁxed for weeks or months at a time, making the aforesaid
attacks relatively easy to carry out.
Some of the problems noted in the preceding text can be solved completely within the existing
standards. Weak IVs can be avoided proactively, and some vendors have already implemented
ﬁlters that ensure that weak IVs are never used by their stations. If all stations on a network
avoid weak IVs, the FMS attack cannot be carried out. Weak hashing algorithms for short keys
can be avoided by entering keys directly as hexadecimal numbers. In home networks with few
users and relatively light trafﬁc, manual key exchange on a weekly or even monthly basis will
most likely raise the effort involved in a successful attack above any gains that can be realized.
The simple measures cited here can hardly be regarded as adequate for sensitive industrial or
governmental data. In 2003, products conforming to a preliminary standard promulgated by
the WECA industrial consortium, known as Wi-Fi Protected Access (WPA), became available.
WPA is a partially backward-compatible enhancement of WEP. WPA uses the IEEE 802.1x
standard as a framework for authentication of users and access points; within 802.1x various
authentication algorithms with varying complexity and security can be used.
WPA uses a variant of the Temporal Key Integrity Protocol created by Cisco to improve
security of the packet encryption process. An initial 128-bit encryption key, provided in a
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presumably secure fashion using the 802.1x authentication process, is XOR’d with the sending
station’s MAC address to provide a unique known key for each client station. This unique
intermediate key is mixed with a 48-bit sequence number to create a per-packet key, which
is then handed over to the WEP encryption engine as if it were composed of a 24-bit IV and
104-bit WEP key. The sequence number is required to increment on each packet, and any
out-of-sequence packets are dropped, preventing IV-reuse attacks. The 48-bit sequence space
means that a sequence number will not be reused on the order of 1000 years at today’s data
rates, so there are no repeated cipher streams to intercept. A sophisticated integrity-checking
mechanism is also included to guard against an attacker injecting slight variations of valid
transmitted packets.
WPA addresses all the currently known attacks on WEP, though total security also depends
on proper selection and implementation of algorithms within the 802.1x authentication
process. It is certainly secure enough for home networks and for most enterprise/industrial
implementations. At the time of this writing (mid-2004), the 802.11i task group had approved
an enhanced standard based on the Advanced Encryption Standard rather than the WEP RC4
algorithm, which will provide an adequate level of security for most uses.
Enterprises that have serious concerns about sensitive data can also implement end-to-end
security through the use of VPNs and SSL web security. The advantage of this security
approach is that protection against eavesdropping at any stage of the communications process,
not just the wireless link, is obtained. However, VPNs are complex to set up and maintain and
may not support roaming of the wireless device from one access point to another, particularly
if the IP address of the mobile device undergoes a change due to the roaming process.

8.4 HiperLAN and HiperLAN 2
Some of the researchers who participated in deﬁning the 802.11a standard were also active in
similar European efforts: the resulting standards are known as HiperLAN. The HiperLAN 2
physical layer is very similar to that used in 802.11a: It is an OFDM system operating in the
5-GHz band, using an almost identical set of modulations and code rates to support nearly
the same set of data rates. The physical layer is also compliant with ETSI requirements for
dynamic frequency selection and power control.
However, the MAC layer is quite different. Instead of being based on the Ethernet standard,
it is based on a totally different trafﬁc approach, asynchronous transfer mode (ATM). ATM
networking was developed by telephone service providers in the 1980s and 1990s in an
attempt to provide a network that would support efﬁcient transport of video, data, and voice,
with control over the quality of service and trafﬁc capacity assigned to various users. Native
ATM is based on ﬁxed 53-byte packets and virtual connections rather than the variable
packets and global addressing used in IP networking over Ethernet. The HiperLAN MAC was
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constructed to provide a smooth interface to an ATM data network, by using ﬁxed time slots
assigned to stations by an access point acting as the central controller of the network.
ATM was originally envisioned as extending all the way from the WAN to the desktop but
in practice has seen very little commercial implementation beyond the data networks of
large telecommunications service providers. Similarly, no commercial products based on
HiperLAN have achieved signiﬁcant distribution, and I am not aware of any products in
current distribution based on HiperLAN 2. It seems likely, particularly in view of recent
FCC decisions bringing U.S. regulations into compliance with European regulations, that
802.11a products will achieve sufﬁcient economies of scale to prevent the wide distribution
of HiperLAN-based products in most applications. Although HiperLAN provides superior
quality-of-service controls to 802.11, many major vendors for the key quality of servicesensitive service, video delivery, have transferred their attention to the ultrawideband (UWB)
standardization activities in the 802.15.3a, discussed in the next section.

8.5 From LANs to PANs
WLANs are an attempt to provide a wireless extension of a computer network service.
WPANs are intended for a somewhat different purpose and differ from their WLAN cousins as
a consequence. The basic purpose of a WPAN is to replace a cable, not necessarily to integrate
into a network attached to that cable. WPANs seek to replace serial and parallel printer cables,
universal serial bus connections, and simple analog cables for speakers, microphones, and
headphones with a single wireless digital data connection. Personal areas vary from person
to person and culture to culture but are usually much smaller than a building, so PANs do not
need to have the same range expected of WLANs. The cables being replaced are generally
very inexpensive, so even more than WLANs, WPAN products must be inexpensive to build
and use. Many WPAN products are likely to be included in portable battery-powered devices
and should use power sparingly.
In this section we discuss three differing WPAN standards activities, all (at least today)
taking place under the aegis of the 802.15 working group of IEEE. As is often the case, with
the passing of time the deﬁnition of a category is stretched: What we’ve deﬁned as a PAN
for replacing low-rate cables is certainly evolving to replace higher rate cables and may be
becoming a path to the universal home data/entertainment network that many companies have
already unsuccessfully sought to popularize.

8.5.1 Bluetooth: Skip the Danegeld, Keep the Dane
The ﬁrst WPAN effort to achieve major visibility was the Bluetooth Special Interest Group,
initiated in 1998 by Ericsson with support from Intel, IBM, Nokia, and Toshiba. The
Bluetooth trademark is owned by Ericsson and licensed to users. Although the group clearly
displayed more marketing savvy than all the IEEE working groups put together in its choice
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of a memorable moniker—the name refers to Harald “Bluetooth” Blåtand, king of Denmark
from about AD 940 to 985—the separation of this activity from the IEEE helped produce a
standard that was not compatible in any way with 802.11 networks. Given the likelihood of
colocated devices using the two standards, this is unfortunate. The Bluetooth standard is now
also endorsed by the IEEE as 802.15.1.
To make life simple for users, the Bluetooth PAN was intended to operate with essentially no
user conﬁguration. Thus, Bluetooth networks are based on ad hoc discovery of neighboring
devices and formation of networks. Simple modulation, low transmit power, low data rate,
and modest sensitivity requirements all contribute to a standard that can be inexpensively
implemented with minimal power requirements. Frequency hopping was used to allow
multiple independent colocated networks. The network is based on synchronized time slots
allocated by the master device so that resources could be provided on a regular deterministic
basis for voice and other time-sensitive trafﬁc.
The architecture of Bluetooth networks is based on the piconet (Figure 8.22). In terminology
also perhaps harkening back to the time of King Blåtand, a piconet consists of one device that
acts as the master and a number of other devices that are slaves. Each piconet is identiﬁed by
the FH pattern it uses. The hopping clock is set by the master device, and slaves must remain
synchronized to the master to communicate. Provisions are made to permit devices both to
discover nearby piconets and spontaneously form their own.

Figure 8.22: Bluetooth piconet.

Only seven slave devices can be active at any given time. Some of the active devices can be
placed in a power-saving sniff state, in which they only listen for their packets occasionally,
or hold states, in which they do not actively participate in the piconet for some period of
time before checking back in. Additional members of the piconet may be parked: in the
parked state, slaves maintain synchronization with the master clock by listening to beacons
periodically but do not otherwise participate until instructed to become active.
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Piconets can physically overlap with one another with minimal interference, as they use
distinct hopping schemes. A slave in one piconet could be a master in another. By having
some devices participate in multiple piconets, they can be linked together to form scatternets.
Devices within a piconet can exchange information on their capabilities so that the user
may use printers, cameras, and other peripherals without the need for manual conﬁguration.
Devices use inquiry and paging modes to discover their neighbors and form new piconets.
The Bluetooth/802.15.1 PHY layer operates in the 2.4-GHz ISM band, which is available at least
partially throughout most of the world. The band in the United States is divided into 79 1-MHz
channels (Figure 8.23), with modest guard bands at each end to minimize out-of-band emissions.

Figure 8.23: Bluetooth channelization.

During normal operation, all members of the piconet hop from one frequency to another 1600
times per second. The dwell time of 625 μsec provides for 625 bit times between hops. When
a device is in inquiry or paging mode, it hops twice as fast to reduce the time needed to ﬁnd
other devices.
The signal is modulated using Gaussian minimum-shift keying, GMSK (also known as
Gaussian frequency-shift keying). GMSK can be regarded as either a frequency modulation or
phase modulation technique. In each bit time, frequency is either kept constant or changed so
as to shift the phase of the signal by π by the end of the period T (Figure 8.24). Because the

Figure 8.24: Gaussian minimum-shift keying.
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amplitude remains constant during this process, the peak-to-average ratio of a GMSK signal is
essentially 1, so such signals place modest requirements on transmitter and receiver linearity.
GMSK is similar to BPSK, but BPSK systems have no such constraint on the trajectory taken
between phase points and thus may have large amplitude variations during the transition from
one symbol to another. Each GMSK symbol carries only a single bit, and thus 1 Msps 
1 Mbps of data transfer capacity.
Bluetooth radios come in three classes: Class 1 can transmit up to 20 dBm (100 mW);
class 2 is limited to 4 dBm (2.5 mW); and class 3 devices, the most common, operate at
1 mW (0 dBm). Bluetooth receivers are required to achieve a bit error rate of 0.1% for a
received signal at 70 dBm: that’s a raw bit error rate of about 60% for 600-bit packets. These
speciﬁcations are rather less demanding than the corresponding 802.11 requirements: Recall
that an 802.11 receiver is required to achieve a sensitivity of 80 dBm at 2 Mbps and typical
transmit power is 30–100 mW. A link between two compliant class 3 devices has 30 dB less
path loss available than a link between two 802.11 devices. The receiver noise and transmit
power requirements are correspondingly undemanding: Bluetooth devices must be inexpensive
to build.
An example of a link budget calculation is shown in Figure 8.25. We’ve assumed a transmit
power of 1 dBm and modest antenna directivity (1 dB relative to an isotropic antenna [dBi])
and efﬁciency (80%) as the antennas are constrained to be quite small to ﬁt into portable/
handheld devices. At 3 m the free-space path loss is about 51 dB; we assumed that if a person

Figure 8.25: Bluetooth sample link budget: 10 m, 0 dBm TX power.
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is in the way of the direct path, an additional 10 dB of obstructed loss is encountered. If we
assume a modest 4 dB (S/N) is required by the GMSK modulation, we ﬁnd that we have room
for 39 dB of excess noise from the receiver while still providing 10 dB of link margin in the
presence of an obstruction. This is a huge noise ﬁgure; practical Bluetooth devices can do
much better. The Bluetooth speciﬁcations are appropriate for inexpensive devices meant to
communicate at moderate rates over ranges of a few meters.
A few words about the security of a Bluetooth link seem appropriate. Bluetooth links have two
fundamental security advantages over 802.11 irrespective of any encryption technology. The
ﬁrst is a physical limit: A Bluetooth class 3 transmitter at 0 dBm is harder to intercept from
afar than an 802.11 access point at 20-dBm transmit power. The second is related to the usage
of the devices. Most 802.11 devices are connected to a local network of some kind, which
provides many resources of interest to an attacker: Servers containing possibly valuable data
and a likely connection to the global Internet. Many Bluetooth devices may provide access to
only a single data stream or a few neighbor devices. The attacker who intercepts data sent to a
printer from a few meters away might just as well walk over to the printer and look at what’s
coming out. Finally, any given Bluetooth link is likely to be used less intensively and provides
a lower peak data rate than an 802.11 link, so an attacker has a harder time gathering data to
analyze.
That being said, Bluetooth provides security services that are in some ways superior to those
in 802.11. Authentication and encryption are both provided and use distinct keys. The cipher
stream generation uses the E0 sequence generator, which is at the present regarded as harder
to attack than RC4. However, just like in 802.11, weaknesses are present due to the usage
models. Keys for devices with a user interface are based on manually entered identiﬁer (PIN)
codes. Users won’t remember long complex codes and don’t do a very good job of choosing
the codes they use at random, so links are likely to be vulnerable to brute force key-guessing
attacks. Devices without a user interface have ﬁxed PIN codes, obviously more vulnerable to
attack. Devices that wish to communicate securely must exchange keys in a pairing operation;
if an eavesdropper overhears this operation, he is in an improved position to attack the data.
Although there hasn’t been as much publicity about cracking Bluetooth, as was the case
with 802.11, it is prudent to use higher layer security (VPN or SSL, etc.) if large amounts of
sensitive data are to be transferred over a Bluetooth link.

8.5.2 Enhanced PANs: 802.15.3
The 802.15.3 task group was created to enhance the capabilities of 802.15.1 (Bluetooth)
while preserving the architecture, voice support, low cost of implementation, and range of the
original. Data rates as high as 55 Mbps were targeted to allow applications such as streaming
audio and video, printing high-resolution images, and transmitting presentations to a digital
projector. Because the work was now under the aegis of the IEEE, the group sought to create a
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PHY with some compatibility with existing 802.11 devices; thus a symbol rate of 11 Msps was
chosen, and the channels were to be compatible with the 5-MHz 802.11 channels. However,
the group sought to use a slightly reduced bandwidth of 15 MHz so that more nonoverlapping
channels could be provided in the same area than 802.11 classic or b/g allow.
In July 2003, the 802.15.3 task group approved a new PHY layer standard that provides higher
data rates while otherwise essentially using the Bluetooth MAC and protocol stack. The
general approach is to use more sophisticated coding than was available a decade ago to allow
more data to be transferred in less bandwidth. As with 802.11a and g, higher modulations are
used to send more data per symbol; 32QAM uses the 16QAM constellation with the addition
of partial rows and columns. (See Table 8.3.)
Table 8.3: 802.15.3 data rates
Modulation

Coding

Code Rate

Data Rate (Mbps)

Sensitivity (dBm)

QPSK

TCM

1/2

11

82

DQPSK

None

–

22

75

16QAM

TCM

3/4

33

74

32QAM

TCM

4/5

44

71

64QAM

TCM

2/3

55

68

A novel coding approach, trellis-coded modulation (TCM), is used to achieve good
performance at modest (S/N). In the conventional coding schemes we examined so far, each
set of bits determines a modulation symbol (for example, a dibit determines a QPSK point),
and the received voltage is ﬁrst converted back to a digital value (an estimate of what the
dibit was) and then used to ﬁgure out what the transmitted code word probably was. Coding
is a separate and distinct operation from modulation. TCM mixes coding and modulation
operations by dividing the constellation into subsets, within each of which the distance
between signal points is large. The choice of subset is then made using a convolutional
code on some of the input bits, whereas the choice of points within the subset is made using
the remainder of the input bits uncoded. The subset points are widely separated and noise
resistant, so uncoded selection works ﬁne. The subsets are more difﬁcult to distinguish from
one another, but this choice is protected by the code, making it more robust to errors. The
net result is typically around 3 dB of improved noise margin in the same bandwidth versus a
conventional modulation.
The beneﬁts of this approach are revealed in the spectral emission mask (Figure 8.26). The
802.15.3 signal is able to deliver the same data rate as 802.11g but ﬁts completely within a
15-MHz window. The practical consequence is that you can ﬁt ﬁve nonoverlapping channels
into the U.S. ISM band, providing more ﬂexibility in channel assignment and reducing
interference. Some exposure to increased intersymbol interference and sensitivity to multipath
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Figure 8.26: Comparison of 802.11b and 802.15.3 emission spectral mask.

may result from the narrower bandwidth, but because 802.15.3 is a PAN technology not
intended to be used at long ranges, little performance limitation should result.

8.5.3 UWB PANs: A Progress Report
Although 55 Mbps may seem like a lot of bits, it is a marginal capacity for wireless transport of
high-deﬁnition television signals (a technology that may ﬁnally reach mainstream deployment
in this decade in conjunction with large-screen displays). Task group 802.15.3a was charged
with achieving even higher data rates, at minimum 100 Mbps with a target of 400 Mbps, to
support versatile short-range multimedia ﬁle transfer for homes and business applications.
To achieve such ambitious goals, the task group turned to a new approach, based again
on recent FCC actions. In 2002 the FCC allowed a novel use of spectrum, ultrawide band
transmission. UWB radios are allowed to transmit right on top of spectrum licensed for other
uses (Figure 8.27). However, UWB radios operate under several restrictions designed to

Figure 8.27: U.S. FCC and proposed ETSI limits for ultrawide band emitters (EIRP is equivalent
isotropic radiated power).
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minimize interference with legacy users of the spectrum. First, the absolute power emitted at
any band is restricted to less than 40 dBm, which is comparable with the emissions allowed by
nonintentional emitters like computers or personal digital assistants. The restrictions are more
stringent in the 1- to 3-GHz region to protect cellular telephony and global position satellite
navigation. Finally, like the original requirements on the ISM band, UWB users are required
to spread their signals over at least 500 MHz within the allowed band.
The wide bandwidth available for a UWB signal means that the peak data rate can be very
high indeed. However, the limited total power implies that the range of transmission is not
very large. As with any transmission method, UWB range can be extended at the cost of
reduced data rate by using more complex coding methods to allow a tiny signal to be extracted
from the noise.
The resulting trade-off between range and rate is shown in Figure 8.28. Here a full band
transmission is one that exploits the whole 7-GHz bandwidth available under the FCC specs,
whereas a subband transmission uses only the minimum 500-MHz bandwidth. It is clear that a
subband approach can deliver 100 Mbps at a few meters, appropriate to a PAN application. As
the demanded range increases, even the full UWB band cannot provide enough coding gain
to substitute for transmit power, and the performance of the UWB transmitter falls below that
of a conventional 802.11a system. UWB systems do not replace conventional WLAN systems
but have ideal characteristics for WPAN applications.

Figure 8.28: UWB range versus data rate, shown for both full band (7 GHz) and subband
(500 MHz) approaches (after Gandolfo, Wireless Systems Design Conference, 2003).

At the time of this writing, two distinct proposals are under consideration by the 802.15.3a
task group as a WPAN standard. We ﬁrst examine the direct-sequence CDMA proposal,
based on 802.15–03 334/r3 due to Welborn et al., with some updates from /0137 . . . r0.
This proposal divides the available bandwidth into two chunks, a low band and a high
band, avoiding the 5-GHz UNII region to minimize interference with existing and projected
unlicensed products (Figure 8.29). The radio can operate using either the low band
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Figure 8.29: Pulse UWB band structure.

only, the high band only, or both bands, achieving data rates of 450, 900, or 1350 Mbps,
respectively. Alternatively, the dual-band operating mode can be used to support full-duplex
communications, in which the radio can transmit in one band and simultaneously receive in
the other.
The transmissions use Hermitian pulses, the nomenclature referring to the pulse shape and
consequent spectrum (Figure 8.30). The high band pulse is shown; a longer pulse is used for
the low band.

Figure 8.30: High-band modified Hermitian pulse.

The modulation techniques used are either BPSK or a variant of biphase keying: M-ary
biorthogonal keying (MBOK). In this scheme, the allowed symbols are speciﬁc sequences
of positive and negative pulses; the sequences can be arranged in a hierarchy of mutually
orthogonal symbols, in the sense that if they are multiplied together timewise and the sum
taken (i.e., if they are correlated), the sum is 0 for distinct sequences. An example for M  4 is
shown in Figure 8.31. Each possible symbol is composed of four pulses, shown in the diagram
on the left. In the shorthand summary on the right, an inverted pulse is denoted “” and a
noninverted pulse is “.” Clearly, the ﬁrst two symbols (00 and 01) are inversions of each
other, as are the last two (10 and 11). Either symbol in the ﬁrst group is orthogonal to either
symbol in the second, for example, 00.10  1  1  1  1  0, where we have assumed the
product of a positive pulse and an inverted pulse to be 1.
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Figure 8.31: 4-Ary biorthogonal symbols.

The proposed radio architecture uses the MBOK symbols as chips in a CDMA system. Each
data bit is multiplied by a 24- or 32-chip code. This scheme is similar to the Barker code used to
multiply data bits in the 802.11 classic PHY, but unlike 802.11, in this case multiple codes are
provided to enable simultaneous noninterfering use of the bands. Four independent 24-chip codes
are provided, allowing four independent users of each band or eight total colocated piconets.
A rake receiver can be used to separately add the contributions of sequences of chips arising from
paths with different delays; a decision feedback equalizer is assigned to deal with interference in
the data symbols resulting from multipath. Both convolution and block code options are provided;
the codes may be concatenated for improved performance at the cost of computational complexity.
Link performance at a transmit-receive distance of 4 m and data rate of 200 Mbps is
summarized in Table 8.4. Note that the transmit power, 10 dBm, is 10 dB less than the lowest
Bluetooth output and about 25 dB less than a typical 802.11 transmitter. The required bit
Table 8.4: Link performance, DS-CDMA
UWB at 200 Mbps
Parameter

Value

Data rate

200 Mbps

T X power

10 dBm

Path loss

56 dB (4 m)

R X power

66 dBm

Noise/bit

91 dBm

R X noise figure

6.6 dB

Total noise

84.4 dBm

Required Eb  No

6.8 dB

Implementation loss

2.5 dB

Link margin

8.7 dB

R X sensitivity

75 dBm
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energy over noise, Eb /No, is comparable with what we have encountered in conventional
BPSK or QPSK modulation. Allowing for a couple of decibels of “implementation loss”
(antenna limitations, cable losses, etc.) and a noise ﬁgure of 6.6 dB, the link should still
achieve a respectable 75 dBm sensitivity, allowing some margin at a few meters range.
The second current proposal is based on multiband OFDM, as described in IEEE 802.15–
03/267r2, r6 Batra et al., with some updates from 802.15–04/0122r4 of March 2004. In this
case, the available UWB bandwidth is partitioned into 528-MHz bands (recall that 500 MHz
is the smallest bandwidth allowed by the FCC for an UWB application), as shown in Figure
8.32. The bands are assembled into ﬁve groups. Group 1 devices are expected to be introduced
ﬁrst, with more advanced group 2–5 devices providing improved performance. All devices are
required to support group 1 bands; the higher bands are optional.

Figure 8.32: Band definitions for OFDM UWB proposal.

The implementation requires a 128-point inverse FFT to create subcarriers spanning slightly
more than 500 MHz of bandwidth. To reduce the computational demands, QPSK modulation
on each subcarrier is used, instead of the higher QAM modulations used in 802.11a/g.
Furthermore, for data rates less than 80 Mbps, the subcarrier amplitudes are chosen to be
conjugate symmetric around the carrier. That is, the nth subcarrier at positive frequency
(relative to the carrier) is the complex conjugate of the nth subcarrier at negative frequency.
A signal composed of complex conjugate frequencies produces a pure real voltage (this is just
a fancy way of reminding us that eiωt  eiωt  2 cos (ωt)). This means that the transmitter
and receiver don’t need separate branches to keep track of the in-phase and quadrature (I and
Q) components of the signal and can be simpliﬁed.
Successive OFDM symbols are sent on different bands within a band group. Within each band
group 1–4 there are four hopping patterns, each six symbols long, allowing for four colocated
piconets. (Group 5 supports only two hopping patterns.) Thus, a total of 18 colocated piconets
is possible.
The implementation parameters for the 200 Mbps are summarized in Table 8.5. A convolutional code with rate 5/8 (8 output bits for 5 input bits) is used. Of the 128 subcarriers, 22 are
used as pilot tones and guard tones and 6 are not used at all. The resulting symbol is about
1/4 of a microsecond long. The cyclic preﬁx is no longer included because this preﬁx adds a
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Table 8.5: Wideband OFDM parameters,
200 Mbps rate
Parameter

Value

Data rate

200 Mbps

Modulation constellation

OFDM/QPSK

FFT size

128 tones

Coding rate

R  5/8

Spreading rate

2

Pilot/guard tones

22

Data tones

100

Information length

242.4 nsec

Padded prefix

60.6 nsec

Guard interval

9.5 nsec

Symbol length

312.5 ns

Channel bit rate

640 Mbps

periodicity to the signal, giving rise to spectral lines which reduce the amount of power that
can be transmitted. Instead, an equivalent amount of zero padding is added in frequency space
(zero-padded OFDM). Each data symbol is spread by being sent twice, in separate frequency
subbands. A brief guard interval is provided between symbols to allow the radio to change
subbands. The use of separate subbands allows multiple colocated piconets.
In Table 8.6 we compare link performance for the two proposals for a data rate of 200 Mbps
at 4 m. OFDM has a slight advantage in noise tolerance, giving it modestly improved
Table 8.6: Link performance, 200 Mbps
Parameter

Wideband OFDM

DS-CDMA

Information data rate

200 Mbps

200 Mbps

Average TX power

10 dBm

10 dBm

Total path loss

56 dB (4 m)

56 dB (4 m)

Average RX power

66 dBm

66 dBm

Noise power per bit

91.0 dBm

91 dBm

Complementary metal-oxide
semiconductor RX noise figure

6.6 dB

6.6 dB

Total noise power

84.4 dBm

84.4 dBm

Required Eb  No

4.7 dB

6.8 dB

Implementation loss

2.5 dB

2.5 dB

Link margin

10.7 dB

8.7 dB

R X sensitivity level

77.2 dBm

75 dBm
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sensitivity. However, as we noted in connection with the 802.11b PHY, small distinctions in
radio performance are likely to be less important than cost and ease of use in determining
commercial viability.
Recent modiﬁcations (March 2004) to the direct-sequence proposal have changed the MBOK
signaling and proposed a common signaling mechanism between the multiband OFDM
and direct sequence approaches. The selection process appears to be favoring the multiband
OFDM proposal, but it has not yet been approved. At the time of this writing, it is not known
whether either of these proposals will be approved by the IEEE as standards or whether the
resulting standard will enjoy any success in the marketplace. However, even if never deployed,
these proposals provide an indication of the likely approaches for future high-rate short-range
radio technologies.

8.6 Capsule Summary
WLANs are constructed to extend LANs and share some of the properties of their wired
forebears. However, the wireless transition places requirements on any WLAN protocol for
connection management, medium allocation, error detection and correction, and additional
link security. IEEE 802.11b WLANs provided a good combination of range and data rate
at low cost and easy integration with popular Ethernet-based wired LANs; the successful
WECA consortium also provided assurance of interoperability between vendors. These factors
made 802.11b Wi-Fi networks popular despite limited support for time-sensitive trafﬁc and
porous link security. Enhancements of the 802.11b standard to higher data rates (802.11g) and
different bands (802.11a) provide an evolution path to support more users and applications;
WPA and eventually 802.11i enable a more robust encryption and authentication environment
for protecting sensitive information.
Contemporaneous with the evolution of WLANs, WPANs have been developed to replace
local cables. For historical and technical reasons, a distinct PAN architecture has evolved,
using master/slave self-organizing piconets. WPAN radios are targeted for short-range
communications and require modest transmit power and limited receiver sensitivity. Support
for time-sensitive trafﬁc is provided in the design. WPANs are evolving toward higher data
rates and in a possible UWB implementation may provide the basis for the long-envisioned
convergence of the various home entertainment/ information media into a single short-range
wireless network.

8.7 Further Reading
802.11 Networks
802.11 Networks: The Definitive Guide, M. Gast: The best overall introduction. Goes far
beyond what we have provided here in examining framing and network management.
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Wireless Local Area Networks, B. Bing (ed.), Wiley-Interscience, 2002: Because this is a
collection of chapters by different authors from different organizations, the quality of the
chapters varies considerably, but the book covers a lot of ground. Chapter 2 (Heegard et al.)
provides a very nice discussion of the performance of 802.11b codes.
How Secure Is Your Wireless Network?, L. Barken, Prentice-Hall, 2004: Provides a somewhat
more detailed discussion of the ﬂaws in WEP and a practical introduction to the use of WPA,
EAP, and VPN setup.

WEP Attacks
“Weaknesses in the Key Scheduling Algorithm of RC4,” S. Fluhrer, I. Mantin, and A. Shamir,
Selected Areas in Cryptography Conference, Toronto, Canada, 16–17 August 2001.
“Using the Fluhrer, Mantin and Shamir Attack to Break a WEP,” A. Stubbleﬁeld, J. Ioannidis,
and A. Rubin, Network and Distributed Security Symposium Conference, 2002.

Bluetooth
Bluetooth Revealed, B. Miller and C. Bisdikian, Prentice-Hall, 2001: Nice description of
how the Bluetooth protocols work to provide discovery, association, and network trafﬁc
management.

Trellis-Coded Modulations
Digital Modulations and Coding, S. Wilson.

Standards
http://www.ieee802.org/ is the home page for all the 802 standards activities. At the time
of this writing, 802 standards are available for free download as Adobe Acrobat PDF
ﬁles 6 months after they are approved. Many working documents are also available on
the respective task group web pages. Draft standards that are not yet available for free
download can be purchased from the IEEE store (but beware of awkward digital-rightsmanagement limitations on these ﬁles, at least as of 4Q 2003).
http://www.etsi.org/SERVICES_PRODUCTS/FREESTANDARD/HOME.HTM provides
access to ETSI standards as PDF downloads. The HiperLAN standards are described in a
number of ETSI documents; three useful ones to start with are as follows:
ETSI TS 101 475 v 1.3.1 (2001): “Broadband Radio Access Networks . . . HiperLAN 2
PHYSICAL LAYER”
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TR 101 031 v 1.1.1 (1997) “Radio Equipment and Systems . . . (HiperLAN) . . .”
ETSI EN 301 893 v 1.2.3 (2003) “Broadband Radio Access Networks . . . 5 GHz High
Performance RLAN”
http://www.bluetooth.com/ is the home page for the Bluetooth Special Interest Group (SIG),
but at the time of this writing it appears that standardization activity is not included at this
web site.
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Outdoor Networks
Daniel M. Dobkin

9.1 Neither Snow nor Rain nor Heat nor Gloom of Night . . .
. . . ought to keep an outdoor network from transporting its appointed packets—but then there
are lightning strikes too. It’s a dangerous world out there in the wild outdoors for an access
point as well as a very different sort of environment for propagation of radio waves. In this
chapter, after examining some fundamental issues having to do with radio signals, we proceed
from small to large and near to far, examining local coverage networks ﬁrst, then point-topoint bridges and point-to-multipoint networks, and ﬁnally long line-of-sight links.
We conclude with a few important notes on safety in design, construction, and working
practices for outdoor facilities.
Before we plunge into details of implementation, it is appropriate to set the stage with a few
cautions. Institute of Electrical and Electronic Engineers (IEEE) 802.11 is a wireless local
area network (WLAN) standard set. Although wireless bridges from one building’s wired
network to a neighbor are quite sensible within the conﬁnes of the standard, most other
outdoor uses stretch the intended functionality of the Wi-Fi protocols. The 802.11 medium
access control (MAC) has proven remarkably adaptable to these alternative applications, but
consideration of other approaches may often be appropriate, depending on the scope and
scale of services to be provided. In particular, the 2003 approval and upcoming additions to
the IEEE 802.16 metropolitan area network standards provide a standards-based solution
to outdoor broadband networks that is being supported by many vendors, both with existing
proprietary systems and newcomers to the ﬁeld. Also known as WiMax, the 802.16 standard
provides many capabilities particularly useful for point-to-multipoint long-reach networks and
should be kept in mind if high data rates and demanding quality-of-service speciﬁcations are
contemplated.
Furthermore, unlike indoor networks where most of the signal is conﬁned in many cases
within a single owner’s geographic domain, outdoor signals will often cross over public and
private property not owned by the user. Both enlightened self-interest and ethical standards
demand that consideration be given to other actual and potential users of the same wireless
medium so that disputes are, whenever possible, avoided rather than litigated.
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If interception of indoor signals must be considered possible, interception of outdoor signals
must be presumed inevitable. This is not a concern if the main use is for access to the public
Internet, but if private trafﬁc of any kind is envisioned, security must be attended to. Native
Wired Equivalent Privacy, or the enhanced WPA version if available, should be supported
when public access is not desired, both to signal casual users that the network is closed and
to provide a ﬁrst layer of link security. Real security for critical data should be implemented
end to end, using virtual private network technology for LAN access and secure sockets layer
for web and Internet trafﬁc. Wired connections to outdoor access points should be treated
as insecure ports and isolated from a trusted network by a ﬁrewall or equivalent security
precautions.

9.2 Line-of-Sight Sites
The ﬁrst question you should ask about an outdoor installation is “How far can you go?”
Let’s assume we’re trying to evaluate the performance of a network meant to cover a large
open area. The access point can use an “isotropic” antenna that broadcasts in all horizontal
directions but suppresses transmission straight up and straight down, directions unlikely to
be of much help in most outdoor applications. Such an antenna will typically provide around
6 dBi (dB relative to an isotropic antenna) of directive gain in the horizontal plane. Because
the client antenna might be oriented in some arbitrary direction, we’ll conservatively give it
no directive beneﬁt over a dipole (a directivity of 0 dBi). Assuming either that cable loss is
negligible or that it has been corrected for, we’ll allow the maximum legal transmission of
1 W at 2.45 GHz. The Friis equation for the received power becomes
⎛ 0.122 ⎞⎟
⎟  20 log (r )
PRX , dBm  30  6  0  20 log ⎜⎜
⎜⎝ 4(3.14) ⎟⎟⎠

(9.1)

The resulting received power is plotted in Figure 9.1. If we use the rule of thumb for reliable
high-rate 802.11 transport—a minimum of 75 dB from a milliwatt (dBm) received power—we
ﬁnd that our little 1-W transmitter should easily reach 3500 m. That’s 3.5 km or a bit over
2 miles—a respectable performance for a modest amount of input power. If we were to add an
isotropic antenna at the receiver, at the cost of a dorky-looking client, we’d get an additional
factor of 2 in range, bringing us up to 7 km—quite comparable with the range achieved in
practice by very expensive high-power cellular telephony base stations. So far it doesn’t look
very hard to run a radio outdoors. Unfortunately, that’s so because we haven’t looked very
hard yet. All sorts of obstacles, literal and ﬁgurative, restrict the achievable performance of
microwave radios outdoors.
The literal obstacles play a more important and rather different role than was the case indoors,
because of the change in scale. Recall that the proper way to characterize the size of an obstacle
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Figure 9.1: Received power for free-space propagation.

from the point of view of radio propagation is by the Fresnel zones it subtends: Equivalently,
we can scale the size of the obstacle by the characteristic length for diffraction. We ﬁnd
u
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(9.2)
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In an urban or suburban environment, the characteristic distance in a random direction in
which an obstacle is encountered is on the order of, for example, 20 m, so at 2.45 GHz,
the characteristic length scale for diffraction xF ⬇ 1 m. A typical obstacle (a building, for
example) might be 10–30 m in all dimensions, with a large building approaching 50 m, so
the normalized size u is on the order of 10–30 or greater. Recall that except very close to an
obstacle, normalized sizes of one to four were more typical in indoor environments. Outdoor
objects cast much deeper shadows at microwave frequencies than most indoor objects do.
Outdoor objects, being composed of many indoor obstacles, are normally quite opaque to
transmission as well: An empty open building with a steel frame and glass external walls
might provide little impediment to propagation, but in a more typical case the direct ray
through the building is likely to encounter external and internal load-bearing walls, partition
walls, and people and their tools and toys, each imposing its share of attenuation. To really
get 3500 m, we are going to need something approaching a clear line of sight between the
transmitter and receiver.
The long distances encountered outdoors also mean that multipath takes on a whole different
meaning. If we could really achieve our ideal case of 3500 m of separation, the propagation
delay attendant upon this separation is 10,000 nsec or 10 μsec, signiﬁcantly longer than
even an 802.11a/g orthogonal frequency-division multiplexing (OFDM) symbol. A reﬂected
path with a signiﬁcantly different path length, if of comparable magnitude with the direct
signal, will overwhelm the multipath tolerance of the 802.11 protocols, which were designed
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primarily for short-range indoor use. Remember that the path length itself will have little
effect on the received signal: An additional 1500 m will impose only (3500/5000)2 ⬅ 3 dB of
attenuation but adds 5000 nsec of delay. A singly reﬂected path might suffer an additional
3–20 dB of reﬂection loss, though for multiply-reﬂected paths the loss attendant upon
reﬂection becomes signiﬁcant. The singly reﬂected path will be perhaps 6–20 dB below the
direct path, okay for binary phase-shift keying or perhaps quaternary phase-shift keying
modulation but a major problem for higher modulation schemes with more demanding signalto-noise ratios. Thus, intersymbol interference from multipath components is potentially
a major problem for outdoor links. The situation is exacerbated if the direct path between
transmitter and receiver is obstructed by buildings or foliage, because in this case it is very
likely that multiple paths of roughly equal power but vastly differing delay will be present.
A clear line of sight offers not only a better chance to receive enough power, but also a
better-quality signal.
(There are technological solutions to the problem of large multipath components that work
very well for cell phones, which require only around 10 Kbps for a compressed voice channel.
Code-division multiple access phones can use a rake receiver. By searching for delayed copies
of the code assigned to a particular logical channel in a particular phone and adding them
together with the necessary delay correction, a rake receiver can combine the power from
several paths. This technique can also be used for 802.11 classic signals, which use a Barker
code, but the 11 Barker-code chips provide only about a microsecond of multipath tolerance,
and of course the Barker code is not used at higher data rates. Equalizers use a similar trick,
reconstructing the transmitted signal from a weighted sum of delayed versions of the received
signal, but equalizers for high-rate data become complex when the delay is much longer than
the symbol times.)
Outdoor links are also subject to many time-dependent phenomena that are generally not
encountered indoors: wind, rain, snow, seasonal and time-dependent variations in foliage,
and (for long links) refractive misdirection of the direct path. Even once the known obstacles
are dealt with, the prudent planner must provide for additional link margin to allow for all
these new potential failure modes. How much margin is required depends on what system
reliability the user is trying to achieve and how much he is willing to pay to achieve it. Recall
that our 75 dBm guideline already includes about 8 dB of margin over the typical 11-megabits
per second (Mbps) sensitivity for an 802.11b client to account for Raleigh-type fading; in
an outdoor environment it would not be at all unusual to tack 10 or even 20 dB on top of this
to achieve the sort of 97% availability that you might expect at a minimum for a usable
network. Resources are available, discussed later in the chapter, to approximate the effects
of precipitation and other common impairments on link performance, but to get to 99% and
start tacking nines on after the decimal point, it is indispensable to monitor the speciﬁc link
of interest, because each geographic location has its own unique issues. Outdoor microwave
links, like politics, are local.
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9.3 Outdoor Coverage Networks
9.3.1 Propagation
We already know we can go a few tens of meters indoors, depending on the building we’re
in. We’ve established that we could go a few kilometers out of doors if only things didn’t
get in the way. What happens when they do? What does propagation look like in an urban
or suburban environment? Most urban environments are organized around streets, often
lined with and sometimes containing trees, and the regions between the streets, occupied by
buildings and various sorts of open spaces. We need to understand how the mechanisms of
reﬂection, diffraction, absorption, and refraction act in such an environment.
Let’s examine reﬂection ﬁrst. Figure 9.2 shows a diagram of reﬂected rays along a street
whose margin is populated by buildings of varying size and conﬁguration. Near the
transmitter, the direct ray will likely dominate because reﬂection coefﬁcients are usually
modest for high angles (unless large metallic walls are present). As the receiver moves down
the street, the reﬂected rays will arise from higher angles and thus become more signiﬁcant
due to the increase in reﬂection coefﬁcient. The average power is likely to be higher than
that expected from unobstructed propagation, though the instantaneous power at any location
will exhibit Rayleigh-like fading because the relative phase of the various reﬂected rays is
unpredictable. At very large distances, the reﬂectivity of truly smooth surfaces like windows
will continue to increase, but random scattering will decrease the reﬂection from rougher
surfaces like brick, cut stone, or poured concrete. Scattering will be more noticeable at 5 GHz
than at 2.45, as the surface roughness is scaled by the wavelength.

Figure 9.2: Reflection along a street (top view).
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Reﬂection from buildings will also result in some propagation around corners (Figure 9.3),
but once the intersection is far from the transmitter, multiple reﬂections would be needed to
get very far (unless a specular surface at an odd angle happens to be present on one of the
buildings at the corner). Each reﬂection incurs additional losses of at least several decibels;
multiple reﬂections will provide coverage within a few street widths of a corner, but not much
farther.

Figure 9.3: Reflection around a corner.

We’ve already noted that propagation through buildings is not likely to play a large role,
except in areas of economic distress like that sadly visible in many locations in Silicon Valley
at the time of this writing. (But business parks ﬁlled with empty buildings don’t need network
coverage anyway.) The refractive index of air is very close to 1 under all circumstances; as we
describe in more detail in section 9.4, refraction plays an important role at distances of tens
of kilometers but is not signiﬁcant between streets. What about diffraction over the roofs or
around the walls of buildings? The only relevant problem that we’ve examined in detail is that
of diffraction at the edge of a semi-inﬁnite plane, so in the spirit of looking where the light is
good, let’s treat a building as if it were ﬂat and unending (Figure 9.4). When the transmitter,
roof edge, and receiver are just in line, the amplitude is reduced by a factor of 2 and the
power by 6 dB; as the receiver moves below the roof edge (the displacement being measured
in normalized units), the signal initially falls rapidly, being attenuated 30 dB for normalized
displacements 10.
Because the only providers of large, thin, ﬂat structures—drive-in movie theaters—are
becoming increasingly rare with the advent of multiplexes and DVDs, you might reasonably
ask for some validation for such a simplistic approach to the urban diffractive jungle.
Fortunately, Frederiksen and coworkers performed some of the requisite measurements. Their
measurement arrangement is depicted in Figure 9.5.
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Figure 9.4: Diffraction over the roof of a building treated as diffraction by
the edge of a semi-infinite plane.

Figure 9.5: Measurement arrangement for rooftop diffraction: transmitter at
1.7 GHz; receiver height varied in 5-m steps from roof to ground.

(They measured locations with various relationships between the heights h1, 2, 3; here we report
the data only for h1  h2.) Figure 9.6 shows that the simple edge-diffraction model is within
a few decibels of the measured data. More sophisticated models (see Frederiksen et al. for
citations) that attempt to account for multiple edges and complex shapes exist, but for our
purposes are unnecessarily complex.
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Figure 9.6: Measured signal strength, normalized to signal at the roof edge,
compared with edge-diffraction model (from Frederiksen et al.,
IEEE Vehicular Tech. Conf. 2000, p. 896).

Having validated the simple model, what scaling length should we use to apply it? In the worst
case, the receiver is fairly close to the building (e.g., 5 m), so if the transmitter is distant, we
have Rav ⬇ 5 m and the scaling length xF ⬇ 0.5 m at 2.45 GHz. A normalized displacement
of 10 is around 10(0.5)  5 m (15 feet) below the roof edge. Because the receiver is probably
a meter or two off the ground for convenient human use, this would correspond to a rooftop
about 6–7 m high, typical of a ranch-style residence or a two-story commercial building. To get
even 20 dB attenuation, the receiver needs to be within a few meters of the roof line. We have
to count on 30 dB of attenuation in hopping from a transmitter on one street to a receiver on the
neighboring street. If the transmit power and antenna gains are ﬁxed, we can accommodate this
increased path loss only by decreasing the distance: From Figure 9.1 it is apparent that 30 dB
of diffraction loss reduces the ideal range to on the order of 100 m. A transmitter can get to the
neighboring parallel street by hopping over an intervening roof if it isn’t too high, but the signal
won’t go much farther.
Can the signal turn a corner? That is, what happens along perpendicular streets that intersect
that on which the transmitter lives? Near the corner, as we’ve noted, the received signal can
beneﬁt from rays reﬂected once or twice off the neighboring buildings. Farther away, the only
path available is the diffracted path (assuming that the buildings are high and opaque). We’d
expect again to encounter attenuations of 30 dB and more. Measured data for tests performed in
New York and Boston by Erceg and colleagues is shown in Figure 9.7, along with theoretical
predictions they made using the uniform theory of diffraction we brieﬂy mentioned earlier.
At a location 100 m down the perpendicular street, they found path losses of 35, 40, and 50 dB
at 0.9, 2, and 6 GHz, respectively. By reference to Figure 9.1, these losses will limit the range
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Figure 9.7: Measured path loss along a perpendicular street (corner at 200 m
from transmitter), with prediction accounting for reflection and diffraction
(after Erceg et al., IEEE Trans. Vehicular Tech. 43, 1994).

of our 1-W link to only a few tens of meters: Low-power unlicensed WLAN links cannot turn
corners far from the transmitter.
Finally, like a Sierra Club member, we must also ask, “What about the trees?” Recall that
liquid water is a very effective absorber of microwaves at a few gigahertz and has a high
refractive index. Because tree branches and leaves contain lots of water, we might expect
strong absorption and scattering to result when microwaves and trees meet. A closer look
engenders even more concern: Trees and their leaves are comparable in size with the
wavelengths of interest, and their shapes and conﬁgurations vary with the type of tree,
wind, precipitation, and the seasons of the year. It shouldn’t surprise us to ﬁnd that trees are
signiﬁcant and highly variable obstacles to microwave propagation. Let’s take a look at the
results of some measurements.
Dalley and coworkers measured absorption due to a single chestnut tree in leaf; their
measurement conﬁguration is shown in Figure 9.8. In the frequency range of interest for
WLAN technologies, attenuation averages 11–12 dB with excursions to around 20 dB.
Although 13 GHz is a bit high for WLAN, it is worth noting that a wet tree at this frequency
causes an additional 7 dB of attenuation; attenuation at lower frequencies will almost certainly
increase by several decibels when it rains. The authors noted that the tree causes some rotation
of the axis of polarization, evident as a component orthogonal to the original polarization at
about 12 dB below the main signal. Changes in polarization of the transmitted signal result in
minor (1 dB) changes in attenuation.
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Figure 9.8: Dalley et al. measurement configuration, chestnut tree.

You might also be tempted to deduce from Table 9.1 that tree attenuation increases
monotonically with frequency, but this turns out to be too simplistic. Perras and Bouchard
performed measurements on a more varied set of trees under more varied conditions. They
examined two sites, one with a 64-m path through 21 m of deciduous trees (three maples and
one crab) and a second site 110 m long through 25 m of conifers (spruce and pine). They made
measurements at 2.45, 5.25, 29, and 60 GHz, using a continuous-wave source, for a total of
more than 2 billion data points. They measured at the ﬁrst (deciduous) site in both summer,
when the trees were in leaf, and winter, when they were bare. Some of their results are shown
in Figures 9.9 and 9.10.
Table 9.1: Attenuation due to chestnut tree
Frequency (GHz)

Average Attenuation (dB)

90% Link Margin (dB)

3.5

11.2

16.2

5.85

12

20

13

13.5

21.3

13 (wet)

20.5

26.5

17.7

25.3

90% Link Margin, 90% of measured attenuations were less than this value. After Dalley
et al., 1999 IEEE Conference on Antennas and Propagation.

Figure 9.9 shows the probability distribution of attenuation values for both sites, including
in-leaf and winter data. The results thoroughly demolish any illusion that trees might be
simple. Coniferous trees absorb more strongly at 30 GHz, but 60-GHz behavior resembles
lower frequencies. Deciduous trees with leaves block 5 GHz and pass 2.45 GHz; after the loss
of their leaves, high frequencies penetrate readily, whereas attenuation at 2.45 GHz is little
changed.
These results can be qualitatively understood by reﬂecting on the sorts of features present
in each case. Conifers are marked by the presence of needles, on the order of 3–15 cm long
and a few millimeters in diameter. At 2 or 5 GHz the needle diameter is much less than the
wavelength, so the needles mainly affect propagation when they happen to be aligned with
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Figure 9.9: Probability distribution of attenuation values for different trees in
differing seasons; flagged are measurement frequencies in GHz (after Perras and
Bouchard, 5th International Symposium on Wireless Multimedia, 2000, p. 267).

the polarization of the incoming radiation. If the foliage is dense, unobstructed paths through
the trees large compared with the wavelength are unlikely. At 30 or 60 GHz (wavelengths of
1 cm and 5 mm, respectively), interaction with the needles is stronger and less inﬂuenced by
orientation, but the smaller wavelengths can also take advantage of accidental clear paths only
a few centimeters wide.
Maple leaves are characteristically on the order of 10 cm wide, with edge serrations of around
3–4 cm characteristic dimension. When the trees are in leaf, the strong attenuation at 5.25 GHz
might plausibly be accounted for by strong scattering off the leaf edges; the dense foliage
leaves few gaps for millimeter waves to penetrate. When the trees lose their leaves, higher
frequencies do a better job of sneaking through the open gaps between the bare branches, and
attenuation decreases monotonically with frequency.
Wind moves trees and thus induces additional time-dependent variations in signal strength
(Figure 9.10). In strong winds, Perras and Bouchard found strong (50 dB) local fades.
The effects of wind are worse at higher frequencies, as you might expect (because smaller
displacements of the trees are needed to induce signiﬁcant changes in phase). The authors
noted that gentle winds produce shallower but longer lasting fading. Note that these 40–50 dB

Figure 9.10: Attenuation by deciduous trees in leaf versus time; wind velocity data
were collected contemporaneously (after Perras and Bouchard, op. cit.).
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fades are in part the result of the use of single-frequency measurements; a broadband signal
like those used in WLAN technologies would encounter time-dependent frequency-selective
fading, showing up as distortion in an 802.11 classic or b signal or knocking out particular
subcarriers in an 802.11a/g OFDM signal, rather than the loss of communication that would
result from a 50-dB reduction in total signal power.
Quantitative summaries of the data are provided in Table 9.2. At WLAN frequencies,
deciduous trees without leaves and conifers display modest attenuations around 10 dB and
small variances therein, but deciduous trees with leaves are strong attenuators with large
variance. Although these results allow for simple and reliable installations in mountainous
regions in the southwestern United States, where conifers dominate, networks in urban and
forested regions elsewhere must contend with large and ﬂuctuating attenuation if links that
penetrate stands of trees are contemplated.
Table 9.2: Mean and variance (in dB) of single-frequency attenuation for various tree sites
Frequency (GHz)
Deciduous, in leaf

Mean
Variance

Coniferous

Mean
Variance

Deciduous, no leaves

Mean
Variance

2.45

5.25

29

60

21.8

39.1

32.8

32.1

7.9

19.6

37.4

34.8

12.6

13.5

21.7

16.2

1.9

1.1

14.9

9.2

8.7

5.5

0.2

0.5

10.9

6

10

9.7

After Perras and Bouchard, op. cit.

Like a chess position, every installation is unique and must be studied individually, but we
can draw a few general conclusions from the data and arguments presented in this section. In
urban areas with large buildings, coverage will generally follow streets (if they are straight).
Ground-level transmitters will provide only such coverage; elevated transmitters have a
better chance of reaching across the roof ridge to a neighboring street, but the signal can’t
turn corners well enough to help coverage much. Elevation may also help reduce the impact
of trees, when present, if the transmitter can be placed above the tops of the trees, though as
the receiver moves down the street, the direct path thereto must inevitably penetrate a larger
number of trees with increased attenuation of the signal resulting. The range along the street
the transmitter is located on is likely to limited by foliage (if it is present) long before the freespace limits are reached; a range of around 800 m can be obtained with a 10-m transmitter
elevation in a street with trees typically a few meters shorter. These guidelines are qualitatively
summarized in Figure 9.11. In more rural areas, foliage will represent the main limit to
coverage and range.
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Figure 9.11: Diagram of urban area, depicting general areas of coverage for an
elevated transmitter as darkened regions.

A result for a suburban installation, using a 1-W transmitter suspended about 10 m above
ground level, is shown in Figure 9.12. The reported measurement is the percentage of uplink
“ping” packet that is successfully received by the access point from a mobile client. The
environment in this location is composed of numerous trees, virtually all in leaf, surrounding
one- to two-story wood-frame houses with two-story wood-frame apartment buildings in some
locations. The access point is located on a light post at the intersection of two streets.

Figure 9.12: Coverage map in a suburban area using 1-W 802.11 b access point and
laptop-based client (image courtesy Tropos Networks, Inc.).

As expected, excellent coverage is obtained along the straight portions of the streets
intersecting the access point location; high-quality links are available at 500-m range, and
coverage continues to 1000 m. Excellent coverage is also obtained on the next-adjacent street.
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Coverage quality falls rapidly when a corner is turned far from the access point, though the
link is maintained out to as far as 800 m in some directions.

9.3.2 Interference
All the usual suspects—microwave ovens, cordless phones, other 802.11 radios, Bluetooth
devices—rear their ugly heads when the subject of interference is broached. However, the
change in circumstances results in modiﬁcations in their signiﬁcance. Most microwave ovens
are located indoors. An outdoor user is likely to have some separation and at least one external
(absorbing) wall between his radio and the oven. Cordless phones are also mostly conﬁned to
indoor use, but the handset is mobile and may be found near windows as well as entryways
or balconies; cordless phones are a challenge for outdoor users. The larger ranges involved in
outdoor networks tend to reduce the likelihood of Bluetooth devices (other than those carried
by the user of the outdoor network) being close enough to the client to either interfere or
suffer interference relative to an indoor environment.
In the outdoor environment, you must also deal with some interferers that weren’t often
apparent indoors. In the United States, many gasoline ﬁlling stations maintain data links to a
local ofﬁce of the American Automobile Association, often in the 2.4-GHz ISM band. Bridges
from one building to another and long point-to-point or point-to-multipoint links (discussed in
the next sections) may also be encountered.
Results of a brief survey of other access points as interferers are summarized later. The survey
was conducted in April 2004 using a commercial 802.11 b client card in monitor mode with
packets collected by the Kismac stumbler software package. In a separate measurement the
card and stumbler were shown to be capable of capturing packets at a rate of at least 800 Kbps.
(The data stream used was probably limited in rate by the server rather than the link. There is
no reason to believe the stumbler cannot intercept a full-rate stream of approximately 6 Mbps.)
Five outdoor locations in downtown San Jose, California, were monitored; these locations
were in the close proximity of museums, hotels, and a convention center as well as numerous
businesses. Each location was monitored continuously for 300 consecutive seconds (5 minutes).
Channels 1, 6, and 11 were monitored in continuous sequence with 1-second dwell time on
each channel. Only access points or probe requests are shown; the busiest access points had up
to 10 clients, but client uplink trafﬁc was in all cases less than access point downlink trafﬁc.
The results are summarized in Table 9.3. An average of 17 individual 802.11 access points was
detected at each site. The busiest location received 10,445 packets, which at the lowest 802.11
data rate would have required only 6.2 seconds or 2.1% of the monitoring time. If the client
packets are assumed symmetrical, the busiest location would consume only about 4% of the
available time. The average access point–offered load was only 1% of the total available, so that
the total offered load is likely to be less than 2%. The average packet length was only 60–70
bytes in most locations, suggesting that many packets are beacons or management frames.
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Table 9.3: Outdoor interference by existing 802.11 b access points/probes
Location

No. of
MACs

Packets

Data
(kilobyte)

Packet Size
(bytes)

Packet Time
at 1 Mbps (s)

Offered
Load (%)

Chavez at Fairmont

23

10,445

778

74

6.2

2.1

Convention Center

15

1717

102

59

0.8

0.3

First and San Carlos

15

3295

246

75

2.0

0.7

First and San Fernando

18

4408

437

99

3.5

1.2

Tech Museum

16

3648

269

74

2.2

0.7

Averages

17

4703

366

76

2.9

1.0

A histogram of the data in kilobytes per access point is shown in Figure 9.13. Over 80% of the
access points transmitted less than 50 kilobytes during the monitoring time, compared with a
presumed maximum capacity for a symmetric trafﬁc stream of about 900,000 kilobytes.

Figure 9.13: Cumulative probability plot of data received.

There are various remaining questions, including whether other interferers were present that
were limiting the ability to receive 802.11 packets successfully and how many networks were
operating in 802.11g-only mode. However, the consistency of the results suggests that, at
least at the present time, most 802.11 access points are lightly loaded at this time and do not
represent signiﬁcant interferers in the outdoor environment.

9.3.3 Backhaul
An outdoor coverage network has a big potential problem: getting a connection to the global
Internet to the access point. Access points indoors will generally be connected to an existing
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wired network, possibly through a ﬁrewall to protect the integrity of the wired network, so that
an existing Internet connection can be exploited. An outdoor coverage network with no such
connection isn’t very useful for most applications.
Traditional backhaul to the global Internet is provided by various legacy wired networks.
Digital subscriber lines (DSLs) use existing copper twisted-pair wiring to deliver around
1 Mbps of capacity to locations served by a wired phone connection and reasonably close to
a telephone provider’s central ofﬁce; T-1 lines provide a ﬁxed 1.5-Mbps symmetric service
that can be run over twisted copper wire but is also often provided using optical ﬁber. Both
technologies require that a location be served by existing ﬁxed wiring, and pricing varies
from about U.S.$30/month for residential/commercial single-use DSL to U.S.$500/month
for T-1 service. Cable modems exploit the coaxial cable infrastructure originally installed
to provide television service in addition to or in competition with broadcast television; the
service is traditionally entertainment based and thus primarily residential, with little coverage
of commercial areas (at least in the United States). Single modems are normally limited to
downlink speeds of around 1–3 Mbps, and uplinks are much slower because of the limited
allocation of uplink bandwidth. (The cable-modem downlink uses 6-MHz channels in the
range of 550–850 MHz also used for digital television signals; the uplink has so far been
relegated to narrower channels in the 5- to 45-MHz region, which was historically unused for
cable television because of the prevalence of interference sources at the lower frequencies.)
All these cited options provide much lower data rates than the native capacity of even an
802.11b access point.
Higher speed options for backhaul are based on historical standards developed for
hierarchical transport of voice connections. The rates available are constrained by the need
to hierarchically multiplex 64-Kbps voice channels. Wire-based T-3 connections provide
44.7 Mbps of symmetric data rate. Faster links are generally implemented using ﬁber optic
cables. These are known as synchronous optical network (SONET) or SDH links and
come with a ﬁxed set of data rates: OC-1 (51.84 Mbps), OC-3 (155.52 Mbps), and OC-12
(622.08 Mbps) connections in the United States; in Europe, the corresponding connections
are denoted STM-0, STM-1, and STM-4, respectively. (Faster links, today reaching up to 40
gigabits per second, are available but unlikely to be relevant to current WLAN technology.)
In some areas, native wired Ethernet connections may also be available, with raw data rates
of 10 and 100 Mbps that provide a better match to the capabilities of 802.11 networks than
the SONET hierarchy.
Given the limited range of access points and thus of the number of users that can be served,
spending a few hundred dollars per month for each access point to provide backhaul is
likely to result in costs that exceed revenues that can reasonably be expected for any outdoor
data service. The high-speed links that could actually serve the access point at full rate are
much more expensive and are normally only used for connections between peering sites
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and data centers or for the wired networks of large corporate facilities employing hundreds
of employees or having special high-density data requirements. (Open plains or deserts
with minimal obstacles will allow a much larger coverage area but generally don’t have any
customers to pay the bills.) Inexpensive WLAN technology can become prohibitively costly
when it is time to move the data.
There are three economical solutions to the backhaul problem for outdoor networks.
The simplest is the one used indoors: exploit an existing backhaul connection. This is
the approach taken in public Wi-Fi networks created informally by residential users who
intentionally leave encryption off or by neighborhood organizations seeking to provide local
coverage. In general, the owner of the access point in this case has already purchased a
broadband connection through a DSL or cable modem and thus incurs no additional cost from
public use of the access point. (The service provider company is arguably not so fortunate:
Its network is sized assuming an average data utilization for a residential customer, and
expensive reengineering may be needed if average use increases due to sharing of the
connection. In response, some service providers seek to impose restrictions on wireless
sharing as a condition of service. However, you may plausibly argue that this is a cavil without
much force, because the same effects on their networks would result from increased Internet
usage by the residents to whom their services are sold. A more sensible practice, already used
by some providers, is to sell tiered services based on the total bits transferred per month; it is
hoped that this model will in the end win out, providing freedom for users to experiment and
bear the true costs when relevant.) Existing backhaul can also be exploited for commercial,
industrial, and retail establishments with their own wired networks and such locations as
telephone booths and transport centers that are equipped with data access for other reasons.
A different and more innovative solution is to use outdoor access points to provide wireless
backhaul as well as access: a mesh network. In a mesh network, each access point also acts as
a bridge to neighboring access points, and the whole group of access points together acts to
route packets between internal clients and an external or Internet connection at one or more
of the access points. Mesh networks can use conventional 802.11 radios and MAC layers,
with a network-aware operating system at the TCP/IP layer where network forwarding takes
place. Mesh networks are able to substitute software for wireless capability, by intelligently
optimizing routes to use the highest quality links and avoid interference. Network capacity can
be increased gracefully by adding network nodes with wired backhaul connections. Network
coverage grows when an additional node in radio range is turned on, using automated
discovery and route optimization to take advantage of additional coverage. Conventional
Internet routing protocols must be modiﬁed to avoid excessive routing trafﬁc in large
networks. Intelligent routing protocols can also allow a client to maintain its Internet protocol
address as it roams from the coverage area of one node to that of another, thus minimizing or
avoiding interruption in data streams and address-sensitive applications like virtual private
networks.
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Mesh networks allow ﬂexible placement of the wired-backhaul nodes to take advantage of
existing or inexpensive additional backhaul capacity, thus optimizing the overall installation
and operating cost of a coverage network. Open-source implementations of many of the
elements of a mesh network are available for the Linux operating system. The MIT Roofnet
project (http://www.pdos.lcs.mit.edu/grid/) has demonstrated useful ﬁxed-wireless coverage
over an area of roughly 1 square mile (3 square kilometers), using approximately 60 simple
nodes with current cost of about U.S. $650. Each node has a rooftop-mounted 8-dBi omni
antenna. (The authors reported that higher gain omni antennas tend to become unusable after
storms; the 8-dBi units, with a broad 20-degree beam, are robust to small displacements.)
Commercial Senao 200-mW 802.11 b cards provide radio connectivity. Internet throughputs
of a few hundred kilobytes per second are reported for most nodes. The network is selfconﬁguring and grows whenever a node is added, though the current routing protocols are
not expected to scale to very large networks, and enough wired backhaul nodes need to be
incorporated in the network to avoid swamping any given wired node. Routing messages in
a network with links whose quality is time varying and often asymmetric is different from
routing within a substantially static network and is an area of active research.
Proprietary commercial implementations from such companies as Tropos Networks and
MeshNetworks were in early commercial deployment at the time of this writing. Good
coverage is obtained in suburban and residential areas using on the order of 10 nodes per
square mile (3–4 nodes per square kilometer). Symmetric rates (uplink and downlink) of as
high as 2 Mbps are claimed. The commercial nodes have 1-W output power and low-noise
receivers and achieve useful ranges of up to 800 m (along a street) versus typical range of
100 m for the Roofnet off-the-shelf equipment. Because the node cost for commercial units is
on the order of $3000 and would come down considerably in large volumes, it is practical to
cover signiﬁcant urban or suburban areas at modest capital cost.
Finally, a third solution is to use an array of higher gain antennas to provide increased
coverage and range from a single access location, minimizing the cost of backhaul per area
covered. An example of a commercial implementation of this type of outdoor network is the
Vivato array, shown in Figure 9.14. The structure shown is actually 16 vertically oriented slot
antenna arrays laid side by side to create a horizontal phased array. The horizontal phased
array is in turn driven by a ﬁxed phase shifter, such as the Butler matrix. Thirteen 802.11
radios are connected to 13 nodes of the phase shifter to provide 13 separately directed beams;
the whole collection provides coverage over a lateral angle of about 100 degrees.
Each vertical slot array has about 17-dBi gain, constraining radiation into the horizontal plane,
and the array of 16 antennas adds about 12 dBi (10 log 16) for a total of 29 dBi.
A receiver listens to each active port of the phase shift array at all times to ensure that uplink
packets are received; transmitters can be switched from one port to another depending on the
target client. Beacons and association are performed separately for each pointing direction and
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Figure 9.14: Vivato slot-array antenna.

sequentially within those beams that are on the same channel. Beam area is about 0.016 sr,
implying a beam width of about 7 degrees.
At the time of this writing, the Vivato equipment was approved by the FCC under the pointto-point rules due to the ﬁxed nature of each pointing direction. These rules allow higher
effective isotropic radiated power, because it is assumed that ﬁxed point-to-point links
represent less objectionable sources of interference. Speciﬁcally, FCC 15.247(b)3(i) requires
1/3 dB backoff for each dB of additional antenna gain over 6 dB. The Vivato system uses
radios with output power of about 20 dBm, for an equivalent isotropically radiated power
(EIRP) of (20  29)  49 dBm, which is greatly in excess of the 36 dBm allowed for mobile
radiators. This represents about a ﬁvefold increase in line-of-sight range or penetration
through several absorbing walls. In a ﬁeld trial performed by the Horwitz International
consultancy, a single unit at 12 m height was able to provide reasonable coverage to the
interior and exterior of seven two-story wood-frame buildings spread over a campus area
about 180 by 90 m. Similar coverage with conventional access points would have required
about 7 units, with additional backhaul requirements.

9.4 Point-to-Multipoint Networks
A point-to-multipoint network is in some sense a generalization of the Vivato example
discussed in the preceding section: a single ﬁxed-location wireless node, equipped with a
wired backhaul connection, serving a number of (generally ﬁxed) clients, providing data
services. In view of propagation issues, it is apparent that for such a scheme to work, the
serving node (often known as a base station) must have a clear or nearly clear line of sight
to each client. This usually means a base station is placed on a tall building or tower in ﬂat
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geographies or on a mountaintop in rougher terrain. Figure 9.15 shows a representative
arrangement. Both approaches inevitably involve higher cost than simply sticking an access
point on a pole, but because the base station is meant to serve many clients, it can support
such added site costs as well as the cost of backhaul. Mountaintop locations have the further
disadvantage that the easiest region to serve, within 2–3 km of the base station, is generally
devoid of customers, because few people tend to live on the top of a mountain.

Figure 9.15: Point-to-multipoint configuration serving a residential area.

The great advantage of implementing such a network using 802.11-based technology is cost,
particularly that of the customer premises equipment. Wi-Fi clients, even high-performance
units, are much cheaper than most other data radios. In addition, operation in unlicensed
bands means that there are no costs associated with bandwidth acquisition. However, there
are some corresponding disadvantages. Operation in the unlicensed bands means you must
accept any interference other users generate: such uncontrolled intrusions make it difﬁcult to
guarantee any particular quality of service to clients and make constant network monitoring
and management necessary.
There are also some fundamental limitations related to the use of the 802.11 MAC outside its
designed application space. The MAC is based on collision sensing (carrier-sense multiple
access with collision avoidance), which works best when most participants in a given basic
service set can hear each other’s broadcasts and defer to one another, but in a point-tomultipoint geometry this will rarely be the case. In general, all clients can hear the base station
and the base station can hear all clients, but they can’t hear each other. The normal response
to such a condition is to implement request-to-send/clear-to-send (RTS/CTS) packets, but
outdoors the efﬁcacy of this approach is limited because of the long propagation delays.
The short interframe space (SIFS) is normally on the order of 10 μsec long. In a small
network, propagation delays are minimal, and all stations will hear an access point packet and
defer for the packet and SIFS time. Recall, however, that to propagate a kilometer requires
3:3 μsec; a network with a reach of more than 2–3 km will have roundtrip propagation delays
considerably longer than the usual SIFS, so that medium reservations may not be heard in
time and timer settings may be inappropriate. If the SIFS is adapted to the long distances,
short packet exchanges will occur slowly due to the long interpacket waits. Furthermore, the
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long propagation delays represent a considerable overhead on RTS/CTS handshakes, reducing
total data rate. When clients are at disparate ranges from the base station, a nearby client will
capture the channel from a faraway client it cannot hear, even in the middle of a transmission,
causing packet loss for the faraway client.
Commercial implementations (wireless Internet service providers [WISPs]) can use slightly
modiﬁed MAC layers to adapt to the exigencies of the long-reach environment as well as to
allocate bandwidth fairly to the multiple users. An alternative is to “layer” clients of a given
access point at roughly equal distances so that all clients come in at about the same power
and contend on an equal basis for the channel. The threshold for RTS/CTS can be set to a
very small packet size, though anecdotal reports indicate that the expected beneﬁts in overall
throughput don’t always materialize. Interference from sources not in the WISP network
is likely to play an important role in limiting throughput at long distances: Unlike a local
coverage network, the base station antenna is susceptible to interference from a large
physical area.
Base stations in these networks generally use sector antennas (i.e., antennas with a narrow
more-or-less horizontal beam that split the 360-degree view from the tower site into three or
four azimuthal sectors). Three sectors are typical, though up to eight are possible. Antennas
must be selected with care: They are exposed to the outdoors, often on mountaintop towers
even more demanding than an ordinary outdoor site, and must survive temperature cycling,
wind, rain, and possibly ice and snow. RF planning is needed to make such a system work.
It is difﬁcult to provide enough isolation from one antenna to another on the same tower to
enable reuse of a channel. Recall that a distant client’s signal, perhaps at the sensitivity
limit of 85 dBm, is competing with the 1-W (30-dBm) transmission of the neighboring
antenna a couple of meters away. An isotropic link would produce an interferer at 16 dBm,
annihilating the wanted signal. The directive gain of the two antennas along the unwanted
antenna–antenna link—the antenna–antenna isolation—must exceed 70 dB to avoid
interference. That sort of isolation is achievable (barely) with parabolic antennas but not
with broader beamed sector antennas, and such a demanding setup is vulnerable to reﬂection
or scattering from objects on or near the tower. Thus, to provide high total service capacity,
it is necessary to partition service to multiple towers or use the Unlicensed National
Information Infrastructure band where more channels are available. Even once channels
are partitioned one to a sector, it may be helpful to provide additional ﬁltering to minimize
adjacent-channel interference; commercial ﬁlters for 802.11 channels 1, 6, and 11 are
available for this purpose.
Coordination between service providers sharing the same or nearby sites is needed to
minimize frequency reuse and consequent interference. This coordination is informal today,
but as service requirements evolve, providers may either ﬁnd themselves in litigious conﬂict or
be forced to seek regulated bandwidth.
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Out-of-band interferers, not normally a threat in indoor environments, are of some importance
to base stations because they may be colocated with other broadcasting equipment. In the
United States, the FCC has allocated a band at 2.5 GHz for the multichannel multipoint
distribution service. The service was intended to allow cable television–like redistribution of
broadcast and satellite signals. It is not widely used, but where present the transmitters may
operate at up to 100 W. Few unmodiﬁed Wi-Fi radios have enough front-end performance to
reject such large out-of-band signals (recall that these signals may exploit third-order distortion
in the low-noise ampliﬁer or RF mixer to create spurious signals in band). External ﬁltering
may be needed to enable operation in close proximity to multichannel multipoint distribution
service transmitters. High-power ultrahigh frequency television broadcasting may also product
harmonics that are within FCC regulations but are challenging for colocated microwave radios.
One of the main motivations for a point-to-multipoint architecture is the control of backhaul
costs. The use of a small number of base stations means that larger backhaul cost can be
amortized over many users. Many cellular telephone base stations are provided with T-1 lines
served by the operator or local telephone provider; WISPs that share the base station thus have
easy access to wired backhaul, albeit at high prices and with limited capacity. Point-to-point
millimeter-wave links are also popular for cellular base station backhaul and may be available
for colocated services or for independent WISP installations.
A customer with a fortunate ground-level line of sight to a nearby base station may be able to
use the service with an unmodiﬁed desktop or laptop computer, perhaps exploiting a
universal serial bus adaptor with movable antenna. Most installations, however, will require a
directional antenna mounted on a rooftop to achieve at least near–line-of-sight conditions.
In residential districts, trees are a major challenge; in commercial areas, other buildings
may be the prime impediment to service. Yagi-Uda antennas (typically with around 12 dBi
of power gain) or parabolic mesh antennas are often appropriate for the customer’s site.
When clear line of sight is not achievable, multipath distortion may make high-rate links
impossible even though adequate total signal power is available for communication. In such
circumstances, it may be more practical to turn to OFDM schemes with a large number of
carriers (such as 802.16-compliant equipment) rather than struggle with 802.11 clients.

9.5 Point-to-Point Bridges
Bridges in wired Ethernet networks connect different LAN segments together so that packets
can be routed to the appropriate receiving node. Wireless bridging is a straightforward
extension of this function to the wireless environment, in which the access point establishes a
link with a second access point to which MAC packets can be addressed based on appropriate
forwarding tables. Many ordinary commercial access points can be conﬁgured as bridges;
some can even be used simultaneously for communicating with local clients and bridging to a
neighboring access point.
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Access points conﬁgured as bridges provide a convenient method of connecting networks
in neighboring buildings to create a single larger network. Directional antennas and rooftop
mounting may be used to achieve unobstructed link ranges of several hundred meters.
In conjunction with coverage access points, they can create a networked region with local
coverage in and around buildings and wireless backhaul to possibly limited wide-area-network
access.
An example of such a network implementation is shown schematically in Figure 9.16.
The site, the Hidden Villa farm in Los Altos Hills, California, is in a valley surrounded by
wooded rising terrain. The network links buildings separated by up to 270 m.

Figure 9.16: Hidden Villa bridged 802.11 b network (implementation details
courtesy Greg DesBrisay and Pat McCaffrey).

Coverage access points provide in-building network access. Yagi-Uda directional antennas are
used for the longer links. One site (the “barn”) has no need for coverage, because the animals
housed therein are not currently users of high-speed data services, but serves only as an
intermediate bridge to ensure reliable penetration of the relatively heavy foliage surrounding
the “big house” site, where DSL backhaul to the wired network is located. All the access
points are Cisco Aironet access points with 100-mW transmit power (donated to this
nonproﬁt site).

w w w.new nespress.com

222

Chapter 9

A simpliﬁed link analysis for the site is shown in Table 9.4. The received power in free space
with no obstructions would greatly exceed that needed for reliable 802.11 b service; this
large margin is provided to ensure reliable service in the presence of foliage and to allow for
pointing errors, wind-driven antenna displacements, and precipitation.
Table 9.4: Link analysis for layout of Figure 8.17
Link

Antenna 1

Antenna 2

Distance

Friis Power

Margin

Remarks

Visitor ctr ⇔ edu ctr

12 dBi

12 dBi

270 m

45 dBm

30 dB

Line of sight

Hostel ⇔ edu ctr

6

12

180

47

28

Line of sight

Edu ctr ⇔ barn

12

12

100

36

39

Trees

Barn ⇔ big house

12

6

100

42

33

Trees

Big house ⇔ shop

12

12

240

44

31

Trees

Transmit power  100 mW. “Friis power”  power calculated assuming free space propagation; margin is relative to
rule-of-thumb high-rate power of 75 dBm.

9.6 Long Unlicensed Links
Longer links can be implemented in unlicensed spectrum. In the United States, the FCC limits
mobile transmitters in the ISM 2.45-GHz band to 36 dBm EIRP or, equivalently, to 1 W of
transmit power in an antenna with no more than 6-dBi power gain. A user may employ an
antenna with higher gain but must reduce transmit power to maintain the same EIRP. Such
constraints reward the community by limiting interference except in the pointing direction of
the antenna but hold no beneﬁt for link integrity because the power density in the direction of
maximum antenna gain is ﬁxed.
A ﬁxed point-to-point link is treated more leniently because it is presumed that such links
will interfere only with receivers in the direction in which they are pointed. Such transmitters
are required to back off 1 dB for each additional 3 dB of antenna directive gain in the
2.45-GHz band and need not back off at all in the 5.725- to 5.850-GHz band. For high-gain
antennas that’s a huge advantage: A 21-dBi parabolic antenna can use up to 26-dBm output,
allowing an EIRP of 47 dBm. This extra power density in the pointing direction allows
line-of-sight links at ranges of up to tens of kilometers. Recall that using a 6-dBi transmit
antenna and 0-dBi client antenna, we expected a range of 3.5 km in an unobstructed link
using 1 W of transmit power (Figure 9.1). If we substitute 21-dBi directional antennas on
both ends and reduce the transmit power as per regulations, we obtain an additional link
margin of
( DTX  6)  ( DRX  0) 
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(where D is the antenna directivities in dB). This corresponds to an increase of 1031/20 ⬇ 35 in
the range of the link: from 3.5 km to 125 km! If available power were the only limitation, very
long links could be constructed using only unlicensed radios.
Unsurprisingly, lots of practical obstacles stand in the way of such very long reach. Real links
can reach 10–20 km; ranges 50 km are very difﬁcult to achieve reliably even using licensed
bands and higher transmit power. The obstacles are essentially the same as those encountered
in licensed links (with the exception of interference), so much of the discussion of this section
follows Trevor Manning’s excellent book, Microwave Radio Transmission Design Guide
(see Section 9.9).
First, reliable long links require a clear line of sight; remember that two or three trees in
the path will use up all the 31 dB of extra link budget gained from point-to-point status.
Because the earth’s surface is curved, this means that at the minimum, the transmitter and/or
receiver must be raised above ground level by larger distances as the link length increases.
(Raised transmit and receive sites also help clear local obstacles such as trees and buildings.)
The effective height of an ideal averaged earth surface is
h

dTX d RX
12.75

(9.4)

where the distances d are in kilometers and the height h in meters. For “ﬂat” local conditions,
the highest point is midway between the transmitter and receiver; for a 20-km link that’s 8 m.
The height is quadratic in distance, so a 40-km link would require 32 m of clearance: a tower,
tall building, or the aid of a mountain is required for such a long link.
How clear is clear? In straight-edge diffraction, when the edge is right on the line-of-sight path,
the signal is reduced by 6 dB from the unobstructed signal). To get close to unobstructed path
loss, the line of sight should be above the highest obstruction edge by at least a normalized
length uo ⬇ 0.6, that is, we’d like to have at least most of one Fresnel zone clear of obstructions.
The Fresnel zone side varies with distance from the transmitter and receiver; at the midpoint
between the two, the required clearance is approximately
hclear ≥ 0.6 λ

d [meters]
 13.4 λd [ km ]
2

(9.5)

where d is the distance to either node from the midpoint and wavelength λ and height h are
in meters. For a 20-km link the clearance required is about 14 m, which needs to be added
to the height of the line of sight. Note that equation [9.5] should be taken as a useful but
approximate guideline; a perfectly straight edge on a half-plane is unlikely to be a very accurate
representation of the real obstacle environment for any given link. You could interpolate
between the straight-line model and an aperture model to try to estimate the consequences of
a path constrained both by ground and vertical obstacles such as neighboring buildings or a
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path through a gap in mountainous terrain, but the accuracy of such approximations is unlikely
to be good enough to be worth a great deal of effort. If you are determined to be quantitative,
a collection of appropriate estimates is available from the International Telecommunications
Union as their recommendation ITU-R P.526–5.
To establish a clear line of sight is not so simple in the real bumpy world. If you’ve already
determined the locations of your prospective endpoints, you can establish an optical line
of sight using a telescope at one intended endpoint of the link; if the other end is not
prominently visible, it will be helpful to have a colleague at the other end armed with a hand
mirror to direct sunlight toward the observer. (Two-way communications by, e.g., cellular
telephone are indispensable in such an effort.) Note, however, that the average optical path is
not identical to the average microwave path because of the gradients in refractive index of the
atmosphere: The optical path correction factor k (which is explained in detail later) is around
1.5 versus a typical microwave value of 1.3. If you just happen to have a helicopter with a
radar altimeter and global positioning system (GPS) available, you can overﬂy the
route and map the heights of obstructions (but these resources are unlikely to be justiﬁed for
an unlicensed link!).
To establish a line of sight for prospective sites, it is ﬁrst necessary to know their exact
locations to within about 20 m. Low-precision GPS may not be accurate enough for this
purpose; reference to surveyed points or differential GPS from a known location may be
needed. The proposed link path may then be reviewed against a topographical map, taking
into account the earth’s curvature and refraction (discussed later). The proper approach using
a printed map is to draw the path with a ruler and extract the height of each contour line
intersected; these heights are then corrected for the curvature of the earth and plotted versus
distance to create a side view (proﬁle) of the path. If a digital terrain model is available, the
process can be automated. Note that typical low-resolution models, with 200-m pixel sizes, are
not sufﬁcient for ﬁnal veriﬁcation of the path. Digital terrain data are available from numerous
commercial vendors as well as government sources; a nice introduction to these tools can be
found (as of this writing) at www.terrainmap.com.
We have intimated several times already that for long links refraction must be considered.
The density of the earth’s atmosphere falls with increasing altitude, providing a background
gradient in refractive index upon which you must superimpose local and global variations in
temperature and humidity. Because the refractive index n is very close to 1, it is customary in
treating atmospheric refraction to deﬁne the differential index N as
(n 1) ⋅ 106 ≡ N

(9.6)

The differential index is mostly determined by the ratio of total pressure to absolute
temperature (which by the ideal gas law is proportional to the total density) and the humidity.
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(The water molecule is highly polar relative to other major constituents of the atmosphere;
liquid water has a large refractive index.) To a good approximation,
⎛ P ⎞⎟
⎛P⎞
⎜ HO
N ≈ 77.6 ⎜⎜ ⎟⎟⎟  3.73 ⋅ 105 ⎜⎜ 22 ⎟⎟⎟
⎜⎝ T ⎟⎠
⎜⎜ T ⎟⎟
⎝
⎠

(9.7)

where the pressure is measured in mbars and the temperature in Kelvin. (For those who love
unit conversions, 1 bar  105,00 Pa  0.987 standard atm  750 Torr  29.5 in Hg, and
0  273 K ). The partial pressure of water can be obtained for a given humidity and
temperature using the molar weight of water (18 g/mol) and the ideal gas law PV  NRT,
where R ⬇ 0.083 mbar m3/mol K. A typical value of N for room-temperature ground
level conditions is around 300–330. Because of the generally exponential decrease in
density with increasing altitude in the atmosphere, on average the refractive index falls
as well:
 hh

N (h) ≈ N oe

o

; ho ≈ 7.35 km

(9.8)

The vertical gradient of N, dN/dh, is often denoted G. The gradient solely due to the average
pressure change with altitude may be obtained once we recall that the derivative of an
exponential is that exponential multiplied by the derivative of the argument; we get a gradient
of about 43 differential index units per kilometer of altitude. The average measured value of
the gradient in clear weather, in data acquired in France over a number of locations and time
periods, is about 39, suggesting that although humidity plays a strong local role, on average
water vapor occupies the lower levels of the atmosphere in a fairly uniform fashion, at least
away from clouds.
A gradient in refractive index causes a ray to curve, with radius of curvature R related to the
magnitude of the gradient:
R

no
∂n ∂h

≈

1
106

where G ≡ ∂N ∂h  106 (∂n ∂h )
G
∂n ∂h

(9.9)

Thus, the experimental value of G corresponds to a radius of curvature of about 23,000 km,
compared with the actual radius of curvature of the earth’s surface of about 6370 km:
Refractive deﬂection in typical conditions is quite small, though not completely negligible.
However, values of G as large as 300 and as small as 300 are observed in temperate
regions about 10% of the time over the course of a year because of the local vagaries of
temperature and humidity. Such values correspond to radii of curvature around 3000 km,
smaller than that of the earth. For long links, refraction must be considered if high availability
is an important goal.
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In the literature on this topic, it is common (if confusing to the uninitiated) to use an effective
radius of curvature for the earth instead of explicitly considering the effects of the refractive
index gradient. The deﬁnition is as follows:
Reff  kRearth

(9.10)

In this view, the microwave (or optical) ray is considered to travel in a perfectly straight line over
a surface whose curvature is modiﬁed to account for refraction. Values of k 1 correspond to
a ﬂatter effective earth surface; k  1 implies more curvature than the real earth. After a bit of
algebra, you can derive an expression for k in terms of G from Equation (9.9):
k

1
1  Rearth ∂n ∂h



157
1
1
≈
≈

6
157  G
1  0.00637G
1  Rearth G ⋅ 10

(9.11)

With this equation we ﬁnd that the typical range of observed gradients, from about G  0 to
G  157, corresponds to values of k from 1 to 8. (An inﬁnite value of k simply denotes a ﬂat
effective earth.) Larger positive values of G give rise to subrefraction, where the beam is bent
away from the earth’s surface; larger negative values of G cause ducting, redirection of the
beam into the ground (Figure 9.17).

Figure 9.17: Ranges of G and k depicted versus ray path relative to earth.

Subrefraction occurs when n increases with altitude despite the decrease in pressure. This sort
of behavior can result from a strong decrease in temperature with altitude or a large increase
in moisture (or both). Subrefraction is characteristically the result of cold moist air moving
over warm ground. Such a condition is unstable to natural convection, in which the cool air
sinks into the lighter warm air, explaining the rarity of subrefraction; unusual conditions are
required to make k  1.
Ducting occurs when the refractive index decreases rapidly with altitude. Ducting can
result from, for example, dry air ﬂowing over air humidiﬁed by evaporation from a lake
or ocean. In some ocean areas, semipermanent ducts form within about 20 m of the water
surface. In the continental United States, warm fronts tend to slide on top of existing cool air,
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creating appropriate conditions for ducting, particularly over bodies of water. Elevated ducts
sometimes form below stratocumulus clouds. Most ducting in temperate regions is short-lived,
except for those over the ocean. Long-lived elevated ducts are more frequently observed in
the tropics.
Rain is water, and water has both a high refractive index and absorbs strongly at WLAN
frequencies, so you would expect additional attenuation during precipitation. However, the
actual density of rainwater in the air is fairly small, and the droplets are very small compared
with the wavelength of ISM or Unlicensed National Information Infrastructure radiation, so
they don’t scatter very strongly. The result is that rain attenuation is only signiﬁcant for very
heavy rains and then only in the 5-GHz band (Table 9.5).
Table 9.5: Attenuation versus rainfall for frequencies
relevant to outdoor WLAN operation
f (GHz)

Rainfall (mm/h)

Attenuation (dB/km)

2.45

25
100

0.01
0.02

5.5

25
100

0.04
0.3

After Antenna Engineering Handbook, Johnson, pp. 45–49.

Just as in the indoor environment, rays following multiple paths from transmitter to receiver
can interfere destructively, leading to multipath fading. However, for long links and highly
directional antennas, only glancing reﬂection from the ground or from rare elevated ducts
can lead to multipath. Multipath fading can result from specular reﬂections from calm water
surfaces. It can also be a problem if the main beam is not properly centered on the receiving
antenna or is defocused by refraction so that nonspecular reﬂection from the ground can
compete with the direct ray. A pair of diversity antennas, separated as usual by at least a half a
wavelength (which is unavoidable using large directional antennas), is generally sufﬁcient to
ameliorate the worst effects of fading.
Finally, the use of highly directional antennas, typical of long outdoor links, brings with
it demanding requirements for pointing accuracy. Recall that the beam width is inversely
proportional to the square root of the antenna directivity. An antenna with directivity of
20 dBi has a beam width of 20 degrees; by the time 30 dBi is reached, the beam is only
about 6 degrees wide. To avoid signiﬁcant changes in received intensity, displacement of
the beam from the intended target at the transmitter or receiver should be signiﬁcantly
less than the beam width, so for a 30-dBi antenna, displacement should not exceed about
2 degrees. An antenna of this type at 2.45 GHz would be around 150 cm in diameter, so a
2-degree rotation corresponds to a displacement of about 2.5 cm (1 inch) of the antenna
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rim. Such displacements greatly exceed the imprecision expected of any antenna mounting
hardware in calm conditions, but in high winds both the antenna mount and support structure
are exposed to signiﬁcant mechanical stress, and if care is not taken, displacements of this
magnitude are quite likely. A commercial-grade radio link is normally expected to have only
10-dB variations in signal strength during a “10-year” wind and survive without damage in a
“50-year” wind. To achieve such a standard, accurate initial pointing adjustments and welldesigned rigid mountings are indispensable. Stresses induced on the antenna mount are greatly
reduced if grating antennas are used instead of, for example, solid parabolic reﬂectors, at the
cost of slight reductions in directivity and a signiﬁcant penalty in front-to-back ratio. Grating
antennas should be considered when only one link is present at a given site, though if multiple
links are placed in a single location on the same or neighboring frequencies, the degradation in
isolation may not be tolerable.

9.7 Safety Tips
Any network installation requires that some thought be given to safety of both installers and
users, but outdoor networks involve numerous potential dangers that are rarely encountered
indoors. Some of the most important precautions are cited here for convenience.
Because of the requirement of ground clearance, outdoor networks of all kinds often involve
working high above the ground. In some cases the heights involved are sufﬁcient to kill you if
you fall. Some general guidelines for working safely are as follows:

•

If 2 m (7 feet) from ground level, use guardrails or a safety belt with a shockabsorbing harness.

•

Working on a high roof, within 2 m (6 feet) of any edge without a guard rail, use
a retracting safety line (known as a “yo-yo”). The line attachment must be able to
support a 1500-kg (3000-pound) load, because this is the expected impulse load from
a fall.

•
•
•

Always wear a safety line on any roof whose slope exceeds 3:12.
Don’t use a conductive ladder (steel or aluminum) close to high-voltage power lines.
Don’t work on outdoor installations in stormy weather.

Outdoor installations (antennas and towers) should always be carefully grounded. It is
important that there is only one ground potential for any given site. Multiple independent
“ground” networks should be avoided because they can give rise to differing potentials that
can cause equipment problems and hazardous conditions. Thus, grounds for the AC power
system, phone system, towers, antennas, and any underground metal piping that is present in
the area should be tied together.
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For light-duty sites, such as a single access point mounted in or on a residence, a ground
resistance of around 25 Ω is sufﬁcient. Industrial/commercial sites, such as cellular base
station colocations or sites containing networking equipment and multiple access points or
other radio equipment, a system resistance of less than 5 Ω to true ground is appropriate.
During site selection, soil resistivity should be measured. For those familiar with
semiconductor characterization, the procedure is a bit nostalgic: You construct a giant-sized
four-point probe using grounding rods. Four rods are driven at least 20 cm into the ground,
evenly spaced along a line. Resistance is measured by forcing current into the outer pair and
measuring voltage across the inner pair. The soil resistivity in Ω-cm is then approximately
ρ  633SR, where S is the spacing in meters and R the measured four-point resistance (ratio of
voltage to current). This information can be used to ensure that the system ground resistance
meets the requirements cited earlier.
Grounding should be performed using special-purpose ground rods; don’t rely on
underground piping to provide low-resistance grounding. Typical grounding rods are 15 mm
(0.6 inch) diameter and around 2.4 m (8 feet) long. Rods should not have any paint or other
nonconductive ﬁnishing. Normally, it is safe to use steel rods with copper cladding. If the
soil pH  5 (i.e., in strongly acidic soil), use solid copper rods, larger diameter clad rods, or
special electrolytic rods to minimize corrosion. In acidic soil, grounding integrity should be
veriﬁed yearly. Grounding rods may be driven into the ground at an angle but should be at
least 75 cm deep.
Connections from the ground rods to the network should use solid copper wire of AWG no.
2 or larger. The wires should not be bent sharply to avoid cold working and fatigue. Large
towers or buildings should be surrounded by a ring of ground rods. All metal objects within
3 m of the external ground system should be connected to it, including metal fences, cable
runways, roof-mounted antennas, and supports or guy wires attached to any tower or antenna.
All internal systems and equipment racks should also be grounded. In no case should braided
grounding straps be used. Existing towers should not be welded to or drilled for ground
connections without a review of the structure by the tower manufacturer or a professional
engineer. Existing ground connections should always be checked for current ﬂow, using an
inductive current meter, before being disconnected. Disconnecting a live ground line may
result in large inductive surges and dangerous overvoltages. Lightning arrestors connected
to ground should be placed wherever outdoor RF cables (or other electrical connections)
transition through a wall into an indoor environment.
Some outdoor sites will use backup batteries to ensure power in the case of a power grid
disruption. These batteries are typically lead–acid types and thus contain sulfuric acid and
release hydrogen when charging. Therefore, there is danger of explosions and exposure to
corrosive liquids. When working with backup batteries, use insulated tools and eye
protection.
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Whenever working with high voltages, work with a buddy who can provide assistance in
case of an accident. Don’t use a grounded wrist strap. Don’t mix aluminum and copper
conductors. Consumer-grade electrical strips should never serve as a permanent power source
for industrial equipment. Cabling used in conduits should be plenum rated even if local
regulations allow otherwise; nonplenum cabling may release toxic compounds in the case of
a ﬁre. If cabling or ducting penetrates a ﬁrewall (a wall that is required by building codes to
withstand a ﬁre for a certain period of time), precautions, such as a ﬁreblock within the duct,
must be taken to ensure the integrity of the ﬁrewall.
Battery racks, cabinets, and other heavy objects should be solidly braced if the site has any
likelihood of seismic activity (that’s pretty much anyplace in California!). Two folks should
work together to lift any object heavier than 18 kilograms (40 pounds). Check with local
utilities or utility-locating services before digging or trenching at the site.
If developing a new outdoor site, be aware that in addition to local permits and zoning
approval, U.S. Federal Aviation Administration approval is required for any tall freestanding
structure. If you’re merely attaching additional antennas to a tower, it may be advisable to get
an analysis by a civil engineer to ensure that the extra loading is acceptable. Transmission
lines from a tower-mounted antenna should include a drip loop to prevent water from running
along the line into a building. Cables should be routed using cable runways, never hanging
J-bolts for support. Cables should not be mounted to the rungs of a ladder.
Finally, if working on a colocated site with, for example, a cellular phone provider, be aware
that radiated power for licensed sites can be as high as several hundred watts. If you have to
work close to a high-power antenna, make sure it is not active when you’re there!
If you need to perform extensive installation work outdoors, you should consider reviewing
(at least) the Motorola publication Standards and Guidelines for Communications Sites cited
in section 9.9.

9.8 Capsule Summary
Use of WLAN technology outdoors is possible and sometimes very useful. If unobstructed,
WLAN radios can easily reach several kilometers, but in the real world, propagation is limited
by many obstacles. Coverage networks in urban areas are limited by the presence of buildings
and foliage; as a result, effective ranges of hundreds of meters can be obtained along a straight
street with a well-placed access point, but the signal will not turn distant corners and may not
serve adjacent streets very well. The expense of providing wired backhaul to outdoor coverage
networks can greatly exceed the cost of the network hardware; solutions to this conundrum
include exploiting existing backhaul connections, mesh networking, and use of a small
number of high-performance access points.
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WLAN technology can be used to provide point-to-multipoint data services at very low
equipment cost. Base station siting with good line-of-sight coverage is necessary to provide
enough potential customers for a viable business. The 802.11 MAC can be used with minor
modiﬁcations, though such use stretches the capabilities of a system designed for short-range
indoor applications.
Point-to-point bridges to link building networks can be readily implemented over several
hundred meters using commercially available antennas and access points. For longer links,
refraction, absorption, and pointing accuracy issues that are negligible at shorter ranges must
be considered. Long point-to-point links of tens of kilometers are achievable with high-gain
antennas and good siting, although more appropriate technologies should be considered when
high throughput and guaranteed quality of service are desired.
Working outdoors is potentially much more dangerous than working indoors. Network
installers must attend to the hazards of elevated workplaces, inclement weather, high-voltage
electric power, and high-power RF radiators.
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Voice Over Wi-Fi and Other
Wireless Technologies
Praphul Chandra and David A. Lide

10.1 Introduction
Instead of discussing voice over Wi-Fi in the context of pure VoIP technology, running over
802.11a/b/g-based networks, in this chapter we will look at voice over Wi-Fi in conjunction
with other wireless technologies, including proposed 802.11 extensions, cellular, WiMax (and
other wireless broadband technologies), Bluetooth, and conventional cordless phone systems.
The ﬁeld of telecommunications is in ﬂux. Probably the most often-used word today in
telecommunications is convergence. VoIP has been a big step toward the convergence of the
voice (PSTN) and data (IP).
Until very recently, the C-word was limited to the discussion of wired networks and [cellular]
wireless networks, and the discussions were dominated exclusively by voice-oriented wireless
networks where IP had not made any signiﬁcant inroads. With the emergence of Wi-Fi, IP has
now gone wireless. Furthermore, the emergence of VoWi-Fi means that industry pundits are
talking about the convergence of voice (GSM, 3G) and data (Wi-Fi, WiMax) in the wireless
domain, too. But what does all this mean? What will the wired and wireless networks of
tomorrow look like? Which technology will “win”? We look at these issues in this chapter.

10.2 Ongoing 802.11 Standard Work
One characteristic of the 802.11 standard is the ever-present enhancement process. Some
of these enhancements are just now coming into the market, but there are others still under
speciﬁcation. This section summarizes the ongoing work and the possible impact on a voice
application.
Table 10.1 outlines the various 802.11x projects as a reference.

10.2.1 802.11n
The 802.11n project is working on techniques to (a) increase the user throughput of 802.11
to over 100 Mbps and (b) increase the range of communication. This will be accomplished
through the combined use of several technologies. One of the main technologies is the use
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Table 10.1: Summary of 802.11 projects

802.11 Project

Description

Status
(as of January 2006)
Ratified; products in the
market.

.a

Up to 54 Mbps in the
5-GHz range. Introduces
the OFDM modulation
technique.

.b

DSSS transmission rates
in the 2-GHZ ISM band.
This is the base standard.

.c

Bridging operation. Not a
standalone standard; work
merged in to 802.1d.

.d

Global harmonization

Ratified.

.e

Quality of Service

Ratified (Wi-Fi variants
WMM and WMM-SA).

Impact to Voice
As discussed earlier, 802.11a
is important because it adds
more available channels and
thus increases 802.11 voicecarrying capacity. Some
impact to scanning and
roaming algorithms

Ratified.

N/A

WMM provides two
important features for the
voice application:
Prioritization of voice over
other traffic
Power save method that is
useful for voice traffic

•
•

.f

Inter-AP protocols

Ratified, but never really
accepted in industry.

N/A

.g

Enhancement of
transmission rates to
54 Mbps.

Ratified.

Higher capacity means more
voice calls per AP.

.h

Regulatory enhancements
and spectrum management
for .a.

Ratified.

Some impact to the
scanning algorithm

.i

Security enhancements.

Ratified. Wi-Fi variants:
WPA and WPA2.

.j

Japanese Regulatory—
defines frequency
requirements for 4.9-GHz
and 5-GHz deployment
in Japan.

Ratified.

No real impact.

.k

Measurement
enhancements.

Under development.

touched on some of the
proposed .k features and
their impact on roaming
and scanning.

Editorial cleanup of
specifications.

Ongoing.

.l
.m

No project.
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Table 10.1: (Continued)
802.11 Project

Status
(as of January 2006)
Under development.

See text below.

Wireless access in
a vehicular environment.

Under development.

See text below.

.r

Enhanced roaming.

Under development.

.s

Mesh networking.

Under development.

See text below.

.t

Wireless performance
prediction and test.

Under development.

See text below.

.u

Internetworking with
external networks.

Under development.

See text below.

.v

Wireless network
management.

Under development.

This project is looking at
ways for APs to actively
control station radio
settings; for example,
through network
management protocols such
as SNMP. It is closely tied
with the 802.11k project.

.w

Security for management
frames.

Under development.

This project is looking at
extending 802.11i to protect
management frames.

.n

Description
Enhancement of
transmission rates to wide
bands throughputs.

.o
.p

Not a project.

.q

Not a project.

.x

.y

.z

Impact to Voice

Not a project (.x is used to
refer to the entire 802.11
protocol umbrella).
802.11 in the
3.65–3.7-GHz
wavelengths (opened up
in the US in July 2005).

Under development.

New spectrum means, of
course, more potential
capacity for voice traffic.
There will also be a roaming/
scanning impact as per mixed
802.11a/b/g solution today.
802.11y will also include a
standard mechanism to
avoid spectrum interference
with other users of the
spectrum. This, in theory,
will simplify opening up
additional frequency bands
in the future.
No project.
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of multiple input, multiple output (MIMO) antennas for send and receive. With MIMO, the
transmitter and receiver can take advantage of the inherent reﬂections (multipath) that occur
during radio transmission instead of being negatively impacted. The sender and receiver
essentially generate/receive multiple data streams (up to four, two typically) that are spatially
separated. Using sophisticated mathematics, the receiver is able to recover the data streams.
The advantage of this approach is that the data rate can be increased and the range enhanced
because the receiver can recover the signal better under noisy conditions.
802.11n also includes an improved OFDM modulation technique that can handle wider
bandwidth and coding rate.
Another technology is the use of wider channels: instead of 20-MHz channels for
802.11a/b/g, 802.11n can make use of 40-MHz channels. This is an optional feature.
Packet aggregation and bursting techniques along with a more sophisticated block
acknowledgment scheme and a smaller interframe spacing (RIFS) are also used to minimize
the overhead per data packet transmitted. Aggregation is especially important in mixed mode,
where 802.11n devices must coexist with legacy 802.11b/g devices. 802.11n also deﬁnes an
optional mode (Greenﬁeld) where legacy support is not required. It is in this mode where the
maximum data rates will be achievable (in mixed mode, for example, an 802.11n device will
at a minimum need to bracket each high throughput with a legacy transmission such as RTS/
CTS to clear the medium).
The standard will also include enhanced power-management techniques in addition to the
U-APSD method. One important, mandatory technique, referred to as MIMO power save,
allows the more power-intensive MIMO mode to be disabled for transmissions that do not
require the high throughput—i.e., voice. Without this, MIMO operations, at least for initial
chip sets, will be more costly in terms of battery life than mature 802.11b/g solutions.
A second, optional technique, power save multi poll (PSMP), uses a microscheduling
technique to manage the channel efﬁciently. PSMP comes in two ﬂavors: scheduled and
unscheduled. Scheduled PSPM works in conjunction with scheduled access 802.11e QoS.
At a high level, an 802.11n Wi-Fi phone will create a scheduled PSMP trafﬁc stream, via a
TSPEC, at the start of a call. A PSMP frame will be sent by the AP according to the service
period (i.e., packetization period used in the call), and will be synchronized to the scheduled
power save (S-APSD) interval that is being used. PSMP frames are management frames that
are sent to a broadcast destination. Each PSMP frame contains multiple station-information
ﬁelds, where a particular ﬁeld gives a station ID (AID) and time offsets when the station is
allowed to send and receive and for how long. In effect, these frames are minischedules for the
medium (up to 8 ms at a time). The Wi-Fi phone will wake up to receive the PSMP frame and
then know when to send/receive its voice packets.
With unscheduled PSMP, the 802.11n Wi-Fi phone will use U-APSD. The U-APSD
conﬁguration may or may not have been set up via a TSPEC. In either case, the receipt of a
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trigger frame will cause the AP to issue a PSMP frame to schedule the transmission of queued
frames from its delivery-enabled access category queues. The PSMP will also schedule when
the Wi-Fi phone will issue acknowledgments.
To further improve both performance and power saving during PSMP, a new acknowledgment
scheme known as Multiple TID Block ACK (MTBA) is used. This ACK scheme allows ACKs
(a) to be delayed and (b) combined together so that all packets received in the PSMP period
can be acknowledged with one acknowledgment.
The impact to the voice-over-Wi-Fi application of 802.11n is obvious. Greater data throughput
means more calls can be carried per access point and voice/data can be more easily mixed
on the same network. One issue with 802.11n handsets will be reduced battery life due to
the higher power requirements for 802.11n functions. The MIMO power-save mode will, we
hope, alleviate some of this and make the power consumption for 802.11n VoWi-Fi devices
comparable to today’s 802.11b/g solutions.

10.2.2 802.11p
The 802.11p IEEE project is looking at the changes necessary for 802.11 to operate in the
5.9-GHz licensed intelligent transportation system (ITS) band. The focus is on vehicular
applications such as toll collection, safety, and commerce. One aspect of the project that is
relevant to voice is the requirement for fast (i.e., vehicle speed) handoffs. The approaches
being deﬁned in this project may impact the fast roaming work done in 802.11r and vice versa.

10.2.3 802.11s
The purpose of the 802.11s project is to standardize the protocols for an 802.11-based wireless
distribution system (WDS). The proposed architecture for this system is a meshed network
that is wirelessly connected using 802.11 protocols. Nodes on the network will dynamically
discover neighbors, and enhanced routing protocols will be present to facilitate efﬁcient
packet routing. 802.11s-compliant networks will be self-organizing.
A standardized wireless distribution system for 802.11 will increase the coverage capability of
802.11 networks, thus making the applicability of 802.11 voice services even more compelling.
Instead of being restricted to disjoint islands of Wi-Fi hot spots, you can envision an 802.11sbased mesh network covering large (cell-phone scale) spaces. However, the 802.11s protocols
will need to ensure that the quality of service and security concerns for voice that we discussed
earlier are addressed. Furthermore, the per-[voice] packet latency introduced by a mesh
topology will have an impact on the overall quality of service that is achievable.

10.2.4 802.11t
The 802.11t project is concerned with performance measurement. This project will result
in recommendations (not standards) in the areas of measurement and test techniques and
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metrics to be tracked. This project and a related Wi-Fi voice test project are interesting in that
they recognize that voice-over-802.11 performance test requirements are very different from
traditional data performance. Data-performance testing is mostly concerned with throughput,
and the metrics of interest are maximum bits per second that can be transmitted or received
under various conditions (such as data packet size).
Voice performance, however, is more concerned with the packet loss, latency, and jitter that
are present under overall BSSS loading. Artiﬁcial test and measurement is a difﬁcult problem
because to really assess the impact of all three performance areas on a voice call will require
incorporating the techniques used in VoIP to mitigate network impacts. For example, VoIP
terminals will use a jitter buffer to handle voice packet interarrival variance and will utilize
packet-loss concealment techniques to recover from lost packets. These will need to be
factored into the measurement process.
Power management and battery life are important 802.11 phone metrics. These are impacted
heavily by access-point performance such as beacon interval stability, and ps-poll/null-frame
response times. Test methodologies need to be developed for these and other power-related
metrics.
A ﬁnal area of voice-unique testing is in the area of roaming. A standardized test methodology
to measuring roaming and handoff performance is a highly desirable product of this project.

10.2.5 802.11u
The 802.11u project is aimed at adding features to 802.11 that facilitate interoperation in
multiple 802.11 network environments. These features include network enrollment, network
selection, and service advertisement. In general, the results of this project should facilitate
Type C roaming. 802.11u will have some overlap with another IEEE project, 802.21. We will
discuss this further later in this chapter.
One important feature being addressed in the 802.11u project is the handling of emergency
calling. One proposal being considered is to use a spare bit in the existing TSPEC element to
indicate that the requested resources are to be used for an emergency call. A phone could then
issue an ADDTS message to the AP with this “emergency service” bit set when a “911” call
was placed.

10.3 Wi-Fi and Cellular Networks
Wi-Fi/802.11 is, at its basic level, a radio technology. This section will examine how voice
over Wi-Fi will interact with the current “reigning” champion of voice/radio technology:
today’s cellular networks.
Wi-Fi and cellular are for the most part complementary technologies. They individually
provide solutions to a subset of the wireless space. In particular, Wi-Fi can be used to provide
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coverage in areas where cellular is less effective: indoors, hospitals, airports, and urban
canyons.
The inclusion of a voice-over-Wi-Fi capability into a cell-phone handset can be viewed as the
ultimate goal for voice over Wi-Fi. There are several reasons for this goal. An obvious one
is economy of scale. Economically, a voice-over-Wi-Fi implementation (chip set/software
solution) will reap immense beneﬁts from deployment in the 500-million plus cellularhandset market. Such volumes allow for the research and development necessary to create
new classes of systems on a chip speciﬁcally tailored to meet conventional cellular and WiFi requirements. We should expect chip sets in the future that include Wi-Fi radios, MAC/
Baseband integrated with cellular modems, and processors. With this integration comes a
reduction in cost that will surely spill over into pure voice-over-Wi-Fi space as well.
Second, like its parent technology VoIP, voice over Wi-Fi will piggyback on the ongoing
improvements to the data networks that are being upgraded to provide enhanced data services
to the basic cell phone. Examples of this include the third generation (3G) data networks that
have been coming online in the past ﬁve years.
A third factor is the usefulness of Wi-Fi technology to augment areas where cellular
technology is lacking. Speciﬁcally, areas where cellular coverage is problematic (indoors,
airports, hospitals, urban canyons) can be handled by overlapping Wi-Fi networks. The
introduction of Wi-Fi-based mesh networks, driven by the maturation of 802.11s, will
contribute to this trend. For example, vendor studies have shown that a city-wide, Wi-Fi mesh
network can be a more cost-effective approach to providing wireless coverage than deploying
3G (1xEV-DO). A Wi-Fi mesh network could be, for example, situated in street lamp posts
(which can be rented cheaply from the city government) as opposed to a cell tower that would
require space from an ofﬁce building or home.
A fourth factor is bandwidth. The cellular network providers would love to have the ability
to move customers off their precious spectrum wherever possible. For example, when in your
broadband-enabled home, why not let the cell phone make calls over the IP-based broadband
network, via your in-home Wi-Fi infrastructure? A side effect of this is that cellular providers,
riding on top of broadband access, now have a means to get customer phone minutes when he
is at home. By providing an integrated access point and VoIP gateway equipment that allows
the customer’s conventional home telephony (i.e., POTs phones) to place VoIP calls back to the
cellular base network, just like with his dual-mode cell phone, the cellular providers can cut
into the traditional home voice-service monopoly held by the local telephone companies. This
is one of the key drivers of ﬁxed/mobile convergence, with the goal being to get customers to
sign up to an all-inclusive home and mobile phone service from the cellular providers.
A ﬁnal factor is the cellular world trend to move to using an SIP-based call-signaling protocol
known as IP Multimedia Subsystems, or IMS. We will discuss IMS further in section 10.3.2.2.
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The use of SIP to control cell-phone call signaling as well as voice-over-Wi-Fi signaling
makes it easy (relatively speaking) to architect a uniﬁed phone with seamless handoffs
between the cell world and the Wi-Fi world.

10.3.1 Dual-Mode Issues
There are several issues, however, to overcome before the dual-mode, cellular, and Wi-Fi
phones become a reality. They include

•

Handoffs between the two networks. This is especially a problem if the existing
cellular signaling mechanisms are used while on the cellular network and VoIP
signaling is used when in Wi-Fi mode. One approach is to simply not allow
switchover while a call is in progress. Another is to use the same signaling protocol
for both networks. We will look at this case further later.

•

Billing. Two networks means two billing systems, assuming that the Wi-Fi portion is
not free.

•

Phone integration. Integration of a dual-mode phone is a nontrivial exercise. One area of
difﬁculty is the reuse of key hardware and software components. For example, today’s
cell phone utilizes highly optimized systems on a chip, including possibly accelerator
hardware for audio codecs, echo cancellation, and other number-crunching algorithms
that are executed on the voice samples. These may be highly integrated with the cellular
voice processing, so reusing them when in voice-over-Wi-Fi mode may be difﬁcult.

•

Power management. Today’s cell phones achieve their battery life levels through a
combination of power-efﬁcient hardware and power-aware protocols. For example, the
cell-phone voice-sample processing subsystem (codec, echo canceller, etc.) is closely
tied to the cellular network “timeslot” so that the entire phone can wake up out of a
low-power state only when needed to process, send, and receive samples. A Wi-Fi
phone, in contrast, does not have such a close coupling between the voice-processing
subsystem and the actual Wi-Fi network. Also, a dual-mode phone will require Wi-Fi
channel scanning (and its associated power requirements).

•

Codec usage. In cellular telephony, the use of codec is very closely tied to the cellular
network. For example, the GSM-AMR codec rates match the cellular network
transmission “time slots” exactly. Thus, an existing voice subsystem for a cellular phone
may not be able to easily accommodate “standard” VoIP audio codecs such as G729ab
and G723. While RTP proﬁles for the cellular codecs (GSM, EVRC) are deﬁned for
VoIP, not all VoIP devices will implement them due to their complexity and processing
requirements. Thus, when in VoIP mode, a dual-mode handset may fail to negotiate a
codec for a VoIP call or may require a transcoder somewhere in the network.
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10.3.2 Convergence Strategies
There are two basic strategies for Wi-Fi voice/cellular convergence, with several variations
being proposed or prototyped. The ﬁrst basic strategy, an example of which is being proposed
for GSM networks, is an approach wherein the lower-layer cellular protocols are replaced
with IP. The higher-layer cellular network protocols are then tunneled over the IP network.
A gateway function at the border between the IP network and cellular backbone is provided
to terminate the tunnel. In the case of GSM, this approach is known as Unlicensed Mobile
Access (UMA).
The second strategy, being proposed ﬁrst for CDMA networks but also applicable to GSM
networks, is using IMS as a common signaling protocol for both the pure cellular network
signaling and the voice-over-Wi-Fi network.
10.3.2.1 UMA
Unlicensed mobile access, as deﬁned in UMA Architecture (Stage 2) R1.0.43 (2005-425-298),
is “an extension of GSM/GPRS mobile services into the customer’s premises that is achieved
by tunneling certain GSM/GPRS protocols between the customer’s premises and the Core
Network over a broadband IP network, and relaying them through an unlicensed radio link
inside the customer’s premises.”
Under UMA, a dual-mode GSM/Wi-Fi handset uses the GSM network when it is available
and no Wi-Fi network is present. When a suitable Wi-Fi network comes into range, however,
the phone will switch over to using voice over Wi-Fi. As deﬁned, UMA is not Wi-Fi-speciﬁc
and is designed, in theory, to use any unlicensed access technology. Wi-Fi and Bluetooth are
called out as initial candidates in the UMA Stage 2 speciﬁcation.
In the case of a UMA/Wi-Fi-capable handset, GSM call signaling and voice compression will
be used in both the GSM cell network and the Wi-Fi network. When using the GSM spectrum
(referred to as GERAN/UTRAN mode), the phone operates as a pure GSM phone with some
additional functionality present to enable GSM to do Wi-Fi roaming. We will discuss this
additional component later. Once a switch to a Wi-Fi network has taken place, the phone will
use Wi-Fi to access the Internet and will set up a secure tunnel back to the GSM core network
(this is referred to as UMAN mode in the speciﬁcation). Over this tunnel, pure GSM signaling
messages and RTP-encapsulated media packets will be sent and received. This is illustrated in
Figure 10.1.
This tunnel is terminated at a secure gateway (SGW) component of a special network device
known as the UMA network controller, or UNC. The UNC/SGW sits at the border between
the GSM core network and the Internet, and acts as a gateway between the VoIP and GSM
world. On the VoIP side, the UNC looks like the endpoint of a TCP/IP connection. On the
GSM side, the UNC looks like a GSM base station. The UNC routes data (call-signaling
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Figure 10.1: UMA overview.

messages or media packets) between the IP network and GSM networks. There are two kinds
of UNCs: provisioning UNCs and serving UNCs. The provisioning UNC is used for initial
phone bring-up, and will typically redirect the phone to a serving UNC. The FDQN of the
provisioning UNC and its associated secure gateway will be typically provisioned into the
dual-mode phone.
The tunnel between the dual-mode phone and the UNC will be secured using the standard
Internet security protocol, IPsec. The speciﬁcation calls for the use of the IPsec Encapsulating
Security Protocol (ESP) in tunnel mode with AES encryption (Cipher Block Chaining Mode),
and SHA1 authentication. Figure 10.2 illustrates the protocol layering of UMA for voice and
signaling, respectively.
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Figure 10.2: UMA signaling secure tunneling.
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The IPsec security association is set up via the IKE key-management protocol (v2). UMA
deﬁnes two IKE proﬁles, one using EAP-SIM and one using EAP-AKA (authentication and
key agreement). Both these proﬁles allow for fast reauthentication. This is useful to reduce the
workload due to full IKE v2 handshaking and to speed up the registration process, especially
if the dual-mode UMA phone has roamed onto a new Wi-Fi network (where its assigned IP
address has been changed).
It is important to note that this secure tunnel is used for all data between the dual-mode phone
and the UNC, including voice trafﬁc. We will have more to say about the bandwidth efﬁciency
of this scheme later.
The ﬁrst operation after setting up the tunnel is to register. This may take several steps and
additional tunnels, especially if this is the ﬁrst time that the phone has booted because of the
serving UNC discovery procedure. The procedure consists of the following steps:

•
•
•

Discovery of the default serving UNC. This will be provided by the provisioning UNC.
Registration with the default serving UNC.
The default serving UNC may accept the registration or may redirect the phone to use
a different serving UNC.

•

In the latter case, the registration will be repeated to the new serving UNC. This will
involve setting up another secure tunnel.

•

The registration is completed by the dual-mode phone sending a Register Accept
message.

The FDQN of the serving UNC/SGW can be saved for subsequent reboots along with the AP
BSSID. On subsequent reboots, the phone can attempt to register directly with the serving
UNC that it had previously used when connected to this AP. Note that the phone can be
redirected to a different serving UNC so that the discover procedure can take place at any
time. Also the discovery procedure may be necessary if the phone roams to a new Wi-Fi
network where it has not previously operated.
Once the secure tunnel is in place and the dual-mode phone has registered with the UNC, the
dual-mode phone can use the tunnel to transport the higher layers of the GSM call-signaling
protocols.
The UNC gateway function translates between the GSM core network and the secure tunnel.
The tunnel is also used for the media trafﬁc ﬂow. While VoIP allows for a variety of codecs to
be used, UMA uses the cellular standard GSM AMR or WB-AMR codecs (RFC 3267). This is
preferred, since a call might have roamed from or may in future roam to the cellular network.
The codec samples are RTP encapsulated before being transmitted through the secure tunnel.
One comment on this is that use of IPsec and secure tunneling introduces substantial overhead
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to each voice packet. Given that a 20-ms GSM voice frame (at the full AMR rate of 12.2 kbps)
will contain 244 bits of speech payload plus 12 bits of frame overhead for a total of 32 bytes,
we can compute that a UMA-secure/tunneled RTP packet will effectively be 126 bytes plus
layer 2 headers (see Table 10.2).
Table 10.2: Effective GSM RTP packet size in UMA tunnel
(with AES encryption in CBC mode, SHA1 authentication)
Packet Element
Frame payload (12.2 kbps rate)

Size (bits)
244

CRM

4

Table of contents

6

RTP padding

2

RTP header

96

UDP/IP

224

2nd IP header (tunnel)

160

IPsec ESP header
IV
Padding

32
128
0

Trailer

16

Authentication

96

Total

1008

% Overhead

321%

A dual-mode, UMA phone can be set up in one of four preferences:
1. GSM only (i.e., never use the UMAN mode of operation).
2. GSM preferred (i.e., use GERAN/ UTRAN mode where possible, switching to UMAN
mode only when the GSM network is not available).
3. UMAN preferred (i.e., use voice over Wi-Fi where possible).
4. UMAN only (i.e., switch to UMAN mode immediately after the phone starts up and
registers on the GSM network).
The procedure to switch from GERAN/ UTRAN mode to UMAN mode (GSM to WiFi handover) is referred to as “rove in,” and the reverse procedure is referred to as “rove
out.” Unlike inter-802.11 roaming these two roaming procedures are of the “make before
break” type, meaning that the new mode must be fully established before the old mode is
disconnected. This is important because, as we have seen before, there are multiple protocol
steps in the secure tunnel and registration procedures before voice can actually be delivered to/
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from the handset. UMA has the goal of seamless switchover between the two modes. It will be
interesting to see if this achievable in practice. One problem area will be the delay introduced
by the RTP jitter buffer when in UTRAN mode. When in GERAN mode, the phone will be
operating without any jitter buffer (this is not required due to the TDMA protocol used in the
GSM network). As soon as the UTRAN mode is enabled, the initial RTP packets from the
core network will need to be delayed in the handset so that the handset jitter buffer can be
primed. Thus, the user will potentially hear a gap in the conversation equal to the jitter buffer
nominal setting. One way around this, potentially, is to begin with a shallow jitter buffer and
let it adapt aggressively if network conditions require a deeper buffer. The corresponding jitter
buffer in the UNC will need the same kind of workaround.
The UMA speciﬁcations include recommendations for the Wi-Fi network that a dual-mode,
UMA phone will utilize. These recommendations include

•
•

Use of 802.11 security, WEP, or WPA PSK.

•

Power save: The speciﬁcation calls for the use of 802.11 power save when not in an
active call but, interestingly, states that the 802.11 power save should not be used
during a call. Presumably, this was written before the voice-friendly U-APSD powersave mode was deﬁned by 802.11/Wi-Fi.

•

Roaming and scanning: The speciﬁcation calls for background scanning at an
undeﬁned interval, “depending on power conservation strategies.” The speciﬁcation
recommends the use of RSSI as the key metric to determine when to roam. The
speciﬁcation also states that Wi-Fi roaming is to be isolated from the upper layer
protocols, unless the IP address has changed as a result of the roam. For inter-BSS
roaming, UMA suggests a target of 100 ms for the device to switch to a new AP.

•

From a hardware capability point of view, the speciﬁcation requires the physical
characteristics shown in Table 10.3.

QoS: Use of WMM is recommended. The speciﬁcation suggests “simulating” WMM
if the AP does not support the feature, by using a “non-standard,” smaller backoff
window and interframe delay. The speciﬁcation also calls for the dual-mode phone
to use link level 802.1D priority markings and/or the IP layer TOS/DCSP value of
received packets for outgoing packets.

Table 10.3: Wi-Fi physical characteristics required for UMA
Characteristic
Transmit power (at antenna)

Specification
17 dBm

Receive sensitivity

–87 dBm @ 1 Mbps

Antenna gain

–0 dBi
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Finally, the speciﬁcation recommends the use of “intelligent” packet loss concealment
algorithms to mitigate packet loss.

On the AP side, the speciﬁcation recommends a beacon period of 100 ms.
UMA, when operating in UMAN mode, has provisions for some amount of RTP session
negotiation. UMA allows the following call parameters to be “negotiated,” via information
elements in the tunneled signaling packets:

•
•
•
•
•
•

RTP port (UDP)
RTCP port (UDP)
Sample size (VoIP packetization period)
Redundancy/mode tables (see later)
Initial GSM codec mode to use
RTP dynamic payload type to use for the audio codec

These parameters can also be changed mid-call through tunneled signaling messages.
The GSM codec has a built-in redundancy mode that is applicable to transport over Wi-Fi and
over IP in general. UMA has provisions to take advantage of this feature. The feature works
as follows: GSM inherently supports various modes of operation (or bit rates), ranging from
4.72 kbps to 12 kbps for the narrowband AMR codec (additional rates are available in the
wideband, WB-AMR codec). Any of these rates can be used in a call, and the RTP packing
format for GSM AMR includes a ﬁeld (Codec Mode Request or CMR) with which a receiver
can signal the other side that he desires a codec rate change. Furthermore, an RTP GSM AMR
packet may contain redundancy in the form of copies of previously transmitted GSM frames.
This is referred to as forward error correction. UMA allows a redundancy/mode table to be
exchanged via information elements in the tunneled GSM/UMA call-signaling packets. This
table gives, for each rate, the desired redundancy level (UMA restricts the options to none,
one level, or two levels). A separate table can also be present that deﬁnes, for each mode, the
frame-loss rate threshold and a hysteresis level to control when a receiver should try to switch
rates. Armed with these tables, a UMA handset can monitor the frame loss it is seeing and,
when conﬁgured loss thresholds are hit, the handset can use the CMR ﬁeld to request a rate/
redundancy change. Similarly, the receiver in the UNC can do the same. As a note, it is unlikely
that a rate change alone will accomplish much when in UMAN mode because of the packet
protocol and security overhead mentioned previously. However, the switch to a lower bit rate
with redundancy has the effect of protecting for packet loss without increasing the overall RTP
packet size. This is an important consideration for Wi-Fi QoS networks with admission control
and also has a slight impact on power consumption when operating in the Wi-Fi network.
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The GSM codec also has a feature known as unequal bit error detection and protection. This
is accomplished by organizing the codec payload bits into three classes: A, B, and C. Class
A bits are the most important bits, Class B are next, and Class C are the least important. For
example, in the GSM AMR 12.2-kbps rate, 81 bits out of the total 244 bits in a 20-ms frame
are deemed Class A. Thus, in theory, a received packet with corruption in the Class B or
C area of the payload could still be used (and not completely dropped). This scheme is, of
course, very useful in GSM cellular networks where the packet integrity checks are adjusted
to reﬂect the payload bit classes. Unfortunately, when operating in UMAN mode over a
Wi-Fi/IP network, this codec feature is not applicable (although it would be beneﬁcial). The
problem is that, ﬁrst, a UDP checksum covers the entire UDP packet so that UDP checksums
would need to be completely disabled for the scheme to work. Even more damaging is the
use of the IPsec-protected tunnel. IPsec performs a message authentication check across
the entire payload. Thus, bit errors in Class B and C areas would result in the packet being
dropped due to authentication failures. Finally, and most damaging, the 802.11 link-level
security authentication checks (if enabled) would also fail for the same reason. Using this
feature would require “application” knowledge to be propagated down to all layers of the
protocol stacks; clearly, this is not a feasible approach, at least for the near future.
A ﬁnal area of interest with UMA is its handling of 911 emergency calls. A UMA dual-mode
phone can ﬁrst be conﬁgured as part of the registration process as to which network is preferred
to make emergency calls. Second, the UMA call-setup message includes an information
element to indicate the type of call. “Emergency” is an option in this IE. Finally, UMA has
several options for managing location information:

•

UMA handsets can send the identiﬁer of their attached AP. The UNC can then use this
to “look up” the AP’s location when an emergency call is placed. This, of course, is
100% accurate only if every possible AP (that UMA allows—UMA has provisions to
restrict the APs that the dual-mode phones can use to obtain UMA service) has been
registered so that its location is in a back-end database.

•

UMA handsets can send their own location if they know this from other means—
e.g., GPS.

10.3.2.2 IMS
The second approach to dual-mode telephony is the use of VoIP in both the cellular and WiFi modes, via IMS. The IP Multimedia Subsystem is a key element of the third generation
(3G) architecture. 3G is, brieﬂy, a collaboration of various standards bodies to deﬁne the next
(third) generation cellular networks. 3G is a uniﬁcation of the cellular world and the Internet,
and IMS is the mechanism that enables IP-level services.
IMS is based on SIP. As we discussed earlier, SIP is now the main VoIP call-signaling
protocol. The reasons for changing from conventional cellular signaling to a system based on
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SIP are beyond the scope of this chapter. The driving factor is uniﬁcation of services, with the
idea being that IMS-based signaling can facilitate the deployment of voice, video, presence,
and other services. However, the use of SIP/IMS and VoIP over the existing cellular networks
has some interesting technical challenges that, if solved, will play into a pure voice-over-WiFi scenario as well.
One issue is bandwidth. Today’s cellular networks are constrained as to the amount of
bandwidth available for a voice call. Recall that SIP-based VoIP call signaling utilizes
a relatively inefﬁcient, text-based protocol to communicate call signaling information.
Furthermore, if you look at a VoIP media packet, a good portion of this packet will be
composed of packet header information. Thus, IMS signaling and media will require more
bandwidth than the current cellular protocols.
In the case of SIP messages, one approach is to use compression techniques such as those
deﬁned in RFC 3320. With RFC 3320, a layer that performs lossless compression (e.g., gzip)
can be inserted between the application (voice-signaling SIP stack) and the network protocol
stack (TCP/IP). On transmission, this layer can run a native implementation of a compression
algorithm. However, on reception, this layer makes use of the Universal Decompressor Virtual
Machine (UDVM), which is essentially a JAVA-like virtual machine tailored speciﬁcally
for decompression operations. The instructions or “byte-codes” to be executed are provided
by the sender. The advantage of this approach is that the actual compression algorithm
can be controlled entirely by the transmit side; it can pick any algorithm desired, perform
the compression on a message, and send it along with the UDVM instructions on how to
decompress it (the byte codes would need to be sent only with the ﬁrst message, assuming the
same algorithm is used throughout the signaling session).
To tackle the problem with the media packet protocol overhead introduced by the RTP/UDP/
IP headers, an approach is to use a technique called robust header compression (RHOC-RFC
4362). RHOC can work across a link layer (e.g., in 802.11 between the phone and AP). The
basic idea behind RHOC and its related header-compression protocols is to deﬁne at the start
of a packet ﬂow (e.g., at call setup) which ﬁelds in the packet headers are static, which ﬁelds
update according to simple rules (e.g., the RTP time stamp), and which ﬁelds need to be sent
along with each packet. Once these are set up, the static ﬁelds and those that change in a
simple way can be stripped before packet transmission. The receiver will then reconstruct the
complete header before forwarding the packet. The protocols include mechanisms to recover
from delivery problems—for example, if a burst of packets is lost for some reason, the preset
header information may need to be changed.

10.4 WiMax
WiMax is a new wireless technology, deﬁned by IEEE 802.16x standards. The core standard,
802.16, deﬁnes protocols for a broadband wireless infrastructure, operating in the 10–66 GHz
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frequency range. The basic topology deﬁned in the speciﬁcation is point-to-multipoint. The
targeted data throughput range was 70 Mbits, with a peak rate of 268 Mbps and a typical
cell radius of 1–3 miles. This base standard was subsequently enhanced with a suite of
amendments known as 802.16a. They added considerations for more spectrum bands (licensed
and unlicensed), support for non-line-of-sight architectures, new physical-layer speciﬁcations,
and enhancements to the MAC layer. These later changes included consideration for quality of
service and different types of trafﬁc, including voice.
A second version of WiMax is currently being deﬁned. This version, based on the 802.16e
speciﬁcation, is addressing mobility and roaming considerations. It will include support for
hard and soft handoffs and improved power-saving techniques. It introduces a new PHY layer
optimized for mobility.
Like 802.11, the 802.16 speciﬁcations include multiple physical layers. 802.16a deﬁnes three
protocols:

•

A single-carrier modulation format.

•

Orthogonal Frequency Division Multiplexing (OFDM), with a 256-point transform.
This is the same modulation technique used in 802.11g.

•

Multiuser OFDM (OFDMA), with a 2048-point transform.

802.16 adds a new variant of OFDMA, referred to as SOFDMA (the “S” stands for scalable).
The variant provides better performance for multiple users under varying conditions.
The media access layer for 802.16 is quite a bit different than for 802.11. It is based closely
on the data-over-cable speciﬁcation (DOCSIS). The relationship between WiMax and
Wi-Fi is still to be deﬁned. The conventional school of thought is that WiMax will become
a “last-mile” technology, providing an alternative for the currently deployed broadband
technology (i.e., DSL, cable, ﬁber-to-the-home, etc.). A WiMax CPE device, for example,
could contain an 802.11 subsystem as well, just like today’s cable and DSL broadband routers.
With this architecture, a voice-over-Wi-Fi phone would be another subscriber to the WiMax
backbone.
802.16e, with its support for mobility, muddies the waters. Conceivably, 802.16e could be
used as a replacement for Wi-Fi in some environments.

10.5 VoWi-Fi and Bluetooth
Bluetooth (BT) is radio technology geared at the 2.4–2.5835-GHz ISM unlicensed frequency
band just like Wi-Fi (802.11b/g). Table 10.4 summarizes 802.11/Wi-Fi and Bluetooth
technology.
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Table 10.4: Wi-Fi (b/g)/Bluetooth comparison
Wi-Fi

Bluetooth

Direct Sequence Spread Spectrum (DSSS).

Frequency Hop Spread Spectrum (FHSS).

Use only 22 MHz  3 (channel)  66 MHz.

Use 1 MHz  79 (channel)  79 MHz. The hop rate is
1600 hops/sec.

Power: 1 W (30 dBm).

Power: 1 to 100 mW.

Data rate: up to 56 Mbps at close ranges,
5.9 Mbps  175 ft, 5.5 Mbps at 250 ft.

Max data rate 550 kbps at 250 ft.

Range up to 100 meters, depends on
power and environment.

Power range: 100 meters (class 1), 10 meters (class 2),
10 cm (class 3).

Each Wi-Fi network uses 1 channel, max
3 nonoverlapping networks.

FCC requires BT devices to hop 75 channels up to
max 79 channels.

Defined only layer-2 protocols, a common
way to access Internet through the AP.

Define different layers of protocols. Profiles allow for
different voice and data application interworking.

Security is in layer 2 (WEP, WAP, WAP2, etc.).

Security is in layer 2 (LMP) and security architecture for
different layers.

Allow one AP and many stations to bind.

Allow one pair of AG (Audio Gateway) and handset or
hands-free to pair.

Table 10.5: BT device power classes
Power Class

Max Output Power (mW)

Maximum Range (meters)

Class 1

100 mW

100 m

Class 2

2.5 mW

10 m

Class 3

1 mW

10 cm

There are three classes of BT devices, each with a different maximum output/power and
corresponding range proﬁle. They are summarized in Table 10.5.
The current uses of BT (at least in classes 2 and 3) make it a complementary technology to
Wi-Fi. In the context of a VoWi-Fi phone, a BT subsystem might be present to provide lowrate, close-proximity wireless access to peripherals. The most likely scenario is that a VoWi-Fi
phone would have a BT subsystem to allow the use of a BT handset or hands-free device as
the end audio transducer.
This leads us to the main issue with BT and Wi-Fi: coexistence. In a nutshell, the BT physical
layer utilizes a frequency-hopping technique that unfortunately can cause interference in an
802.11b/g network (and vice versa). As described earlier, Wi-Fi/802.11b/g standards in North
America divide the ISM band into 11 overlapping channels (in Europe and Japan additional
channels may be present). Only three channels—1, 6, 11—are nonoverlapping. Each channel
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utilizes 22 MHz of the ISM band; thus 3  22  66 MHz out of the 88.35-MHz ISM band will
be occupied by a fully loaded Wi-Fi deployment.
Bluetooth, on the other hand, uses a frequency-hopping technique across almost the entire
ISM band. Each hop frequency is 1 MHz and up to 79 channels are allowed. Furthermore,
BT speciﬁes a hop rate of 1600 hops/sec. This means that transmission from a BT device will
deﬁnitely overlap with Wi-Fi transmissions if it is in range and the Wi-Fi transmission is long
enough. This is shown graphically in Figure 10.3.
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Figure 10.3: 802.11b/g frequency bands.

The impact of the interference from BT devices on Wi-Fi equipment is to effectively raise
the Wi-Fi channel bit-error rate. A BT device that wants to transmit will be unaware of Wi-Fi
activity and will not delay its transmission. If it is in range and its frequency-hopping scheme
happens to overlap the Wi-Fi transmission, the Wi-Fi receiver will see a degraded signal and
can either miss the packet or detect a CRC error. In either case, the Wi-Fi transmitter will need
to resend.
Packet retransmission in Wi-Fi typically will lead to a reduction of transmission rate, as the
Wi-Fi devices attempt to react to what they perceive as a noisy environment. Thus, data that
would be normally transmitted at 54 Mbps may eventually be transmitted at a rate of 11 Mbps.
This reduces the overall throughput of the Wi-Fi network and has other side effects for voice
such as increased latency and power consumption.
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Figure 10.4: Wi-Fi throughput versus received signal strength (AP-STA distance).

Figure 10.4 conceptually illustrates the effect of a BT transmitter on Wi-Fi throughput. The
ﬁgure plots Wi-Fi throughput versus received signal strength for the cases where the BT
device is transmitting or not. Received signal strength here is used as a generalization of
distance between the Wi-Fi device and its access point. The net effect of a BT transmitter in
close proximity is to sharply degrade throughput, even when the Wi-Fi device is close to the
AP. The degree of impact of the BT transmitter is correlated to the BT device location to the
Wi-Fi device.
As an unpleasant side effect, Wi-Fi packets sent at the lower Wi-Fi rates will stay on the air
longer and are hence even more likely to experience BT interference. Note that, because of the
frequency-hopping technique used in BT, a Wi-Fi transmitter may not be able to detect that
a BT transmission is in progress and back off. This in contrast to the case of Wi-Fi channel
overlap; in this situation a Wi-Fi device will be more likely to detect the 802.11 energy and
can then back off.
Before discussing ways for BT and Wi-Fi to coexist, we need to discuss the types of BT
connections that can be used. BT has two types of link-level protocols: asynchronous
connectionless (also known as ACL) and synchronous connection-oriented (SCO). ACL BT
protocols are typically low rate and allow for packet retransmission. SCO connections are
higher speed and (in BT 1.0 devices) do not allow for packet retransmission. SCO connections
are used, for example, to communicate to BT headsets and hands-free devices. Different
coexistence techniques are required for each of these, depending on the type of Wi-Fi trafﬁc.
For a VoWi-Fi phone with an adjunct BT handset or hands-free device, we are interested in
Wi-Fi voice coexistence with BT voice over an SCO connection.
Several coexistence schemes for BT and Wi-Fi are possible. We will discuss some of them
later. It is important to recognize that a combination of schemes will be required for a full
robust solution.
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One technique, utilized by Wi-Fi and BT chip set providers such as Texas Instruments,
is to provide silicon-level interfaces so that the two chip sets can collaborate to minimize
interference. In the Texas Instruments solution, for example, its two chip sets share a
coexistence interface over which information on when transmission is taking place can be
exchanged. If a BT transmission is going on, the Wi-Fi transmission can be delayed and vice
versa. This approach works best for Wi-Fi data and BT data (i.e., ACL) coexistence, with a
couple of limitations. It is not enough to solve Wi-Fi voice and BT voice (SCO) coexistence
problems, however.
A second set of techniques comes from the 1.2 version of the BT standard. This update has
taken steps to address the coexistence issue by incorporating two new features: adaptive
frequency hopping and an enhanced SCO link protocol (ESCO).
The BT 1.2 adaptive frequency-hopping scheme allows a BT device that has knowledge of the
802.11 device that it is colocated with to adjust its frequency-hopping scheme accordingly.
For example, if a BT device knows that its 802.11 counterpart is operating on Channel 1, it
can select frequencies out of the 802.11 channel 1 subband for its hopping sequence. Thus,
the BT device would use 57 out of the possible 79 channels. Using this technique in practice
for the case of VoWi-Fi and a BT headset/hands-free device creates several issues that must be
overcome:

•

The BT 1.2 speciﬁcation does not deﬁne how the BT device learns the channel use.
Typically, this would require a software interface between the Wi-Fi and BT chip set/
device driver.

•

The adaptive frequency-hopping scheme does not help as much in cases in which
all multiple 802.11 channels are in use, such as would be the case in an enterprise
environment. The 1.2-compatible BT devices can skip around the 802.11 channel that
the colocated Wi-Fi is actively using but still may interfere with other Wi-Fi devices
as the user roams.

•

Furthermore, in a multiple AP environment the BT device will need to change its
hopping sequence whenever the Wi-Fi device decides to roam. This will most likely
result in an interruption in the BT data stream.

•

There will be impact on scanning techniques. For example, the use of unicast probes
to discover new APs on other channels will be problematic.

•

A ﬁnal issue is that a combined Wi-Fi/Bluetooth device will have cost pressures to
share a single antenna. The preceding techniques are appropriate if each subsystem
has a dedicated antenna and there is a minimal degree of RF separation between the
two. When the antenna is shared, it is unlikely that the frequency-hopping adjustment
approach will be effective.
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ESCO allows for higher speed and retransmission on the SCO links. This will improve the
quality of the BT transmissions (e.g., voice to/from a BT hands-free device).
In short, coexistence for BT voice and VoWi-Fi is still an open technical challenge.

10.6 VoWi-Fi and DECT
We have left the topic of VoWi-Fi and DECT near the end because it is perhaps the
most controversial, especially to DECT proponents. Digital Enhanced Cordless
Telecommunications is a popular wireless standard, mostly in Europe, that—it can be
argued—provides a complete wireless telephony solution today. DECT works in the 1.9GHz band (some versions are available in the 2.4-GHz band) and utilizes a time-division
multiplexing approach to bandwidth allocation. It was primarily geared for cordless telephony.
An overview of DECT is given in Table 10.6.
Table 10.6: DECT summary
Characteristic

DECT

Frequency Band

1.9 Ghz

Access Method

TDMA

Data Rate

2 Mbps—being expanded to 20 Mbps for data services

Range

50 meters indoors, 300 meters outdoors

Modulation

Gaussian Minimum Shift Keying (GMSK)

Voice Codecs

G726 (ADPCM) [32 kbps]

Voice Signaling

ISDN based

Handovers/Roaming

Built into protocol

Security

GSM based

Cost

Approx ½ compatible 802.11 solution

Battery Life

⬃12 hrs talk, 100 standby

In this regard, DECT can be considered a competing technology to VoWi-Fi. Let’s identify the
advantages touted by DECT adherents (many of these are based on original 802.11b voiceover-Wi-Fi implementations):

•

Cost: DECT handsets are cheap! This is based partly on the maturity of the
technology, so that highly integrated hardware solutions are available.

•

Power: DECT was designed upfront to be power efﬁcient. It utilizes a TDMA-based
method. DECT receivers can shut off their radios until their time slot occurs.

•

Handset performance: Again, because of the maturity of the DECT handset market,
industrial-strength (shock, temperature, dust, etc.) equipment is available today.
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Handoffs: DECT was designed with handoffs in mind.
Range: DECT has inherently better range than 802.11. 802.11 can extend range by
adding repeaters or access points, but this adds to cost and has limitations based on the
ISM channel bandwidth.

•

Quality of service: The original DECT objections to Wi-Fi QoS (or lack thereof) were
based on 802.11b deployments.

•

Security: Most DECT objections to Wi-Fi security are based on the WEP implementations. As we have seen, WPA and WPA2 have addressed these concerns. However,
as we also have seen, the use of WPA and WPA2 authentication and key-distribution
methods makes fast handovers more complex.

The bottom line is that, while DECT does have advantages over VoWLAN for pure telephony,
these are due primarily to its inherent limitation of being primarily a telephony protocol. As
a “telephony-ﬁrst” protocol, DECT will naturally win in a phone-only environment. But if
we add data to the mix, voice over Wi-Fi will be a more attractive solution. Wi-Fi is the clear
winner for providing wireless data service. Voice over Wi-Fi, as it runs on top of the data
network, will succeed just as pure voice over IP has.
The other issue with DECT is how it plays into a VoIP backbone. DECT uses an ADPCM
codec between the handset and the base station. This requires ADPCM transcoding if another
low bit-rate codec is to be used for the network portion call. Furthermore, DECT uses ISDNbased signaling between the base station and the phone. This will need to be translated into
SIP VoIP signaling.
We can also look at DECT and Wi-Fi in another light, that of convergence. There are various
projects underway to merge DECT and Wi-Fi together. One approach has been to integrate the
upper layers of DECT with the 802.11 MAC and PHY.

10.7 VoWi-Fi and Other Ongoing 802.x Wireless Projects
In this section we will take a quick look at three ongoing IEEE wireless standards and their
potential relationship with VoWi-Fi.

10.7.1 802.20
The mission of the 802.20 project (also referred to as Mobile Broadband Wireless Access
or MBWA) is to “develop the speciﬁcation for an efﬁcient packet based air interface that is
optimized for the transport of IP based service.” There is a special emphasis on mobility in
this project, with goals of handling subscribers moving at speeds of up to 155 miles per hour
(e.g., for high-speed train service). By this deﬁnition, there is overlap somewhat with the
goals of 802.16e. However, the scope of 802.20 is limited to below the 3.5-GHz band, while
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802.16e covers additional spectrum. Also, 802.20 is targeting a much lower data rate (around
1 Mbps) than 802.16.
As an IP-based service, 802.20 must deal with similar issues as 802.11 when used to carry VoIP.
There is a lot of debate on how 802.20 and WiMax (802.16e) will evolve, since there is a great
deal of overlap. It is possible that 802.20 will be restricted to the high-speed domain only.

10.7.2 802.21
The 802.21 project is interesting, with special relevance to the voice application. Its goal is to
“develop standards to enable handover and interoperability between heterogeneous network
types including both 802 and non 802 networks.” In other words, the project is involved
with standardizing type C and D roaming. This is also referred to as Media Independent
Handoff, or MIH. Among the topics that 802.21 is investigating is the deﬁnition of a common
interface between various layer 2 (802.11, 802.16, etc.) and layer 3 to facilitate the roaming
and handoff process.
The draft standard discusses the concept of link-level “triggers.” These are link-level events
that can be passed to layer 3 to provide link state information to the roaming decision process.
Link-level triggers include such events as link up/down, link quality above or below a deﬁned
threshold, link QoS state, perceived link range or throughput, and even network cost. In a pure
802.11 network, the link-level triggers correspond to VoWi-Fi device’s roaming triggers, such
as the RSSI, beacon miss rate, and retransmit rate. However, in 802.11, these triggers were not
explicitly called out as such, and their use is up to the device manufacturer. The 802.21 project
attempts to deﬁne them and provide a framework for their conﬁguration and reporting.
One difference in the 802.21 framework is that it includes the idea that triggers can come from
the remote side of the connection, as opposed to being generated solely by the local side. In an
802.21-enabled 802.11 network, for example, the AP would be able to use a layer-2 message
to send a “suggestion” that the station roam.
Another aspect of 802.21 is support for the “make before break” concept. Today, 802.11
requires that a station disconnect from one AP before connecting to another (“break” before
“make”). This approach has some drawbacks, especially for voice, because there will be a
period of outage between the “break” and the subsequent “make.” We can mitigate some of this
latency in a pure BSS roaming situation through such techniques as WPA2 preauthentication.
However, with dissimilar network roaming, the latency in security setup, IP address
provisioning, etc. will be too long for the goal of seamless mobility.
802.21 also introduces the idea of a mobility-management service. This is a network-based
service that mobile devices can register with to obtain information about other networks that
could be roaming candidates. This is somewhat analogous to the proposed 802.11k AP list,
but it covers not just APs, but also cellular base stations, WiMax head ends, and so forth.
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10.7.3 802.22
The 802.22 project is working on how to use portions of the RF spectrum, currently allocated
to television broadcasting, for carrying wireless data services. In particular, the UHF/VHF
TV bands between 54 and 862 MHz are being targeted, both speciﬁc TV channels as well as
guard bands (white space). This standard is still under development, but it looks to be based
on 802.11 protocols, possibly adding an additional PHY layer and enhancing the MAC layer
to deal with longer range.
One interesting aspect of proposed 802.22 networks, also referred to as wireless regional area
networks (or WRANs), is that they will utilize a new technology known as cognitive radio.
The proposed ITU deﬁnition of this technology is: “a radio or system that senses and is aware
of its operational environment and can dynamically, autonomously, and intelligently adapt
its radio operating parameters.” The basic idea is to allow the wireless nodes to manage the
spectrum in a distributed fashion, by observing the environment.

10.8 Conclusion
This chapter looked at the future of voice over Wi-Fi and how it may evolve, coexist, and
interact with other wireless technologies.
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11.1 Introduction
The 802.11 security architecture and protocol is called wired-equivalent privacy (WEP). It is
responsible for providing authentication, conﬁdentiality and data integrity in 802.11 networks.
To understand the nomenclature, realize that 802.11 was designed as a “wireless Ethernet.”
The aim of the WEP designers was therefore to provide the same degree of security as is
available in traditional wired (Ethernet) networks. Did they succeed in achieving this goal?
A few years back, asking that question in the wireless community was a sure-ﬁre way of
starting a huge debate. To understand the debate, realize that wired Ethernet1 (the IEEE
802.3 standard) implements no security mechanism in hardware or software. However, wired
Ethernet networks are inherently “secured” since the access to the medium (wires) which
carries the data can be restricted or secured. On the other hand, in “wireless Ethernet” (the
IEEE 802.11 standard) there is no provision to restrict access to the (wireless) media. So, the
debate was over whether the security provided by WEP (the security mechanism speciﬁed by
802.11) was comparable to (as secure as) the security provided by restricting access to the
physical medium in wired Ethernet. Since this comparison is subjective, it was difﬁcult to
answer this question. In the absence of quantitative data for comparison, the debate raged on.
However, recent loopholes discovered in WEP have pretty much settled the debate, concluding
that WEP fails to achieve its goals.
In this chapter, we look at WEP, why it fails, and what is being done to close these loopholes.
It is interesting to compare the security architecture in 802.11 with the security architecture
in traditional wireless networks (TWNs). Note that both TWNs and 802.11 use the wireless
medium only in the access network that is, the part of the network which connects the end
user to the network. This part of the network is also referred to as the last hop of the network.
However, there are important architectural differences between TWNs and 802.11.

1

We use 802.3 as a standard of comparison since it is the most widely deployed LAN standard. The analogy holds
true for most other LAN standards—more or less.
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The aim of TWNs was to allow a wireless subscriber to communicate with any other wireless
or wired subscriber anywhere in the world while supporting seamless roaming over large
geographical areas. The scope of the TWNs, therefore, went beyond the wireless access
network and well into the wired network.
On the other hand, the aim of 802.11 is only last-hop wireless connectivity. 802.11 does not
deal with end-to-end connectivity. In fact, IP-based data networks (for which 802.11 was
initially designed) do not have any concept of end-to-end connectivity, and each packet is
independently routed. Also, the geographical coverage of the wireless access network in
802.11 is signiﬁcantly less than the geographical coverage of the wireless access network in
TWNs. Finally, 802.11 has only limited support for roaming. For all these reasons, the scope
of 802.11 is restricted to the wireless access network only. As we go along in this chapter, it
would be helpful to keep these similarities and differences in mind.

11.2 Key Establishment in 802.11
The key establishment protocol of 802.11 is very simple to describe—there is none. 802.11
relies on “preshared” keys between the mobile nodes or stations (henceforth Stations [STAs])
and the access points (APs). It does not specify how the keys are established and assumes that
this is achieved in some “out-of-band” fashion. In other words, key establishment is outside
the scope of WEP.

11.2.1 What’s Wrong?
Key establishment is one of the toughest problems in network security. By not specifying a
key establishment protocol, the 802.11 designers seem to have been side-stepping the issue.
To be fair to 802.11 designers, they did a pretty good job with the standard. The widespread
acceptance of this technology is a testament to this. In retrospect, security was one of the
issues in which the standard did have many loopholes, but then again everyone has perfect
vision in hindsight. Back to our issue, the absence of any key management protocol led to
multiple problems as we discuss later.
1. In the absence of any key management protocol, real-life deployment of
a. 802.11 networks ended up using manual conﬁguration of keys into all STAs and
the AP that wish to form a basic service set (BSS).
2. Manual intervention meant that this approach was open to manual error.
3. Most people cannot be expected to choose a “strong” key. In fact, most humans
would probably choose a key which is easy to remember. A quick survey of the
802.11 networks that I had access to shows that people use keys like “abcd1234” or
“12345678” or “22222222” and so on. These keys, being alphanumeric in nature, are
easy to guess and do not exploit the whole key space.

www. n e wn e s p re s s .c om

Security in Wireless Local Area Networks

261

4. There is no way for each STA to be assigned a unique key. Instead, all STAs and the
AP are conﬁgured with the same key. As we will see in Section 11.4.4, this means
that the AP has no way of uniquely identifying a STA in a secure fashion. Instead,
the STAs are divided into two groups. Group One consists of stations that are allowed
access to the network, and Group Two consists of all other stations (that is, STAs
which are not allowed to access the network). Stations in Group One share a secret
key which stations in Group Two don’t know.
5. To be fair, 802.11 does allow each STA (and AP) in a BSS to be conﬁgured with
four different keys. Each STA can use any one of the four keys when establishing a
connection with the AP. This feature may therefore be used to divide STAs in a BSS
into four groups if each group uses one of these keys. This allows the AP a little ﬁner
control over reliable STA recognition.
6. In practice, most real-life deployments of 802.11 use the same key across BSSs over
the whole extended service set (ESS).2 This makes roaming easier and faster, since an
ESS has many more STAs than a BSS. In terms of key usage, this means that the same
key is shared by even more STAs. Besides being a security loophole to authentication
(see Section 11.4.4), this higher exposure makes the key more susceptible to
compromise.

11.3 Anonymity in 802.11
We saw that subscriber anonymity was a major concern in TWNs. Recall that TWNs evolved
from the voice world (the PSTN). In data networks (a large percentage of which use IP as the
underlying technology), subscriber anonymity is not such a major concern. To understand why
this is so, we need to understand some of the underlying architectural differences between
TWNs and IP-based data networks. TWNs use IMSI for call routing. The corresponding role
in IP-based networks is fulﬁlled by the IP address. However, unlike the IMSI, the IP address
is not permanently mapped to a subscriber. In other words, given the IMSI, it is trivial to
determine the identity of the subscriber. However, given the IP address, it is extremely difﬁcult
to determine the identity of the subscriber. This difﬁculty arises because of two reasons. First,
IP addresses are dynamically assigned using protocols like DHCP; in other words, the IP
address assigned to a subscriber can change over time.
Second, the widespread use of Network Address Translation (NAT) adds another layer of
identity protection. NAT was introduced to deal with the shortage of IP addresses.3 It provides
IP-level access between hosts at a site (local area network [LAN]) and the rest of the Internet
2
3

Recall that an ESS is a set of APs connected by a distribution system (like Ethernet).
To be accurate, the shortage of IPv4 addresses. There are more than enough IPv6 addresses available, but the
deployment of IPv6 has not caught on as fast as its proponents would have liked.
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without requiring each host at the site to have a globally unique IP address. NAT achieves
this by requiring the site to have a single connection to the global Internet and at least one
globally valid IP address (hereafter referred to as GIP). The address GIP is assigned to the
NAT translator (also known as NAT box), which is basically a router that connects the site to
the Internet. All datagrams coming into and going out of the site must pass through the NAT
box. The NAT box replaces the source address in each outgoing datagram with GIP and the
destination address in each incoming datagram with the private address of the correct host.
From the view of any host external to the site (LAN), all datagrams come from the same GIP
(the one assigned to the NAT box). There is no way for an external host to determine which of
the many hosts at a site a datagram came from. Thus, the usage of NAT adds another layer of
identity protection in IP networks.

11.4 Authentication in 802.11
Before we start discussing the details of authentication in 802.11 networks, recall that the
concepts of authentication and access control are very closely linked. To be precise, one of the
primary uses of authentication is to control access to the network. Now, think of what happens
when a station wants to connect to a LAN. In the wired world, this is a simple operation. The
station uses a cable to plug into an Ethernet jack, and it is connected to the network. Even
if the network does not explicitly authenticate the station, obtaining physical access to the
network provides at least some basic access control if we assume that access to the physical
medium is protected. In the wireless world, this physical-access-authentication disappears.
For a station to “connect to” or associate with a wireless local area network (WLAN), the
network-joining operation becomes much more complicated. First, the station must ﬁnd out
which networks it currently has access to. Then, the network must authenticate the station, and
the station must authenticate the network. Only after this authentication is complete can the
station connect to or associate with the network (via the AP). Let us go over this process in
detail (see Figure 11.1).
Access points (APs) in an 802.11 network periodically broadcast beacons. Beacons are
management frames which announce the existence of a network. They are used by the APs
to allow stations to ﬁnd and identify a network. Each beacon contains a Service Set Identiﬁer
(SSID), also called the network name, which uniquely identiﬁes an ESS. When a STA wants
to access a network, it has two options: passive scan and active scan. In the former case, it can
scan the channels (the frequency spectrum) trying to ﬁnd beacon advertisements from APs
in the area. In the latter case, the station sends probe-requests (either to a particular SSID or
with the SSID set to 0) over all the channels one-by-one. A particular SSID indicates that the
station is looking for a particular network. If the concerned AP receives the probe, it responds
with a probe-response. An SSID of 0 indicates that the station is looking to join any network
it can access. All APs which receive this probe-request and which want this particular station

www. n e wn e s p re s s .c om

Security in Wireless Local Area Networks

tem
n sys
ibutio
r
t
is
D

263

(DS)

Access Point
(AP)

Station

Basic Service Set (BSS)—
single cell
Extended Service Set (ESS)—multiple cells

Figure 11.1: 802.11 System overview.

to join their network reply back with a probe-response. In either case, a station ﬁnds out which
network(s) it can join.
Next, the station has to choose a network it wishes to join. This decision can be left to the
user, or the software can make this decision based on signal strengths and other criteria. Once
a station has decided that it wants to join a particular network, the authentication process
starts. 802.11 provides for two forms of authentication: open system authentication (OSA)
and shared key authentication (SKA). Which authentication is to be used for a particular
transaction needs to be agreed upon by both the STA and the network. The STA proposes the
authentication scheme it wishes to use in its authentication request message. The network may
then accept or reject this proposal in its authentication response message depending on how
the network administrator has set up the security requirements of the network.

11.4.1 Open System Authentication
Open system authentication (OSA) is the default authentication algorithm used by 802.11.
Here is how it works (see Figure 11.2). Any station which wants to join a network sends
an authentication request to the appropriate AP. The authentication request contains the
authentication algorithm that the station wishes to use (0 in case of OSA). The AP replies
back with an authentication response, thus authenticating the station to join the network4 if it
has been conﬁgured to accept OSA as a valid authentication scheme. In other words, the AP
does not do any checks on the identity of the station and allows any and all stations to join
4

The authentication request from the station may be denied by the AP for reasons other than authentication
failure, in which case the status ﬁeld will be nonzero.
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2
Station

Access Point

1. Authentication Request : Auth Alg = 0; Trans. Num = 1.
2. Authentication Resp. : Auth Alg = 0; Trans. Num = 2; Status = 0/*

Figure 11.2: 802.11 OSA.

the network. OSA is exactly what its name suggests: open system authentication. The AP
(network) allows any station (that wishes to join) to join the network. Using OSA, therefore,
means using no authentication at all.
It is important to note here that the AP can enforce the use of authentication. If a station sends
an authentication request requesting to use OSA, the AP may deny the station access to the
network if the AP is conﬁgured to enforce SKA on all stations.

11.4.2 Shared Key Authentication
SKA is based on the challenge-response system. SKA divides stations into two groups. Group
One consists of stations that are allowed access to the network, and Group Two consists of all
other stations. Stations in Group One share a secret key which stations in Group Two don’t
know. By using SKA, we can ensure that only stations belonging to Group One are allowed to
join the network.
Using SKA requires (1) that the station and the AP be capable of using WEP and (2) that
the station and the AP have a preshared key. The second requirement means that a shared
key must be distributed to all stations that are allowed to join the network before attempting
authentication. How this is done is not speciﬁed in the 802.11 standard. Figure 11.3 explains
how SKA works in detail.
1
2
3
4

Station

Access Point

1. Authentication Request : Auth Alg = 1; Trans. Num = 1.
2. Authentication Resp : Auth Alg = 1; Trans. Num = 2; Data = 128-byte random number.
3. Authentication Resp : Auth Alg = 1; Trans. Num = 3; Data = Encrypted (128-byte number rcvd in).
4. Authentication Resp : Auth Alg = 1; Trans. Num = 4; Status = 0/*.

Figure 11.3: 802.11 SKA.
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When a station wants to join a network, it sends an authentication request to the appropriate
AP which contains the authentication algorithm it wishes to use (1 in case of SKA). On
receiving this request, the AP sends an authentication response back to the station. This
authentication response contains a challenge text. The challenge text is a 128-byte number
generated by the pseudorandom-number-generator (also used in WEP) using the preshared
secret key and a random initialization vector (IV). When the station receives this random
number (the challenge), it encrypts the random number using WEP 5 and its own IV to
generate a response to the challenge. Note that the IV that the station uses for encrypting the
challenge is different from (and independent of) the IV that the AP used for generating the
random number. After encrypting the challenge, the station sends the encrypted challenge and
the IV it used for encryption back to the AP as the response to the challenge. On receiving the
response, the AP decrypts the response using the preshared keys and the IV that it receives as
part of the response. The AP compares the decrypted message with the challenge it sent to the
station. If these are the same, the AP concludes that the station wishing to join the network is
one of the stations which knows the secret key, and therefore the AP authenticates the station
to join the network.
The SKA mechanism allows an AP to verify that a station is one of a select group of stations.
The AP veriﬁes this by ensuring that the station knows a secret. This secret is the preshared
key. If a station does not know the key, it will not be able to respond correctly to the challenge.
Thus, the strength of SKA lies in keeping the shared key a secret.

11.4.3 Authentication and Handoffs
If a station is mobile while accessing the network, it may leave the range of one AP and enter
into the range of another AP. In this section we see how authentication ﬁts in with mobility.
A STA may move inside a BSA (intra-BSA), between two BSAs (inter-BSA) or between
two extended service areas (ESAs; inter-ESAs). In the intra-BSA case, the STA is static for
all handoff purposes. Inter-ESA roaming requires support from higher layers (MobileIP for
example) since ESAs communicate with each other at Layer 3. (See Figure 11.4.)
It is the inter-BSA roaming that 802.11 deals with. A STA keeps track of the received signal
strength (RSS) of the beacon with which it is associated. When this RSS value falls below a
certain threshold, the STA starts to scan for stronger beacon signals available to it using either
active or passive scanning. This procedure continues until the RSS of the current beacon
returns above the threshold (in which case the STA stops scanning for alternate beacons) or
until the RSS of the current beacon falls below the break-off threshold, in which case the STA
decides to hand off to the strongest beacon available. When this situation is reached, the STA
disconnects from its prior AP and connects to the new AP afresh (just as if had switched on
5

WEP is described in Section 11.5.
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Server

Figure 11.4: 802.11 handoffs and security.

in the BSA of the new AP). In fact, the association with the prior-AP is not “carried over”
or “handed off” transparently to the new AP: The STA disconnects with the old AP and then
connects with the new AP.
To connect to the new AP, the STA starts the connection procedure afresh. This means that
the process of associating (and authenticating) to the new AP is the same as it is for a STA
that has just powered on in this BSS. In other words, the prior-AP and the post-AP do not
coordinate among themselves to achieve a handoff.6 Analysis7 has shown that authentication
delays are the second biggest contributors to handoff times next only to channel scanning/
probing time. This re-authentication delay becomes even more of a bottleneck for real-time
applications like voice. Although this is not exactly a security loophole, it is a “drawback” of
using the security.

11.4.4 What’s Wrong with 802.11 Authentication?
Authentication mechanisms suggested by 802.11 suffer from many drawbacks. As we saw,
802.11 speciﬁes two modes of authentication: OSA and SKA. OSA provides no authentication
and is irrelevant here.
SKA works on a challenge-response system as explained in Section 11.4.2. The AP expects
that the challenge it sends to the STA be encrypted using an IV and the pre-shared key. As
described in Section 11.2.1, there is no method speciﬁed in WEP for each STA to be assigned
6

7

To be accurate, the IEEE 802.11 standard does not specify how the two APs should communicate with each
other. There do exist proprietary solutions by various vendors which enable inter-AP communication to improve
handoff performance.
An Empirical Analysis of the IEEE 802.11 MAC Layer Handoff Process—Mishra et al.
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a unique key. Instead all STAs and the AP in a BSS are conﬁgured with the same key. This
means that even when an AP authenticates a STA using the SKA mode, all it ensures is that
the STA belongs to a group of STAs which know the preshared key. There is no way for the
AP to reliably determine the exact identity of the STA that is trying to authenticate to the
network and access it.8
To make matters worse, many 802.11 deployments share keys across APs. This increases the
size of the group to which a STA can be traced. All STAs sharing a single preshared secret key
also makes it very difﬁcult to remove a STA from the allowed set of STAs, since this would
involve changing (and redistributing) the shared secret key to all stations.
There is another issue with 802.11 authentication: It is one-way. Even though it provides a
mechanism for the AP to authenticate the STA, it has no provision for the STA to be able
to authenticate the network. This means that a rogue AP may be able to hijack the STA by
establishing a session with it. This is a very plausible scenario given the plummeting cost of
APs. Since the STA can never ﬁnd out that it is communicating with a rogue AP, the rogue AP
has access to virtually everything that the STA sends to it.
Finally, SKA is based on WEP, discussed in Section 11.5. It therefore suffers from all the
drawbacks that WEP suffers from, too. These drawbacks are discussed in Section 11.5.1.

11.4.5 Pseudo-Authentication Schemes
Networks unwilling to use SKA (or networks willing to enhance it) may rely on other
authentication schemes. One such scheme allows only stations which know the network’s
SSID to join the network. This is achieved by having the AP responding to a probe-request
from a STA only if the probe request message contains the SSID of the network. This in
effect prevents connections from STAs looking for any wild-carded SSIDs. From a security
perspective, the secret here is the SSID of the network. If a station knows the SSID of the
network, it is allowed to join the network. Even though this is a very weak authentication
mechanism, it provides some form of protection against casual eavesdroppers from accessing
the network. For any serious eavesdropper (hacker), this form of authentication poses minimal
challenge since the SSID of the network is often transmitted in the clear (without encryption).
Yet another authentication scheme (sometimes referred to as address ﬁltering) uses the MAC
addresses as the secret. The AP maintains a list of MAC addresses of all the STAs that are
allowed to connect to the network. This table is then used for admission control into the
network. Only stations with the MAC addresses speciﬁed in the table are allowed to connect
to the network. When a station tries to access the network via the AP, the AP veriﬁes that

8

MAC addresses can be used for this purpose, but they are not cryptographically protected in that it is easy to
spoof MAC addresses.
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the station has a MAC address which belongs to the previously mentioned list. Again, even
though this scheme provides some protection, it is not a very secure authentication scheme
since most wireless access cards used by stations allow users to change their MAC address via
software. Any serious eavesdroppers or hackers can ﬁnd out the MAC address of one of the
stations which is allowed access by listening in on the transmissions being carried out by the
AP and then change their own MAC address to the determined address.

11.5 Confidentiality in 802.11
WEP uses a preestablished/preshared set of keys. Figure 11.5 shows how WEP is used to
encrypt an 802.11 MAC Protocol Data Unit (MPDU). Note that Layer 3 (usually IP) hands
over a MAC Service Data Unit (MSDU) to the 802.11 MAC layer. The 802.11 protocol may
then fragment the MSDU into multiple MPDUs if so required to use the channel efﬁciently.

Standard WEP
Encryption
IV

Shared KeyI
(Key ID I)

RC4
RC4 Keystream
IV/
Key ID

MPDU

Ciphertext

XOR
Integrity Check
Algorithm

ICV

Ciphertext

Figure 11.5: WEP.

The WEP process can be broken down into the following steps:
Step 1: Calculate the integrity check value (ICV) over the length of the MPDU and append
this 4-byte value to the end of the MPDU. Note that ICV is another name for message
integrity check (MIC). We see how this ICV value is generated in Section 11.6.
Step 2: Select a master key to be used from one of the four possible preshared secret keys. See
Section 11.2.1 for the explanation of the four possible preshared secret keys.
Step 3: Select an IV and concatenate it with the master key to obtain a key seed. WEP does
not specify how to select the IV. The IV selection process is left to the implementation.
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Step 4: The key seed generated in Step 3 is then fed to an RC4 key-generator. The resulting
RC4 key stream is then XORed with the MPDU  ICV generated in Step 1 to generate
the ciphertext.
Step 5: A 4-byte header is then appended to the encrypted packet. It contains the 3-byte IV
value and a 1-byte key-ID specifying which one of the four preshared secret keys is being
used as the master key.
The WEP process is now completed. An 802.11 header is then appended to this packet, and it
is ready for transmission. The format of this packet is shown in Figure 11.6.

RC4 encrypted
802.11
MAC
Header

IV

Payload

ICV

Key ID byte

Figure 11.6: A WEP packet.

11.5.1 What’s Wrong with WEP?
WEP uses RC4 (a stream cipher) in synchronous mode for encrypting data packets.
Synchronous stream ciphers require that the key generators at the two communicating nodes
must be kept synchronized by some external means because the loss of a single bit of a data
stream encrypted under the cipher causes the loss of ALL data following the lost bit. In brief,
the reason is that data loss desynchronizes the key stream generators at the two endpoints.
Since data loss is widespread in the wireless medium, a synchronous stream cipher is not
the right choice. This is one of the most fundamental problems of WEP. It uses a cipher not
suitable for the environment it operates in.
It is important to re-emphasize here that the problem is not the RC4 algorithm.9 The problem
is that a stream cipher is not suitable for a wireless medium where packet loss is widespread.
SSL uses RC4 at the application layer successfully because SSL (and therefore RC4) operates
over TCP (a reliable data channel) that does not lose any data packets and can therefore
guarantee perfect synchronization between the two endpoints.
The WEP designers were aware of the problem of using RC4 in a wireless environment. They
realized that due to the widespread data loss in the wireless medium, using a synchronous
9

Though loopholes in the RC4 algorithm have been discovered, too.
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stream cipher across 802.11 frame boundaries was not a viable option. As a solution, WEP
attempted to solve the synchronization problem of stream ciphers by shifting synchronization
requirement from a session to a packet. In other words, since the synchronization between the
endpoints is not perfect (and subject to packet loss), 802.11 changes keys for every packet.
This way, each packet can be encrypted or decrypted irrespective of the previous packet’s loss.
Compare this with SSL’s use of RC4, which can afford to use a single key for a complete TCP
session. In effect, since the wireless medium is prone to data loss, WEP has to use a single
packet as the synchronization unit rather than a complete session. This means that WEP uses a
unique key for each packet.
Using a separate key for each packet solves the synchronization problem but introduces
problems of its own. Recall that to create a per-packet key, the IV is simply concatenated with
the master key. As a general rule in cryptography, the more exposure a key gets, the more it
is susceptible to be compromised. Most security architectures therefore try to minimize the
exposure of the master key when deriving secondary (session) keys from it. In WEP, however,
the derivation of the secondary (per-packet) key from the master key is too trivial (a simple
concatenation) to hide the master key.
Another aspect of WEP security is that the IV which is concatenated with the master key to
create the per-packet key is transmitted in clear text with the packet, too. Since the 24-bit IV is
transmitted in the clear with each packet, an eavesdropper already has access to the ﬁrst three
bytes of the per-packet key.
The preceding two weaknesses make WEP susceptible to a Fluhrer-Mantin-Shamir (FMS)
attack, which uses the fact that simply concatenating the IV (available in plaintext) to the
master key leads to the generation of a class of RC4 weak keys. The FMS attack exploits
the fact that the WEP creates the per-packet key by simply concatenating the IV with the
master-key. Since the ﬁrst 24 bits of each per-packet key are the IV (which is available in
plaintext to an eavesdropper),10 the probability of using weak keys11 is very high. Note that
the FMS attack is a weakness in the RC4 algorithm itself. However, it is the way that the
per-packet keys are constructed in WEP that makes the FMS attack a much more effective
attack in 802.11 networks.
The FMS attack relies on the ability of the attacker to collect multiple 802.11 packets which
have been encrypted with weak keys. Limited key space (leading to key reuse) and availability
of IV in plaintext which forms the ﬁrst 3 bytes of the key make the FMS attack a very real
threat in WEP. This attack is made even more potent in 802.11 networks by the fact that the
ﬁrst 8 bytes of the encrypted data in every packet are known to be the Sub-Network Access
10
11

Remember that each WEP packet carries the IV in plaintext format prepended to the encrypted packet.
Use of certain key values leads to a situation in which the ﬁrst few bytes of the output are not all that random.
Such keys are known as weak keys. The simplest example is a key value of 0.
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Protocol (SNAP) header. This means that simply XORing the ﬁrst 2 bytes of the encrypted
payload with the well-known SNAP header yields the ﬁrst 2 bytes of the generated key stream.
In the FMS attack, if the ﬁrst 2 bytes of enough key streams are known, then the RC4 key can
be recovered. Thus, WEP is an ideal candidate for an FMS attack.
The FMS attack is a very effective attack but is by no means the only attack which can exploit
WEP weaknesses. Another such attack stems from the fact that one of the most important
requirements of a synchronous stream cipher (like RC4) is that the same key should not be
reused EVER. Why is it so important to avoid key reuse in RC4? Reusing the same key means
that different packets use a common key stream to produce the respective ciphertext. Consider
two packets of plaintext (P1 and P2) which use the same RC4 key stream for encryption.
Since C1  P1 丣 RC4(key)
And C2  P2 丣 RC4(key)
Therefore C1 丣 C2  P1 丣 P2
Obtaining the XOR of the two plaintexts may not seem like an incentive for an attack, but
when used with frequency analysis techniques, it is often enough to get lots of information
about the two plaintexts. More importantly, as shown here, key reuse effectively leads to
the effect of the key stream canceling out! An implication of this effect is that if one of the
plaintexts (say P1) is known, P2 can be calculated easily since P2  (P1 丣 P2) 丣 P1. Another
implication of this effect is that if an attacker (say, Eve) gets access to the P1, C1 pair,12
simply XORing the two produces the key stream K. Once Eve has access to K, she can
decrypt C2 to obtain P2. Realize how the basis of this attack is the reuse of the key stream, K.
Now that we know why key reuse is prohibited in RC4, we look at what 802.11 needs to
achieve this. Since we need a new key for every single packet to make the network really
secure, 802.11 needs a very large key space, or rather a large number of unique keys. The
number of unique keys available is a function of the key length. What is the key length used in
WEP? Theoretically, it is 64 bits. The devil, however, is in the details. How is the 64-bit key
constructed? In this case, 24 bits come from the IV and 40 bits come from the base key. Since
the 40-bit master key never changes in most 802.11 deployments,13 we must ensure that we use
different IVs for each packet in order to avoid key reuse. Since the master key is ﬁxed in length
and the IV is only 24 bits long, the effective key length of WEP is 24 bits. Therefore, the key
space for the RC4 is 2N where N is the length of the IV. 802.11 speciﬁed the IV length as 24.
To put things in perspective, realize that if we have a 24 bit IV (→ 224 keys in the key space),
a busy base station which is sending 1500 byte-packets at 11 Mbps will exhaust all keys in the
12
13

This is not as difﬁcult as it sounds.
This weakness stems from the lack of a key-establishment or key-distribution protocol in WEP.

w w w.new nespress.com

272

Chapter 11

key space in (1500 * 8)/(11 * 106 * 224) seconds or about ﬁve hours. On the other hand, RC4 in
SSL would use the same key space for 224 ( 107) sessions. Even if the application has 10,000
sessions per day, the key space would last for three years. In other words, an 802.11 BS using
RC4 has to reuse the same key in about ﬁve hours, whereas an application using SSL RC4 can
avoid key reuse for about three years. This shows clearly that the fault lies not in the cipher
but in the way it is being used. Going beyond an example, analysis of WEP has shown that
there is a 50% chance of key reuse after 4823 packets, and there is 99% chance of collision
after 12,430 packets. These are dangerous numbers for a cryptographic algorithm.
Believe it or not, it gets worse. 802.11 speciﬁes no rules for IV selection. This in turn
means that changing the IV with each packet is optional. This effectively means that 802.11
implementations may use the same key to encrypt all packets without violating the 802.11
speciﬁcations. Most implementations, however, vary from randomly generating the IV on
a per-packet basis to using a counter for IV generation. WEP does specify that the IV be
changed “frequently.” Since this is vague, it means that an implementation which generates
per-packet keys (more precisely the per-MPDU key) is 802.11-compliant and so is an
implementation which re-uses the same key across MPDUs.

11.6 Data Integrity in 802.11
To ensure that a packet has not been modiﬁed in transit, 802.11 uses an integrity check
value (ICV) ﬁeld in the packet. ICV is another name for message integrity check (MIC).
The idea behind the ICV/MIC is that the receiver should be able to detect data modiﬁcations
or forgeries by calculating the ICV over the received data and comparing it with the ICV
attached in the message. Figure 11.7 shows the complete picture of how WEP and CRC-32
work together to create the MPDU for transmission.

40-bit WEP key

RC4
algorithm

+

RC4
Key stream

X

Data ICV

24-bit IV
CRC-32
IV header
Frame
header

IV

Pad

Encrypted
Key
ID

Frame body

ICV

Data

Figure 11.7: Data integrity in WEP.

The underlying assumption is that if Eve modiﬁes the data in transit, she should not be able
to modify the ICV appropriately to force the receiver into accepting the packet. In WEP, ICV
is implemented as a Cyclic Redundancy Check-32 bits (CRC-32) checksum, which breaks
this assumption. The reason for this is that CRC-32 is linear and is not cryptographically
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computed; i.e., the calculation of the CRC-32 checksum does not use a key/shared secret.
Also, this means that the CRC-32 has the following interesting property:
CRC(X 丣 Y)  CRC(X) 丣 CRC(Y)
Now, if X represents the payload of the 802.11 packet over which the ICV is calculated, the
ICV is CRC(X), which is appended to the packet. Consider an intruder who wishes to change
the value of X to Z. To do this, she calculates Y  X 丣 Z. Then she captures the packet from
the air interface, XORs X with Y and then XORs the ICV with CRC(Y). Therefore, the packet
changes from {X, CRC(X)} to {X 丣 Y, CRC(X) 丣 CRC(Y)} or simply {X 丣 Y, CRC(X 丣
Y)}. If the intruder now retransmits the packets to the receiver, the receiver would have no
way of telling that the packet was modiﬁed in transit. This means that we can change bits in
the payload of the packet while preserving the integrity of the packet if we also change the
corresponding bits in the ICV of the packet.
Note that an attack like the one described here works because ﬂipping bit x in the message
results in a deterministic set of bits in the CRC that must be ﬂipped to produce the correct
checksum of the modiﬁed message. This property stems from the linearity of the CRC-32
algorithm.
Realize that even though the ICV is encrypted (cryptographically protected) along with the
rest of the payload in the packet, it is not cryptographically computed; that is, calculating
the ICV does not involve keys and cryptographic operations. Simply encrypting the ICV
does not prevent an attack like the one discussed earlier. The reason is that the ﬂipping of
a bit in the ciphertext carries through after the RC4 decryption into the plaintext because
RC4(k, X 丣 Y)  RC4(k, X) 丣 Y and therefore:
RC4(k, CRC(X 丣 Y))  RC4(k, CRC(X)) 丣 CRC(Y)
The problem with the message integrity mechanism speciﬁed in 802.11 is not only that it uses
a linear integrity check algorithm (CRC-32) but also the fact that the ICV does not protect all
the information that needs to be protected from modiﬁcation. Recall from Section 11.5 that the
ICV is calculated over the MPDU data; in other words, the 802.11 header is not protected by
the ICV. This opens the door to redirection attacks as explained later.
Consider an 802.11 BSS where an 802.11 STA (Alice) is communicating with a wired station
(Bob). Since the wireless link between Alice and the access point (AP) is protected by WEP
and the wired link between Bob and access point is not,14 it is the responsibility of the AP to
decrypt the WEP packets and forward them to Bob. Now, Eve captures the packets being sent
from Alice to Bob over the wireless link. She then modiﬁes the destination address to another
node, say C (Charlie), in the 802.11 header and retransmits them to the AP. Since the AP does
14

WEP is an 802.11 standard used only on the wireless link.
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not know any better, it decrypts the packet and forwards it to Charlie. Eve, therefore, has the
AP decrypt the packets and forward them to a destination address of choice.
The simplicity of this attack makes it extremely attractive. All Eve needs is a wired station
connected to the AP, and she can eavesdrop on the communication between Alice and Bob
without needing to decrypt any packets herself. In effect, Eve uses the infrastructure itself
to decrypt any packets sent from an 802.11 STA via an AP. Note that this attack does not
necessarily require that one of the communicating stations be a wired station. Either Bob or
Charlie (or both) could as easily be other 802.11 STAs which do not use WEP. The attack
would still hold since the responsibility of decryption would still be with the AP. The bottom
line is that the redirection attack is possible because the ICV is not calculated over the 802.11
header. There is an interesting security lesson here. A system can’t have conﬁdentiality
without integrity, since an attacker can use the redirection attack and exploit the infrastructure
to decrypt the encrypted trafﬁc.
Another problem which stems from the weak integrity protection in WEP is the threat of a
replay attack. A replay attack works by capturing 802.11 packets transmitted over the wireless
interface and then replaying (retransmitting) the captured packet(s) later on with (or without)
modiﬁcation such that the receiving station has no way to tell that the packet it is receiving
is an old (replayed) packet. To see how this attack can be exploited, consider a hypothetical
scenario in which Alice is an account holder, Bob is a bank, and Eve is another account holder
in the bank. Suppose Alice and Eve do some business, and Alice needs to pay Eve $500. So,
Alice connects to Bob over the network and transfers $500 from her account to Eve. Eve,
however, is greedy. She knows Alice is going to transfer money. So, she captures all data going
from Alice to Bob. Even though Eve does not know what the messages say, she has a pretty
good guess that these messages instruct Bob to transfer $500 from Alice’s account to Eve’s.
So, Eve waits a couple of days and replays these captured messages to Bob. This may have the
effect of transferring another $500 from Alice’s account to Eve’s account unless Bob has some
mechanism for determining that he is being replayed the messages from a previous session.
Replay attacks are usually prevented by linking the integrity protection mechanism to either
time stamps and/or session sequence numbers. However, WEP does not provide for any such
protection.

11.7 Loopholes in 802.11 Security
To summarize, here is the list of things that are wrong with 802.11 security:
1. 802.11 does not provide any mechanism for key establishment over an unsecure
medium. This means key sharing among STAs in a BSS and sometimes across BSSs.
2. WEP uses a synchronous stream cipher over a medium, where it is difﬁcult to ensure
synchronization during a complete session.
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3. To solve the previous problem, WEP uses a per-packet key by concatenating the IV
directly to the preshared key to produce a key for RC4. This exposes the base key or
master key to attacks like FMS.
4. Since the master key is usually manually conﬁgured and static and since the IV used
in 802.11 is just 24 bits long, this results in a very limited key space.
5. 802.11 speciﬁes that changing the IV with each packet is optional, thus making key
reuse highly probable.
6. The CRC-32 used for message integrity is linear.
7. The ICV does not protect the integrity of the 802.11 header, thus opening the door to
redirection attacks.
8. There is no protection against replay attacks.
9. There is no support for a STA to authenticate the network.
Note that the limited size of the IV ﬁgures much lower in the list than you would expect. This
emphasizes the fact that simply increasing the IV size would not improve WEP’s security
considerably. The deﬁciency of the WEP encapsulation design arises from attempts to adapt
RC4 to an environment for which it is poorly suited.

11.8 WPA
When the loopholes in WEP, the original 802.11 security standard, had been exposed, IEEE
formed a task group, 802.11i, with the aim of improving upon the security of 802.11 networks.
This group came up with the proposal of a Robust Security Network (RSN). An RSN is an
802.11 network which implements the security proposals speciﬁed by the 802.11i group and
allows only RSN-capable devices to join the network, thus allowing no “holes.” The term hole
is used to refer to a non-802.11i compliant STA, which by virtue of not following the 802.11i
security standard could make the whole network susceptible to a variety of attacks.
Since making a transition from an existing 802.11 network to an RSN cannot always be a
single-step process (we will see why in a moment), 802.11i allows for a Transitional Security
Network (TSN), which allows for the existence of both RSN and WEP nodes in an 802.11
network. As the name suggests, this kind of a network is speciﬁed only as a transition point,
and all 802.11 networks are ﬁnally expected to move to an RSN. The terms RSN and 802.11i
are sometimes used interchangeably to refer to this security speciﬁcation.
The security proposal speciﬁed by the Task Group-i uses the Advanced Encryption Standard
(AES) in its default mode. One obstacle in using AES is that it is not backward compatible
with existing WEP hardware. The reason is that AES requires the existence of a new, more
powerful hardware engine. This means that there is also a need for a security solution which
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can operate on existing hardware. This was a pressing need for vendors of 802.11 equipment.
This is where the Wi-Fi alliance came into the picture.
The Wi-Fi alliance is an alliance of major 802.11 vendors formed with the aim of ensuring
product interoperability. To improve the security of 802.11 networks without requiring a
hardware upgrade, the Wi-Fi alliance adopted Temporal Key Integrity Protocol (TKIP) as
the security standard that needs to be deployed for Wi-Fi certiﬁcation. This form of security
has therefore come to be known as Wi-Fi Protected Access (WPA). WPA is basically a
prestandard subset of 802.11i which includes the key management and the authentication
architecture (802.1X) speciﬁed in 802.11i. The biggest difference between WPA and 802l.11i
(which has also come to be known as WPA2) is that instead of using AES for providing
conﬁdentiality and integrity, WPA uses TKIP and MICHAEL, respectively. We look at TKIP/
WPA in this section and the 802.11i/WPA2 using AES in the next section.
Temporal Key Integrity Protocol was designed to ﬁx WEP loopholes while operating within
the constraints of existing 802.11 equipment (APs, WLAN cards, and so on). To understand
what we mean by the “constraints of existing 802.11 hardware,” we need to dig a little deeper.
Most 802.11 equipment consists of some sort of a WLAN network interface card (NIC; also
known as WLAN adapter), which enables access to an 802.11 network. A WLAN NIC usually
consists of a small microprocessor, some ﬁrmware, a small amount of memory, and a specialpurpose hardware engine. This hardware engine is dedicated to WEP implementation since
software implementations of WEP are too slow. To be precise, the WEP encryption process is
implemented in hardware. The hardware encryption takes the IV, the base (master) key, and
the plaintext data as the input and produces the encrypted output (ciphertext). One of the most
severe constraints for TKIP designers was that the hardware engine cannot be changed. We
see in this section how WEP loopholes were closed given these constraints.

11.8.1 Key Establishment
One of the biggest WEP loopholes is that it speciﬁes no key-establishment protocol and relies
on the concept of preshared secret keys which should be established using some out-of-band
mechanism. Realize that this is a system architecture problem. In other words, solving this
problem requires support from multiple components (the AP, the STA, and usually also a
back-end authentication server) in the architecture.
One of the important realizations of the IEEE 802.11i task group was that 802.11 networks
were being used in two distinct environments: the home network and the enterprise network.
These two environments had distinct security requirements and different infrastructure
capacities to provide security. Therefore, 802.11i speciﬁed two distinct security architectures.
For the enterprise network, 802.11i speciﬁes the use of IEEE 802.1X for key establishment
and authentication. As we will see in our discussion in the next section, 802.1X requires
the use of a back-end authentication server. Deploying a back-end authentication server is
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not usually feasible in a home environment. Therefore, for home deployments of 802.11,
802.11i allows the use of the “out-of-band mechanism” (read manual conﬁguration) for key
establishment.
We look at the 802.1X architecture in the next section and see how it results in the
establishment of a master key (MK). In this section, we assume that the two communicating
endpoints (the STA and the AP) already share an MK which has either been conﬁgured
manually at the two endpoints (WEP architecture) or has been established using the
authentication process (802.1X architecture). This section looks at how this MK is used
in WPA.
Recall that a major loophole in WEP was the manner15 in which this master key was used,
which made it vulnerable to compromise. WPA solves this problem by reducing the exposure
of the master key, thus making it difﬁcult for an attacker to discover the master key. To achieve
this, WPA adds an additional layer to the key hierarchy used in WEP. WEP uses the master
key for authentication and to calculate the per-packet key. In effect, there is a two-tier key
hierarchy in WEP: the master (preshared secret) key and the per-packet key.
WPA extends the two-tier key hierarchy of WEP to a multitier hierarchy (see Figure 11.8).
At the top level is still the master key, referred to as the pair-wise master key (PMK) in WPA.
The next level in the key hierarchy is the PTK, which is derived from the PMK. The ﬁnal level
is the per-packet keys, which are generated by feeding the PTK to a key-mixing function.
Compared with the two-tier WEP key hierarchy, the three-tier key hierarchy of WPA avoids
exposing the PMK in each packet by introducing the concept of PTK.
As we saw, WPA is ﬂexible about how the master key (PMK in WPA) is established. The
PMK, therefore, may be a preshared16 secret key (WEP design) or a key derived from an
authentication process like 802.1X.17 WPA does require that the PMK be 256 bits (or 32
bytes) long. Since a 32-byte key is too long for humans to remember, 802.11 deployments
using preshared keys may allow the user to enter a shorter password which may then be used
as a seed to generate the 32-byte key.
The next level in the key hierarchy after the PMK is the PTK. WPA uses the PMK for deriving
the pair-wise transient keys (PTKs), which are basically session keys. The term PTK is used
to refer to a set of session keys which consists of four keys, each of which is 128 bits long.
These four keys are as follows: an encryption key for data, an integrity key for data, an
encryption key for extensible authentication protocol over LAN (EAP over LAN or EAPoL)
15

The per-packet key is obtained by simply concatenating the IV with the preshared secret key. Therefore, a
compromised per-packet key exposes the preshared secret key.
16
As we saw, this usually means that the keys are manually conﬁgured.
17
It is expected that most enterprise deployments of 802.11 would use 802.1X, while the preshared secret key
method (read manual conﬁguration) would be used by residential users.
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Figure 11.8: Key hierarchy in 802.11.

messages, and an integration key for EAPoL messages. Note that the term session here refers
to the association between a STA and an AP. Every time a STA associates with an AP, it is
the beginning of a new session and this results in the generation of a new PTK (set of keys)
from the PMK. Since the session keys are valid only for a certain period of time, they are also
referred to as temporal keys and the set of four session keys together is referred to as the pairwise transient keys (PTKs). PTKs are derived from the PMK using a pseudorandom function
(PRF). The PRFs used for derivation of PTKs (and nonces) are explicitly speciﬁed by WPA
and are based on the HMAC-SHA algorithm.
PTK  PRF-512(PMK, “Pair-wise key expansion”, AP_MAC || STA_MAC ||
ANonce || SNonce)
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Realize that to obtain the PTK from the PMK, we need ﬁve input values: the PMK, the MAC
addresses of the two endpoints involved in the session, and one nonce each from the two
endpoints. The use of the MAC addresses in the derivation of the PTK ensures that the keys
are bound to sessions between the two endpoints and increases the effective key space of the
overall system.
Realize that since we want to generate a different set of session keys from the same PMK for
each new session,18 we need to add another input into the key generation mechanism which
changes with each session. This input is the nonce. The concept of nonce is best understood
by realizing that it is short for number-once. The value of nonce is thus arbitrary except that
a nonce value is never used again.19 Basically, it is a number which is used only once. In our
context, a nonce is a unique number (generated randomly) which can distinguish between
two sessions established between a given STA and an AP at different points in time. The two
nonces involved in PTK generation are generated, one each, by the two endpoints involved in
the session—i.e., the STA (SNonce) and the AP (ANonce). WPA speciﬁes that a nonce should
be generated as follows:
ANonce  PRF-256(Random Number, “Init Counter”, AP_MAC || Time)
SNonce  PRF-256(Random Number, “Init Counter”, STA_MAC || Time)
The important thing to note is that the PTKs are effectively shared between the STA and
the AP and are used by both the STA and the AP to protect the data/EAPoL messages they
transmit. It is therefore important that the input values required for derivation of PTK from
the PMK come from both the STA and the AP. Note also that the key derivation process can
be executed in parallel at both endpoints of the session (the STA and the AP) once the Nonces
and the MAC addresses have been exchanged. Thus, both the STA and the AP can derive the
same PTK from the PMK simultaneously.
The next step in the key hierarchy tree is to derive per-packet keys from the PTK. WPA
improves also upon this process signiﬁcantly. Recall from Section 11.5 that the per-packet key
was obtained by simply concatenating the IV with the master key in WEP. Instead of simply
concatenating the IV with the master key, WPA uses the process shown in Figure 11.9 to
obtain the per-packet key. This process is known as per-packet key mixing.
In phase one, the session data encryption key is “combined” with the high-order 32 bits of
the IV and the MAC address. The output from this phase is “combined” with the lower-order

18

If a STA disconnects from the AP and connects back with an AP at a later time, these are considered two
different sessions.
19
To be completely accurate, nonce values are generated such that the probability of the same value being
generated twice is very low.
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Figure 11.9: TKIP encryption.

16 bits of the IV and fed to phase two, which generates the 104-bit per-packet key. There are
many important features to note in this process:
1. It assumes the use of a 48-bit IV (more of this in Section 11.8.2).
2. The size of the encryption key is still 104 bits, thus making it compatible with existing
WEP hardware accelerators.
3. Since generating a per-packet key involves a hash operation which is computation
intensive for the small MAC processor in existing WEP hardware, the process is split
into two phases. The processing intensive part is done in phase one, whereas phase
two is much less computation intensive.
4. Since phase one involves the high-order 32 bits of the IV, it needs to be done only
when one of these bits change—that is, once in every 65,536 packets.
5. The key-mixing function makes it very hard for an eavesdropper to correlate the IV
and the per-packet key used to encrypt the packet.

11.8.2 Authentication
As we said in the preceding section, 802.11i speciﬁed two distinct security architectures. For
the home network, 802.11i allows the manual conﬁguration of keys just like WEP. For the
enterprise network, however, 802.11i speciﬁes the use of IEEE 802.1X for key establishment
and authentication. We summarize the 802.1X architecture in this section.
802.1X is closely architected along the lines of EAPoL. Figure 11.10a shows the conceptual
architecture of EAPoL, and Figure 11.10b shows the overall system architecture of EAPoL.
The controlled port is open only when the device connected to the authenticator has been
authorized by 802.1x. On the other hand, the uncontrolled port provides a path for EAPoL
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Figure 11.10a: 802.1X/EAP port model.
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Figure 11.10b: EAPoL.

trafﬁc ONLY. Figure 11.10a shows how access to even the uncontrolled port may be limited
using MAC ﬁltering.20 This scheme is sometimes used to deter DoS attacks.
EAP speciﬁes three network elements: the supplicant, the authenticator, and the authentication
server. For EAPoverLAN, the end user is the supplicant, the Layer 2 (usually Ethernet) switch
is the authenticator controlling access to the network using logical ports, and the access
decisions are taken by the back-end authentication server after carrying out the authentication
process. Which authentication process to use (MD5, TLS, and so on) is for the network
administrator to decide.
20

Allowing only STAs that have a MAC address which is “registered” or “known” to the network.
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EAPoL can be easily adapted to be used in the 802.11 environment, as shown in Figure
11.10c. The STA is the supplicant, the AP is the authenticator controlling access to the
network, and there is a back-end authentication server. The analogy is all the more striking if
you consider that an AP is, in fact, just a Layer 2 switch with a wireless and a wired interface.

802.1 X Entities
Supplicant

Authenticator
INTRANET
/ LAN

– Controlled Port

File Server

RADIUS
Authentication Server

Figure 11.10c: EAP over WLAN.

There is, however, one interesting piece of detail that needs attention. The 802.1X
architecture carries the authentication process between the supplicant (STA) and the
back-end authentication server.21 This means that the master key (resulting from an
authentication process like TLS) is established between the STA and back-end server.
However, conﬁdentiality and integrity mechanisms in the 802.11 security architecture are
implemented between the AP and the STA. This means that the session (PTK) and perpacket keys (which are derived from the PMK) are needed at the STA and the AP. The STA
already has the PMK and can derive the PTK and the per-packet keys. However, the AP does
not yet have the PMK. Therefore, what is needed is a mechanism to get the PMK from the
authentication server to the AP securely.
Recall that in the 802.1X architecture, the result of the authentication process is conveyed by
the authentication server to the AP so that the AP may allow or disallow the STA access to
the network. The communication protocol between the AP and the authentication server is not
speciﬁed by 802.11i but is speciﬁed by WPA to be RADIUS. Most deployments of 802.11
would probably end up using RADIUS. The RADIUS protocol does allow for distributing the
key securely from the authentication server to the AP, and this is how the PMK gets to the AP.

21

With the AP controlling access to the network using logical ports.
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Note that 802.1X is a framework for authentication. It does not specify the authentication
protocol to be used. Therefore, it is up to network administrators to choose the authentication
protocol they want to plug in to the 802.1X architecture. One of the most often discussed
authentication protocols to be used with 802.1X is TLS. Figure 11.10d summarizes how TLS
can be used as an authentication protocol in a EAP over WLAN environment. The EAP-TLS
protocol is well documented. It has been analyzed extensively, and no signiﬁcant weaknesses
have been found in the protocol itself. This makes it an attractive option for security use in
802.1X. However, there is a deployment issue with this scheme.

Access
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RADIUS
Server

Enterprise
Network

Start EAP Authentication

EAPoL Start
EAP Request/Identity
EAP Response/Identity
(UserID)

Ask Client for Identity
RADIUS
Access Request
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Server-side TLS
Perform Sequence
Defined by EAP TLS
Client-side TLS
Key

EAP Success

RADIUS Access Success
(Pass Session Key to AP)

Key

Client derives
session key
EAPoL-Key (Multicast)
EAPoL-Key (Session
Parameters)

Deliver Broadcast Key
Encrypted with Session Key
and Session Parameters

Figure 11.10d: 802.1X network architecture.

Note that EAP-TLS relies on certiﬁcates to authenticate the network to the clients and the
clients to the networks. Requiring the network (the servers) to have certiﬁcates is a common
theme in most security architectures. However, the requirement that each client be issued
a certiﬁcate leads to the requirement of the widespread deployment of PKI. Since this is
sometimes not a cost-effective option, a few alternative protocols have been proposed: EAPTTLS (tunneled TLS) and PEAP. Both of these protocols use certiﬁcates to authenticate the
network (the server) to the client but do not use certiﬁcates to authenticate the client to the
server. This means that a client no longer needs a certiﬁcate to authenticate itself to the server;
instead, the clients can use password-based schemes (CHAP, PAP, and so on) to authenticate
themselves. Both protocols divide the authentication process in two phases. In phase one,
we authenticate the network (the server) to the client using a certiﬁcate and establish a TLS
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tunnel between the server and the client. This secure22 TLS channel is then used to carry out a
password-based authentication protocol to authenticate the client to the network (server).

11.8.3 Confidentiality
Recall from Section 11.5.1 that the fundamental WEP loophole stems from using a stream
cipher in an environment susceptible to packet loss. To work around this problem, WEP
designers changed the encryption key for each packet. To generate the per-packet encryption
key, the IV was concatenated with the preshared key. Since the preshared key is ﬁxed, it is the
IV which is used to make each per-packet key unique. There were multiple problems with this
approach.
First, the IV size at 24 bits was too short. At 24 bits there were only 16,777,216 values before
a duplicate IV value was used. Second, WEP did not specify how to select an IV for each
packet.23 Third, WEP did not even make it mandatory to vary the IV on a per-packet basis—
realize that this meant WEP explicitly allowed reuse of per-packet keys. Fourth, there was no
mechanism to ensure that the IV was unique on a per-station basis. This made the IV collision
space shared between stations, thus making a collision even more likely. Finally, simply
concatenating the IV with the preshared key to obtain a per-packet key is cryptographically
unsecure, making WEP vulnerable to the FMS attack. The FMS attack exploits the fact that
the WEP creates the per-packet key by simply concatenating the IV with the master key.
Since the ﬁrst 24 bits of each per-packet key is the IV (which is available in plaintext to an
eavesdropper),24 the probability of using weak keys25 is very high.
First off, TKIP doubles the IV size from 24 bits to 48 bits. This results in increasing the time
to key collision from a few hours to a few hundred years. Actually, the IV is increased from
24 bits to 56 bits by requiring the insertion of 32 bits between the existing WEP IV and the
start of the encrypted data in the WEP packet format. However, only 48 bits of the IV are
used since eight bits are reserved for discarding some known (and some yet to be discovered)
weak keys.
Simply increasing the IV length will, however, not work with the existing WEP hardware
accelerators. Remember that existing WEP hardware accelerators expect a 24-bit IV as an
input to concatenate with a preshared key (40/104-bit) in order to generate the per-packet
key (64/128-bit). This hardware cannot be upgraded to deal with a 48-bit IV and generate
an 88/156-bit key. The approach, therefore, is to use per-packet key mixing as explained in

22

Secure since it protects the identity of the client during the authentication process.
Implementations vary from a sequential increase starting from 0 to generating a random IV for each packet.
24
Remember that each WEP packet carries the IV in plaintext format prepended to the encrypted packet.
25
Use of certain key values leads to a situation in which the ﬁrst few bytes of the output are not all that random.
Such keys are known as weak keys. The simplest example is a key value of 0.
23
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Section 11.8.1. Using the per-packet key mixing function (much more complicated) instead
of simply concatenating the IV to the master key to generate the per-packet key increases the
effective IV size (and hence improves on WEP security) while still being compatible with
existing WEP hardware.

11.8.4 Integrity
WEP used CRC-32 as an integrity check. The problem with this protocol was that it was
linear. As we saw in Section 11.6, this is not a cryptographically secure integrity protocol.
It does, however, have the merit that it is not computation intensive. What TKIP aims to do is
to specify an integrity protocol which is cryptographically secure and yet not computation
intensive so that it can be used on existing WEP hardware which has very little computation
power. The problem is that most well known protocols used for calculating a message
integrity check (MIC) have lots of multiplication operations, and multiplication operations
are computation intensive. Therefore, TKIP uses a new MIC protocol—MICHAEL—which
uses no multiplication operations and relies instead on shift and add operations. Since these
operations require much less computation, they can be implemented on existing 802.11
hardware equipment without affecting performance.
Note that the MIC value is added to the MPDU in addition to the ICV, which results
from the CRC-32. It is also important to realize that MICHAEL is a compromise. It does
well to improve upon the linear CRC-32 integrity protocol proposed in WEP while still
operating within the constraints of the limited computation power. However, it is in no way
as cryptographically secure as the other standardized MIC protocols like MD5 or SHA-1.
The TKIP designers knew this and hence built in countermeasures to handle cases where
MICHAEL might be compromised. If a TKIP implementation detects two failed forgeries
(two packets where the calculated MIC does not match the attached MIC) in one second, the
STA assumes that it is under attack and as a countermeasure deletes its keys, disassociates,
waits for a minute, and then re-associates. Even though this may sound a little harsh, since it
disrupts communication, it does avoid forgery attacks.
Another enhancement that TKIP makes in IV selection and use is to use the IV as a sequence
counter. Recall that WEP did not specify how to generate a per-packet IV.26 TKIP explicitly
requires that each STA start using an IV with a value of 0 and increment the value by one for
each packet that it transmits during its session27 lifetime. This is the reason the IV can also be
used as a TKIP Sequence Counter (TSC). The advantage of using the IV as a TSC is to avoid
the replay attack to which WEP was susceptible.

26
27

In fact, WEP did not even specify that the IV had to be changed on a per-packet basis.
An 802.11 session refers to the association between a STA and an AP.
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TKIP achieves replay protection by using a unique IV with each packet that it transmits during
a session. This means that in a session, each new packet coming from a certain MAC address
would have a unique number.28 If each packet from Alice had a unique number, Bob could tell
when Eve was replaying old messages. WEP does not have replay protection since it cannot
use the IV as a counter. Why? Because WEP does not specify how to change IV from one
packet to another, and as we saw earlier, it does not even specify that you need to.

11.8.5 The Overall Picture: Confidentiality  Integrity
The overall picture of providing conﬁdentiality and message integrity in TKIP is shown in
Figure 11.10e.
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Figure 11.10e: TKIP—The complete picture.

11.8.6 How Does WPA Fix WEP Loopholes?
In Section 11.7 we summarized the loopholes of WEP. At the beginning of Section 11.8 we
said that WPA/TKIP was designed to close these loopholes while still being able to work with
28

At least for 900 years—that’s when the IV rolls over.
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existing WEP hardware. In this section, we summarize what WPA/TKIP achieves and how
(see Table 11.1).
Table 11.1: WEP versus WPA
WEP

WPA

Relies on preshared (out-of-band) key establishment
mechanisms. Usually leads to manual configuration
of keys and to key sharing among STAs in a BSS
(often ESS).

Recommends 802.1X for authentication and
key establishment in enterprise deployments.
Also supports preshared key establishment
like WEP.

Uses a synchronous stream cipher which is
unsuitable for the wireless medium.

Same as WEP.

Generates per-packet key by concatenating the IV
directly to the master/preshared key, thus exposing
the base key/master key to attacks like FMS.

Solves this problem by (a) introducing the concept
of PTK in the key hierarchy and (b) by using a key
mixing function instead of simple concatenation to
generate per-packet keys. This reduces the
exposure of the master key.

Static master key  Small size of IV  Method of
per-packet key generation → Extremely limited
key space.

Increases the IV size to 56 bits and uses only 48 of
these bits reserving 8 bits to discard weak keys.
Also, use of PTKs, which are generated afresh for
each new session, increases the effective key space.

Changing the IV with each packet is optional →
Key-reuse highly probable.

Explicitly specifies that both the transmitter and
the receiver initialize the IV to 0 whenever a new set
of PTKs is established29 and then increment them
by one for each packet it sends.

Linear algorithm (CRC-32) used for message
integrity → Weak integrity protection.

Replaces the integrity check algorithm to use
MICHAEL, which is nonlinear. Also, specifies
countermeasures for the case where MICHAEL
may be violated.

ICV does not protect the integrity of the 802.11
header → Susceptible to redirection attacks.

Extends the ICV computation to include the MAC
source and destination address to protect against
redirection attacks.

No protection against replay attacks.

The use of IV as a sequence number provides
replay protection.

No support for a STA to authenticate the network.

Use of 802.1X in enterprise deployments allows
for this.

11.9 WPA2 (802.11i)
Recall from Section 11.8 that Wi-Fi Protected Access (WPA) was speciﬁed by the Wi-Fi
alliance with the primary aim of enhancing the security of existing 802.11 networks by
29

This usually happens every time the STA associates with an AP.

w w w.new nespress.com

288

Chapter 11

designing a solution which could be deployed with a simple software (ﬁrmware) upgrade
and without the need for a hardware upgrade. In other words, WPA was a stepping stone to
the ﬁnal solution which was being designed by the IEEE 802.11i task group. This security
proposal was referred to as the Robust Security Network (RSN) and also came to be known as
the 802.11i security solution. The Wi-Fi alliance integrated this solution in their proposal and
called it WPA2. We look at this security proposal in this section.

11.9.1 Key Establishment
WPA was a prestandard subset of IEEE 802.11i. It adopted the key establishment, key
hierarchy, and authentication recommendations of 802.11i almost completely. Since the
WPA2 and 802.11i standard are the same, the key establishment process and the key hierarchy
architecture in WPA and WPA2 are almost identical. There is one signiﬁcant difference,
though. In WPA2, the same key can be used for the encryption and integrity protection of data.
Therefore, there is one less key needed in WPA2. For a detailed explanation of how the key
hierarchy is established, see Section 11.8.1.

11.9.2 Authentication
Just like key establishment and key hierarchy, WPA had also adopted the authentication
architecture speciﬁed in 802.11i completely. Therefore, the authentication architecture in
WPA and WPA2 is identical. For a detailed explanation of how the authentication
architecture, see Section 11.8.2.

11.9.3 Confidentiality
In this section we look at the conﬁdentiality mechanism of WPA2 (802.11i). Recall that the
encryption algorithm used in WEP was RC4, a stream cipher. Some of the primary weaknesses
in WEP stemmed from using a stream cipher in an environment where it was difﬁcult to
provide lossless synchronous transmission. It was for this reason that Task Group-i speciﬁed the
use of a block encryption algorithm when redesigning 802.11 security. Since AES was (and still
is) considered the most secure block cipher, it was an obvious choice. This was a major security
enhancement since the encryption algorithm lies at the heart of providing conﬁdentiality.
Specifying an encryption algorithm is not enough for providing system security. What is
also needed is to specify a mode of operation. To provide conﬁdentiality in 802.11i, AES is
used in the counter mode. Counter mode actually uses a block cipher as a stream cipher, thus
combining the security of a block cipher with the ease of use of a stream cipher. Figure 11.11
shows how AES counter mode works.
Using the counter mode requires a counter. The counter starts at an arbitrary but predetermined value and is incremented in a speciﬁed fashion. The simplest counter operation,
for example, would start the counter with an initial value of 1 and increment it sequentially by
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Figure 11.11: AES counter mode.

1 for each block. Most implementations, however, derive the initial value of the counter from a
nonce value that changes for each successive message. The AES cipher is then used to encrypt
the counter to produce a key stream. When the original message arrives, it is broken up into
128-bit blocks, and each block is XORed with the corresponding 128 bits of the generated key
stream to produce the ciphertext.
Mathematically, the encryption process can be represented as Ci  Mi () Ek(i), where i
is the counter. The security of the system lies in the counter. As long as the counter value is
never repeated with the same key, the system is secure. In WPA2, this is achieved by using a
fresh key for every session (see Section 11.8.1.).
To summarize, the salient features of AES in counter mode are as follows:
1. It allows a block cipher to be operated as a stream cipher.
2. The use of counter mode makes the generated key stream independent of the message,
thus allowing the key stream to be generated before the message arrives.
3. Since the protocol by itself does not create any interdependency between the
encryption of the various blocks in a message, the various blocks of the message can
be encrypted in parallel if the hardware has a bank of AES encryption engines.
4. Since the decryption process is exactly the same as encryption,30 each device only
needs to implement the AES encryption block.
5. Since the counter mode does not require that the message be broken up into an exact
number of blocks, the length of the encrypted text can be exactly the same as the
length of the plaintext message.
30

XORing the same value twice leads back to the original value.
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Note that the AES counter mode provides only for the conﬁdentiality of the message and not
the message integrity. We see how AES is used for providing the message integrity in the next
section. Also, since the encryption and integrity protection processes are very closely tied
together in WPA2/802.11i, we look at the overall picture after we have discussed the integrity
process.

11.9.4 Integrity
To achieve message integrity, Task Group-i extended the counter mode to include a Cipher
Block Chaining (CBC)-MAC operation. This is what explains the name of the protocol: AESCCMP, where CCMP stands for Counter-mode CBC-MAC protocol. It is reproduced here in
Figure 11.12, where the black boxes represent the encryption protocol (AES in our case).
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hn = MAC

Figure 11.12: AES CBC-MAC.

As shown in the ﬁgure, CBC-MAC XORs a plaintext block with the previous cipher block
before encrypting it. This ensures that any change made to any ciphertext (e.g., by a
malicious intruder) block changes the decrypted output of the last block and hence changes
the residue. CBC-MAC is an established technique for message integrity. What Task Group-i
did was to combine the counter mode of operation with the CBC-MAC integrity protocol to
create the CCMP.

11.9.5 The Overall Picture: Confidentiality  Integrity
Since a single process is used to achieve integrity and conﬁdentiality, the same key can be
used for the encryption and integrity protection of data. It is for this reason that there is one
less key needed in WPA2. The complete process which combines the counter mode encryption
and CBC-MAC integrity works as follows.
In WPA2, the PTK is 384 bits long. Of this, the most signiﬁcant 256 bits form the EAPoL
MIC key and EAPoL encryption key. The least signiﬁcant 128 bits form the data key. This
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data key is used for both encryption and integrity protection of the data. Before the integrity
protection or the encryption process starts, a CCMP header is added to the 802.11 packet
before transmission. The CCMP header is 8 bytes in size. Of these 8 bytes, 6 bytes are used
for carrying the packet number (PN) which is needed for the other (remote) end to decrypt the
packet and to verify the integrity of the packet. One byte is reserved for future use, and the
remaining byte contains the key ID. Note that the CCMP header is prepended to the payload
of the packet and is not encrypted, since the remote end needs to know the PN before it starts
the decryption or the veriﬁcation process. The PN is a per-packet sequence number which is
incremented for each packet processed.
The integrity protection starts with the generation of an initialization vector (IV) for the CBCMAC process. This IV is created by the concatenation of the following entities: ﬂag, priority,
source MAC address, a PN, and DLen, as shown in Figure 11.13.

Flag

Priority

104-bit Nonce
Source Address Packet Number

DLen

128-bit IV for CBC-MAC

Figure 11.13: IV for AES CBC-MAC.

The ﬂag ﬁeld has a ﬁxed value of 01011001. The priority ﬁeld is reserved for future use.
The source MAC address is self-explanatory and the packet number (PN) is as we discussed
previously. Finally, the last entity, DLen, indicates the data length of the plaintext. Note that
the total length of the IV is 128 bits, and the priority, source address, and the packet number
ﬁelds together also form the 104-bit nonce (shaded portion of Figure 11.13), which is required
in the encryption process. The 128-bit IV forms the ﬁrst block which is needed to start the
CBC-MAC process described in Section 11.9.4. The CBC-MAC computation is done over the
802.11 header and the MPDU payload. This means that this integrity protection scheme also
protects the source and the destination MAC address, the quality of service (QoS) trafﬁc class
and the data length. Integrity protecting the header along with the MPDU payload protects
against replay attacks. Note that the CBC-MAC process requires an exact number of blocks
to operate on. If the length of the plaintext data cannot be divided into an exact number of
blocks, the plaintext data needs to be padded for the purposes of MIC computation.
Once the MAC has been calculated and appended to the MPDU, it is now ready for
encryption. It is important to re-emphasize that only the data part and the MAC part of the
packet are encrypted, whereas the 802.11 header and the CCMP header are not encrypted.
From Section 11.9.3, we know that the AES counter mode encryption process requires a key
and a counter. The key is derived from the PTK as we discussed.
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The counter is created by the concatenation of the following entities: ﬂag, priority, source
MAC address, a packet number (PN), and Ctr, as shown in Figure 11.14.

Priority

104-bit Nonce
Flag

Ctr

Source Address Packet Number

128-bit Counter for AES-Counter Mode

Figure 11.14: Counter for AES counter mode.

Comparing Figure 11.14 with Figure 11.13, we see that the IV for the integrity process and the
counter for the encryption process are identical except for the last 16 bits. Whereas the IV has
the last 16 bits as the length of the plaintext, the counter has the last 16 bits as Ctr. It is this Ctr
which makes the counter a real “counter. ” The value of Ctr starts at one and counts up as the
counter mode proceeds. Since the Ctr value is 16 bits, this allows for up to 216 (65,536) blocks
of data in a MPDU. Given that AES uses 128-bit blocks, this means that an MPDU can be as
long as 223, which is much more than what 802.11 allows, so the encryption process does not
impose any additional restrictions on the length of the MPDU.
Even though CCMP succeeds in combining the encryption and integrity protocol in one
process, it does so at some cost. First, the encryption of the various message blocks can no
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Figure 11.15: WPA2—The complete picture.
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longer be carried out in parallel since CBC-MAC requires the output of the previous block
to calculate the MAC for the current block. This slows down the protocol. Second, CBCMAC requires the message to be broken into an exact number of blocks. This means that
if the message cannot be broken into an exact number of blocks, we need to add padding
bytes to it to do so. The padding technique has raised some security concerns among some
cryptographers but no concrete deﬁciencies/attacks have been found against this protocol.
The details of the overall CCMP are shown in Figure 11.15. and Table 11.2 compares the
WEP, WPA, and WPA2 security architectures.
Table 11.2: WEP, WPA, and WPA2 security architectures
WEP

WPA

WPA2

Relies on preshared, a.k.a.
out-of-band, key establishment
mechanisms. Usually leads to
manual configuration of keys
and to key sharing among STAs
in a BSS (often ESS).

Recommends 802.1X for
authentication and key
establishment in enterprise
deployments. Also supports
preshared key establishment
like WEP.

Same as WPA.

Uses a synchronous stream cipher
which is unsuitable for the
wireless medium.

Same as WEP.

Replaces a stream cipher
(RC4) with a strong block
cipher (AES).

Generates per-packet key by
concatenating the IV directly to
the master/preshared key, thus
exposing the base key/master key
to attacks like FMS.

Solves this problem (a) by
introducing the concept of PTK
in the key hierarchy and (b) by
using a key mixing function instead
of simple concatenation to generate
per-packet keys. This reduces the
exposure of the master key.

Same as WPA.

Static master key  Small size
of IV  Method of per-packet
key generation → Extremely
limited key space.

Increases the IV size to 56 bits and
uses only 48 of these bits reserving
8 bits to discard weak keys. Also,
use of PTKs, which are generated
afresh for each new session,
increases the effective key space.

Same as WPA.

Changing the IV with each packet
is optional → Key reuse highly
probable.

Explicitly specifies that both the
transmitter and the receiver
initialize the IV to 0 whenever a
new set of PTKs is established31
and then increment it by 1 for
each packet it sends.

Same as WPA.

(Continued)

31

This usually happens every time the STA associates with an AP.
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Table 11.2: (Continued)
WEP

WPA

WPA2

Linear algorithm (CRC-32) used
for message integrity → Weak
integrity protection.

Replaces the integrity check
algorithm to use MICHAEL, which
is nonlinear. Also, specifies
countermeasures for the case
where MICHAEL may be violated.

Provides for stronger integrity
protection using AES-based
CCMP.

ICV does not protect the integrity
of the 802.11 header →
Susceptible to redirection
attacks.

Extends the ICV computation to
include the MAC source and
destination address to protect
against redirection attacks.

Same as WPA.

No protection against replay
attacks.

The use of IV as a sequence
number provides replay
protection.

Same as WPA.

No support for a STA to
authenticate the network.

No explicit attempt to solve this
problem but the recommended
use of 802.1X could be used by
the STA to authenticate the network.

Same as WPA.
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System Planning
Ron Olexa

It’s time to see how the basics of radio operation, propagation, and predictive and actual
performance measurements are used as part of the design criteria in a system to provide
services to a customer base.
System design must consider far more than just the RF aspects of the system. If the system is
to function optimally and be cost effective, such diverse topics as equipment selection, real
estate, construction, interconnect, power, and maintenance must be considered. Each of these
topics has an initial capital cost and, with the exception of construction, an ongoing cost.

12.1 System Design Overview
Because of the myriad interactions you will encounter in designing a system, a ﬂow chart
is helpful for identifying the selection criteria for each of the key aspects of system design.
Because there are so many different unique business opportunities that can be served with
wireless data systems, it’s impossible to review them all. Instead, I’ll look at three distinctly
different models and walk through a design exercise for each. The ﬁrst sample system will
be a single AP “hot spot” or small ofﬁce LAN. The second example will be a far more
complex MultiAP ofﬁce LAN or “hot zone” requiring frequency reuse in its implementation.
The third system will be a wireless ISP (WISP) type system that is expected to cover a large
outdoor area and provide Internet connectivity to a large, geographically dispersed user base.
The WISP system could be composed of a single site covering a small town, or potentially
hundreds or thousands of sites covering multiple counties or MSAs. Fundamentally, they are
all the same, though the complexities and need for managed spectrum grow with the size of
the deployment.
Regardless of the scale of the system being deployed, there are a number of individual
activities that have interaction with each other. For example, selecting locations for installing
the radio hardware will be inﬂuenced by cost, coverage, and capacity needs of the system.
Cost, coverage, and capacity are inﬂuenced by the selection of radio hardware and the
frequency of operation. So, you can begin to imagine the complexity involved with the design
of a large system. Each individual topic surrounding system design has its own associated
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ﬂow chart that identiﬁes activities and go/no go decision points. As well, each ﬂow chart must
consider other parallel activities occurring under another separate topic so that you assure that
decisions and compromises made in the pursuit of one area of design do not negatively impact
system viability because they ignored key factors of a separate decision matrix that they
affected.
To simplify the overall decision matrix, I’ll present individual ﬂow charts for each key activity.
These ﬂow charts will show precursor or parallel activities that will need to be considered or
reviewed when making ﬁnal decisions surrounding individual key activities. After discussion
of all the planning criteria, I’ll show how these factors apply to real-world systems by using
the ﬂow charts and decision matrices to plan actual systems, and show some of the trade-offs.

12.2 Location and Real Estate Considerations
Of course, the ﬁrst thing you need to know is where the system will be deployed, what it needs to
cover, and how much capacity is needed. In a hot spot or ofﬁce LAN system, a physical address
and suite number are necessary. In addition, a ﬂoor plan or other identifying criteria showing the
area(s) to be covered should be acquired. Also discover as much about the property as possible.
Blueprints, building drawings, or other documentation concerning the type of construction
present in the building will be useful in the exercise of estimating coverage. Another key bit of
information will be the name and contact information of the building owner, property manager, or
other entity that may require coordination or approval of work on the premise.
If the system is of the WISP variety, there are additional needs. Since a building no longer
deﬁnes the coverage, the physical area to be covered should be identiﬁed on a map or area
image. This area should be inspected for available towers or multistory buildings that could
be used to locate equipment and antennas. Latitude/longitude and height of antenna mounting
locations of these buildings or towers should be identiﬁed. In addition, it is important to
ascertain who is the owner or property manager of target buildings or towers.
You should also remember that many jurisdictions use zoning and permit processes for any
communication facility, regardless of whether it uses licensed or unlicensed spectrum. It is
critical to discover and comply with any local zoning or building and safety requirements
early in your planning process. Failure to do so may lead to signiﬁcant delays in deployment
or, worst case, the local jurisdiction ﬁning you and forcing you to cease operations and remove
the equipment.
Because of the area to be covered, numerous possible equipment locations will exist.
Determining where to concentrate your efforts requires a rapid assessment of which
properties are best from an RF design standpoint. Assuming you have the speciﬁc operating
characteristics of your equipment, the use of a propagation-modeling tool can prove valuable
for assessing coverage from each of the location options.
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In order to use such a tool, you need to know the parameters of the system and make
assumptions about the conditions present at the CPE location. For example, if the CPE is to
be located indoors near the user’s computer, additional path loss due to the construction of the
building in which the CPE resides must be considered. If the CPE can be mounted outside,
clear of local obstacles, then the propagation losses will be signiﬁcantly lower and the site’s
coverage greater.
As examples of this, the propagation plots in Figure 12.1 were computer-generated using the
Longley-Rice propagation model. The plots are based upon the same transmit power output
and receive sensitivity. Only antenna gain and placement at the CPE have been changed.
Figure 12.1a shows the coverage achieved from the base station or access point (the terms
base station and access point can be and are used interchangeably; while the term access
point was once unique to 802.11 hardware, it can now be seen referring to any number of base
station products supporting wireless data) to a CPE unit using a 0 dBi gain omni antenna at
street level, while Figure 12.1b shows the coverage achieved from the same base station to
CPE using a 15 dBi antenna mounted at 15 feet elevation (sufﬁcient to clear the roof of a onestory home).
The Longley-Rice model predicts long-term median transmission loss over irregular terrain
relative to free-space transmission loss. The model was designed for frequencies between
20 MHz and 40 GHz and for path lengths between 0.1 km and 2000 km.
The Longley-Rice model is used in a number of commercial propagation models that are
utilized for analyzing signal propagation in such commercial applications as cellular and PCS
communication systems. The model is well known, and accepted by the FCC as a method of
predicting coverage of broadcast facilities.
The model uses actual terrain data and predicts the median signal strength across this terrain
based upon a combination of distance and terrain obstacles. The model also has a generalized
morphology (land use) attenuation factor that can be attached to each site. This allows
additional attenuation to be added to accommodate such things as building density and foliage.
While the coverage plots in this chapter show coverage by the use of a gray tone to indicate
coverage area, the actual plots generated by the software are in full color and consist of a
number of colors, ranging from green to red. Each shade is associated with a 3 dB range of
signal strength, with greens being high signal strength and red being low signal strength.
To use the prediction plot to design a system, you must determine three factors:

•

How much fade margin does the system need?

•

How much building attenuation must be overcome?

•

Will the client device be externally mounted with a high-gain antenna?
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Figure 12.1a
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Figure 12.1b
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Since radio propagation is continually affected by multipath, the signal is always in a state of
ﬂux. This ﬂux is known as fading. Even a stationary transmitter and receiver will see path fade
between them based upon objects like trucks, cars, and people moving in the environment. It
is good engineering practice to use 8–10 dB of fade margin in a system design.
If the signal is to be received indoors, the building itself becomes an additional source of
attenuation. This can range from 5–7 dB for wood frame construction to over 25 dB for ofﬁce
buildings with metallized glass facades.
Finally, the preceding factors need to be subtracted from the baseline receive sensitivity of the
client device. In an 802.11b system, receive sensitivity on a high-quality card ranges
from 92 dBm for 1 Mbps throughput to 83 dBm for 11 Mbps throughput.
If the client device can make use of a high-gain directional antenna, then this gain can be
added to the path loss, or to make it simple, just add it to the receive sensitivity. So with
a 15 dB gain Yagi antenna, the 92 dBm sensitivity increases to (92 dBm 15 dB) or
107 dBm. You have not really increased the receive sensitivity, but you have added gain to
the receive chain, which for all intents accomplishes the same thing.
So, a reliable communication link to a base client card at 1 Mbps requires a consistent 92 dB
signal. Because of the fading nature of radio waves, it is necessary to add the fade margin to
the 92 dBm minimum signal. This means that the signal required for a reliable link will need
to be (92  10) or 82 dBm. This signal level is sufﬁcient to offer outdoor communication
but offers no margin to penetrate buildings. Additional signal is required for this. Again,
5–10 dB of additional signal strength will be necessary to penetrate light construction, so the
required signal strength rises another 10 dB to 72 dBm.
If the client device makes use of a 15 dB gain antenna located outside above rooﬂine, only
the fade margin needs to be considered. Thus, a signal of (92 dBm – 15 dB  10 dB) or
97 dBm is required for a reliable communication path.
Looking at the contours and the legend, you can identify the areas that will be served with
signals of the strength discussed earlier. Those points that show sufﬁcient signal strength
to meet the minimum requirements will generally be capable of supporting a reliable
communications link.
Using the modeling tool can allow rapid review of a number of candidate radio site locations,
and allow you to select the optimal locations for providing coverage to the target area.
As a location is identiﬁed, a propagation model should be run with the speciﬁcs of that
location such as longitude, latitude, and height. This will give you a way to evaluate the
anticipated coverage of each location and quickly identify which properties are ideal
candidates and which are poor choices. By using the model for ﬁrst pass identiﬁcation of the
best sites, you can focus your efforts on those sites ﬁrst.
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Another key consideration in the real estate realm is the availability of space, power, and
interconnect for your system. Often the ideal RF location may be lacking one or more or these
elements. Determining what additional costs and complexities are associated with getting the
required space, power, and interconnect to the desired location is a critical part of the selection
process. The ﬂow chart in Figure 12.2 identiﬁes the critical aspects that should be considered
when selecting a site. As with most everything else in a radio-based system, there will rarely
be a perfect solution, so compromises on certain factors related to sites will need to be made.
For example, the site may not provide optimal coverage but may be the only site in the area for
which a zoning variance can be obtained. As shown in the priority of the ﬂow chart, coverage
should be the prime consideration, although often other considerations will dictate the use of a
site that is an imperfect solution from a coverage standpoint. The ﬂow chart is best utilized for
analyzing a number of different site options. The trade-offs associated with each can then be
used to make the appropriate business decisions about the best location that has been analyzed.

12.3 System Selection Based Upon User Needs
The next considerations have to do with subscriber behavior. What form factor is acceptable
for CPE? What average capacity requirements and usage characteristics will each user have?
What security level will the user expect? And, ﬁnally, what is the acceptable initial and
ongoing cost of the service?
These considerations are primarily driven by the needs of the customers. Meeting them will
affect equipment and real estate decisions. For example, in a hot spot, the equipment decision
might be driven by the following logic: A hot spot serves customers that are using laptop
computers or PDAs equipped with wireless access. The hot spot provides these users with
short-term Internet access. The system is primarily used for web browsing and e-mail type
activities. In this case the average use per customer is low, and the connection to the Internet
is probably far slower than the speed of the radio interface, so the radio system is not the
capacity bottleneck. In addition, the system must rely on the fact that the users are already
equipped with a wireless interface in their computers. In late 2003 this situation called for the
use of 802.11b, since it was the most pervasive nomadic wireless standard available. This will
probably not be the case in the future, as 802.11g, 802.11a, and 802.16 begin to permeate the
marketplace. At that time (2003 to 2004), a cheap, consumer-quality 802.11b AP may have
been the perfect solution for the hot spot environment because it was inexpensive and included
network functions such as a low-end router, DHCP server, and NAT functionality. Thus, it was
a one-box solution for this particular environment.
In a large ofﬁce LAN environment, the usage characteristics may be quite different. In addition
to Internet and e-mail access, the system will probably be used for transferring ﬁles and
internetwork communications. In other words, the usage characteristics will be much higher—
more like the usage characteristics of a wired LAN. Depending on the density of the users and
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the users’ need for access to other systems (like a hot spot in a hotel or airport), 802.11a or
802.11g, with their greater throughput, may be better alternatives for serving this situation.
The WISP, on the other hand, is probably not best served by a traditional AP, or for that
matter, 802.11. The customers will be geographically dispersed, leading to a requirement for
large area coverage from a minimum of locations. The users will have usage expectations of
this system that are similar to the expectations users have of wired equivalent services, like
cable modem and DSL. The need for large area coverage means that the equipment will need
to be tailored to high EIRP with high-gain antennas, and an access sharing methodology
much more robust than the CSMA/CA scheme associated with the 802.11 standard. As of the
time this chapter is being written, 802.16 equipment does not yet exist, so the choices today
are either a high-gain 802.11 variant, like Vivato or YDI, or one of the purpose-built systems
from the likes of Motorola, Alvarion, Flarion, Proxim, or Navini. I anticipate that there will be
continued development of new equipment to meet the needs of the WISP industry and that we
will see more manufacturers offer equipment tailored to this business.
Further expansion of the concept of matching equipment capabilities to the needs of the
business and the users can be seen in Figure 12.3. This ﬁgure is a matrix that overlays typical
user and system characteristics with equipment options. It can assist you in selecting the most
appropriate technology to serve a particular user community.
Equipment Characteristics
CPE
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Proprietary
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Y

Y

Y
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?
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N
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?
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?
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Subscriber Designed for
Service
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Figure 12.3: User needs matrix.

12.4 Identification of Equipment Requirements
After gaining an understanding of the customer needs and expectations, the implementer
should be able to determine what equipment meets those needs. As described previously, the
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needs of the customer are a key driver of equipment selection; however, they are not the only
driver. Size and environmental requirements, cost, manageability, reliability, and availability
all enter into the equipment decision matrix.
In the hot spot system, equipment should be selected that is compatible with the equipment that
the users will have previously installed in their computers. This would drive equipment selection
toward equipment operating on the prevailing standard adopted by the user base. Additionally,
the equipment should integrate most of the network features that will be necessary to interface
the equipment to the world and to manage customers as they connect to the system.
The large LAN system will have its equipment selection driven by a more complex set of
issues. The standard selected will have to be a balance between the now prevailing technical
solution that is ubiquitous and low cost, and whatever standard is currently emerging as the next
generation solution. This emergent solution will probably have a higher cost, since it has not yet
reached mass appeal, and may also have some developmental wrinkles that still need to be ﬁxed.
On the other hand, it will also have greater capacity, greater spectral efﬁciency, and may offer
better coverage and greater ﬂexibility in deployment. Depending on your forecast of future usage
demand and the need to allow your users to “roam” to other public or private locations and use
their wireless access, one technology will be an appropriate, if not optimal, selection.
In this large LAN network, the additional network capabilities that were important to a hot
spot are not necessary. Since this equipment will connect to an existing network, it is probable
that all the advanced network features will be performed elsewhere on the network and that
the wireless equipment will only need to provide the wireless interface and provide excellent
remote management and fault-isolation capabilities.
The WISP system has even more complex needs. Since standards like 802.11 were designed
for wireless LAN–type networks, they have not been optimized for serving a large area
with dispersed users. While 802.11 has been made to work in these systems, other systems
that were designed for use in this type of environment may offer a better technical solution.
The trade-off here is cost. Because 802.11 is a mass-market product, equipment is very
inexpensive and commonly available. Though a proprietary solution may be technically a
better solution, it may be far more costly than using the 802.11 standard equipment.
Additionally, because of the nature of a WISP operation, the equipment must be located
outside. This means that equipment must withstand the rigors of weather and an outdoor
environment. Commonly available hardware designed for home or ofﬁce use is not capable
of surviving in the outdoor environment, so any equipment used in this environment will have
to be located in a protected enclosure or will have to be designed for outdoor use. This leads
to a set of long-term maintenance issues, especially if equipment is mounted on towers: If the
active electronics are located atop the tower, then the equipment will need to be removed and
taken to the ground for service. Obviously, this is an additional ongoing cost to be considered
in deciding the appropriate equipment design as well as the best location for the equipment.
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Ultimately, any equipment solution has been designed with a set of expectations in mind
and has its appropriate place in the market. You need to understand the requirements of your
system and the design intent of the equipment you are considering. Figure 12.4 provides an
example of a comparison matrix that can assist with the identiﬁcation of a solution that closely
matches your needs. By completing such an analysis, you can be assured of selecting the
manufacturer and solution that are best suited to serving your unique needs.
Operating
Band
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Y

Costs
Base Station

Mobile Data

WISP

Fixed WISP

Hotspot

Office LAN
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Y
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optimal
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Figure 12.4

12.5 Identification of Equipment Locations
Now that you’ve narrowed the ﬁeld of equipment options to a few that appear suitable for
your system, we can begin to look at how and where to deploy sites to achieve the coverage
and capacity desired in the system. Determining optimal antenna locations is the key to a
successful deployment. An optimal location serves a multitude of needs: It provides optimal
RF coverage, meaning it can be optimized to provide sufﬁcient coverage of the area without
leading to signiﬁcant interference elsewhere in the system, it has easy access to power, it has
easy access to network interconnect facilities, it can be easily installed and secured, and it has
reasonable access for future service needs.
With the equipment selected, you have a baseline for the RF transmit power, receive
sensitivity, and antenna options. These characteristics are used in conjunction with predictive
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modeling tools or survey tools to determine the area that can be covered with the selected
equipment.
The ﬁrst order of business is to evaluate the previously identiﬁed available locations for their
suitability in providing coverage to the desired area, and so decide which tool is best suited to
your need and determine the coverage potential of your sites.
By its deﬁnition the hot spot is a small, open coverage area, so a simple path loss calculation
can be used to determine if the system can cover the required area. In fact, in a hot spot
system, ﬁnding a convenient mounting spot with available power and network connection is
probably more important than ﬁnding an optimal RF location. Of course, just because I made
this statement, your ﬁrst attempt to build a hot spot will surely be in some unique and bizarre
location where there are multiple unknown impediments to RF coverage. Even though the hot
spot appears to be a simple deployment, it’s still worth spending a little time validating your
assumptions with a ﬁeld survey.
Although the same estimation techniques used in a hot spot can be applied to a hot zone or
LAN, determining optimal antenna locations becomes a little more complex. The size of the
area to be covered, the user density within the space, and the layout of the space must be
considered in order to optimize locations from a capacity and interference standpoint.
In the LAN environment, the primary usage of the system will be wired LAN replacement;
thus, the bandwidth requirements per user will be signiﬁcantly higher than those of the casual
user accessing the Internet. Depending on the user density in the covered area, you may ﬁnd
that a single base station may not have sufﬁcient capacity to serve all the users in its coverage
area. In this case it may be necessary to reduce power, relocate the base station, or change the
antenna to provide a different coverage area that includes fewer users.
The ﬁrst objective in designing such a system is to calculate the per user bandwidth
requirements. Because there are so many opinions about how to accomplish this, I will not
discuss it here. Use whatever method of calculation you are familiar and comfortable with.
Once you know the average usage per user, you can determine the total users per base station
by this simple calculation: It /BWuser , where It is the radio information throughput. Do not
confuse this with raw device bandwidth. We need to use the achievable device throughput
based on the types of trafﬁc on the network. For example, in 802.11b the channel is advertised
to have 11 Mbps throughput. In reality this is the total channel throughput including all
overhead. The information bandwidth of the channel is signiﬁcantly less, more on the order
of 4.5–6 Mbps depending on the types of trafﬁc on the network. Also, because the 802.11b
channel is a TDD channel, the total throughput is shared by both upstream and downstream
trafﬁc, meaning that another derating factor must be applied based on the mix of upstream and
downstream capacity requirements. All this means that the real data throughput of an 802.11b
system may be as low as 2 Mbps for bidirectional symmetrical usage.
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BWuser is the average bandwidth requirement. This is not the peak requirement of the user, but
either the average usage or the predetermined lowest bandwidth level available to any user
during peak usage periods.
For example, in a system with symmetrical uplink and downlink requirements, and an average
bandwidth per user requirement of 200 Kbps, an 802.11 system will support only 10 to 15 users
per AP (2–3 Mbps information throughput/200 Kbps per user). Remember, 802.11 has
4.5–6 Mbps total throughout. Since this example uses symmetrical trafﬁc, the 4.5–6 Mbps is
shared by the uplink and downlink trafﬁc, thus leading to 2–3 Mbps available in either direction.
Assuming a normal ofﬁce environment with cubicles and walkways, the average space allocation
per employee is 250 square feet. In this environment an 802.11b AP will cover about a 50-foot
radius, or about 8000 square feet of area with maximum bandwidth. This area may contain up to
32 users. In this situation the coverage-deﬁned area exceeds the capacity-deﬁned area.
There are several solutions for this. Antenna selection and power reduction can reduce the area
covered to one that is more in line with the capacity needs of the users. Alternatively, this may
be a situation in which 802.11b is not an optimal technology selection. 802.11a or 802.11g
may be more suitable protocols because of their higher throughput. Either 802.11g or 802.11a
will provide about ﬁve times more bandwidth than 802.11b; however, the area covered by
this bandwidth will be smaller than the 802.11b maximum throughput coverage area. In this
same environment, 802.11g will probably cover less than 3000 square feet with maximum
bandwidth signal levels, while 802.11a may serve only 1000 square feet at maximum
bandwidth due to the additional propagation losses associated with its higher operating
frequency. Do remember that these technologies rate-adapt to lower throughput speeds as the
signal strength drops. It is entirely possible that the needs of users can be met over a coverage
area associated with one of more of the data subrates.
This is a case in which future growth and changes in usage characteristics should be considered
as part of the selection criteria. If capacity needs are expected to increase over time, then a
higher bandwidth standard like 802.11a or 802.11g should be considered instead of 802.11b.
Now that the capacity versus coverage issues have been addressed, you know how much area
should be covered by each radio base station location. Now you can begin to plan the location
of hardware to meet the needs of the deployment. Use the drawings, blueprints, and other
reference data you’ve collected in combination with a physical site review to identify locations
where the equipment could be placed giving easy access to power and interconnect, easy access
for maintenance, avoidance of utility walls and massive metal objects, as well as a central
location to the desired coverage area of each radio base station. Depending on the physical
layout of the space to be covered and the availability of power and interconnect, a number of
location options are viable: You could use an omni antenna located on the ceiling in a central
location, or you could use a directional antenna located high up in a corner or along an outside
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wall and pointing toward the space to be covered. You might try drawing shapes consistent with
the antenna pattern (circles for omni antennas, cardioids or teardrops for directional antennas)
and scaled to an appropriate size to represent the desired coverage on the blueprints. Lay
out the shapes on the blueprints, arranging them so as to provide coverage to all the desired
locations. Then physically check the locations to assure that power and interconnect are easily
available at the locations. If not, see where you need to move it to gain easy access to power
and interconnect. As you move the locations to ease deployment, try to keep the spacing
between the base stations as even as possible. This will make your frequency planning easier.
You may also want to do a site survey on the selected locations. The reason is twofold: You can
assure you get the expected coverage and, more importantly, you can determine the maximum
coverage and therefore the interference area of each location. Knowing this will be useful when
allocating channels to each location. Figure 12.5 shows one possibility for locating equipment
to serve an ofﬁce space. Depending on the unique needs and limitations of the space you are
working with, such a solution may or may not be feasible for your deployment.
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The WISP solution has much in common with the LAN system deployment. Coverage and
capacity are both critical issues, multiple locations may be required to address coverage or
capacity issues, and technology options will need to be considered according to system and
cost requirements. The WISP system is designed to cover an extended area of potentially
multiple square miles with a complex mix of terrain, morphology, and user locations. The
system will be designed to provide Internet access service to residences and/or businesses
within the coverage area. In addition, the location of the CPE is a consideration in determining
the coverage of each site. If the CPE is located inside a structure, additional losses will be
incurred, leading to a smaller reliable coverage area. Alternatively, if the CPE can be located
outdoors above the rooﬂine, coverage distances will improve substantially.
Because of the size and complexity of the covered area, there is a very real possibility that
users will be shielded from one another. This gives rise to problems using equipment that
utilizes CSMA/CA, like 802.11-based hardware. Because CSMA/CA works by monitoring
the channel prior to transmitting, the algorithm assumes that all users are close enough to each
other to be able to hear each other. In the widely distributed WISP system, this is not true.
This leads to a problem called the hidden transmitter problem, where users all have a clear
path to communicate with the base station but cannot hear each other. Since they cannot hear
each other, they all assume the channel is clear and try to transmit. The effect of this is that
multiple stations try to access the channel simultaneously because they all think it’s clear. In
reality, the base station hears all the simultaneous users and cannot discriminate one from
another. In essence the simultaneous users are all interfering with each other.
This behavior can be tamed using a feature in the 802.11 standard called RTS/CTS, or requestto-send/clear-to-send. This is simply an additional protocol where a user asks the base station
for permission to transmit and waits until receiving permission before beginning transmission.
There are three downsides to this scheme. First, RTS/CTS is not a perfect solution. Collisions
can still happen. Multiple stations may be asking permission near simultaneously, then all
transmitting based on hearing a CTS belonging to a different user. Second, RTS/CTS takes
overhead, because each transaction has to be preceded by a request and acknowledgment,
thus leading to a further decrease in real channel data throughput. Third, since closer users
have a stronger signal, it is quite common for those close in users to get an unfair share of the
available bandwidth. The reason is that the closer-in users tend to have more signal strength
at the base station, and the additional signal is easier to hear than the weak signal from the
further-out user. In some cases it is possible for the close-in station to override the weak signal
completely and be the only signal heard by the base station.
Conversely, 802.11 equipment is cheap and abundant, so from a cost standpoint it may
be the best solution for a particular need. Just be aware that as with any system offering
service for hire, a WISP needs to assure that the users have fair and equitable access to the
service. Clearly, even though the equipment is inexpensive, the issues surrounding the access
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methodology need to be given considerable thought. While it may be coerced into working, it
is entirely possible that the solution will never be as good as a purpose-built solution.
There are other systems that have taken the unique needs of large area access into
consideration. 802.16 and 802.20 were designed with the needs of wide area coverage and
possible mobile access in mind. So have some of the proprietary system standards that have
been created by equipment manufacturers. These systems have the beneﬁt of being designed
for the express purpose of providing wide area access to multiple geographically diverse users.
The downside is cost and/or availability. At the time this chapter was written (September
2003), there was not yet commercially available 802.16 or 802.20 equipment, and the
proprietary equipment that was available cost 5–50 times more than 802.11b equipment.
The wireless data ﬁeld is still growing. New standards and vendors continue to evolve. I
suggest that you carefully review the technologies and vendors available to you at the time
you are designing the system. Determine their suitability to your unique business plan and
make your selection based upon your unique mix of cost, capacity, coverage, and spectrum
availability requirements.
Once a technology has been selected, you need to review the coverage and capacity needs of
your system. Because you are covering a large outdoor environment, propagation modeling
can be an effective way of estimating coverage area, and assessing the coverage available
from speciﬁc sites. Since the users cannot be identiﬁed by desktop location as they could in
the in-building LAN system, another method of estimating user density is needed. This is
where demographics data can come into play. Such data are available from many sources and
have varying resolution. You can ﬁnd demographics as coarse as an entire county or as ﬁne as
fractions of a square mile. Use this data to determine how many households and businesses
are in the geographic area associated with coverage. Then, by using your expected market
penetration percentage, you can determine the number of users in the area. You should already
have an idea of the expected per user trafﬁc, so you can now use the same formula we used in
the LAN example to determine the trafﬁc capacity needed for the area. Once again, determine
if the covered area has sufﬁcient capacity to meet user demand. If not, reduce the coverage
area and add more radio sites to the system as needed to serve the territory.
Once you have determined your site locations, one other consideration you will face is
connecting the sites together or to the Internet. Since the sites will have signiﬁcant distance
between them, CAT5 cable, which can support only 300 feet of link distance, is not a viable
methodology to connect them together. There are several alternatives for interconnection to
the Internet: Purchase an individual access facility from a Telco, competitive local exchange
carrier (CLEC), or other provider for each of your radio sites, or use point-to-point radio to
connect your facilities together and bring all trafﬁc to a common location for delivery to the
Internet.
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The former solution may lead to a more robust system because a single facility outage isolates
only one site and its associated coverage area. It will also be more expensive because you
cannot aggregate trafﬁc from multiple sites in order to most effectively use the capacity of the
facility you’re paying for. Additionally, there will be more equipment necessary because each
site will have to have its own network hardware to provide access control, DHCP, maintenance
access, and other network and security functions.
The latter solution allows all the network equipment to reside at a single location, thus
reducing the need for redundant equipment at each site. It also leads to the additional cost
of a facility to connect the sites back to the designated central location. This could be
accomplished with a leased Telco facility, although you’ll probably be limited to the T-1 or
E-1 facility speeds of 1.544 or 2.048 Mbps, or multiples of this. Given that this may be a
fraction of the bandwidth of the radio, it may not be an appropriate choice. A better choice
may be point-to-point radio facilities. If the sites in question have clear line of sight to each
other or to a central location, this becomes a feasible implementation. There is equipment
available in both the licensed and unlicensed bands that can be used to provide this type of
connection. Better yet, these radios can be had with an Ethernet output, so they can simply
be plugged into your other network equipment without the need for specialized equipment to
convert from Ethernet to some other standard like T-1 or E-1.
As discussed, each of these solutions has trade-offs. Use the ﬂow chart in Figure 12.6
as a basis to assist in selection of the most appropriate solution based upon your unique
environment and needs.

12.6 Channel Allocation, Signal-to-Interference, and Reuse Planning
The number of available channels in a system will be predicated on three things: the spectral
allocation available to you, the spectral requirements of the equipment you’ve selected, and
other users or interferers in the band.
When you did the site surveys at your locations, one of the things you noted was the noise
ﬂoor and any other users in the band that you noted. If possible, avoid channels with existing
users or a high noise ﬂoor.
In the hot spot system, this is simple: Pick the quietest channel and implement it as the operating
channel of your equipment. Since there is only one radio base station or AP, you’re done.
In the ofﬁce LAN or hot zone, you must consider not only outside interference but also the
interference you will self-generate when all the sites are active. This means that you must
carefully allocate channels in order to minimize interference between locations. In general,
get as much physical separation as possible between cochannel locations. The building layout
and coverage information collected during the site survey will be invaluable in determining
how to allocate the channels based on the actual coverage and overlap of each location. Ideal
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channel separation, i.e., sufﬁcient so as to cause no interference, is rarely achievable. The best
separation that can be designed for is separation sufﬁcient to provide adequate C/I margin to
the majority of the coverage area of each base station. The C/I requirements of the system
will vary based upon the technology. If the manufacturer does not publish C/I requirements,
you can generally think of them as identical to the S/N requirements of the technology, which
by the way are normally the published receive sensitivity numbers. The receive sensitivity
is nothing more than the amount of signal required for the equipment to perform at a certain
threshold level. The reference against which this is measured is thermal noise in the channel.
What does this mean to the design? It means that the coverage and/or capacity performance
of the network will not be as good as it would have been in an interference-free environment.
The required signal strength will increase by the number of dB the interference has raised the
noise ﬂoor.
For example, the noise ﬂoor of a 20-MHz 802.11b channel in the 2.4-MHz band is
100.43 dBm as calculated by the thermal noise equation. The published receive sensitivity
speciﬁcations are based on this noise ﬂoor. If interference adds undesired signal (man-made
noise) to the coverage area, the noise ﬂoor increases above the level contributed by thermal noise
alone. The basic receive sensitivity does not change, but the system performance does. For every
dB interference adds to the noise ﬂoor, the perceived receive sensitivity will be worsened by
an equivalent amount. In the case of an 802.11b device with a published 1 Mbps sensitivity of
92 dBm, this sensitivity is based on an expected noise ﬂoor of 100.43 dBm. If interference
raised the noise ﬂoor to 98.43 dBm, the device would no longer perform when the signal
strength was 92 dBm. The interference has raised the noise ﬂoor by 2 dB, so the new signal
requirement would be 90 dBm for the device to offer the same 1 Mbps performance level.
This is another reason why the site survey is a useful system-planning tool. By knowing the
signal level contributed by other locations, you can assess how much interference adds to the
noise ﬂoor. This allows you to estimate the real coverage of locations based on the additional
noise level caused by cochannel users in the form of interference.
The WISP system requires the same diligence in allocating channels for the same reasons as
those in the LAN environment. Interference, regardless of its source, will negatively impact
either the coverage potential of a site or its ability to provide maximum throughput over its
designated coverage area. Pick the channel with the lowest noise ﬂoor and use antenna aperture,
downtilt, and site-separation distance to assure sufﬁcient isolation of cochannel signals.
Antenna downtilt is another subject that the WISP operator should become familiar with.
Because the WISP system is located outside and is probably located at some elevation
above ground, downtilt becomes an important factor in optimizing coverage and minimizing
interference. Think about it this way: The antenna you will use has a vertical polarization
and has a main lobe with the highest energy density pointed perpendicular to the antenna

w w w.new nespress.com

314

Chapter 12

orientation. This means that the main beam will be pointed horizontally, 90 degrees shifted
from the mounting orientation of the antenna—in other words at the horizon.
As you can see in Figure 12.7, the main beam points at the horizon, and it is entirely possible
to “miss” the intended service area with the main beam and to end up serving the desired area
with side lobe and sub lobe energy. This situation leads to impaired service in both the desired
coverage area and surrounding areas because the main lobe energy misses the target user and
increases interference in adjacent areas because the main lobe energy is pointed toward the
horizon, and other potential users.
Antenna
Main beam, no downtilt
Antenna Downtilt

With downtilt,
main beam puts its
energy into the desired area.

Without downtilt,
most energy does not
serve the area of interest.

Figure 12.7

Downtilt corrects both of these situations by pointing the antenna’s main lobe toward the
desired coverage area. This can be accomplished two ways: mechanically and electrically.
Mechanical downtilt is used only with directional antennas and is accomplished by physically
mounting the antenna in such a way as to tilt it toward the ground by some number of
degrees. Electrical downtilt is achieved by the design of the antenna and can be applied to
both directional and omni directional antennas. In fact, electrical downtilt is the only way to
implement downtilt in an omni antenna. The number of degrees of downtilt is calculated with
this simple formula: arctangent (H/D), where H is the effective height and D is the distance to
the far edge of the desired coverage area.
To keep the calculation simple, the formula is based on calculating the value of the adjacent
angle of a right triangle; therefore, the effective height is determined as the difference in
elevation between the antenna and the area to be covered, and the distance is the physical
distance between the antenna and the far edge of coverage in the same units used for height
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measurement. For example, let’s consider a case where the antenna is mounted on a tower, which
is on a hill overlooking the coverage area. The ground elevation at the edge of the coverage area
is 540 feet, the top of the hill is 650 feet, and the antenna is mounted at the 100-foot level on the
tower. In this case, the effective antenna height is (650  100) – 540, or 210 feet. If the distance
to the far edge of coverage is ½ mile, then atan(210/ 2640)  4.548 degrees of downtilt.
As shown in Figure 12.8, when the antenna is downtilted by 4.5 degrees, the center of the main
beam is aimed at the users furthest from the site, thus maximizing the energy density in the
area furthest from the site. Areas closer to the site have less path loss due to distance and are
effectively served by the lessening energy density of the main lobe and sub lobes of the antenna.
The other major beneﬁt of downtilt is interference reduction. Without downtilt, the desired
coverage area has less than ideal signal, while undesired areas get most of the site’s energy.
Downtilt Angle =
Arctangent (Effective Height/Distance)

Effective
Height

Height
of
Antenna
Height above
target area

Distance

Figure 12.8

A side beneﬁt of using downtilt to maximize energy density in the desired coverage area is
that this energy no longer gets to places it does not belong, and therefore does not appear as
interference in some undesired area.

12.7 Network Interconnect and Point-to-Point Radio Solutions
In small venues like a hot spot or small ofﬁce, network connectivity should not be a signiﬁcant
issue. CAT 5 cable is an inexpensive and readily available solution for connectivity in
these small area locations. Even large ofﬁce spaces can have the radio solution effectively
networked using CAT 5 cable. The distance limit for CAT 5 cable is 300 feet per run,
which allows quite a large area to be served by cable alone, with no need for intermediate
regenerators. If greater distances are needed, it is feasible to divide the network on a ﬂoor-byﬂoor basis and run cables to a central point where they are connected using a switch or router,
which is in turn connected to the wired network in the building. The decision of how to cable
will be dependent on the existing wiring, existing network, and construction of the property.
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But what about the campus environment, where the space to be served with wireless is in a
number of disparate buildings, or the WISP system that covers a community from a number
of different sites? In these cases, the distance limits associated with CAT 5 make it unusable.
In the campus environment, Ethernet over ﬁber (10Base-FL and 100Base-FX) connections
may be feasible, depending on the availability and cost of duct space between buildings. In
the WISP system where such ducts between sites are rarely available, or in the distributed
building ofﬁce environment where no ducts are available, another interconnect option needs to
be considered. That option is, of course, radio. Not only can radio-based systems be used for
connecting users, they can be used to connect together the disparate locations.
Radio facilities such as these are called point-to-point links and can use a variety of licensed
and unlicensed bands for operation. Unlicensed band links commonly offer limited bandwidth
(1–50 Mbps), while licensed microwave bands can offer links with hundreds of Mbps
throughput. When a single central facility is used as a distribution point for a number of
remote locations, the resulting network is known as a “hub and spoke” conﬁguration. Figure
12.9 illustrates such a network.

Hub and Spoke

Ring

Figure 12.9: PTP links configured in hub and spoke and ring.
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These links can be designed with the same tools you use for designing the radio networks for
the users. The big difference is that there are only two points to connect, they are both known
points that do not move, and they should be within line of sight of each other. This eases
the design because you need only consider the coverage at two points in space that can see
each other. If the locations have clear Fresnel zones, Free Space losses can be applied; if the
Fresnel zone is cluttered, then line-of-sight loss characteristics should be used. Because there
are only two locations, highly directional antennas can be used with the radios. This helps
overcome the path loss as well as reduce unwanted interference by keeping the energy tightly
focused on the other station. In fact, these antennas can have less than two degrees of aperture,
depending on their size and frequency of operation. These small apertures mean that mounts
must be sturdy, and the antennas must be carefully aimed at each other to assure the stations
are initially, and remain, accurately pointed at each other.
A new concept to consider on these links is redundancy. Because these links are used to
connect trafﬁc-bearing locations together, a failure of one of these links will isolate those
trafﬁc-bearing locations from the rest of the network, thus leading to user communication
failures. This single point failure can be remedied by making the interconnect links redundant.
This can be accomplished in several ways.
The ﬁrst method is the simplest but perhaps most expensive way to accomplish redundancy:
Use redundant radio equipment. This can be done in two ways—the ﬁrst being to have
two active independent radios, each bearing half the total trafﬁc. The advantage is that a
failure will not isolate the end site but may, depending on the total throughput capabilities
of the radios, reduce the total trafﬁc capacity that can be handled by the remote site.
The disadvantage is that two independent channels are needed, and equipment costs are
signiﬁcantly increased due to the need for two radios. Another redundancy method is “Hot
Standby.” In this method, there is still the need for two independent radios, but only one is
active at any given time.
If the equipment senses a fault, it automatically switches to the standby radio and allows
trafﬁc to ﬂow unimpeded. There are two advantages to Hot Standby: Only one RF channel is
needed, and a failure does not impact trafﬁc ﬂow from the remote site. The disadvantage of
cost increase over a single radio still exists in this scenario.
Full Redundancy and Hot Standby redundancy are commonly used when only a single remote
site is connected, or there are multiple remote sites that cannot be connected to any other
location. If more than one remote site needs to be connected and there are multiple choices for
paths to connect them, another network topology called a ring should be considered.
In the ring network a single site connects to remote site 1, remote site 1 connects to remote
site 2, and so on. The last remote site connects back to the origin site, as shown in Figure
12.9. In this scenario, trafﬁc can ﬂow around the ring in either direction. A single failure
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cannot isolate a site because there is an alternate path to route the trafﬁc. There are several
disadvantages to this topology: Backhaul facilities need to be large enough to handle the
trafﬁc presented by multiple sites, additional network hardware must be conﬁgured in each
site in order to drop and insert trafﬁc from the site and to manage the trafﬁc ﬂow on the ring,
and ﬁnally, the locations need to be arranged in such a manner as to accommodate the
ring topology. The primary advantage of the ring architecture is cost: One extra radio per
ring is needed to achieve redundancy, instead of one extra radio per remote site. Another
advantage of a ring architecture is that it can be used to extend the service area far beyond
the distance limits of a single radio link. Considering each link as an independent starting
point allows you to develop a network that continues to expand outward from each site on
the ring. The only limitation is that at some point the network needs to loop back in order to
close the ring.
From a frequency utilization standpoint, it is best to use different frequencies for the backhaul
and network connections than you are using for connecting users to the system. Once
again, this has to do with potential interference generated by the additional facilities using
common channels. Even though the backhaul facilities use directional antennas, there is still
a possibility for mutual interference. In fact, having backhaul in a completely different band
sometimes makes sense because it allows all the channels available in your primary band to
be used for providing service to users, thus allowing growth of capacity in the network. Also,
there may be other bands more suited to the needs of backhaul because they have the ability to
connect over greater distances or provide greater capacity.

12.8 Costs
The last discussion of this chapter might actually be your ﬁrst consideration: What’s it
all going to cost? Or looked at another way, how much can I afford to spend and what
compromises will be necessary? Costs are largely broken into two categories: CAPEX and
OPEX. The CAPEX costs are one-time costs associated with capital equipment, construction,
design and planning, and so forth. OPEX costs are recurring costs associated with such things
as interconnect, leases, utilities, maintenance, and other month-to-month costs.
Network design will have an impact on all these cost elements, and the ﬁnal network design
will have to include the trade-offs associated with costs as well as performance. There is
no free lunch. For example, using cheap equipment to reduce CAPEX may have a serious
negative impact on OPEX because equipment reliability or maintainability suffers. There can
be many consequences of CAPEX decisions that in the end have a signiﬁcantly greater cost
effect on OPEX. Be careful when making CAPEX ﬁnancial decisions and make sure you
consider the long-term ownership costs, too. You may have to live with the aftermath of your
capital decisions for a very long time.
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12.9 The Five C’s of System Planning
This chapter discussed elements of system selection, design, and performance. It also
mentioned the fact that trade-offs are necessary when selecting a solution or planning a
system. That discussion has led us to here: the ﬁve fundamental aspects of a real-world
communication system. In its simplest form, there are ﬁve elements that will affect your
decision on what technology to select and implement. Those fundamental elements are Cost,
Coverage, Capacity, Complexity, and C/I ratio. Cost includes both initial and ongoing costs of
ownership, coverage can be either the total area to be covered or the area covered by a single
base station, capacity can be either the necessary capacity or the capacity of an individual
channel or base station, complexity can be deﬁned as the overall size of the network (for
example, how many individual sites and discrete pieces of hardware are necessary to make the
system function), and ﬁnally C/I is the amount of interference that needs to be tolerated. This
interference can come from two sources: It can be internally generated through channel reuse
in the system, or it can be generated by other systems over which you have no control.
These elements are inextricably interrelated and are almost mutually exclusive. For example,
you cannot have a cheap but complex system, nor can you have a simple and inexpensive
system that also has great coverage and capacity. The selection of a suitable system solution
will be driven by an understanding of the business needs, user expectations, and area to be
served and then balancing those needs against a prioritization of the ﬁve C’s. This balance
will be different in each situation. Always remember that a successful set of trade-offs in one
situation may lead to a dismal failure in another situation.
Use these ﬁve elements when initially formulating your system requirements. Ranking these
factors in order of importance to your business helps to organize your selection process by
allowing you quickly to eliminate choices that obviously do not ﬁt your hierarchy of need.
For example, if low cost and maximum coverage are the most important criteria, a singlesite high-power solution might be the best solution for your need, providing equipment and
spectrum for such a system could be obtained. On the other hand, if high capacity and dealing
with a limited coverage area and hostile interference environment are most important, then
you may need to deal with the additional costs and complexity of a network requiring multiple
sites in the coverage area. This, of course, gives rise to considering the number of channels
needed to support the multiple sites and an analysis of whether the reuse required by such a
plan can be managed.
As you see, the questions and considerations quickly multiply, and each time you make one
decision, you may eliminate or severely modify another of your assumptions or requirements.
Learning the relationships between the ﬁve C’s as driven by your unique system requirements
will allow you to make informed decisions and optimize the necessary trade-offs into a system
that best suits the ﬁnancial, user, and operational needs of your particular situation.
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CHAPTE R 13

System Implementation,
Testing, and Optimization
Ron Olexa

13.1 Real-World Design Examples
Let’s take a look at putting system implementation concepts into practice by designing real
systems. In the following pages I’ll take real examples of system types and walk through the
decision process that resulted in a deployed network. Additionally, I’ll provide a look at the
design issues and approaches necessary to deploy a fully mobile network.

13.2 Example One: Local Coffee House
The owner of a local coffee house wanted to expand the available services in the shop to
include charge-free Internet access for patrons. Internet access will be provided by one shopowned hardwired computer, plus wireless access for patrons with laptops or PDAs. The area
to be covered is a space 25 feet by 40 feet with 15-foot tall ceilings. The area is open with no
obstacles except for the service counter located along one side. Initial and recurring costs need
to be as low as possible, since this is an overhead service, not a revenue generator.
Walking through the design process yields the following issues and answers: The coffee shop
wants to own and deploy the wireless solution, so a Part 15 compliant system is necessary.
Further, it must be a low-cost solution, so 802.11b, 802.11a, and 802.11g are viable solutions.
Given that it is expected to work with user-customer’s laptops and PDAs, the selection is
further narrowed to 802.11b, which at the time of implementation is the most widely available
and commonly used standard. The area to be covered is relatively small and open, and the
bandwidth requirement of the customers is minimal, so a single 802.11 AP should provide
adequate coverage regardless of its location in the room.
So this quick review of the basic needs has already determined the most appropriate RF
technology: 802.11b. Now let’s look at the other needs. There is no existing network, so one
will have to be built in order to support the combined wireless and wired solutions. Since
the service is offered to the patrons at no charge, there is no need to secure the network or to
provide RADIUS service for user name and password authorization. This network will need
to provide DHCP service to support the nomadic wireless users and should also provide
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Network Address Translation (NAT) service in order to eliminate the need for numerous
public IP addresses. It also needs to provide both wired and wireless support.
The network requirements can be met with a simple 4-port router, a function that can
be purchased as a standalone device. Alternatively, this function is also built into many
inexpensive consumer grade 802.11b APs. In fact, the integrated router/AP solution was
selected for this deployment due to its lower cost, reduced network complexity, and reduced
maintenance. The selected device, a D-Link DI614, is a combination 802.11b AP with built
in 4-port router; DHCP server; NAT capability; and a host of other screening, ﬁltering, and
security capabilities that were unnecessary for this application. Best of all, it was sourced from
a local computer store for less than $90.
The network will be used for casual web browsing and e-mail, and it is expected that the
maximum number of simultaneous users will be ﬁve, so the trafﬁc load will be quite low.
Internet connectivity can come from either the local CATV company in the form of a cable
modem or from the local RBOC in the form of a digital subscriber line. Either will deliver
a single IP address, connection speed of at least 256 Kbps, and Ethernet connectivity. In this
case, the cable modem-based service was selected due to its lower cost.
The location of the hardware was ultimately dictated by the location of a CATV drop in the
building. It just so happened that the drop was in a back corner very close to where the wired
computer was to be located. Netstumbler was used to check for interference and to verify
coverage with the AP setting on a table in this location. The result of the interference test showed
that there was another AP working in the vicinity, and that this AP was tuned to Channel 6.
In order to avoid interference, channel 11 was selected for and programmed into our AP. The
resulting Netstumbler coverage survey showed excellent coverage at all tables in the shop. Since
the location was known to work at a three-foot elevation, it was expected that a bit of additional
height would not hurt the coverage, so in order to keep the equipment out of reach of curious
hands, a shelf was placed on the wall at a 10-foot elevation, the cables were routed behind a piece
of wood trim molding in order to hide them from sight, and the router/AP was placed on the shelf.
This solution met the needs of the client extremely well. It was low cost and low maintenance;
plus, it was easily installed and is working well for the regular patrons who stop by with their
Wi-Fi–enabled computers.

13.3 Example Two: Office LAN Deployment
This ofﬁce LAN deployment scenario is signiﬁcantly more complex as compared to the coffee
shop example. In this case a company is expanding and is looking at ways to supply network
connectivity in the new space, as well as methods to provide access to its company network in
the new space. The new space is physically separated from the company’s original location by
approximately ½ mile. The space to be covered encompasses 40,000 square feet on multiple
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ﬂoors of a building. There will be about 200 computer users in the new space, as well as
employees visiting from the main space. The employees use the network for email, some
Internet access, and access to central databases.
The ﬁrst step in analyzing the needs of this network is to better understand the needs and
expectations of the users, the IT department, and the budget associated with the project.
From this information-collection process, it was determined that there was line-of-sight path
availability between the two buildings, so a point-to-point facility could be used to connect
them together.
It was also discovered that the majority of the computer users in the company used traditional
desktop computers and that there was existing CAT5 wiring in the new space. Another issue
uncovered was that the management users, who were the only employees with portable
computers, were currently hardwired to a CAT5-based network and were hoping to get full
portability in their old space as well as the new space, and additionally wanted to be able to
take advantage of the wireless facilities that were becoming more common in hotels, airports,
and other locations where they frequently traveled.
The IT department did not want to fully adopt a wireless solution. The IT staff felt that CAT5
was a ﬁne, inexpensive, secure alternative for the majority of the users, since these users were
desktop computer users and the cabling existed anyway. They were also concerned about the
security of wireless solutions. Finally, they were also planning to move some server hardware
to the new space in order to provide physical separation of equipment as part of their disaster
recovery plan. This meant that the network connection between the buildings would need to
be extremely stable, secure, and provide at least duplex 100 Mbps throughput.
Because of the complexity and number of unique issues to each subcomponent of the project,
it was reasonable to break the project down into three subcomponents: the inter-building link,
the user connectivity in the new space, and a wireless overlay deployment in the original space.
Given the input on usage, the inter-building link has to be high-speed, reliable, and secure.
This link could be provided using a wireless connection, since a line-of-sight path existed
between the rooftops. Another alternative is using a facility leased from the local telco.
The telco option was explored ﬁrst. The telco could not provide a 100Base-T Ethernet
solution. It could provide only standard telco facilities of T1, T3, and OC3. Because of the
speeds required, the only solutions were multiple T3 facilities or an OC3 facility. Neither
existed, but the telco determined that the capacity could be made available in under six
months. The cost of the OC3 facility would exceed $5,000 per month. Additional costs would
be incurred for the routers that would be needed on each end to convert between the computer
network’s 100Base-T protocol and the telco’s OC3 protocol.
The second analysis was on radio-based facilities to connect the buildings. Although unlicensed
product options like 802.11a could have been used that would have directly interfaced to the
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100Base-T computer network and would have cost less than a month’s lease on the OC3, it
was determined that these solutions were too limited in bandwidth and were not as secure as
necessary. The other alternative was to use spectrum licensed under FCC Part 101 rules to build
a licensed microwave link between the buildings. This would provide the speed and security
desired, and could be designed to achieve over 99.999% uptime (less than 34 seconds per year
of downtime). Unfortunately, it would also be a far more expensive alternative.
Several products were reviewed, and several were found that could provide 100Base-T
connectivity, as well as provide some T1 connectivity. This had the additional beneﬁt of
being able to provide facilities for voice connections back to the main PBX, thereby avoiding
another set of monthly telco charges. The downside of this solution was cost. In order to get a
license for the facility, an engineering and coordination study would need to be accomplished,
and a license application would need to be made to the FCC. Such a study and license
application would cost $3,000 to $5,000, and the hardware would cost around $27,000. Given
the timing of the coordination study and FCC ﬁling, this solution was deliverable in about the
same time as the telco solution and would pay for itself in half a year, based on the monthly
telco facility lease costs.
While a $30,000 solution seems extravagant when compared to a sub $2,500 unlicensed
link, the unlicensed facility has some severe constraints. First, an 802.11a link has a maximum
throughput of 54 Mbps total, while a duplex 100Base-T connection has 200 Mbps of total
throughput (100 simultaneous each way). This means that to get comparable bandwidth
from an 802.11a solution, four radio links would need to be simultaneously operated on each
rooftop, and the network would need additional hardware to split and combine the trafﬁc from
the multiple radios. On the positive side, there are sufﬁcient channels available to accomplish
this, and such a multiradio solution has an additional beneﬁt of providing redundancy.
So, in reality, the single $2,500 802.11 link turns into a $10,000 plus solution that uses
signiﬁcantly more rooftop real estate and has no guarantees that its performance will remain at
current levels as other users begin to migrate into the 5 GHz bands. Additionally, the security
requirements desired by IT were too stringent for a standalone 802.11a product. In order
for the company to use 802.11a, additional dedicated encryption hardware would have been
necessary on the links, thus adding additional expense to the solution.
The licensed solution was selected due to its ability to meet or exceed the security and
bandwidth requirements of the network, assure a long-term solution that would not be
impacted by other users in the band, and offer the additional cost savings associated with
carrying internal PBX trafﬁc.
With the inter-building link out of the way, it’s time to focus on connectivity in the new space.
Since the majority of the computers on the network will be desktops, and CAT5 cable already
exists, the IT department decided to use wired connectivity for the majority of the computer
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users in the space. The need for wireless connectivity would therefore be limited to supporting
about 20% of the workforce who had portable computers and a need to “roam” between the
buildings. This also means that the original ofﬁce space would need a wireless overlay added
in order to give these users equivalent connectivity in either location.
Based upon the desire of the users to have the ability to use “hot spots” in hotels and airports
while traveling, the technology choice for the wireless application was limited to one that was
802.11b compatible. This proved to be a nonissue since several manufacturers are producing
PCMCIA-based cards that incorporate operation on 802.11a, b, and g standards and bands.
The network hardware required more diligence. The solution needed to be ﬂexible in allowing
external antennas and power control to be used to tailor coverage, and the solution needed
to be remotely manageable so IT could monitor and maintain all the APs from the network
monitoring center. There are a multitude of consumer-quality 802.11x solutions available at
very low cost, but these solutions lack the manageability and antenna/power ﬂexibility that are
needed in a commercial deployment. These factors limit hardware selection to enterprise class
equipment.
Both the Proxim AP2000 and Cisco Aironet 1200 solutions offered external antenna
connections, central management, and 802.11a, b, and g support. Cisco hardware was selected
in large part due to an existing relationship between the IT department and Cisco.
The next task is to determine which standard is most appropriate to cover the target area.
Assessing the physical area showed the ﬂoor space to have a square shape with a central
elevator core and walled ofﬁces and conference rooms around much of the outside. The open
area is composed of cubicles. There is 10,000 square feet of space per ﬂoor and four ﬂoors
encompass the new space. Future plans call for expanding into more space in this building. To
assess the coverage of the various standards, an AP supporting the various standards was used
for the site survey.
Prior to testing, a spectrum analyzer was used to look for signals in the bands. Several signals
that appeared to be wireless PBXs or cordless phones were found in the 2.4 GHz band. The
wireless PBX system signals appeared to be frequency hopping systems with their energy
concentrated in the lower portion of the band. Additionally, several existing 802.11b systems
belonging to other tenants in the surrounding buildings were identiﬁed in operation. The
AirMagnet analysis tool was used to gain more information about the other 802.11 systems.
There were a total of 13 unique SSIDs found. Six systems were operating on channel 6, three
on channel 1, four on channel 11, and one on channel 4. The measured RSSI of these systems
varied from –87 dBm down to noise ﬂoor, with the strongest signals being very localized near
certain windows and in certain ofﬁces. There were no signals noted in the 5 GHz band.
The coverage potential of APs functioning on 2.4 and 5.6 GHz was assessed, using several
discrete locations and antennas. The ﬁrst test was conducted using the AP connected to a

w w w.new nespress.com

326

Chapter 13

90-degree beamwidth antenna, which was mounted at ceiling height in an outside corner and
aimed toward the center of the building. Coverage was measured on the ﬂoor. Additional
measurements were made on the ﬂoors above and below and outside the building in order to
assess the amount of signal leaking into undesired areas.
The second test was conducted with the AP connected to an omni antenna that was mounted
on a ceiling tile in the center of one side of the open area between the elevator core and the
ofﬁces. Again coverage was measured on the ﬂoor, on the ﬂoors above and below, and outside.

13.3.1 2.4 GHz RF Coverage Results
Initial measurements showed that an AP operating at 2.4 GHz (thus supporting either 802.11b
or g) provided excellent coverage of the open areas and good penetration of the ofﬁces and
conference rooms from either location. The corner mount with 90-degree antenna provided the
best coverage area in the open area and minimized the signal seen outside the building in the
parking lot. Coverage in the ofﬁces was usable over about one-half the length of the building,
but signal strength was signiﬁcantly lower than the signal in the open area that reached all
the way to the far wall. Coverage from the omni location was also good, although there were
some weak spots in the open area produced by the shadows created by the elevator core. The
coverage in the ofﬁces and conference rooms was better with the omni, mostly because the
antenna was “looking” in the glass windows of these spaces, rather than looking at reﬂected
signals or signals received by the “edge” of the antenna’s main beam and attenuated through
plasterboard interior walls, which was what occurred when using the 90-degree antenna.
Unfortunately, the signal from the omni antenna could be seen in more places outside the
building. This was expected because the directional antenna was radiating toward the interior
of the building, whereas the omni was radiating in all directions, including through the
windows to the outside. Interestingly, this is the same reason coverage in the ofﬁces was
better, so once again, a trade-off will need to be made: Is interior coverage with minimal
equipment more important than signal leakage and its attendant security concerns?
Inter ﬂoor coverage was also analyzed from both locations. This was necessary in order to
determine the interference signal levels that would be created in the other targeted coverage
areas. Areas of unintentional coverage were measured from both locations on both the ﬂoor
above and the ﬂoor below. The areas of unintentional coverage manifested themselves close
to the windows near the location of the APs, which led to the assumption that the signals were
“ducting” along the metal window frames, and radiating into the adjacent ﬂoors. The signals
were strong enough to need frequency reuse coordination in order to limit system degradations
due to interference.

13.3.2 5.6 GHz RF Coverage Results
The coverage potential of the same locations varied signiﬁcantly when the APs were operated
as 802.11a devices in the 5.6 GHz band. The achievable coverage dropped in both locations.
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The corner location provided almost no coverage in the ofﬁces, and coverage in the open
space fell off by about half. Coverage outside was minimal. The centrally located omni fared
much better. The open areas were covered well, and the ofﬁces were covered with sufﬁcient
signal to assure connectivity, although not at the full 54 Mbps rate potential of the 802.11a
technology. Coverage outside was signiﬁcantly ( 15 dB) lower as compared to 2.4 GHz.
Interference on adjacent ﬂoors was also reduced when using 5.6 GHz.
The behavior at 5 GHz accurately reﬂects the expected coverage change due to frequency
increases. Remember that if you double the frequency, the free space path loss increases by
6 dB, and a 6 dB variation in signal strength would double or halve the coverage distance.
That’s the effect we’re seeing here. RF of 5 GHz experiences greater path loss as well as
greater attenuation when penetrating objects.

13.3.3 Capacity Requirements
Since the majority of the network users will be desktop users, IT decided that those devices
should be hard-wired to the network, thus leaving wireless to connect only management, IT,
and sales employees, who are the company’s only laptop users. The total number of regular
users in the new space is 50. Additionally, there is expected to be another 5 to 10 users from
the primary facility that would need access to bandwidth while visiting the new space. The
usage characteristic of these users is very light, requiring less than 500 kbps average to satisfy
their needs.
With this limited loading, and assuming an equal trafﬁc distribution per ﬂoor, the wireless
system needs to provide only about 6 Mbps of trafﬁc capacity per ﬂoor.

13.3.4 System Design Analysis
Given the current 6 Mbps per ﬂoor capacity requirements of the network, any RF implementation
that covers the desired area will be adequate also to serve the capacity demands placed upon
the network.
From a technology standpoint, if there were no interference from either internal or external
sources, 802.11b or 802.11g would require two APs with directional antennas mounted either
in opposing corners or two APs with omni antennas centrally located on opposing sides of the
building. The corner mounting minimizes the undesired coverage outside the building but also
reduces the signal in the ofﬁces and conference rooms, which are the places the system will
likely be used most. The central location provides better service to these areas, but also leaks
signiﬁcant signal out of the building.
Frequency reuse will be required since there are only three nonoverlapping channels available
in the 2.4 GHz band, and the system will require a minimum of eight APs to cover the area.
The self-generated interference from channel reuse, plus the fact that there are numerous other
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signals from other sources, means that the minimal coverage solution of two APs per ﬂoor
may not be the best solution because of the need for increased signal strength to overcome
interference and allow all users, regardless of location, a full-speed connection to the network.
Given the measured coverage, adding a single AP per ﬂoor will not solve the problem. Two
extra APs would be required per ﬂoor. This is a signiﬁcant expense. A lower-cost alternative
would be to use the dual radio capabilities of the selected product, centrally locate the
hardware, and extend LMR400 cable to the antenna locations. With a central AP location,
the cable runs would be approximately 50 feet each, thus adding 3 dB of loss. Selecting an
antenna with 5 to 7 dB of gain easily overcomes the line loss and adds a modicum of extra
performance to the system by improving link margins a few dB.
Making a reuse pattern with three channels, spread over four locations per ﬂoor, and
multiple ﬂoors is challenging. Three channels are insufﬁcient to design an interferencefree frequency reuse plan, although possibilities exist to use internal objects as shielding to
provide interference protection. Channel 6 could be used on the east side, channel 1 on the
west side, and channel 11 could be used on the north side and again on the south side with the
expectation that the elevator core will provide sufﬁcient shielding so as to avoid interference
between the two cochannel APs. The next ﬂoor would have to shift the channel use because of
the signal leakage between ﬂoors noted during the survey. The next ﬂoor could use channel 11
on the east side, channel 6 on the west side, and channel 1 on the north and south side. As you
can see, no matter how you plan it, there will be areas of interference ﬂoor to ﬂoor as well as
potentially on the ﬂoor.
A better alternative might be to use a slightly overlapping channel plan with channels 1, 4,
7, and 11. This plan does have some channel overlap that will result in some energy from the
adjacent channel “spilling over,” thus resulting in some opportunity for degradation at very
high trafﬁc levels. However, the spillover may have less effect than the cochannel interference
will. In this design, channel 1 would be used on the north side, channel 4 on the east side,
channel 7 on the south side, and channel 11 on the west side. The next ﬂoor would have the
plan rotated 180 degrees, so channel 1 would be on the south side, 4 on the west, 11 on the
north, and 4 on the east. The next ﬂoor goes back to the ﬁrst ﬂoor plan, and the next ﬂoor
again gets the second ﬂoor plan. This plan provides maximum separation between reuse by
allowing no reuse on a ﬂoor, and providing as much physical separation as possible between
cochannel APs on different ﬂoors.
In order to serve the area with an 802.11a-based system, a four AP solution will be necessary.
The coverage provided at 5.6 GHz was insufﬁcient to allow a two location per ﬂoor network to
perform as desired. Since the APs support two radios, a two AP solution with remotely located
antennas could be done, but LMR400 will exhibit almost 6 dB of loss over the 50 feet of cable
between the AP and antenna. Stepping up to higher quality, lower loss cable could be done, but
the low loss cable is much larger in diameter, much stiffer, and more expensive than LMR400.
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Reuse planning at 5 GHz becomes easy because there are 12 nonoverlapping channels
available, enough to have a fully independent channel implementation on three of the four
ﬂoors, with reuse occurring only between the ﬁrst and fourth ﬂoors. In addition, there were no
other signals noted in the 5 GHz band during the survey, so managing and designing around
outside interference is not an immediate issue.
So, we now have 10 viable design alternatives that all should work. Each has different costs,
capacities, implementation, and operations considerations. Choosing the optimal alternative
depends on knowing the unique requirements of the user group and the ﬁnancial considerations
associated with the project. The best solution will be the one that comes closest to cost
effectively serving the needs of the user while eliminating as many shortcomings as possible.
The ﬁrst decision is to select the best option for the wireless network. Since security is a
concern of the IT group that overrides cost considerations, the 802.11b and g solutions using
omni antennas are deemed unacceptable. The 802.11b and g solutions using directional
antennas may still be viable, if the antennas are moved and the patterns changed in order to
provide better coverage in the ofﬁces and minimizing out-of-building coverage. An additional
downside of the 802.11b/g solution is the presence of many other users and services in the
band that add to the noise ﬂoor and interference, and make reuse planning more difﬁcult.
On the 802.11a front, the costs may be higher due to the limited coverage potential of any
single antenna location, and the questionable ability to use remote antennas due to the
excessive cable loss at these frequencies. On the plus side, less signal leaks out of the building,
and reuse planning is easier.
Since the IT department wanted a solution that minimized out-of-building coverage, needed
little ongoing interference management, and would work well without worries about
degradation due to uncontrolled interference from other users, it was decided to move away
from a 2.4 GHz solution. This eliminated 802.11b/g from the decision.
It was decided to use a four AP per ﬂoor 802.11a solution. This eliminated routing unwieldy
antenna cables and assured that there was a signiﬁcant amount of excess capacity for the
future. The APs used omni antennas and were centrally located on each side of a ﬂoor, since
this conﬁguration gave the best coverage of the ofﬁce and conference room space.
To accommodate the users’ need for corporate network as well as public hot spot access, trimode 802.11a/b/g cards were selected as the client devices for the laptop users, thus allowing
access to the company network via 802.11a as well as access to public 802.11b networks.
Although the coverage outside the building was de minimis, IT still worried about network
security. Security issues were addressed in two ways. First, multiple key encryption was
enabled on the wireless network. Since the wireless encryption standards are known to be
breakable, this was only the ﬁrst step in securing the network. The second step was isolating
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the wireless network from the corporate network. In essence, the wireless network exists as
a standalone network that is separate from the corporate network. There is a VPN gateway at
the edge of the wireless network that is used as the interface to the corporate network. A user
accessing the wireless network is connected to the VPN gateway and authorized as a legitimate
user by this device. Once authorized, a VPN is created between the user and the corporate
network. This VPN gateway is also used to secure all remote access to the corporate network
via the Internet, including users accessing the corporate network from public wireless hot spots.

13.3.5 NEC, Fire, and Safety Code Concerns
Installing wireless LAN equipment in a building carries a few additional obligations that
are often overlooked. If any of the cabling or equipment is to be mounted above ceilings or
in walls, some jurisdictions require that the cable and hardware be either enclosed in metal
conduit or be “plenum rated.” Of course, there is no way to enclose the hardware in conduit,
so it must be ﬁre retardant and comply with the appropriate standards, one of which is UL
standard #2043. The manufacturer should note whether the equipment is compliant with this
standard in the device’s literature. Compliance simply means that ﬁre-retardant materials
are used in construction of the cable or device. This is a very important consideration when
mounting equipment above dropped ceilings that are used as part of the building’s air return
system or are otherwise viewed as common airways in the building. The reason for use of
plenum-rated cable and hardware or the use of conduit to enclose nonconforming cable is
that the use of the wrong cable or equipment in these areas could cause a localized ﬁre to
propagate throughout a large area of the building. It can also lead to the generation of large
amounts of toxic smoke during a ﬁre. That smoke could rapidly propagate through the
building by way of the common air path available in the plenum.
Further, there are very stringent National Electrical Code (NEC) rules for the routing
of communications cabling. Areas that you should pay careful attention to are the rules
concerning cable mounting and abandoned cables. Because of the in-depth requirements of
the code, you should be familiar with all of Chapter 8. For example, although it is done on a
routine basis, using zip ties to mount a CAT5 cable is unacceptable and unlawful. There are
speciﬁc guidelines for mounting and acceptable devices for mounting communication cables
outlined in Chapter 8 of the NEC.
With most ofﬁce buildings, each new tenant installs its own communication cabling and leaves
the old cabling in place. This creates what the National Fire Protection Agency calls a “high
fuel load,” because the excess cable creates an increased ﬁre and smoke hazard. In 2002 the
NEC created new rules that require the latest installer to remove all abandoned cables from a
building upon performing a new installation. For communications cabling, the removal applies
only to cable not enclosed in a metal conduit. This means that if there is unused CAT5 in the
plenum on a cable hanger, it must be removed.
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The NEC is still catching up with the increasing use of telecom cabling and equipment. Be
sure to keep an updated copy of the NEC so you can be aware of future rule changes that
will impact your installation materials and procedures. Ultimately, you, as the installer, are
responsible for adhering to the rules and regulations, and as the installer, you bear the liability
for damages caused by improper installation materials and practices.

13.4 Example Three: Community WISP
The factors deﬁning a community WISP are about as numerous as the equipment choices
available to serve them. With that in mind, I’ll diverge from the previous examples and
instead of discussing the speciﬁcs of a single system, I’ll discuss several situations that
might generally fall under the heading “Community WISP,” and look at some of the antenna
placement, technology, and design alternatives available. As we shall see, each situation
is quite unique and different from the other, and the applicable technical solutions vary
according to the area and needs of the users. Additionally, these systems are most likely
deployed as a business, meaning that there is an expectation of return on investment. The cost
of solutions to serve these markets is as variable as are the technological solutions available
for deployment. In analyzing the available technologies and selecting a solution, you will
often ﬁnd several that seem to work well from a technical standpoint. In addition to ﬁnding
a good technical solution, you will also need to consider the capital and recurring costs
associated with each solution. Be sure to compare the expense associated with the base station
equipment and the cost of the subscriber hardware. You will be deploying far more subscriber
equipment than base stations, so the cost per subscriber served will be more greatly affected
by subscriber equipment costs than by base station costs.
In addition, look at the ongoing operating expenses. If a technology needs more sites, then the
lease costs and maintenance costs associated with the solution will be higher. It is useful to
compare system alternatives by comparing the overall capital and annual operating expenses
associated with each. By looking at the total cost of ownership on an annual basis, you
get the best idea of which solution is most cost effective for your particular business. The
accompanying CD-ROM contains a spreadsheet that analyzes the CAPEX and OPEX costs
associated with a ubiquitous area wide wireless solution. While the complexity of such a
system is much higher than the systems we are now discussing, the basic system needs such as
equipment costs, lease costs, maintenance costs, interconnect costs, sales and marketing costs,
and so forth are outlined within this spreadsheet. Reviewing the cost elements will assist you
in identifying and capturing those costs associated with the business you are developing.

13.4.1 Community: A Garden-Style Apartment Complex
For the ﬁrst system, let’s take a look at a system that will serve end users in a garden-style
apartment complex. The users in this situation expect to have connectivity to their PCs in their
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apartments as well as the ability to take their laptops to the common areas of the community
like the pool and clubhouse. In addition, some segment of the users would like the ability to
use their wireless-enabled laptop computers in other public hot spots.
From an RF standpoint, designing a system like this depends on the same basics as designing
any other system: Knowing what power levels are available from the base station and client
equipment and what antennas will be used allows you to determine the maximum tolerable
path loss. Site surveys will show the attenuative properties of the construction materials used
onsite. Together, these factors will show how large the area served by each base station will
be. Coverage area will then directly relate to the number of base stations necessary to cover
the property.
The number of potential users per base station and the expected usage per customer will
determine how much capacity each base station will need to serve. If the base stations have
capacity demands that exceed the capacity available, then coverage can be modiﬁed by
changing locations, antennas, or power output in order to reduce the coverage. Of course,
making any of these changes will require a redo of the design, spacing base stations as
appropriate to serve the demand instead of the coverage limits previously identiﬁed.
The customer requirement of mobility in and out of the community immediately limits the
network design to using the prevailing standard for “hot spot” coverage. At the time this
chapter was written, that standard was 802.11b. By the time you read this, it is quite possible
that another standard will have displaced 802.11b. Even so, the system deployment guidelines
will remain the same. You’ll just have to make modiﬁcations to the coverage and capacity
expectations in order to deploy the currently prevailing architecture.
13.4.1.1 RF Considerations
One of the ﬁrst things that will need to be considered is the performance of the hardware to be
used in the network. This includes not only the base station hardware but the client hardware
as well. Because client equipment comes from a variety of manufacturers and has varying
power output and receive sensitivity ﬁgures, the performance of the client card can become a
signiﬁcant factor in determining coverage of each base station. If, for example, you designed
the system with the expectation that the client card had 100 mW of power output, then the
coverage of the system would be set based on that expectation. If a customer already had a
client card he wanted to use, but that card produced only 25 mW of output power, then the
system may not work properly with this user. The 6 dB difference in power output would limit
the service area associated with this user to distances half as great as those users with 100 mW
client devices.
It is critical to determine a minimal acceptable performance level for client devices. If a
potential customer has a device that does not meet or exceed this minimum performance
threshold, then it should be replaced with a client device that does. This will assure that the
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system works well for all users, and that coverage issues are not the result of poor-quality
client devices.
Now that equipment performance has been considered, let’s think about the challenges
associated with covering this type of environment. In the preceding section of this chapter,
we discussed covering an ofﬁce building. If we were now talking about a high-rise apartment,
similar design criteria could be used—utilizing equipment installed in common areas like
hallways. Unfortunately, in the case of the garden-style complex, there is little common
hallway area in each building and you cannot expect to gain access to individual apartments
for deployment of infrastructure. So, what other common areas are available?
Are there attics or unutilized areas under the roof? If so, these spaces can become areas where
equipment can be installed (see Figure 13.1). Depending on how many ﬂoors exist in the
building and how the buildings are constructed, placing directional antennas in attic areas with
their main beam pointed down toward the occupied areas is one way of providing coverage to
the tenants. Another is to mount omnidirectional antennas on the roof. Note that it is important
to make sure that you use low-gain omni antennas or that there is considerable electrical
downtilt implemented in high-gain omni antennas. If not, the main beam will shine over the
intended coverage area, leaving poor system performance in the apartments and (probably)
excellent coverage in adjacent areas.

Rooftop omni covers donor and
adjacent buildings

hallway

In attic to cover
area in building

In hallway to cover
adjacent areas in building
Rooftop directional
covers adjacent building
and some of donor building

Under eaves directional covers
adjacent building only

Under eave aiming at
donor to cover through
windows and walls

In basement to
cover through floor

Figure 13.1: Antenna installation options.
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Another option for coverage is to point directional antennas so they are penetrating the least
attenuative parts of the building: the windows in the outside walls. This deployment would
require directional antennas placed on or under the eaves of the roof, and either pointed at the
windows and walls of adjacent buildings or pointed down and back at the windows and walls
of the building to which they are attached.
The selection of the best location and antenna mounting options will be driven by the realworld variables associated with the particular buildings to be covered. If the buildings have
a stucco exterior, you may ﬁnd that the wire mesh to which the stucco is afﬁxed causes too
much attenuation. In this case trying to “shine through” the sides of the building may not
be an appropriate solution. On the other hand, there may be a sufﬁcient area composed of
windows, in which case the propagation through the windows will be sufﬁcient to provide
service to the user.
If the buildings are single or two story and are not built like concrete bunkers (in other words,
they have traditional drywall and wood ﬂoor construction instead of poured concrete ﬂoors
and walls), then locating the base station equipment in the attic space shining through the
ceiling may be the better solution.
Another consideration that can have an effect on your antenna placement decision is capacity.
It is possible that the location giving the best coverage actually provides so much coverage
that a single base station does not have sufﬁcient capacity to serve the customers in the
covered area. In this case, selecting a “poorer” antenna location in a location providing less
coverage may provide a solution that is more in line with balancing the coverage/capacity
needs of the system.
In the end, the only way to know will be to do a site survey using antennas mounted at various
spots that seem reasonable from a coverage standpoint. Learning more about the attenuative
effects of the construction materials used and which areas of the building offer the least
attenuation to the signal allows you to rank the designs according to which best covers the
desired area. Of course, the best coverage design may have intractable problems from an
implementation standpoint, so knowing what solution is second or third best is useful in case
compromises are required in order to install the equipment cost effectively.
The best coverage locations may also have a problem with interference management.
Because the covered area is large, many base stations will be needed. Since the system we
are discussing is 802.11b-based, it will deﬁnitely require frequency reuse in order to have
sufﬁcient AP locations to provide full coverage of the community. Again, the site survey will
help identify which locations are the best compromise for gaining sufﬁcient coverage without
allowing interference to become unmanageable.
Interference management is made more difﬁcult in a situation like this one if the antennas are
located outdoors with the intent to cover indoor areas. A strong signal is required to overcome
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the attenuation of walls and windows, internal walls, and obstacles. The RF design will
have to allow at least an extra 10 to 20 dB of link margin in order to overcome these losses
and provide useable signal inside the buildings. Unfortunately, this extra attenuation does
not exist everywhere, so the signal outside can carry signiﬁcantly further than the intended
coverage area. Because it propagates further, it can be seen by other APs on the property and,
potentially, users far from the area where it provides primary coverage. The extent of this
effect is shown graphically in Figure 13.2.
13.4.1.2 Backhaul
Because of the size of the covered area and the number of buildings and APs, a method of
networking the system together will be needed. In addition, connectivity to the Internet will
be required. Depending on the location, the Internet connection can come from a number of
sources. Local RBOC, CLEC, or ISP operators may be able to provide a wired connection
with sufﬁcient speed to meet the usage demands of the system. Alternatively, there may be a
wireless ISP in the area who can provide connectivity.
Once this connectivity is secured, it will be brought to a single location on the property. The
system implementer will need to extend this connectivity around the area so the individual
APs can be connected together as a network.
Multiple APs in each building could use CAT5 or similar cable to bring the individual data
drops to a convenient central location in the building. An Ethernet switch or hub can be used
as a trafﬁc aggregator at this location. Using CAT5 cable between buildings is probably
not feasible for several reasons. First, CAT5 runs are limited to 300 feet, which is probably
insufﬁcient length to connect two or more buildings. The second hurdle is ﬁnding a way to
route the cable between the buildings. Unless unused underground ducts exist, there is no
practical way of routing cables.
A better alternative is the use of wireless for backhaul. Do not use radio equipment operating
in the same frequency range as the equipment providing end user connectivity. Doing so only
increases the amount of channel reuse and attendant interference levels. Since this example
is using 802.11b gear operating at 2.4 GHz, the backhaul hardware could operate under
the 802.11a standard in the 5.6 GHz band. Use the building where the Internet facility is
terminated as a donor station by installing an 802.11a AP and an omni antenna of appropriate
gain in a location where it can be seen by each of the surrounding buildings. Each surrounding
building would have an 802.11a client device and antenna mounted so that there is a clear line
of sight back to the donor station.
If a single AP cannot accommodate the trafﬁc backhaul requirements on the property, then
use multiple 802.11a APs with directional antennas in order to serve individual buildings
with higher bandwidth. A separate channel should be used at each AP in order to eliminate
interference and channel contention issues.
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Figure 13.2: Plot of intended coverage versus interference contour.
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13.4.1.3 Weatherproofing
Because of the low power nature of 802.11 devices and the loss associated with coax at
frequencies over 2 GHz, mounting the APs at a central location inside and using coax to
connect to the antennas will not be a feasible idea.
This means that the outdoor antenna locations will require radio hardware that is
weatherproof. This can be accomplished by purchasing equipment intended for outdoor use,
and therefore manufactured with weatherprooﬁng in mind, or using indoor equipment and
installing it in a weatherproof enclosure. Allowing the equipment to be mounted as close to
the antenna as practical reduces the coax loss to a minimum and assures maximum power
output and receive sensitivity. This brings up another area that requires attention: the cable
used in the deployment. Make sure that all coax cable, power cable, and CAT5 cable is rated
for outdoor use or that it is enclosed in conduit. Further, local building and safety or ﬁre codes
may require the use of Teﬂon or other ﬁre-resistant materials as the jacketing material of the
cables.
Also, make sure that all antenna and feedline connectors are properly sealed and waterproof.
Even in dry climates, improperly sealed cables can be damaged by water because they
“breathe” due to changing temperature. The cable heats during the day, expelling air. In the
evening as the cable cools, cooler moisture-laden air returns to the cable. Over time this
leads to condensation collecting in the cable and connector. This condensation changes the
characteristic impedance of the cable and can lead to reduced power output and apparent
receive sensitivity due to the growing mismatch of the coax impedance and the antenna.
13.4.1.4 Grounding and Lightning Protection
Proper equipment grounding and lightning protection are also considerations when mounting
hardware in outdoor locations. Because the antenna is mounted at a high elevation, it becomes
a prime lightning strike candidate. A lightning strike can damage equipment connected to
the antenna or, in the worst case cause a ﬁre inside the building where connected hardware is
located.
Lightning protection relies on a good ground, so let’s discuss grounding ﬁrst. Grounding, like
the name implies, involves connecting the equipment to an earth ground in order to discharge
any static electricity collecting on antennas and lines, or to provide a direct low-resistance
path to ground for a lightning strike. This last point—“a low resistance path”—is a critical
element in deﬁning a ground. The ground itself must provide as little resistance to the earth as
possible. Driving a 4-foot long copper-clad rod into the earth does not make a good ground! A
good ground is composed of multiple 8-foot minimum length ground rods spaced at intervals
around the base of the tower or building with each rod welded to a common heavy copper
ground wire. Often, these grounds are completely buried, and inspection ports are provided at
the points where the rods are located.
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The common copper wire from the ground connects to the tower legs and to a copper buss bar
at the base of the tower called a ground window. The ground also extends to another ground
window located inside the equipment room. The ground window on the tower is used as a
point where the shields of all coax cables and an independent ground wire from each antenna
on the tower can be grounded. It also provides one spot where the inline lightning protection
installed on the coax can be grounded. The ground window in the equipment room provides a
grounding spot for equipment racks, equipment, lightning protection, and power supplies.
It is important that all grounds at the site connect together to a common ground. This means
that telco and electric utility grounds must also be bonded to the ground window. If not,
the differences in resistance of independent grounds can cause voltages to ﬂow between
equipment connected to the different grounds. This will cause damage during lightning strikes,
because part of the lightning energy will ﬂow through other equipment in search of the path of
least resistance to ground.
Lightning protection devices are designed to protect a number of devices from lightning strikes.
They can be purchased to connect in line with coax, to protect the radio equipment connected to
the antenna, and they can be sourced in RJ-11 or RJ-45 conﬁgurations and used to protect telco
and data equipment. No matter what the form factor, these devices all provide a common service:
They provide an alternate low-resistance path to ground during a lightning strike and thereby
protect the electronic equipment connected to them. That’s why it’s important to have an excellent
site ground. If the site ground is inferior, the lightning protection cannot offer the low-resistance
ground path, so the lightning will discharge through the electronics, leading to damage.
If you are locating antennas and equipment in an existing site with other communication
carriers, the site ground is probably good. If you are the ﬁrst on a site or are developing your
own site, get a professional to evaluate any existing ground and make recommendations for
improvements to existing grounds, or to design new ground facilities to accommodate the
local soil conditions.

13.4.2 Community: A Small Area Subdivision
This second community is composed of high-density residential housing. The area to be
covered measures one square mile and contains 300 homes. There are currently no other
broadband facilities available in the area, so the wireless system will provide the ﬁrst and
currently only broadband Internet connectivity available.
13.4.2.1 Equipment Selection
The equipment selection and implementation decisions become signiﬁcantly more complex
when trying to serve an area this size. From the equipment standpoint, while traditional low
power 802.11 products can be made to work in this environment either by deploying many
of them around the neighborhood or using fewer units with high-gain antennas located at
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high-elevation locations, they will never perform as well as a product designed to function
in this environment. High-power solutions using smart antennas, like the Vivato product, can
offer improvements in coverage. Depending on the particulars of the area, it might be covered
with two to four Vivato-type products. Still, Vivato is 802.11-based and carries the limitations
of 802.11 technology.
As previously discussed, 802.11 uses CSMA/CA for sharing access to the system. Because
802.11 was designed for LAN replacement, it expects all users to be able to hear each other.
In the case of a community spread out like this, you cannot expect this to be the case. In an
effectively designed system, there will be many users who have great connections to the base
station but cannot see each other. Additionally, because there is no power control in 802.11,
there is a “near-far” issue in 802.11. This problem manifests itself where there are users very
close to the base station and other users far away. The close-in users present a signiﬁcantly
stronger signal to the base station. This stronger signal can completely override the weak
signal coming from a distant user.
Invoking RTS/CTS and setting low packet fragmentation thresholds can improve the situation
to some degree, but this has the side effect of signiﬁcantly decreasing system capacity.
It is also not realistic to expect the service to be directly usable by an 802.11 client card in a
computer located inside the home. While there will be certain homes where this is possible
(those close to the base station with an unblocked path), the majority of properties will not be
covered with sufﬁcient signal strength to guarantee such service. This too could be remedied
with more equipment at more locations; however, the cost of deploying, operating, and
maintaining such a network will be prohibitive.
There is one ﬁnal consideration to keep in mind. The coverage of a system will be only as
good as the lowest performance radio hardware in the link. Having a high-power AP will not
compensate for a low-performance Customer Premises Equipment (CPE) device. When highpower AP equipment is used in community coverage situations, it is critical to assure that all
subscribers use CPE that has power and receive sensitivity commensurate with that of the AP.
Otherwise, performance and coverage will suffer.
A better solution, if the community Codes, Covenants, and Restrictions (CC&Rs) allow it,
would be to use externally mounted CPE radios and directional antennas at the customer’s
home. These small devices would be mounted in such a way as to clear the roof and be
pointed toward the base station. This extends the service range of each base station by adding
gain at the client end and improving the path loss characteristics of the link.
Locating the CPE outside or in a window facing the base station will improve the coverage
potential of the system whether it is 802.11-based or based upon another standard or
proprietary solution. Decreasing the path loss always improves the stability, throughput, and
coverage of the network.
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Since 802.11 is not well suited to this type of network, other technologies should be
considered for use. There are several proprietary solutions available that are designed for this
environment. Also, the 802.16 standard was designed for use in this type of environment. The
MAC and PHY layers in 802.16 do not suffer from the limitations of CSMA/CA and the nearfar problems associated with 802.11.
From an RF standpoint, deploying 802.16 or a proprietary solution in this location is no
different from deploying 802.11. You need to know the frequency of operation, the power
output, receive sensitivity, and antenna gains of both the base station equipment and the client
equipment. With these parameters you can use the guidelines and tools presented in this book
to determine the allowable path loss and estimate coverage from each base station.
13.4.2.2 System Planning
Once you’ve narrowed the ﬁeld of hardware solutions, it’s time to take a close look at the
environment to see where the best equipment locations will be. In particular, look for high
elevation areas (hills) or objects (taller than average structures) in or immediately surrounding
the area to be covered. The more you can raise the antenna above the local clutter, the better
your coverage will be.
Once these areas have been identiﬁed, run a propagation model to determine which are the
best choices. With a ranked list of choices in hand, it’s time to conduct site surveys. The
purpose of the survey is to identify ownership of the property, availability of the property for
your use, any zoning restrictions that would disqualify the location from use, and whether
any of the locations have availability of high-speed Internet connectivity either through an
RBOC, CLEC, or ISP. If none have such connectivity, you’ll have to continue looking for a
site that does have connectivity as well as line-of-sight paths to your target coverage sites.
This additional site will be used as the hub site for aggregation and backhaul from the trafﬁccarrying sites.
Having identiﬁed locations that are available for your use, you should conduct an RF survey.
As with all surveys, the purpose is to assure that the selected hardware does indeed provide
the coverage that you expect and that the location can support the selected trafﬁc backhaul
to the aggregation point in the network. Once you are satisﬁed with the performance of
all locations needed to cover the area, you’ll need to arrange for leasing and zoning at the
selected properties. Once the properties are leased and zoned, installation of the network
hardware can begin.

13.4.3 Community: An Urban or Suburban Area Serving Business Users
In this example we move away from the residential consumer market. In this case we are
looking at a high-density business setting such as would be found in a large ofﬁce park or in
an urban or suburban commercial zone.
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This system will provide very high speed facilities ( 10 Mbps) to buildings. The distribution
of bandwidth to users in the building will be accomplished with a network using traditional
CAT5 wiring. Because of the large bandwidth requirements, the system will need a hub
location that has access to high-speed wired facilities. The most obvious choice would be a
building with an existing connection to a ﬁber-optic network.
The wireless network in this case is used to extend the connectivity of the ﬁber backbone
to buildings that are too far from the ﬁber to be cost effectively connected by extending a
ﬁber connection to the building in question. In many urban locations, the cost of extending
these connections can be over $1 million per mile. This leaves wireless as a much more costeffective solution in these areas.
13.4.3.1 Spectrum Issues
Because this is a system serving commercial interests, security, reliability, and uptime will
be a much more critical element than they were when deploying a consumer Internet access
network. These factors alone should be enough to drive you away from using Part 15 spectrum
as the basis for the network.
So now we are looking at licensed spectrum and equipment designed to work in these
allocations. 802.16 deployed as a point-to-multipoint network may work in this environment.
Individual point-to-point microwave links may also work. In fact, depending upon the
bandwidth requirements of each building, a system combining both alternatives may be
appropriate.
Availability of licensed spectrum below 5 GHz is rare. It is still possible to coordinate and
obtain licenses for 18 GHz and 23 GHz point-to-point microwave links from the FCC. In
addition there are several companies who own 38 GHz spectrum and are making it available
for lease to third parties.
Links at these frequencies do have limitations. They must be line of sight (LOS). In a pointto-point deployment, they require a separate antenna for each link, which may cause a
proliferation of dish antennas on the hub site. Rain fade, the additional path loss associated
with rain falling across the radio path, also becomes a problem as the frequency increases.
Links must be kept short (under several miles depending on frequency and area) in order to
maintain reliability. In fact, because these links are LOS, and therefore the path loss over
distance is a known factor, most manufacturers of equipment for these types of systems can
offer guidance on the average link lengths supportable by the area you are planning to build.
Link lengths are area speciﬁc because of the effects of rain fade. Above 10 GHz, rain fade
becomes a design consideration because heavy rain causes additional attenuation of the signal.
As the operating frequency increases, the deleterious effect of rain fade also increases. The
amount of rain fade is dependent on the intensity (inches per hour) and duration of these
peak rainstorms. Luckily, the physics of weather and the intensity and duration of storm cells
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have been well characterized around the world, so tables exist which identify the rainfall
characteristics of an area, the extra loss associated with this rainfall, and the additional signal
headroom you will need to design into the system in order to maintain a particular link uptime.
On the plus side, there is plenty of channel bandwidth at these frequencies, so extremely high
bandwidth (over 650 Mbps) can be achieved by networks utilizing these frequencies.
The 18 and 23 GHz bands are limited to point-to-point links and because of these rule
limitations will be unusable for an 802.16 system deployment. The 38 GHz spectrum rules do
support point-to-multipoint system deployments, so it would be possible to deploy 802.16 in
the 38 GHz band.
13.4.3.2 Design Considerations
As you can see, the availability of spectrum and the rules governing that spectrum will drive
the selection of technology. The bandwidth requirements of the end users will dictate the
method used to deploy the network. For example, if all buildings have extreme bandwidth
requirements, then a point-to-point network built as a hub-and-spoke network may be most
appropriate because it allows the maximum bandwidth per link. In such a network, it may
be important to provide physical redundancy of the radio hardware in order to assure that a
hardware failure does not cause service outages. This is easily achieved; however, it is very
costly since it doubles the radio equipment requirements.
If the bandwidth requirements are small enough that several buildings can share the capacity
of a single radio, then you could consider point-to-point facilities constructed in a ring
architecture. This reduces the cost of outage protection by using the ability to transmit trafﬁc
in either direction around the ring. A single break will not isolate any user but may impair
the trafﬁc-handling capability of the network until it is repaired. Because of this “route
redundancy,” the ring does not need the equipment redundancy provided by backup radios on
each hop. Instead, it requires only one additional radio: the one that connects the last site in
the chain back to the hub site, thus completing the ring.
If appropriate spectrum is available, an 802.16 or similar point-to-multipoint network could
be considered. This network would be designed similarly to the hub-and-spoke network. For
all practical purposes, the architecture of the two solutions is identical: Both depend on a
central facility that originates and terminates trafﬁc from a number of far end stations. The
architectural difference between the two boils down to the antenna system on this central site.
Instead of using dedicated antennas for each link, point-to-multipoint networks, including
802.16 systems, use a single antenna to connect multiple far end stations. These antennas
could be omnidirectional or directional depending on the needs of the design. The decision on
antenna pattern will be driven by the gain required to make the link, the area to be covered,
and the capacity requirements of the area to be covered.
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In either case, the RF design is simpliﬁed because you need to consider only a ﬁxed number
of end stations, each of which has an easily calculable path loss due to the fact that they are all
line-of-sight paths with known rain fade requirements.
Your design will need to focus on assuring that the buildings selected do have line-of-sight
paths or that you can acquire intermediate locations which have line of sight and can be used
as repeater locations.

13.4.4 Community: A Small Town System for Consumer and Business Users
This system design is a logical expansion of the past two community examples. There are
many small towns across America that have limited broadband connectivity. A wireless
network can effectively serve these communities. The community is made up of both
residential users and business users, each having speciﬁc needs we have discussed in the
preceding sections of this chapter.
This is another situation in which an 802.16 network would be an ideal solution. With its
ability to offer quality of service levels and varying speeds, it can provide a good match to both
residential users who are looking for a DSL-like connection and to business users who require
a stable, high-throughput connection that can offer consistent throughput performance. Such a
system could operate in licensed or unlicensed spectrum; however, the licensed band hardware
will have the ability to serve larger areas because of the higher allowable power output.
There are also some proprietary solutions that could work well in this environment. The
Motorola Canopy™ solution and the Proxim Tsunami™ multipoint are two solutions that use
unlicensed spectrum. The Navini RipWave™ hardware can be purchased in both unlicensed
and licensed versions.
Once again, the key to cost-effective coverage will be ﬁnding the locations in and around the
area that offer the best line-of-sight paths to as many locations as possible. Tall downtown
buildings are an option, as are towers located within the coverage area or on nearby hills.
Propagation models and site surveys will assist you in selecting the best sites. Backhaul could
be provided by wireless or wired facilities depending on what is available and cost effective.
13.4.4.1 Summary
The community examples we’ve reviewed show that there are always multiple choices. Tradeoffs will need to be made based upon the particular needs of your customer and business.
Certain technical solutions may offer low cost of entry, but that beneﬁt may be eroded by
higher ongoing operating costs associated with the system. Others may have inexpensive base
station hardware but high-cost subscriber terminal equipment. Still others may be inexpensive
but limited in their ability to meet the needs of the customer. Ultimately, these are the tradeoffs you will need to make by balancing the capabilities of the equipment to the ﬁnancial
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needs of the business and the needs of the customer. In many cases there will be several
solutions that could work well, each with its own beneﬁts and shortcomings. When you are in
this situation, it may be useful to look at others in the same line of business and see what they
have selected. If a particular solution has been adopted by a number of disparate companies,
there may be good reason.

13.5 Example Four: Mobile Broadband Network
So, we ﬁnally take a look at the Holy Grail of wireless data systems: a wide area ubiquitous
broadband network capable of providing 2 Mbps of bandwidth to mobile users traveling at
highway velocities. In addition to providing mobile coverage, such a system will also, by default,
have the ability to provide service to ﬁxed locations and could become a real competitor in the
broadband delivery business by competing against DSL and cable modem solutions.
Because of the need to assure ubiquitous coverage and depending on the area to be covered
and the frequency at which the system operates, such a network will require thousands, if not
tens of thousands, of base stations and cost hundreds of millions of dollars. Higher operating
frequencies will require more base station locations due to propagation loss increasing with
frequency.
In order to be effectively deployed, such a system will require licensed spectrum in a band
under 5 GHz. It will probably also adhere to a standard like CDMA2000, 802.16e, or 802.20.
Unfortunately, at the time this chapter was written, none of these standards (other than
the low-speed ﬁrst-generation CDMA2000 solutions of 1XRTT and 1XEVDO) had been
ﬁnalized, and there was no available equipment conforming to any of these speciﬁcations.

13.5.1 Initial Modeling
The lack of a ﬁnalized standard need not stop us from considering what it will take to design
and deploy a network. In fact, that’s what the MSA and RSA operators models on the
CD-ROM are used for. These models take a high-level approach to determining the quantity
of equipment necessary to build the network, the number of base station locations to provide
coverage and capacity, the expected subscriber growth over time, the capital expenses
associated with the business, and the operating expenses associated with the business. While
they are not accurate enough to use to actually design a network, they are useful for ﬁnancial
planning and comparisons of technology and frequency variables. Using these models, or
another like them, is the ﬁrst step in understanding the magnitude of the system and its costs.
This is only a ﬁrst step. The granularity of the information gleaned from the use of such
a simple model will not be sufﬁcient to actually build a network. After we review the
preliminary business planning tools, we’ll discuss the tools and steps necessary to expand the
conceptual design into one that could actually be constructed and operated.
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13.5.2 Preliminary Information
In order to begin planning this network, you will need to identify the area to be covered
along with the percentage of the area considered urban, suburban, and rural; the frequency
of operation; and the technology to be deployed. The technology being deployed will give
you the power output and receive sensitivity associated with the hardware so the basic link
budget can be determined. In addition, you will know the capacity of the hardware. This
will be useful when you begin analyzing the capacity requirements of the network based on
user demand and the demographics of the area. This allows you to determine if a single base
station location can meet the trafﬁc demands in the area deﬁned by its maximum coverage.
In addition to the technical speciﬁcations, you will need the rough demographics and
morphology (land-use characteristics) of the area, including the population and its distribution
throughout the urban, suburban, and rural areas, plus the business plan expectations of
subscriber growth and average usage characteristics. You will also need to estimate the costs of
all hardware, services, and ongoing expenses (such as lease costs, facility costs, and so forth).

13.5.3 Coverage Modeling
With this basic information, you can begin to model the system. First, determine the link
budget of the equipment. Now that the Maximum Allowable Path Loss (MAPL) is known,
it can be used as an input to whatever propagation model you wish to use for analyzing
coverage. The operators model spreadsheet uses the well-known COST 231 HATA model.
This model allows for the characterization of NLOS loss in a variety of environments and so
can model coverage behavior that is different for sites in urban areas versus rural areas. The
other input to the propagation model will, of course, be operating frequency.
The output of this modeling exercise will be the average coverage radius you can expect
from any site in each morphological area you’ve deﬁned. From this radius, the diameter and
subsequent area of each site can be determined.
Since the area to be covered in total, as well as its morphology, is known, you can now
determine how many base stations are needed in the area using simple math (area to be
covered per BS coverage area). You now have a good estimate of how many base stations
will be necessary to serve the area. The next step is to determine if the aggregate capacity of
those sites is sufﬁcient to meet the usage demand in the area.

13.5.4 Capacity Modeling
Determining the capacity is where demographics become valuable. You need to know the
population of an area and its distribution over the different morphologies in the market so you
can determine how much of the population is contained within the coverage area of each base
station.
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The total population per base station is then multiplied by the percentage market penetration
expected. This identiﬁes the number of subscribers per base station. By multiplying the
average usage per subscriber by the number of subscribers per base station, you now know the
demand that will be placed on each base station. If the demand exceeds the capacity, you will
need to add additional base stations to the system in order to increase the total capacity of the
system enough to meet the expected demand.
Congratulations! You’ve now estimated the total base station quantity necessary to serve the
market. With this number, you can calculate the cost of the network.

13.5.5 Cost Modeling
Largely, the number of base stations deployed drives the network cost. In addition to the
cost associated with each base station, there are costs associated with support hardware at
each site like power, backhaul, antennas, and cables. There will also be costs associated
with aggregation facilities where trafﬁc from a number of sites in an area is collected and
concentrated before being sent to the main routing center in the network.
In addition to capital expenses, there are ongoing operational expenses associated with each
base station. Lease costs are a recurring expense at sites that are not owned and constructed
by the operator. The total number of base station sites also drives maintenance costs and
facility costs. The ﬁnancial (CAPEX and OPEX) inputs worksheet in the operators model
spreadsheets breaks down these costs and provides you the opportunity to use your values to
deﬁne these variables.
Based upon these inputs, the model calculates the system capital and operating costs, which
can be used as inputs to the rest of your business plan, just as they are used to provide
summary output in the operator’s models.

13.5.6 Designing in the Real World
The previous design walkthrough was useful as a business planning exercise. It is only
marginally useful in designing a real system. The difference between the planning exercise
and the real network design is a matter of granularity. In the planning exercise, there was no
reason to know exactly where a site was located or exactly how the population and trafﬁc were
distributed over each site.
In order to design a system that will actually be built, you must accurately these questions
and others. To start with, a real design will be based upon the actual coverage achievable
from each base station and an accurately estimated number of users within the coverage
area. Neither the simple spreadsheet tool nor the RadioMobile software discussed earlier is
sufﬁcient for this task. A computer modeling tool that includes terrain, morphology, accurate
predictive algorithms, and ﬁne-resolution demographics will be needed for this exercise. Such
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tools are available from a number of sources like LCC Inc., MSI Inc., EDX Inc., and WFI
Inc., as is the engineering talent to use them and assist in designing and building a network.
Just as it was necessary in our simpler networks, it will be necessary to evaluate the predictive
model’s ability to accurately determine the propagation behavior of the area to be covered.
The experience of the purveyor of these models will be extremely useful in tailoring their
model to your needs.
The demographics that are necessary must be based upon the smallest area available. That
could be government census data organized by postal code and further distributed by square
kilometer or mile. The demographics should be broken into categories that will be helpful
in deﬁning a customer. Such factors as age, income, education, road miles, and businesses
are used by marketing organizations to deﬁne the makeup of a subscriber. When these same
weightings are applied against the demographic data available for the model, individual sites
will more accurately reﬂect the true number of users rather than a market average.
As you begin and plan an actual system, the ﬁrst challenge will be to identify available
properties that can be used as base station locations. The propagation of these locations is
modeled and matched to the underlying demographics. The total number of possible users in
the site’s coverage footprint will be output along with the modeled coverage of the site. By
evaluating the expected market penetration percentage and the usage per subscriber, the model
will predict the expected number of users covered by the base station and the total demand
placed upon it.
These complex commercial models allow you to add all the sites that make up a network and
then to see graphically whether the coverage and capacity are sufﬁcient. If there are problems,
sites can be added or moved until the network is optimized for coverage and capacity. In
addition to coverage and capacity, there are frequency reuse considerations. These models also
consider and calculate the effect of cochannel interference and can help to optimize a reuse
plan acceptable to the C/I requirements of the equipment you are using.
These models can also be used for planning radio-based backhaul networks. By analyzing the
line-of-sight opportunities between different sites, they can assist in the design of a point-topoint or point-to-multipoint backhaul network.
The output of this modeling and planning effort will be actual address, longitude and latitude
of sites, the height and type of antenna, the number of radios necessary to serve the demand in
the area, and the power output of each base station. These outputs will be used for acquiring
real estate and constructing individual sites.
These tools will continue to be used throughout the life of the network. As the number of
subscribers and usage increase, the network will need to be expanded to meet these growth
demands. The modeling tool can be used to ﬁnd optimal locations for new sites and to
frequency coordinate channels for these new sites. They can also be used for forecasting
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system requirements based on anticipated growth, so they remain a valuable tool for planning
the annual growth requirements of the network based upon the subscriber growth and usage
predictions of the sales and marketing staff.

13.6 Chapter Summary
As you see from the examples presented in this chapter, there is no “one size ﬁts all” solution.
There are many unique situations and business opportunities, as well as many different
technical solutions. In some cases there will not be a clear advantage to one technology or
another; in others a clear “winner” will emerge from your analysis. The more you understand
the environment you are trying to cover, the expectations of the business, and the users of the
technology, the better chance you will have of selecting and deploying technology that meets
the needs of all parties.
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Next Generation Wireless Networks:
An Evolution of Architectures and
Technologies
Janise Y. McNair

The last two decades of the 20th century marked an explosion in the growth of wireless and
mobile communications, fueled by the demand for cellular telephones, pagers, and messaging
devices. Now, at the beginning of a new century, market growth is being fueled by the promise
of multimedia applications and Internet access for wireless laptops, cellular telephones, and
personal digital assistants (PDAs) [1]. The delivery of such services depends on the ability of
future networks to combine the mobile freedom of the cellular telephone networks with the
bandwidth of current computer networks like the Internet [2]. While the ﬁrst few generations
of wireless networks focused on one or two types of media (voice or limited data) as well
as access to one or two types of networks (cellular telephones or satellite telephones), the
next few generations are evolving to provide multimedia services using different types of
networks and mobile terminals that can adapt within a world of multiple standards [3]. In this
chapter, the historical evolution of wireless networks is traced from the ﬁrst generation (1G)
through the current third generation (3G) architectures. Then, proposed concepts and visions
are discussed for the fourth generation (4G) and beyond, conceptually referred to as the next
generation (NextG) wireless system.

14.1 Why “Next” Generation?
One of the major goals of the evolution of wireless networks has been to achieve a global
wireless system that is as accommodating and freely available as today’s telephone network
or the Internet. However, the success of wireless technology continues to outperform
expectations. For example, in the early 1990s, the number of wireless subscribers was
estimated to be in the tens of millions. Very few would have predicted that within a decade,
the wireless subscriber base would grow to one billion. It is even predicted that wireless
subscribers will soon outnumber regular (wireline) telephone subscribers by 2010 [4]. Thus,
the term next generation attempts to characterize both the evolution of wireless technology
toward an ultimate goal, and the nature of wireless technology to continue to evolve beyond
current expectations, with no end in sight.
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The two major factors that have propelled the evolution of wireless networks have been
(1) consumer demand for freedom of movement, higher bandwidth services, and better
quality; and (2) research advances in the electronics, communications, and networking
technologies. Increased freedom in movement has been a result of wireless network design
and digital electronics, while service quality has improved under telecommunications
research. Thus, although wireless communication has been available for several decades, the
emergence of the microprocessor and the development of wireless access techniques have
propelled the technology into commercial use and ushered in the ﬁrst generation of wireless
communications.

14.2 First Generation Wireless Networks: Wireless Access
The ﬁrst generation (1G) of wireless communication began by providing wireless access for
somewhat specialized applications and then branched out to commercial use. It consisted of
local analog systems that were limited by small coverage areas and insufﬁcient service quality.
As shown in Figure 14.1, the 1G mobile terminals, such as police radios or telephones,
gained access to the telephone network through wireless access points, which assign radio
frequencies to the mobile terminals in its service area. Among the ﬁrst generation products
were cordless telephones and telepoint systems. Cordless telephones are the low-power,
low-range telephones that enable a user to move around a house or apartment building
while placing and receiving telephone calls. Telepoint systems extended telephone use to
local public arenas, providing wireless access to users located in parks, malls, train stations,
and other local gathering points. Some examples of telepoint systems include Cellular
Telecommunications-1 (CT-1) and C 450, developed for public telephone access in the United
Kingdom and Germany, respectively. Meanwhile, the Nippon Telephone and Telegraph (NTT)
system was developed in Japan, and the Nordic Mobile Telephone (NMT) system was created
by Ericsson in Scandinavia [4].

Telephone Network

Mobile
Terminal
Wireless
Access Point

Figure 14.1: First generation (1G) wireless architecture.

While the wireless telepoint system gained popularity internationally and the cordless market
grew in the United States, consumer demand remained limited due to the small coverage
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areas, poor battery performance, and poor transmission quality. However, new technologies,
such as digital communications and cellular networks, resulted in the second generation
cellular systems that largely overcame the shortcomings of the ﬁrst generation.

14.3 Second Generation Wireless Networks: Mobile Access
For second generation (2G) wireless networks, new developments in digital communications
and electronics began to address both transmission quality and battery performance.
First, digital transmission provided a much lower error rate than analog. Second, digital
technology allowed for added services like paging, messaging, and facsimile. Third, digital
communication made more efﬁcient use of cellular equipment by enabling services to be to be
multiplexed (mixed and transmitted together). Lastly, as the size and cost of integrated circuits
(ICs) continued to drop, battery lifetimes began to reach more acceptable levels.
Location Registers
(Databases)

Cells

Base
Station

Base Station
Controller

Mobile
MSC Switching
Centers
Public Land Mobile Network

Mobile
Terminals

Telephone Network

Cellular Radio Access Network

Figure 14.2: Second generation (2G) cellular architecture.

At the same time, the development of cellular communications and technology ushered in
the 2G wireless network architecture. As shown in Figure 14.2, the 2G mobile terminals
communicated through the wireless access points, as in the 1G wireless networks. However,
the service area was now subdivided into smaller service areas called cells, where each cell is
managed by its own access point, called a base station. Each base station is responsible for
managing radio channel use, and for converting the network signaling trafﬁc and data trafﬁc
to the radio interface for the mobile terminal. Thus, 2G mobile terminals were able to travel
between different cells while calls were in-progress. This new feature resulted in the design
and implementation of a public land mobile network (PLMN) located within the telephone
network for the sole purpose of handling mobile telephone call operations. The PLMN
includes new architectural elements, such as mobile switching centers (MSC) to route
telephone calls to the mobile terminals; location registers, which are databases that keep
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track of the geographical location of each mobile terminal in the network; and base station
controllers to manage the transfer of a mobile terminal’s calls as it travels between
different cells.
Both of these factors, digital communications and advances in wireless network architectures,
enabled 2G cellular systems to gain popularity across North America and to cover even more
of Europe and Asia. The ﬁrst widely available cellular system in North America was the
analog Advanced Mobile Phone System (AMPS). Next in North America, the digital cellular
Interim Standard 54 (IS-54) and Interim Standard 95 (IS-95) were developed, and the Cellular
Digital Packet Data (CDPD) network was formed as a digital component overlay to the AMPS
system. In Europe, the European Telecommunications Standards Institute (ETSI) standardized
the digital Global System for Mobile Communications (GSM) and the Digital European
Cordless Telecommunications (DECT) system. Meanwhile, Japan initiated both the Personal
Digital Cellular (PDC) system and the cellular Personal Handyphone System (PHS). The ﬁnal
service extension of 2G was Personal Communications Service (PCS), which offers advanced
voice and data services addressed and delivered to a speciﬁc user rather than to a particular
mobile terminal. Examples of this service include the Personal Access Communication
System (PACS) in Japan, the Digital Cellular System–1800 (DCS-1800) in Europe, and the
United States’ PCS-1900 [4, 5].
Another consequence of the 2G architecture was that it required a new networking procedure
to manage call delivery and call routing for mobile terminals that may move between different
cells in the network. This procedure, referred to as mobility management, is described next.

14.3.1 Mobility Management
Mobility management involves two functions. The ﬁrst is location management, which
enables wireless networks to reach roaming mobile terminals for call arrivals, and the second
is handoff management, which keeps calls connected even as the mobile terminal moves
within a cell or travels between different cells [1].
14.3.1.1 Location Management
Location management represents the two-stage process shown in Figure 14.3. The ﬁrst stage,
location registration (or location update), is needed to keep track of the mobile terminal’s
current location. In this stage, the mobile terminal periodically notiﬁes the network of its
current cell (or base station), allowing the network to authenticate the mobile terminal, revise
the mobile terminal’s current location proﬁle, and store the updated proﬁle in a location
register database.
The second stage shown in Figure 14.3, call delivery, is needed for incoming calls that must be
delivered to mobile terminals. When a mobile terminal is called, the network recognizes it as a
mobile call and queries the appropriate location register database for the current cell location of
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Figure 14.3: Location management operations.

the called mobile terminal. Then, the base station of that cell is notiﬁed that a call has arrived
for a mobile terminal in its service area. The base station sends a paging message throughout its
service area to alert the mobile terminal to the call. (If the mobile terminal is not busy, it is in
standby mode, which means that it stays tuned to the serving broadcast channel associated with
its current base station.) Once the terminal responds, the call can be connected.
Current techniques for location management involve database architecture design and the
transmission of signaling messages between various components of a signaling network.
As the number of mobile subscribers increases, new or improved schemes are needed to
efﬁciently support a continuously increasing subscriber population. Other issues, including
security, dynamic database updates, querying delays, terminal paging methods, and paging
delays, are shown in Figure 14.3 according to their respective location management operation.
Since location management deals with database and signaling issues, many of the issues are
not protocol dependent, and similar protocols can be applied to different types of networks.
However, as discussed in the next section, handoff management requires a more networkspeciﬁc approach.
14.3.1.2 Handoff Management
Handoff (or handover) management enables a wireless network to maintain a mobile terminal’s
call as it moves within the cellular network. As shown in Figure 14.4, handoff is a three-stage
process that includes initiation, new connection generation, and data flow control [1]. The ﬁrst
stage is initiation, where either the mobile terminal, a network agent, or changing network
conditions identify the need for handoff. The base station usually measures the quality of the
radio link channels being used by mobile terminals in its service area. This is done periodically
so that degradations in signal strength below a prescribed threshold can be detected and handoff
to another radio channel or cell can be initiated. Handoffs to another radio channel within the
same cell are referred to as intracell handoff. Handoffs to another cell as a result of the mobile
terminal movement to a new base station are referred to as intercell handoff.
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Figure 14.4: Handoff management operations.

The second stage shown in Figure 14.4 is new connection generation, where the network must
ﬁnd new resources for the handoff connection and perform any additional routing operations.
Under network-controlled handoff (NCHO) or mobile-assisted handoff (MAHO), the network
generates a new connection, ﬁnding new resources for the handoff and performing any
additional routing operations. For mobile-controlled handoff (MCHO), the mobile terminal
ﬁnds the new resources and the network approves. While performing handoff, the mobile
terminal may connect to multiple base stations simultaneously and use some form of signaling
diversity to combine the multiple signals. This is called soft handoff. On the other hand, if the
terminal stays connected to only one base station at a time, clearing the connection with the
former base station immediately before or after establishing a connection with the target base
station, then the process is referred to as hard handoff [6].
The third and ﬁnal stage in Figure 14.4 is data flow control, where the delivery of the
data from the old connection path to the new connection path is maintained according to
guaranteed service parameters, such as handoff delay or handoff failure probabilities. Figure
14.4 also illustrates handoff management research issues, such as efﬁcient and expedient
packet processing, minimizing the signaling load on the network, optimizing the route
for each connection, efﬁcient bandwidth re/assignment, evaluating existing methods for
standardization, and reﬁning quality of service for wireless connections.
As mentioned previously, unlike the location management protocols, the reliance of handoff
protocols on routing, resource management, and packet delivery makes these algorithms very
network-dependent. For example, 2G mobility management is based on the circuit-switched
telephone system, which provides a dedicated communication path for every call and
guarantees a certain amount of bandwidth for the duration of the call. (On the other hand,
packet switching does not guarantee a physically linked connection for each user, but rather
allows all users to share the network bandwidth [7].) As shown in Figure 14.5a, once the
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Figure 14.5: Circuit-based handoff.
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location of the mobile terminal is determined, a connected sequence of physical links is set up
between the calling terminal and the called mobile terminal. Then, as shown in Figure 14.5b,
when the mobile terminal moves to a new base station, or to a new base station managed by a
new mobile switching center (MSC), the network can form a new sequence of links to the new
MSC and continue the mobile terminal’s call at the new base station.
Although the circuit-switched techniques of 2G networks provide advantages in terms of
dedicated bandwidth, the popularity of packet-switched networks like the Internet have
resulted in more and more wireless network architectures that incorporate packet-switching
technologies. In the context of 2G architectures, wireless packet-switched networks can
provide higher bandwidth data services. As a result, packet-switched wireless networks are
considered an evolutionary half-step to the second generation wireless network.

14.3.2 The Second Half of Second Generation Wireless Networks
The second half of the 2G wireless networks is referred to as 2.5G. The goal of 2.5G is
to build additional support for data services by augmenting the 2G standards with packetswitching capabilities. New 2.5G standards include the General Radio Packet Services
(GPRS) system and the Enhanced Data Rates for GSM Evolution (EDGE) system, both of
which support GSM, the 2G cellular standard [8]. This expansion to packet switching and
focus on data services at the end of the second generation is only the beginning of an evolution
toward higher-quality, higher-bandwidth, multimedia wireless services. The next step was to
develop a third generation wireless network architecture that would be able to support highbandwidth, multimedia services.

14.4 Third Generation Wireless Networks: Wireless and Mobile
Access to High-Bandwidth Services
The delivery of high-quality, high-bandwidth, wireless multimedia services requires an
evolutional change to the existing telecommunications infrastructure for several reasons.
First, multimedia services compound any spectrum deﬁciency problems because of greater
bandwidth requirements. Second, current infrastructures have historically been segregated
between distinct media types; that is, radio, telephone, and television all have separate
facilities with speciﬁcations tailored to the quality constraints of the particular type of media.
Third, wireless networks are far less reliable than wireline networks. Fluctuations in signal
power or the introduction of electrostatic interference can result in partial or corrupted
information. Thus, evolution to 3G involves not only an increase in data rate, but advances in
access techniques and signal processing as well.
The progression toward 3G is illustrated in Figure 14.6. The 2G systems provided voice
and limited data services through standards such as GSM, PDC, and the IS-95/IS-136
systems. Then, an incremental step toward high-bandwidth wireless service was gained
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Figure 14.6: From second to third generation.

through the addition of packet data networks, such as GPRS and EDGE. Finally, the step
to 3G is under the umbrella of two global wireless standards, called the International
Mobile Telecommunications System (IMT-2000) [9], being developed by the International
Telecommunications Union (ITU), and the Universal Mobile Telecommunications
System (UMTS) [10], standardized by the ETSI. Under IMT-2000, the ITU has developed
architectural guidelines for the operation of systems compatible with 3G.
Notably, the system-level speciﬁcations include an expanding radio spectrum and a
hierarchical cell structure [11].

14.4.1 Radio Spectrum
The goal of the 3G radio spectrum allocation was to promote harmonized utilization and the
development of global personal communication systems. In the past, frequencies have been
allocated only in limited amounts for speciﬁc services such as paging, cellular, mobile data,
and private mobile radio. Third generation radio spectrum includes all of these categories in
an attempt to standardize a pool of frequencies that could be managed dynamically to meet
global market needs.
In the early 1990s the World Radiocommunication Conference (WRC) endorsed a preliminary
allocation for wireless services for the IMT-2000, shown in Figure 14.7. The WRC is an
international forum sponsored by the ITU, which encourages international governments to
come together every two to three years to revise and approve the international radio regulations
treaty. In the 1990s, a 170 MHz section of bandwidth was reserved for terrestrial use, while
60 MHz bandwidth was reserved for satellite. The total spectrum was 1885 to 2025 MHz and
2110 to 2200 MHz, while the satellite band was 1980 to 2010 MHz and 2170 to 2200 MHz.
(The frequency gaps between 2025 to 2170 MHz and beyond 2200 MHz are reserved for
other services such as Remote Sensing, Cable TV Relay Service, Electronic News Gathering,
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Figure 14.7: Frequency allocation.

and Space Research and Operation.) In 1995, the ITU World Radio Conference changed the
frequency assignments. The satellite allocation for Region 2 (the Americas and the Caribbean)
was revised to the 1990 to 2025 MHz and 2160 to 2200 MHz frequency bands [1].
In the year 2000, these allocations were updated to provide additional spectrum to the developing
3G IMT-2000 systems. The main motivation was to be able to support the exponentially
increasing number of wireless and mobile subscribers and to provide an increasing variety of
wireless and mobile services, ranging from mobile Internet to mobile e-commerce. Three bands
were added to the IMT-2000 spectrum: 800 to 960 MHz, 1.7 GHz, and 2.5 GHz [12].
Although startup of the 3G IMT-2000 bands has already begun in Japan and Europe, the
radio spectrum incompatibilities have increased the difﬁculty for the U.S. service providers to
support mobile terminals from other regions that use the mobile satellite service. This problem
points to the universal access issues for fourth generation wireless networks (as described later
in this chapter) that have become crucial as the 3G goal of higher bandwidth services leads to
an increasingly heterogeneous, multinetwork environment.

14.4.2 Heterogeneous Network Environment
The heterogeneous quality of the 3G wireless system is illustrated in Figure 14.8. As shown in
the ﬁgure, 3G involves the presence of multiple tiers within the same system, such as the
pico-, micro-, and macro-cells, as well as multiple and possibly incompatible networks, such as
the terrestrial cellular system versus the satellite system. The multiple-tier environment forms a
hierarchical cell structure that is part of the ITU speciﬁcations for the IMT-2000 networks. The
goal of the hierarchy is to be able to provide high-bandwidth coverage to the mobile terminal
in all of the proposed operating environments. As in 2G, the 3G mobile terminals use radio
channels to communicate with access points to gain access to the backbone network. In this
case, base stations (BS) provide the wireless access for the terrestrial cellular networks, while
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Figure 14.8: Third generation hierarchical cell structure.

the ﬁxed earth stations (FES) handle trafﬁc for satellite terminals. The cell site switch (CSS) in
Figure 14.8 represents the gateway between the wireless access network, or the base stations or
ﬁxed earth stations, and the wireline backbone network; it is also analogous to the 2G mobile
switching center (MSC) of Figure 14.2. The CSS manages the radio resources and provides
mobility management and control functions, such as location update and handoff. A 3G mobile
terminal must be designed to handle multiple types of media, including video and Internet
trafﬁc, as well as the traditional voice and text messaging. In addition, many 3G mobile
terminals have to be able to operate in multiple modes to access the various networks, such as a
dual-mode terminal to access both the terrestrial network and the satellite network.
The presence of satellite networks in the 3G architecture allows satellite links to perform
trafﬁc congestion relief and global extensions to terrestrial networks. Thus, network capacity
will potentially increase—supporting more subscribers and greater trafﬁc volumes without
requiring additional radio spectrum for the terrestrial networks [13]. Over the past decade,
two other networks have emerged to provide high-bandwidth wireless services with limited
infrastructure costs: high-altitude aeronautical platforms and wireless local area networks.
These diverse networks are discussed next, along with their contributions to the 3G
architecture, starting with the satellite network.
14.4.2.1 Satellite Networks
Mobile satellite systems are a crucial component of the future global telecommunications
infrastructure. Recently planned low earth orbit (LEO) systems (GlobalStar, Iridium) and
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medium earth orbit (MEO) systems (ICO) not only function as standalone wireless systems
but also provide integrated use with terrestrial systems such as the GSM and IS-95 [14].
(Note: Although the original Iridium company declared bankruptcy in the year 2000, the
IRIDIUM satellite constellation is still in existence, being supported by the United States
Department of Defense as well as a private company called Iridium Satellite, Incorporated. In
fact, the new company recently launched ﬁve additional satellites to support the longevity of
the IRIDIUM constellation [15].)

LEO or MEO Satellite
Space
Segment

Inter-Satellite

YLR

YLR

Switch

FES

FES

MT

Terminal
Networks

YLR

Ground
Segment

YLR

FES
MT

FES
Switch

Figure 14.9: Standalone satellite network architecture.

Figure 14.9 shows the standalone satellite network architecture, which consists of the air
interface segment, the space segment, and the ground segment [14]. The air interface segment
consists of the physical, media, and link layer access. The space segment is the ﬂeet of
satellites that provide wireless connections to user terminals. (For networks such as the Iridium
system, this includes intersatellite links.) The ground segment is made up of four components:
(1) ﬁxed earth stations (FESs) connected by a global terrestrial wide area network (WAN);
(2) ﬁxed (FT) and mobile (MT) user terminals; (3) the network coordination or operations
center; and (4) telemetry, tracking, and command stations. In the satellite network, the mobile
terminal may communicate with a ﬁxed earth station (FES), which handles wireless access for
satellite terminals, or the terminal communicates directly with the satellite [16]. Direct satellite
communication is achieved via the satellite footprint. Each footprint is divided into smaller
sections, called spot beams, that create smaller cells and implement frequency reuse within the
footprint coverage area. The FES performs network management functions, such as measuring
link quality to handle handoffs, transmitting paging messages over the satellite spot beams,
and controlling the databases for location management [17].
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Table 14.1 provides an idea of the applications planned for satellite systems. The Iridium
system consists of 66 satellites in orbit in the earth’s atmosphere. The target market for the
original Iridium was the business cellular customer. However, the cost was quite high for the
average customer, at $1,500 to $3,000 for the handset and $5 per minute for satellite telephone
service only. On the other hand, the GlobalStar system was planned to have 38 satellites to
provide service to several customer bases, including business, regional, and rural customers.
The handsets and telephone service were provided at a reduced price—$1,000 to $1,500 and
$1.50 per minute, respectively. In addition, the GlobalStar system planned to provide dual
mode service, which includes the satellite telephone as well as a 2G service, such as GSM or
AMPS. However, for satellite network commercial success, the cost and handset weight are
still a formidable obstacle. Thus, some researchers have looked to high-altitude aeronautical
platforms as an intermediate solution that reduces the service and infrastructure costs of the
satellite network while still providing wireless access to large amounts of bandwidth.
Table 14.1: Planned satellite systems
Iridium

GlobalStar

Scale

66 satellites,
5-year lifetime

38 satellites,
7.5-year lifetime

Target market

Business cellular

Business cellular, regional, rural

Cost

Handset: $1,500–3,000
Service: $5/minute

Handset: $1,000–1,500
Service: $1.50/minute

Interoperation

Satellite service only

Dual-mode service:
Satellite service
plus GSM or AMPS

14.4.2.2 High-Altitude Aeronautical Platform Systems
High-altitude aeronautical platform systems (HAAPS, or HAPS) are wireless switching and
routing infrastructures located on aircraft to provide radio access to relatively large coverage
areas on the ground without incurring the infrastructure and maintenance costs of a satellite
network [18, 19]. The aircraft can range from manned vehicles, such as airplanes or helicopters,
to unmanned air vehicles (UAVs), such as industrial balloons or lightweight, pilotless planes.
The expected advantages of employing HAAPS systems include the following:
1. The stratospheric altitude and large antennas allow the HAAPS system to operate with
conventional cellular handsets.
2. The cost of installation and maintenance of HAAPS aircraft should be much less than
the cost of launching and updating even a low earth orbit (LEO) satellite system.
3. The HAAPS system would provide a satellite-like trunk of radio bandwidth, which
may be more efﬁcient to use than the distributed bandwidth of the cellular system.
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Thus, although the technology is still very much in the experimental phase, it is recognized as
a possible source of the high-bandwidth services sought within the 3G IMT-2000 platforms
[12, 20].
Consider the sample HAAPS system illustrated in Figure 14.10 [21]. The system depicted
is the High-Altitude Long Operation (HALO) network developed by Angel Technologies
in cooperation with Raytheon Systems [21] and is a good example of the basic HAAPS
architecture. The HAAPS network architecture consists of airborne switching and antenna
technology, ground stations to receive and relay transmitted data to the telephone network,
and the user mobile terminals [18]. In the case of the HALO network in Figure 14.10, the
switching system has an asynchronous transfer mode (ATM)–based architecture with an
ATM switch on board a manned aircraft. Initial network capacity was planned to be on the
scale of 15 Gbps, with growth possibly beyond 150 Gbps. The beams are arranged in a cellular
pattern, and each beam spot functions as a single cell, with different frequency subbands in
adjacent cells. Thus, the aircraft is able to provide a portion of the bandwidth to each cell
located in the system according to a predetermined pattern of movement.

To Satellites

15–150 Gbps Throughput Capacity
(5,000 to 50,000 T1 Equivalence)

1 to 15
HALO Gateway Beams

100 to 1000
Subscriber Beams
Coverage
Cells

Frequency Options–28 or 38 GHz
Service Availability

Urban Area
Suburban & Rural
Areas
50–75 miles

Figure 14.10: The HALO network, an example of a
high-altitude aeronautical platform network.

Another planned HAAPS network is the Sky Station network [22]. The Sky Station is an
unmanned system with lightweight platforms that are held in a geostationary position at
approximately 70,000 feet (21 kilometers) in the air. Like HALO, the Sky Station network is
being planned to provide high-bandwidth, multimedia services to major metropolitan areas.
Customers will use off-the-shelf 3G handsets to access any desired mobile multimedia service.
As mentioned previously, one of the motivators for HAAPS networks is to reduce the
infrastructure costs and maintenance of the satellite network while still providing radio access
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to high-bandwidth services. As the global cellular networks grow and expand to increase
multilevel hierarchies, there is also a movement toward using alternative terrestrial systems to
reduce the infrastructure and maintenance costs of the cellular network while providing access
to high-bandwidth services. A major terrestrial alternative is the wireless local area network,
discussed next.
14.4.2.3 Wireless Local Area Networks
The ﬁnal component of the 3G multinetwork architecture is the wireless local area network
(WLAN). In the early 21st century, WLANs have emerged as a formidable competitor to
3G cellular high-bandwidth services. Standards such as the IEEE 802.11 WLAN and the
ETSI High-Performance Local Area Network (HiPerLAN) provide wireless access to the
Ethernet as a bridge to access the high-speed Internet backbone. Signiﬁcant standardization
activity is occurring for WLANs within two global 3 G standards bodies: the third generation
partnership project (3GPP) and the third generation partnership project two (3GPP2).The
3GPP has cooperated in the development and production of technical speciﬁcations for 2.5
and 3G systems based on GSM core networks. The 3GPP2 is a collaborative effort for North
American and Asian interests that focuses on advances for the corresponding North American
and Asian 2.5/3G standards.
In general, the 3G WLAN network is based on one of two types of wireless network
architectures: ad hoc and infrastructured. Ad hoc architectures are concerned with peerto-peer communications, as shown in Figure 14.11a. Each mobile terminal acts as a router,
and one or more mobile terminals may perform control functions, such as the creation and
deletion of wireless connections between peers. To access the outside world, additional
internetworking support at the mobile terminals is required. In infrastructured WLAN
networks, each mobile terminal must communicate with a wireless access point to reach other
mobile terminals or the backbone network, as shown in Figure 14.11b.

Wireless Access Point Connected
to the Backbone Network

Peer-to-Peer
Wireless Connections

Mobile
Terminals
(a) Ad Hoc WLAN Architecture

Wireless Connections
to the Access Point
(b) Infrastructured WLAN Architecture

Figure 14.11: Wireless local area network (WLAN) architectures.
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Since WLAN systems are expected to provide complementary radio access for 3G, one of
the challenging open problems for 3GPP2 standardization is the interworking of 3G cellular
standards, such as UMTS and IMT-2000, with WLAN standards, such as IEEE 802.11. In
particular, some of the open issues for 3G/WLAN interoperation are

•

Deﬁning the functionality and scope of any necessary interworking units (IWU),
including the function and location of the IWU interfaces.

•

Intersystem location management—that is, terminal addressing for mobile
terminals entering a WLAN network, location awareness of the WLAN system, and
authentication and authorization during intersystem handoff.

•

Intersystem handoff management—that is, when and where the mobile terminal
handoff to the 3GWS or WLAN should take place, how resources will be assigned,
and how the mobile terminal will gain access in the new network.

•

The necessary seamless interoperation between different types of networks.

The 3 G multitier, multinetwork environment offers many choices for increased bandwidth,
access to the Internet, and increasing cellular coverage. However, the key to worldwide
use depends on the ability of the various hierarchical networks to both cooperate and
interoperate to allow a mobile terminal to communicate freely and have universal access in a
heterogeneous and technologically diverse wireless environment. Thus, it may appear evident
that the mechanics of interoperation among heterogeneous network technologies is quickly
becoming the focus of the fourth generation wireless networks.

14.5 Fourth Generation Wireless Networks and Beyond: Universal
Access in a Multinetwork Environment
In this ﬁnal section on wireless network evolution, the most recent developments and
their corresponding implementation issues are described. It seems that the general goal
of wireless network evolution has been to achieve an ideal global wireless system that is as
accommodating as the global wired telephone network and the Internet networks of
the present day. As mentioned at the beginning of this chapter, the ideal system can be
referred to as the next generation (Next G) wireless system, since each new architectural
or technological development that approaches the goal brings on the next generation. Here,
however, the focus is primarily on the practical standardization and development issues for
the fourth generation (4G), with some comments regarding the next steps that are beyond
4G. The 4G architecture builds on the 3G heterogeneous wireless system that has been
speciﬁed by the ITU and was described previously. Beyond the IMT-2000–based architecture,
4G is distinguished by adding the following qualities: seamless global roaming and Internetbased mobility.
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14.5.1 Seamless Global Roaming
The 4G wireless networks will begin to implement terminal mobility, personal mobility, and
service provider portability. Terminal mobility refers to the ability of the network to route calls
to the mobile terminal regardless of its point of attachment to the network, while personal
mobility is the ability of users to access their personal services independent of their attachment
point or terminal. ITU 3G speciﬁcations call for a universal personal telecommunication
(UPT) number that will distinguish the user from the terminal itself [23]. Service provider
portability allows the user or the mobile terminal to move beyond regional mobile networks.
The users will be able to receive their personalized end-to-end services regardless of their
current network—within the limits of the visited network’s service offerings. For example, an
environmental research scientist with Mobile IP services in Atlanta will be able to travel to
the rural rainforests of South America and still receive at least a subset of his or her personal
services via the resident satellite network.
As mentioned previously, this freedom requires future wireless networks to interoperate
and to transport multimedia trafﬁc over various types of wireless networks. Seamless global
roaming puts new demands on the network devices. First, the mobile terminal must be able
to communicate in more than one system. As discussed in the previous section, 3G mobile
terminals may operate in multiple modes with separate transmitter-receiver pairs, such as
the satellite-terrestrial multimode terminals [24, 25]. For 4G wireless networks, device
technologies are being investigated that would allow mobile terminals to be reconﬁgurable,
that is, changed to operate according to the characteristics of each new system [26]. This
reconﬁgurability of network devices and mobile terminals is referred to as software-defined
radio.
14.5.1.1 Software-Defined Radio
Software-deﬁned radio (SDR) refers to the ability to move many of the hardware radio
components of network devices into a software implementation, allowing for changes in radio
access technology through smart cards or even over-the-air software downloads. Pure SDR is
the answer to future seamless multimode networks that require adaptive RF bands, channel
access modes, data rates, bit error rates, power control, and functionality [27]. The canonical
SDR architecture is illustrated in Figure 14.12. It includes a smart antenna, a multiband RF
converter, and a single chip containing analog-to-digital and digital-to-analog converters and
an on-chip general-purpose processor and memory that perform the radio functions required
by the interfaces [27]. Key technologies that have enabled SDR include the following:

•
•
•

Signal digitization (i.e., converting analog signals to digital signals).
The revolution of functionalities, size, and power consumption for integrated circuits.
Low-power options for digital signal processing architectures.
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Figure 14.12: Canonical SDR architecture.

•

Virtual machine technology, which allows programs to run on any computing
platform.

•
•

Smart card technology popularized by the cellular telephone industry.
Software download popularized by the Internet and speciﬁcally the World Wide
Web [28].

Smart cards provide a portable way for service providers to upload new protocols or radio
interface technologies to a user’s cellular telephone, without requiring the purchase of new
equipment and without any necessary participation of the user. Smart cards fall into the least
reconﬁgurable category of software-deﬁned radio. The three levels of SDR reconﬁgurability
are static download, pseudo-static download, and dynamic download [28]. As mentioned
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previously, the 2G and 3G standards allow for multimode mobile terminals on a static basis,
that is, preselected network roaming combinations, hard-wired interfaces, and in some cases,
service and protocol upgrades through the use of smart cards. Pseudo-static download refers
to the use of an over-the-air download technology that allows a mobile terminal to adapt to
a particular set of applications, protocols, or radio interfaces. For example, users traveling
from the cellular system into a WLAN area can download the WLAN settings to their mobile
terminal via a radio channel while still within the cellular system. The convenience and
ﬂexibility of pseudo-static download has the potential to improve and promote global roaming
for many customers. Dynamic download is an even further automated step toward ultimate
reconﬁgurability. It uses automatic over-the-air downloads to adapt a mobile terminal to a new
network even while the call is active. Thus, future mobile users will be able to move between
different types of networks seamlessly, with the base station and network infrastructure
automatically handling all changes in radio interface technology in the background.
Currently, several companies are working to develop SDR capabilities in devices. In Europe,
baseband chipsets are being developed for the static download multimode operation between
such networks as WCDMA and GSM; CDMA 2000 and AMPS; and 802.11b, WCDMA, and
GSM [29]. In addition, the IBMS project has explored a minimum radio interface backbone
channel called the network access and connectivity channel (NACCH). The purpose of this
new channel is to provide a common channel for the download of new service protocols
for mobile terminals that are crossing different network boundaries [28]. Finally, Raytheon
is currently marketing a multiband multifunction radio with software reconﬁgurability for
PCS/2G, 3G/NextG, Cellular, GPS, WLANs, Cordless, and Video [29].
An additional factor to be considered for seamless global roaming is the interoperation of
mobility management protocols with the evolving network architectures. For example, 2G
systems rely on the telephone network as the basic mode of communication, but telephones
can no longer be considered the basis for 3G and 4G communication. With the popularity and
growth of the World Wide Web, and the use of e-mail, ﬁle transfer protocol (ftp), and software
downloads to communicate, the Internet is rapidly becoming the mode of communication
of choice—and for valid reasons. First, the Internet is commercially viable; it is already
widespread, and its interoperation with the telephone network has allowed it to be deployed
worldwide at a low cost. Second, the Internet was designed for a multinetwork environment.
This means the Internet can be available to customers through the telephone networks, cable
networks, digital subscriber lines, satellite networks, and both local and wide area networks.
Thus, seamless mobility and multinetwork interoperation are two characteristics that point to a
4G wireless network based on Internet mobility.

14.5.2 Internet-Based Mobility
Internet mobility is not a new concept. In the mid-1990s, a mobile Internet protocol (Mobile
IP) was standardized by the Internet Engineering Task Force (IETF) to allow mobile terminals
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(referred to as mobile hosts) to change their point of attachment to the Internet while still
being able to maintain connection to the network [30]. The major contrast between 2G based
on the telephone network and 3G/4G based on the Internet lies in the difference between
circuit switching and packet switching.
14.5.2.1 Packet Switching Versus Circuit Switching
As mentioned earlier, 2G mobility management is based on the circuit-switched telephone
system, which provides a dedicated communication path for every call and guarantees a
certain amount of bandwidth for the duration of the call [7]. Each call is set up ahead of any
transmission of data in order to designate a communication path from source to destination
that provides a guaranteed bandwidth, as shown in Figure 14.13a. As an example, consider
a telephone call. First, the telephone number is dialed. Then, the user waits for the telephone
network to ﬁnd an available circuit to reach the destination (the called person). If an available
circuit cannot be found, then a busy signal indicates that the line is not available, and the
caller must try again at a later time. If an available circuit can be found, then a ringing signal
indicates that the circuit is there. Once the called person picks up the telephone, that circuit
is dedicated to that call until someone disconnects. Note that the same process happens for
a computer calling another computer via the telephone network. In this case, the modem

Calling
Terminal
Telephone Network Switch
Switch

Switch
Switch
Switch
Called
Terminal

(a) Circuit Switching

Calling
Terminal
Router
Router
Router
Router
Router
Called
Terminal
(b) Packet Switching

Figure 14.13: Packet switching versus circuit switching.
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performs the dialing and waits for the ringing signal, followed by the destination computer
“picking up” in order to receive data.
On the other hand, packet switching does not guarantee a physically linked connection for
each user, but rather allows all users to share the network bandwidth [7]. In packet switching,
data that need to be transmitted are ﬁrst subdivided into individual packets. The packets
are then transmitted and routed through the network on an individual basis until the packet
reaches the destination, as shown in Figure 14.13b. An example of packet switching is the
act of sending e-mail over an Ethernet network connected to the Internet. The user (or the
computer) does not have to call the destination in order to send the e-mail; the user simply
ﬁlls in the destination e-mail address and sends the packet. It is the network’s responsibility
to use that destination address to make sure the e-mail arrives at the appropriate computer
destination. The Internet is never busy and never refuses packets. However, if many people
on the same network are communicating at the same time, packets can experience very large
delays or may be lost entirely due to a congested network.
Table 14.2 points out some of the major differences that affect wireless networks, while
Figure 14.14 shows the contents of an IP packet.
Table 14.2: Some comparisons of circuit-switching versus packet-switching
Circuit-Switched Network

Packet-Switched Network

Establish call

Call setup required

Call setup not needed

Path route and
bandwidth

Determined and fixed
at call setup

Determined for each
packet separately

Path

Dedicated per call

Shared among many calls

Quality

Guaranteed according
to fixed bandwidth
assignment

Best effort according
to route chosen
for each packet

As can be seen in Figure 14.14, each Internet packet must contain a 32-byte source
address and the same size destination address. IP address assignment brings up the second
consequence of building a 4G wireless network based on the Internet.
14.5.2.2 Mobile IP
To describe the consequences of the Mobile IP addressing scheme, we describe the normal IP
addressing process, followed by the Mobile IP process. For normal IP addresses, a centralized
administrative body, such as the Network Information Center (NIC), assigns network IP
addresses to different organizations, depending upon the number of addresses needed and
the size of the organization’s local area network [31]. Then, the network administrator at the
local network assigns subnetwork addresses. For example, the network administrator at the
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Figure 14.14: IP packet.

University of Florida may assign separate subnet addresses to the Department of Electrical
and Computer Engineering (ECE), the Department of Computer Information Sciences and
Engineering (CISE), and so on.
Finally, the subnet administrator may assign IP addresses to the host computers within the
departments. Since the addresses are assigned in this manner, the IP address necessarily
reﬂects the geographical location of the computer. Thus, when an Internet machine is moved
to another location, say from the ECE department to the CISE department, then the IP address
must be changed to match the new subnetwork. This reassignment of addresses is an obstacle
to mobile terminals, since there is no time for a network administrator to become involved.
Therefore, two agents are established in Mobile IP to handle the IP address resolution. First,
there is a home agent in the home network that receives all incoming data for the mobile
terminal at the mobile terminal’s original IP address. Then, when the mobile terminal moves
to a new network, it must contact a foreign agent online in the new network that will assign
the mobile terminal a temporary IP address for the time that the mobile terminal is located
there. The temporary IP address is referred to as a care-of address and is sent to the home
agent so that the home agent can forward all of the mobile terminal’s incoming packets to the
mobile terminal at its new location.
The Mobile IP packet routing process based on IP version 4 (IPv4) is illustrated in
Figure 14.15. As mentioned earlier, when the mobile terminal is located at home, as in
Figure 14.15a, it is colocated with its home agent (HA). Incoming packets from the calling
terminal can be received by the mobile terminal through the HA. Then, when the mobile
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Figure 14.15: Packet-based handoff.

terminal moves away from its HA, it must obtain a new care-of address at a foreign agent
(FA), as shown in Figure 14.15b. Once the HA receives notice of the mobile terminal’s careof address, incoming packets are received by the HA; then each packet is encapsulated by the
HA, or placed into a new packet that shows the foreign agent’s IP address as the destination
address, and forwarded to the mobile terminal. Meanwhile, the mobile terminal continues to
send its packets directly to the calling terminal.
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The Mobile IP process has the following issues:

•

Bandwidth Efficiency. If the calling terminal remains stationary, the mobile
terminal is able to send packets directly to the calling terminal, but the calling
terminal must always send packets to the mobile terminal through the HA, forming
a triangular path that is inefﬁcient and wastes bandwidth. Route optimization is
required to enable the terminal to reroute pocket on a direct path to the MN, but route
optimization is not always available in IPv4. In the next version of IP, IP version
6 (IPv6), route optimization is always available, as well as an increased address
space and additional security features that can be used for managing and updating
the path [32].

•

Quality of Service. Internet service offers only best-effort quality of service, which
routes packets on a ﬁrst-come, ﬁrst-served basis. Best effort routing is not suitable
for offering reliable multimedia services, due to the varying requirements, such as
delay and packet loss, that depend on the trafﬁc media. For example, the transfer of
a large ﬁle can handle greater delays but is sensitive to lost packets. Whereas a voice
conversation over the Internet may be able to tolerate some lost sounds, delays would
frustrate the users. Therefore, new techniques, such as Integrated Services (IntServ),
Differentiated Services (DiffServ), and Multi-Protocol Label Switching (MPLS), are
being developed to provide quality constraints within the wireline Internet [33]. The
same techniques will also affect the ability of Mobile IP to offer quality of service
guarantees to mobile terminals.

•

Firewalls and Authentication. A ﬁrewall is a security device used to safeguard
computer networks by ﬁltering the packets that enter and leave the local area network.
Packet ﬁlters are conﬁgured by system administrators who make distinctions as to
which source and destination addresses are allowed or blocked or otherwise ﬂagged
as problem addresses. Thus, if the mobile terminal is approved for communication
with another terminal, that approval is based on the current IP address. If the mobile
terminal moves away from its HA and obtains a care-of address at the FA, then there
is a question as to whether the new care-of address is still acceptable to the destination
network, or if the packets will be ﬂagged as problematic, or even blocked from
entering the network. New security mechanisms must be developed for Mobile IP
that allow networks to authenticate who the mobile terminal is, even if it uses many
different IP addresses within the duration of a single call.

14.6 Conclusion
In this chapter, the historical evolution of wireless networks has been traced from the
ﬁrst generation (1G) through the current standardization of the third generation (3G), and
ﬁnally to the proposed concepts and visions for the fourth generation (4G) and beyond.
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The ﬁrst generation was marked by the provision of wireless access, which gave users the
freedom to move around in a limited area without being restricted by wires. However, the
commercial use of 1G was also restricted by poor quality and limited range of movement for
everyday consumers. New technological advances in digital communications and cellular
network design identiﬁed the second generation wireless system, which soon changed the
types and geographical range of services offered over wireless networks and resulted in the
wireless communications boom of the late 20th century. At the turn of the 21st century, third
generation wireless networks focused on more and diverse services delivered via higher
bandwidth, heterogeneous, packet-based wireless networks. Finally, the future of the fourth
generation lies in reaching more and more networks, allowing universal communications for
the everyday user, and taking advantage of the widespread success of service delivery over
the Internet.
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CHAPTE R 15

Mobile Ad Hoc Networks
Asis Nasipuri

A mobile ad hoc network, such as the one shown in Figure 15.1, is a collection of digital data
terminals equipped with wireless transceivers that can communicate with one another without
using any ﬁxed networking infrastructure. Communication is maintained by the transmission
of data packets over a common wireless channel. The absence of any ﬁxed infrastructure,
such as an array of base stations, makes ad hoc networks radically different from other
wireless LANs. Whereas communication from a mobile terminal in an “infrastructured”
network, such as a cellular network, is always maintained with a ﬁxed base station, a mobile
terminal (node) in an ad hoc network can communicate directly with another node that is
located within its radio transmission range. In order to transmit to a node that is located
outside its radio range, data packets are relayed over a sequence of intermediate nodes using
a store-and-forward “multihop” transmission principle. All nodes in an ad hoc network
are required to relay packets on behalf of other nodes. Hence, a mobile ad hoc network is
sometimes also called a multihop wireless network.

Figure 15.1: A mobile ad hoc network.
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Since no base stations are required, ad hoc networks can be deployed quickly, without
having to perform any advance planning or construction of expensive network infrastructure.
Hence, such networks are ideally suited for applications where such infrastructure is either
unavailable or unreliable. Typical applications include military communication networks in
battleﬁelds, emergency rescue operations, undersea operations, environmental monitoring,
and space exploration. Because of their “on-the-ﬂy” deployment quality and relatively low
cost of implementation, ad hoc networks are also used in places where they are cheaper than
their infrastructured counterparts. Examples of these applications consist of a network of
laptop computers in conference rooms, network of digital electronic equipment and
appliances (e.g., VCR, television, computer, printer, remote control) to form a home area
network, networks of mobile robots, and wireless toys [14, 43, 49]. Recently, there has
been a growing interest of using ad hoc networks of wireless sensors to perform unmanned
distributed surveillance and tracking operations [47].
The design of ad hoc networks faces many unique challenges. Most of these arise due to two
principal reasons. The ﬁrst is that all nodes in an ad hoc network, including the source nodes,
the corresponding destinations, as well as the routing nodes forwarding trafﬁc between them,
may be mobile. As the wireless transmission range is limited, the wireless link between a pair
of neighboring nodes breaks as soon as they move out of range. Hence, the network topology
that is deﬁned by the set of physical communication links in the network (wireless links
between all pairs of nodes that can directly communicate with each other) can change
frequently and unpredictably. This implies that the multihop path for any given pair of source
and destination nodes also changes with time. Mobility also causes unpredictability in the
quality of an existing wireless link between neighbors. A second reason that makes the design
of ad hoc networks complicated is the absence of centralized control. All networking functions,
such as determining the network topology, multiple access, and routing of data over the most
appropriate multihop paths, must be performed in a distributed way. These tasks are particularly
challenging due to the limited communication bandwidth available in the wireless channel.
These challenges must be addressed in all levels of the network design. The physical layer
must tackle the path loss, fading, and multiuser interference to maintain stable communication
links between peers. The data link layer (DLL) must make the physical link reliable and
resolve contention among unsynchronized users transmitting packets on a shared channel.
The latter task is performed by the medium access control (MAC) sublayer in the DLL. The
network layer must track changes in the network topology and appropriately determine the
best route to any desired destination. The transport layer must match the delay and packet loss
characteristics speciﬁc to such a dynamic wireless network. Even the application layer needs
to handle frequent disconnections.
Although this area has received a lot of attention in the past few years, the idea of ad
hoc networking started in the 1970s when the U.S. Defense Advanced Research Projects
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Agency (DARPA), sponsored the Packet Radio Network (PRNET) project in 1972 [26].
This was followed by the Survivable Adaptive Radio Network (SURAN) project in the
1980s [52]. These projects supported research on the development of automatic call setup
and maintenance in packet radio networks with moderate mobility. However, interest in this
area grew rapidly in the 1990s due to the popularity of a large number of portable digital
devices such as laptop and palmtop computers, and the common availability of wireless
communication devices. The rising popularity of the Internet added to the interest to develop
internetworking protocols for mobile ad hoc networks operating in license-free radio
frequency bands (such as the industrial-scientiﬁc-military or ISM bands in the United States).
In the interest of developing IP-based protocols for ad hoc networking, a working group for
Mobile Ad Hoc Networking (MANET) was formed within the Internet Engineering Task
Force (IETF) [20]. The Department of Defense (DoD) also renewed its support on similar
research objectives by starting the Global Mobile Information Systems (GloMo) and the
Near-Term Digital Radio (NTDR) projects. Spurred by the growing interest in ad hoc
networking, a number of commercial standards were developed in the late 1990s. They
included the IEEE 802.11 physical layer and MAC protocol in 1995 [10], which have since
then evolved into more updated versions. Today, you can build an ad hoc network by simply
plugging in 802.11 PCMCIA cards into laptop computers. Bluetooth [13] and Hiperlan [53]
are some other examples of related existing products. In this chapter we discuss some of the
key challenges, protocols, and future directions of mobile ad hoc networks.

15.1 Physical Layer and MAC
The main aspects of designing the physical transmission system are dependent on the
characteristics of the radio propagation channel such as path loss, interference (cochannel),
and fading. In addition, since mobile terminals usually have limited power resources, the
transceiver must be power efﬁcient. These aspects are taken into account while designing the
modulation, coding, and power control features in the radio equipment. In principle, the radio
equipment in the nodes forming a mobile ad hoc network can use any technology as long as it
provides reliable links between neighboring mobile terminals on a common channel. Candidate
physical layers that have gained prominence are infrared and spread-spectrum radio.
The MAC plays the key role in determining the channel usage efﬁciency by resolving
contention among a number of unsupervised terminals sharing the common channel.
An efﬁcient MAC protocol would allow the transmissions from independent nodes to be
separated in time and space, thereby maximizing the probability of successful transmissions
and maintaining fairness among all users. Though research on medium access schemes for
wired local area networks (LANs) have been done for many years, the same concepts cannot
be directly applied to wireless LANs. In a wired medium, a transmitted signal is received
with the same signal strength at all terminals connected to the same shared medium. Hence,
a terminal in a LAN can avoid contention by sensing the presence of a carrier to determine
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if any other terminal is using the channel before it starts a transmission. This “listen before
transmit” principle has led to a class of efﬁcient random access protocols for wired LANs
that are generally known as carrier sense multiple access (CSMA) schemes [28]. A popular
example is CSMA/CD (CSMA with collision detection), which is the standard for Ethernet
(IEEE 802.3) LANs [46].
However, designing MAC protocols for wireless networks raises a different set of challenges.
Propagation path losses in the wireless channel cause the signal power to decline with
distance. This introduces the following problems, which are the main factors that affect the
efﬁciency of the MAC in a mobile ad hoc network.

15.1.1 Carrier Sensing Is Location-Dependent
Since the strength of the received signal depends on the distance from the transmitter, the
same signal is not heard equally well by all terminals. Hence, carrier sensing is not very
effective in wireless. Typical problems of using carrier sensing to determine the availability of
the wireless channel are

•

The hidden terminal problem: A node may be hidden or out of range from a sender
but within range of its intended receiver. For instance, in Figure 15.2a, node C is
out of range from A, and hence any transmission from C cannot be heard by A. So,
while C is transmitting to B, node A thinks that the channel is idle and simultaneously
transmits a data packet to node B. This causes both packets to be lost at B because
of interference, and the packets are considered to have suffered a “collision.”
A transmission from A to B will face the same consequence even if C is transmitting
to some other node, such as D.

D
D
C

C

B
A

(a)

B
A

(b)

Figure 15.2: (a) The hidden terminal problem and (b) the exposed terminal problem.
The dotted circles represent the radio range of the transmitters.
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The exposed terminal problem: This is the reverse problem, where a transmitting or
“exposed” node is within range of a sender but is out of range of the destination. The
problem is illustrated in Figure 15.2b, where node B, which wants to transmit a data
packet to A, ﬁnds the channel to be busy due to the transmission from C to D. Hence,
B might wait for the transmission from C to be over before transmitting to A, which is
not necessary because the transmission from B would not interfere at D.

Both the hidden terminal and the exposed terminal problems arise due to the fact that
carrier sensing is performed only at the transmitter, whereas its effect is determined by the
interference power at the receiver, which is usually different due to propagation path loss
characteristics.

15.1.2 Collision Detection Is Not Possible
A wireless transceiver cannot transmit and receive at the same time because the transmitted
signal will always be far stronger than any received signal. Hence, a wireless terminal
cannot detect if its transmission has been successful. To inform the transmitting node about
a successful packet transmission, the receiver sends an ACKNOWLEDGMENT (ACK)
packet back to the transmitter after it receives a data packet. If the transmitter does not receive
an ACK within a ﬁxed period of time, it assumes that the transmitted packet has been lost.
However, this is learned only after completing transmission of the data packet and waiting
for a further no ACK time-out period.
Many different schemes have been designed for reducing these problems in wireless
channel access. We ﬁrst present the IEEE 802.11 standard that is the most popular scheme
for wireless LANs, followed by a discussion of additional issues on the design of MAC
protocols and current research directions.

15.1.3 IEEE 802.11
The IEEE 802.11 [10] is an international standard of physical and MAC layer speciﬁcations
for WLANs. It provides mandatory support for 1 Mbps data rate with optional support for
2 Mbps. These original speciﬁcations have been upgraded to higher data rates in succeeding
versions, with the projected goal of going up to 54 Mbps for future systems. The standard can
be applied to both infrastructure-based WLANs, which use ﬁxed access points for wireless
communication with mobile terminals, as well as infrastructureless ad hoc networks. In the
following, we discuss the main features of this standard with relation to ad hoc networks.
15.1.3.1 802.11 Physical Layer
IEEE 802.11 supports three different physical layers in order to allow designers to match
price and performance to applications: One layer is based on infrared, and two layers are
based on radio transmission in the 2.4 GHz ISM band, an unlicensed band of radio frequencies
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available worldwide. The infrared speciﬁcation is designed for indoor use only using line-ofsight and reﬂected transmissions of light waves in wavelengths from 850 to 950 nm. Both of
the two RF speciﬁcations are based on spread spectrum but employ different principles. While
one uses frequency hopping (FH), the other is based on direct sequence (DS) spread spectrum.
Either one can be used for the physical transmission system in ad hoc networks.
Frequency Hopping Spread Spectrum
As the name implies, a frequency-hopping spread-spectrum radio hops from one carrier
frequency to another during transmission. The transmission at any carrier frequency is
narrowband. However, frequency spreading is achieved by hopping from one carrier to
another over a wide frequency band. The transmitter and receiver use the same sequence
of carrier frequencies, which is pseudorandom (i.e., a long random sequence that repeats
itself ). The time for which the FH radio dwells in each frequency depends on the application
requirements, government regulations, and adherence to standards. A slow FH system
has a dwelling time that is longer than a bit period, whereas a fast FH system hops over
many carrier frequencies during a single bit period. Since the hopping pattern is random,
an FH system may experience interference during a few of the hops but achieve error-free
transmission on other hops. One of the advantages of this property is that there is no hard
limit on the total number of users that can be accommodated in a particular FH system.
Rather, the limitation is decided by the number of errors caused by multiuser interference
that the users are willing to tolerate (known as the soft capacity). Such systems are especially
beneﬁcial in interference-limited communication systems, where the transmission capability
is constrained by a large number of contending users who are not all active at the same time.
The 2.4 GHz ISM band in the United States (i.e., 2.4000 to 2.4835 GHz) has 79 channel
frequencies in the hopping set, with a channel spacing of 1 MHz. The speciﬁed channel
spacing allows a 1 Mbps transmission rate using two-level Gaussian frequency shift keying
(GFSK), which is the modulation scheme speciﬁed by the 802.11 standard. To achieve 2 Mbps
transmission rate, four-level GFSK modulation may be used, where two bits are encoded at
a time using four frequencies. There are three different hopping sequence sets in the United
States, with 26 hopping sequences in each set. All the terminals in any given ad hoc network
must use the same hopping sequence. However, the availability of multiple sets allows
multiple systems or networks to coexist in the same location.
Direct Sequence (DS) Spread Spectrum
The DS system achieves frequency spreading by multiplying each data bit by a sequence of
chips (1/1 symbols that are shorter than a bit) before modulation. This has the effect of
artiﬁcially increasing the transmission bandwidth. The receiver uses the same chip sequence
to correlate the received signal. This technique achieves excellent interference rejection due
to the auto- and cross-correlation properties of the random chip sequences. Usually, the chip
sequences are pseudorandom sequences having a long period. Multiple pairs of transmitters
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and receivers using different chip sequences can coexist in the same region. A DS system
also has a soft capacity and can coexist with other narrowband radio systems without
causing signiﬁcant interference.
The IEEE 802.11 standard speciﬁes an 11-chip Barker sequence for spreading each data bit.
The modulation scheme is differential binary phase shift keying (DBPSK) for 1 Mbps data
rate, and differential quadrature phase shift keying (DQPSK) for 2 Mbps. This effectively
spreads the data stream over an 11 MHz band. Multiple systems can use different bands of
frequencies whose center frequencies are separated by at least 30 MHz. As usual, all
terminals of the same ad hoc network must use the same chip sequence (spreading code)
for transmission as well as reception.
15.1.3.2 802.11 MAC
The 802.11 MAC is designed to provide mandatory asynchronous data service along with
an optional time-bounded service that is only usable in an infrastructured wireless network
with access points. The asynchronous data service is usable by both ad hoc networks and
infrastructured wireless networks and supports “best effort” packet exchange without
delay bounds.
The mandatory basic asynchronous service is provided by a method known as carrier sense
multiple access with collision avoidance (CSMA/CA) and an optional channel reservation
scheme based on a four-way handshake between the sender and receiver nodes. These two
methods provide the mechanism for achieving distributed coordination among uncoordinated
wireless terminals that do not use a ﬁxed access point, and they are known as the distributed
coordination function (DCF). A third method, known as the point coordination function
(PCF), offers both asynchronous and time-bounded service, but it needs an access point to
control medium access and avoid contention.
Basic DCF Using CSMA/CA
The basic channel access scheme uses two fundamental ideas to avoid collisions among
contending transmitting stations:

•

Carrier sensing: To determine that the medium is not being used by a neighboring
transmitter (channel idle) before accessing the channel

•

Random backoff: A terminal that senses the channel is busy and then waits for a
random period of time to see the channel in the idle state before initiating transmission

A terminal that intends to transmit and senses the presence of a carrier (channel busy) waits
till the end of the current transmission and considers the channel to be idle only when it
detects the absence of the carrier for a certain duration of time, known as the DCF interframe space (DIFS). At the end of the DIFS period, in order to avoid collision with other
terminals that might also be waiting for the current transmission to end before transmitting
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their packets, the terminal does not access the channel immediately. Instead, each terminal
starts a backoff timer, which is initiated at a random value and counts down as long as the
channel is sensed idle. The backoff timer is frozen whenever the channel is sensed as busy,
resuming the countdown again after it goes idle (i.e., senses absence of the carrier for at least
the DIFS period). The terminal initiates transmission only when its backoff timer reaches zero.
The backoff interval is slotted and may be expressed as CWrand  slot time, where CWrand is
a random integer chosen uniformly between 0 and CW, and slot time is a predetermined slot
duration. CW is the contention window, which can take one of the following sets of integer
values: 7, 15, 31, 63, 127, 255. Initially a node uses the smallest value of CW and uses the
next higher value in the set after each unsuccessful transmission.
In order to indicate that a transmission has been successful, a receiver transmits an ACK
packet after a short inter-frame space (SIFS) period (which is shorter than DIFS) immediately
following the reception of the data packet. In case an ACK is not received, the transmitter
assumes that the transmitted data packet is lost, and it schedules a retransmission of the same.
This will be continued for a maximum number of allowable retries at the MAC before the data
packet is discarded.
An illustration of the access control scheme is shown in Figure 15.3. Here, nodes A, B, and
C all have data packets to transmit when they ﬁnd the channel busy (due to a transmission
from some node X). After the channel is idle for a DIFS period, each node selects a random
backoff period. In this illustration, the backoff timers of A, B, and C are chosen as 4, 1, and
3, respectively. So B’s backoff timer reaches zero ﬁrst, when it initiates transmission and the
Backoff slots
Data packet

Node X

Node A

Node B

Node C

DIFS

Figure 15.3: Illustration of the basic CSMA/CA protocol.
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timers of both A and C are frozen. The transmissions of the data frames from A and C take
place subsequently, as shown in Figure 15.3.
According to this scheme, a collision may happen when multiple stations select the same
backoff time. A large value CW will ensure a small probability of collision, as it results in
a smaller probability of two nodes selecting the same backoff time. However, a larger CW
may cause a node to wait longer before transmission. When very few nodes are transmitting,
a large value of CW causes inefﬁcient usage of the channel. Hence, initially all nodes set the
CW to the smallest value of 7. With heavier trafﬁc, some of the transmissions will collide, and
eventually higher and higher values of CW may be chosen by the nodes to ensure collisionfree transmission.
CSMA/CA with RTS/CTS Extension
Though the basic CSMA/CA scheme has excellent mechanisms to avoid collisions among a
number of uncoordinated nodes that can hear one another, it does not solve problems due to
hidden and exposed terminals. In order to address the hidden terminal problem, 802.11 has
the option of adding the mechanism of an exchange of request-to-send (RTS) and clear-tosend (CTS) control packets between transmitting and receiving nodes before initiating the
transmission of a data packet.
The principle behind the use of the RTS and CTS packets can be seen in Figure 15.4. Here,
node A, which intends to send a data packet to B, ﬁrst broadcasts an RTS packet using the
basic CSMA/CA scheme. The RTS frame contains the identity of the destination B, and the
time that would be required for the entire transmission to complete. If B receives the RTS
packet, it replies with a CTS packet after waiting for SIFS. The CTS packet also contains the
time required for completion of the intended data exchange and the identity of the transmitting
node. Upon receiving the CTS packet from B, A waits for SIFS and then transmits the data
packet. When the data packet is received, B sends an ACK packet after SIFS, thus completing
one entire data packet transfer protocol. All neighbors of A and B that receive either the RTS
or the CTS learn about the intended exchange process and cooperate by remaining silent for
the period of time that is required for the data exchange to be over.

Figure 15.4: CSMA/CA with RTS/C TS handshake.
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The exchange of RTS and CTS packets serves two purposes:
1. If A receives the CTS, it is ascertained that B is ready to receive and there are no
interfering transmissions near node B. This process thus serves as a “virtual carrier
sensing” mechanism.
2. All neighboring nodes of the destination, including those hidden from A (such
as C), are expected to hear the CTS packet and remain silent for as long as it is
required for the data transmission to be over. Neighbors of A (such as D) also remain
silent for the period speciﬁed by the RTS so that their own transmissions do not
experience any interference from the data packet to be transmitted from A. A silent
period is implemented in a listening node by setting its net allocation vector (NAV)
in accordance to the duration ﬁeld in the RTS or CTS, which speciﬁes the earliest
possible time at which it can access the channel again. Hence, the RTS/CTS exchange
effectively reserves the channel for the intended data transmission from A to B.
Even though the data packets have higher probability of success due to this channel
reservation technique enacted by the RTS/CTS exchange, the RTS and CTS packets
themselves are susceptible to the same rate of failure as that of the basic CSMA/CA scheme.
Many of these control packets may suffer loss due to collisions and require retransmissions
before the channel reservation is performed successfully. However, since the RTS and CTS
control packets are shorter than the data packets, the scheme usually has a better throughput
performance than the basic CSMA/CA in the presence of hidden terminals. Comprehensive
analyses of the performance of the DCF under various conditions in mobile ad hoc networks
have been reported [5, 7, 58].
15.1.3.3 Additional Issues on MAC
Several concerns with the IEEE 802.11 MAC have motivated researchers to explore newer
techniques to improve the channel utilization and throughput in mobile ad hoc networks. The
basic access method of the 802.11 MAC protocol is susceptible to inefﬁciencies due to the
hidden and exposed terminal problems. The RTS/CTS option reduces the hidden terminal
problem but not the inefﬁciency caused by the exposed terminal problem. Some other
concerns of 802.11 DCF using the RTS/CTS dialog are discussed in the following sections.
15.1.3.4 Additional Overhead of Control Packets
The transmission RTS and CTS control packets consume an additional amount of bandwidth.
Usually, this is justiﬁed when the size of the data packets is large and the advantage gained
from channel reservations far outweighs the disadvantage induced by the additional overhead
caused by the control packets. However, it has been observed that especially in higher loads
and under high mobility, most of the channel bandwidth may be consumed by RTS and CTS
transmissions [21].
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15.1.3.5 Collisions of Control Packets
Since the RTS and CTS packets are susceptible to collisions, the channel reservation scheme
may fail, leading to loss of data packets as well. Figure 15.5 illustrates such a scenario.
Here, A starts an RTS-CTS dialogue with B before transmitting a data packet to it. The CTS
reply from B is received by A correctly, but it is not received by C, due to a collision with an
RTS packet sent from D to E. Node A assumes that the channel is successfully reserved and
proceeds with transmission of the data packet to B. This data transmission is vulnerable to
interference from C, which has not been able to set its NAV accordingly, and may initiate a
transmission to any of its neighbors before the data transmission is over.

E

RTS
A

RTS

B

D
CTS

CTS

C

RTS

Figure 15.5: Example where node C that is “hidden” from A misses the C TS
packet from B due to a collision with an RTS packet from D.

Problems such as these are common because the RTS and CTS packets themselves are sent
using the basic CSMA/CA access method, which is prone to the hidden and exposed terminal
problems. A technique described by Garces and Garcia-Luna-Aceves [17] tries to resolve this
problem by making the duration of the CTS longer than the RTS packets. This ensures that in
the event that an RTS packet collides with a CTS at a receiver (such as in C in Figure 15.5),
it would still be able to detect a part of the CTS packet. This might allow it to set its NAV to
avoid interfering with the data exchange.
15.1.3.6 Radio Interference
Since wireless transmission is mostly limited by interference rather than noise, it is important
to study the nature of interference and its effect on packet success probability. Figure 15.6
depicts the strengths of signals that would be received at node B from nodes A and C located
at distances d1 and d2, respectively. Assuming that both transmitters use the same power
Pt, the corresponding signal powers received at B, represented by PrA and PrC, respectively,
depend on the path loss characteristics and the corresponding path lengths. The probability of
error at the receiver depends on the total signal-to-interference-plus-noise ratio (SINR) of the
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Figure 15.6: Effect of propagation path loss on the wireless signal.

corresponding packet at the receiver. The receiver noise is usually a constant parameter. The
interference power is calculated by adding the powers of all radio signals at the receiver other
than the power of the packet in question. The probability of bit error and consequently the
packet error probability increases with decreasing values of the SINR. The minimum SINR
required to correctly receive a packet depends on the radio technology, such as modulation,
demodulation, coding, and so forth. A given radio usually has a speciﬁed minimum SINR
threshold (SNRmin) for correctly receiving a packet. For instance, B will be able to receive the
packet from A correctly if
PrA
> SNR min
PrC  N
where N is the receiver noise at B.
For a given transmitter and corresponding receiver, the transmission range is deﬁned as the
maximum distance at which the received SINR is equal to SINRmin in the absence of any
interference, that is, the maximum distance at which reception will be error-free without
interference. Usually, radio channels are bidirectional, and hence a receiver will be able to
receive a packet from a transmitter that is located within the transmission range (alternatively
called the radio range).
A node determines the busy/idle state of a channel by comparing the strength of the carrier
power to a predetermined carrier-sense threshold (TCS). Typically, this threshold is chosen
such that the carrier sensing range, or the distance within which all transmissions are detected,
is at least as much as the transmission range of the nodes. A lower value of TCS increases the
carrier sensing range, but it also reduces frequency reuse by making a larger number of nodes
wait for their transmissions around a given transmitting node.
It is important to note that correct packet reception is not guaranteed whenever the receiver
is within the transmission range of a transmitter. It also depends on the total number of other
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interfering signals present. Typically, the interference power from a transmitter that is located
at a distance less than the transmission range is expected to preclude the reception of any other
packet without errors. Hence, two simultaneous transmissions from nodes that are within
range of a receiving node are said to have met with a “collision.” The term “collision” has
been borrowed from wireline networks, where any two simultaneously transmitted packets are
lost irrespective of the location of the transmitters. In wireless networks, it relates to packet
loss due to interference.
In wireless networks, packets may be lost due to interference from even those transmitters that
are located outside the radio range of a receiver. An example is shown in Figure 15.7, where
the combined interference from several transmitting nodes, all of which are out of range from
node B, disrupts the reception of the packet from A to B.

DATA
A

B

Figure 15.7: Illustration of the “threat zone,” an area around the destination B from
where nodes cannot detect its C TS packet. The combined interference from
transmissions from this zone can interfere with the packet reception at B.

15.1.3.7 Capture
Another concept used in wireless packet networks is packet capture, which refers to the
mechanism with which a receiver can receive one of two simultaneously arriving packets
if their received powers allow it [31]. For instance, in Figure 15.6, even if both A and C are
transmitting at the same time, B can receive the packet from C as long as its power exceeds
that from A by a sufﬁcient margin. This is especially beneﬁcial to the network performance
under heavy trafﬁc conditions when there are a large number of packet collisions and some
of the collided packets are received successfully. A possible negative effect of the capture
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phenomena is that it can lead to unfair sharing of the channel. This can be seen in Figure
15.6, where transmitted packets from A will never be successful as long as C is transmitting,
whereas the packets sent from C will always be captured at B.
15.1.3.8 Other MAC Protocols
Several solutions to these known problems have been suggested by various researchers. In the
following sections, some of the notable concepts for new MAC protocols are summarized.
Collision Avoidance Techniques
The principal cause of packet loss in ad hoc networks is collisions, or interference caused by
transmissions from hidden terminals. Several MAC protocols have been suggested that have
features to avoid such collisions. One such technique is the transmission of a busy tone to
indicate an ongoing data exchange process, which was ﬁrst suggested in Tobagi and Kleinrock
[55]. Here, any node that hears an ongoing data transmission emits an out-of-band tone.
A node hearing the busy tone will refrain from transmission, thereby increasing the distance
of carrier sensing by a factor of two. Two other MAC protocols, the Dual Busy Tone Multiple
Access [9] and the Receiver Initiated Busy Tone Protocol [59], also use this concept to avoid
collisions. These schemes require additional complexity of narrowband tone detection and the
use of separate channels.
Channel Reservation Techniques
The Multiple Access with Collision Avoidance (MACA) scheme uses channel reservation
based on the exchange of RTS and CTS control packets before transmission of the data
packet [27]. This scheme was incorporated in the IEEE 802.11 standard with the addition of a
positive acknowledgment packet to indicate successful packet reception. Later, other protocols
such as MACA for Wireless LANs (MACAW) [3], Floor Acquisition Multiple Access
(FAMA) [17], and Collision Avoidance and Resolution Multiple Access (CARMA) [18] also
adopted the reservation scheme employing different variations of control packets.
Multiple Channel MAC
The concept of dividing the common medium into multiple orthogonal channels to reduce
contention has been explored in [24, 35, 38, 57]. When multiple channels are available, several
concurrent transmissions are possible in the same neighborhood between distinct pairs of
senders and receivers (Figure 15.8). If the same bandwidth is divided into N channels, either
by frequency division or by using orthogonal CDMA codes, the trafﬁc can be distributed over
N channels. However, the transmission rate in each channel will also drop by a factor of N.
It has been shown that such multichannel schemes can achieve a higher throughput by using
an appropriate channel selection algorithm that allows each node to select the best channel
available in its neighborhood. Several schemes for channel selection based on the exchange
of RTS and CTS packets and carrier sensing over all channels have been explored [24, 35,
38, 57]. The use of multiple channels increases the hardware complexity, but it improves the
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Figure 15.8: Illustration of single-channel and multichannel MAC for the concurrent transmission
of three packets: PAB, PCD, and PDE from A to B, C to D, and E to F, respectively.

throughput performance in the network by distributing the trafﬁc over time as well as over
bandwidth.
Use of Directional Antennas
Traditional ad hoc networks use omnidirectional antennas, as the direction for transmission
and reception is variable. However, use of directional transmission provides several beneﬁts
for improving the link performance between a pair of communicating nodes:
1. A directional transmission can reduce the amount of interference to neighboring
nodes. This can lead to a higher amount of frequency reuse and packet success
probability.
2. A directional antenna can be used for receiving from a desired direction, reducing the
amount of interference at the receiving node from adjacent transmitters. This further
reduces the packet error probability.
3. Directional antennas have a higher gain due to their directivity. This can allow the
transmitters to operate at a smaller transmission power and still maintain adequate SINR
at the receiver. It will also reduce the average power consumption in the nodes [36].
Despite these advantages, the usage of directional antennas in mobile ad hoc networks has
additional design challenges. A mechanism for determining the direction for transmission
and reception is required so that the mobile nodes can use directional antennas. Moreover,
since all ad hoc networking protocols are traditionally designed for omnidirectional antennas,
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these protocols need to be adapted appropriately for proper functioning and maximizing
the advantages that can be derived from directional transmissions and receptions. Many
MAC and routing protocols that utilize directional antennas in ad hoc networks have been
proposed in recent years [30, 36, 37]. A comprehensive discussion on the various aspects
of using directional antennas in ad hoc networks is given by Ramanathan [48]. A central
issue that concerns the applicability of directional antennas in mobile ad hoc networks is
the comparatively larger size and cost of beam-forming antennas that are ideal for such
applications. With advancements in technology and the possibility of shifting toward higherfrequency bands (such as the 5.8 GHz ISM band), it may be possible to design smaller as
well as less expensive directional antennas. Hence, there is a growing interest in utilizing
directional antennas in ad hoc networks.

15.2 Routing in Ad Hoc Networks
Movements of nodes in a mobile ad hoc network cause the nodes to move in and out of
range from one another. As a result, there is a continuous making and breaking of links in
the network, causing the network connectivity (topology) to vary dynamically with time.
Since the network relies on multihop transmissions for communication, this imposes major
challenges for the network layer to determine the multihop route over which data packets can
be transmitted between a given pair of source and destination nodes. Figure 15.9 demonstrates
how the movement of a single node (C) changes the network topology, rendering the existing
route between A and E (i.e., A–C–E) unusable. The network needs to evaluate the changes
in the topology caused by this movement and establish a new route from A to E (such as
A–D–C–E).
A

A
C

B

B
E
D

E
D

C

Figure 15.9: Illustration of the change in the route from A to E due
to the movement of node C.

Because of the time-varying nature of the topology of mobile ad hoc networks, traditional
routing techniques, such as the shortest-path and link-state protocols that are used in ﬁxed
networks, cannot be directly applied to ad hoc networks. A fundamental quality of routing
protocols for ad hoc networks is that they must dynamically adapt to variations of the network
topology. This is implemented by devising techniques for efﬁciently tracking changes in the
network topology and rediscovering new routes when older ones are broken. Since an ad hoc
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network is infrastructureless, these operations are to be performed in a distributed fashion
with the collective cooperation of all nodes in the network. Some of the desirable qualities of
dynamic routing protocols for ad hoc networks are

•

Routing overhead: Tracking changes of the network topology requires exchange of
control packets among the mobile nodes. These control packets must carry various
types of information, such as node identities, neighbor lists, distance metrics, and so
on, which consume additional bandwidth for transmission. Since wireless channel
bandwidth is at a premium, it is desirable that the routing protocol minimizes the
number and size of control packets for tracking the variations of the network.

•

Timeliness: Since link breakages occur at random times, it is hard to predict when
an existing route will expire. The timeliness of adaptation of the routing protocol is
crucial. A broken route causes interruption in an ongoing communication until a new
route is established. Often the newly rediscovered route may be largely disjoint from
the older route, which creates problems in rerouting the packets that were already
transferred along the route and could not be delivered to the destination. Ideally, a
new route should be determined before the existing one is broken, which may not be
possible. Alternatively, a new route should be established with minimum delay.

•

Path optimality: With constraints on the routing overhead, routing protocols
for mobile ad hoc networks are more concerned with avoiding interruptions of
communication between source and destination nodes rather than the optimality of the
routes. Hence, in order to avoid excess transmission of control packets, the network
may be allowed to operate with suboptimal (which are not necessarily the shortest)
routes until they break. However, a good routing protocol should minimize overhead
as well as the path lengths. Otherwise, it will lead to excessive transmission delays
and wastage of power.

•

Loop freedom: Since the routes are maintained in a distributed fashion, the possibility
of loops within a route is a serious concern. The routing protocol must incorporate
special features so that the routes remain free of loops.

•

Storage complexity: Another problem of distributed routing architectures is the
amount of storage space utilized for routing. Ad hoc networks may be applied to
small portable devices, such as sensors, which have severe constraints in memory and
hardware. Hence, it is desirable that the routing protocol be designed to require low
storage complexity.

•

Scalability: Routing protocols should be able to function efﬁciently even if the size of
the network becomes large. This is not very easy to achieve, as determining an unknown
route between a pair of mobile nodes becomes more costly in terms of the required time,
number of operations, and expended bandwidth when the number of nodes increases.
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Because of its many challenges, routing has been a primary focus of researchers in mobile
ad hoc networks. The MANET working group in the IETF has been working on the issue
of standardizing an IP-based routing standard for mobile ad hoc networks. Consequently, a
large number of dynamic routing protocols applicable to mobile ad hoc networks have been
developed. Reviews of prominent routing protocols for mobile ad hoc networks may be found
in various references [4, 8, 23, 50].
Based on when routing activities are initiated, routing protocols for mobile ad hoc networks
may be broadly classiﬁed in three basic categories: (1) proactive or table-driven protocols,
(2) reactive or on-demand routing protocols, and (3) hybrid routing protocols. Some
representative examples of each class are shown in Figure 15.10.

Ad hoc routing protocols

Proactive
(table-driven)

DSDV

OLSR

Reactive
(on-demand)

FSR

FSLS

DSR

AODV

Hybrid

ZRP

LANMAR

Figure 15.10: Classification and examples of ad hoc routing protocols.

15.2.1 Proactive Routing Protocols
Proactive protocols perform routing operations between all source destination pairs
periodically, irrespective of the need of such routes. These protocols stem from conventional
link state or distance-vector routing algorithms, and they attempt to maintain shortestpath routes by using periodically updated views of the network topology. These are
typically maintained in routing tables in each node and updated with the acquisition of
new information. Proactive protocols have the advantage of providing lower latency in data
delivery and the possibility of supporting applications that have quality-of-service constraints.
Their main disadvantage is due to the wastage of bandwidth in sending update packets
periodically even when they are not necessary, such as when there are no link breakages or
when only a few routes are needed.
15.2.1.1 Destination-Sequenced Distance-Vector (DSDV) Routing
DSDV [44] is based on the classical Bellman-Ford algorithm [2] with adaptations that are
speciﬁcally targeted for mobile networks. The Bellman-Ford algorithm uses the distance
vector approach, where every node maintains a routing table that records the “next hop” for
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every reachable destination along the shortest route and the minimum distance (number of
hops). Whenever there is any change in this minimum distance, the information is reported to
neighboring nodes and the tables are updated as required.
To make this algorithm adequate for mobile ad hoc networks, DSDV added a sequence
number with each distance entry to indicate the freshness of that entry. A sequence number
is originated at the destination node and is incremented by each node that sends an update
to its neighbors. Thus, a newer routing table update for the same destination will have a
higher sequence number. Routing table updates are periodically transmitted throughout
the network, with each node updating its routing table entries based on the latest sequence
number corresponding to that entry. If two updates for the same destination have identical
sequence numbers but different distances, then the shorter distance is recorded. The addition
of sequence numbers removes the possibility of long-lived loops and also the “counting-toinﬁnity” problem, where it takes a large number of update messages to ascertain that a node is
not reachable [44].
15.2.1.2 Optimized Link-State Routing (OLSR) Protocol
OLSR is a comparatively newer proactive routing protocol [15]. It is an adaptation of
conventional link-state routing in which each node tries to maintain information about
the network topology. Each node determines the link costs to each of its neighbors by
broadcasting HELLO messages periodically. Whenever there is a change in the link costs,
the node broadcasts this information to all other nodes. In classical link-state algorithms, this
is done by each node flooding the whole network with update packets containing updated
link costs. Nodes use this information to apply a shortest-path algorithm (such as Dijkstra’s
shortest-path algorithm [11]) to determine the best route to a speciﬁc destination.
OLSR optimizes the link-state protocol in two ways. First, it reduces the size of the update
packets sent during the broadcasts by including only a subset of links to its neighbors. These
are the links to a select set of neighbors known as the multipoint relays (MPRs). The set of
MPRs of a node consist of the minimum set of one-hop neighbors of that node so that the
node can reach all of its two-hop neighbors by using these nodes as relay points. Each node
computes its MPR set from the exchange of neighborhood information with all its neighbors.
Second, instead of every neighbor broadcasting the update packets sent out by a node, only the
MPR nodes participate in broadcasting these packets in OLSR. This minimizes the trafﬁc of
control packets during ﬂooding. However, the savings of bandwidth achieved using these two
techniques come at a cost of propagating incomplete topology information in the network. The
updates include only MPR sets and not the sets of all neighbors of the broadcasting nodes.
Hence, a shortest-path algorithm based on this partial topology information will generate
routes containing the MPR nodes only. When the network is dense, that is, when each node
has many neighbors, OLSR will work out to be efﬁcient due to the reduction of control trafﬁc
for updates in the network.
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15.2.1.3 Issues in Proactive Routing
The key characteristic of proactive routing protocols is that updates are sent periodically
irrespective of need. Another issue is that they are table-driven. These two properties cause
serious problems for making proactive routing protocols scale with network size. However,
these protocols work well under heavy trafﬁc and high mobility conditions as they try to
maintain fresh routing information continuously.
Several new approaches have been proposed to make proactive protocols more scalable.
One example is Fisheye State Routing (FSR) [41], which is also an adaptation of link-state
routing to ad hoc networks. FSR tries to limit routing load by avoiding ﬂooding the network
with routing information. Entire link-state information is transmitted only to the ﬁrst-hop
neighbors. In addition, it uses lower update rates for nodes that are located further away.
Hence, FSR maintains accurate route information on nodes that are close by, but the accuracy
degrades with increasing distance of the destination from the source.
Overall, this technique saves the volume and size of routing trafﬁc. A similar approach is
adopted in the Fuzzy Sighted Link-State (FSLS) algorithm [51]. As discussed, OLSR reduces
routing load by broadcasting incomplete topology information. In general, these sacriﬁces
lead to increased scalability of proactive routing protocols.

15.2.2 Reactive Routing Protocols
Reactive protocols are designed to minimize routing overhead. Instead of tracking the changes
in the network topology to continuously maintain shortest path routes to all destinations,
these protocols determine routes only when necessary. Typically, these protocols perform a
route discovery operation between the source and the desired destination when the source
needs to send a data packet and the route to the destination is not known. As long as a route
is live, reactive routing protocols only perform route maintenance operations and resort to
a new route discovery only when the existing one breaks. The advantage of this on-demand
operation is that it usually has a much lower average routing overhead in comparison to
proactive protocols. However, it has the disadvantage that a route discovery may involve
flooding the entire network with query packets. Flooding is wasteful, which can be required
quite frequently in case of high mobility or when there are a large number of active sourcedestination pairs. Moreover, route discovery adds to the latency in packet delivery because the
source has to wait till the route is determined before it can transmit. Despite these drawbacks,
on-demand protocols receive comparatively more attention than proactive routing protocols,
as the bandwidth advantage makes them more scalable.
15.2.2.1 Dynamic Source Routing (DSR)
DSR is a reactive routing protocol that uses a concept called source routing [25]. Each node
maintains a route cache where it lists the complete routes to all destinations for which the
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routes are known. A source node includes the route to be followed by a data packet in its
header. Routes are discovered on demand by a process known as route discovery. When a
node does not have a route cache entry for the destination to which it needs to send a data
packet, it initiates a route discovery by broadcasting a route REQUEST or QUERY message
seeking a route to the destination. The REQUEST packet contains the identities of the source
and the desired destination. Any node that receives a REQUEST packet ﬁrst checks its route
cache for an existing entry to the desired destination. If it does not have such an entry, the
node adds its identity to the header of the REQUEST packet and transmits it. Eventually,
the REQUEST packet will ﬂood the entire network by traversing to all the nodes tracing
all possible paths. When a REQUEST packet reaches the destination, or a node that has a
known route to the destination, a REPLY is sent back to the source following the same route
that was traversed by that REQUEST packet in the reverse direction. This is done by simply
copying the sequence of node identities obtained from the header of the REQUEST packet.
The REPLY packet contains the entire route to the destination, which is recorded in the source
node’s route cache.
When an existing route breaks, it is detected by the failure of forwarding data packets on the
route. Such a failure is observed by the absence of the link layer acknowledgment expected
by the node where the link failure has occurred. On detecting the link failure, the node sends
back an ERROR packet to the source. All nodes that receive the ERROR packet, including the
source, delete all existing routes from their route caches that contain the speciﬁed link. If a
route is still needed, a fresh route discovery is initiated.
15.2.2.2 Ad Hoc On-Demand Distance-Vector (AODV) Routing
AODV [42] can be described as an on-demand extension of the DSDV routing protocol. Like
DSDV, each route maintains routing tables containing the next hop and sequence numbers
corresponding to each destination. However, the routes are created on demand, that is, only
when a route is needed for which there is no “fresh” record in the routing table. In order to
facilitate the determination of the freshness of routing information, AODV maintains the
time since an entry has been last utilized. A routing table entry is “expired” after a certain
predetermined threshold of time.
The mechanism for creating routes in AODV is somewhat different from that used in DSR.
Here, when a node needs a route to some destination, it broadcasts a route REQUEST packet
in which it includes the last known sequence number for that destination. The REQUEST
packet is forwarded by all nodes that do not have a fresher route (determined by the sequence
numbers) to the speciﬁed destination. While forwarding the REQUEST packet, each node
records the earlier hop taken by the REQUEST packet in its routing table entry for the source
(originator of the route discovery). Hence, a propagating REQUEST packet creates reverse
routes to the source in the routing tables of all forwarding nodes. When the REQUEST packet
reaches the desired destination or a node that knows a fresher route to it, it generates a route
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REPLY packet that is sent back along the same path that was taken by the corresponding
REQUEST packet. The REPLY packet contains the number of hops to the destination as well
as the most recent sequence number. Each node that forwards the REPLY packet enters the
routing information for the destination node in its routing table, thus creating the forward
route to the destination.
Routing table entries are deleted when an ERROR packet is received from one of the
intermediate nodes on the route forwarding a data packet to the destination. When such an
ERROR packet reaches the source, it may initiate a fresh route discovery to determine a fresh
route to the destination.
15.2.2.3 Issues in Reactive Routing
Since reactive routing protocols only transmit routing packets when needed, these protocols
are comparatively more efﬁcient when there are fewer link breakages, such as under low
mobility conditions. In addition, when there are only a few communicating nodes in the
network, the routing functions are only concerned with maintaining the routes that are active.
Because of these beneﬁts, reactive or on-demand routing protocols have received more
attention than proactive protocols for mobile ad hoc networks.
The main concern with reactive routing protocols is the need for ﬂooding the entire network in
search of a route when needed. Many optimizations have been suggested to reduce the excessive
number of routing packets transmitted throughout the network during such ﬂooding operations
in reactive protocols. For instance, DSR has the option of broadcasting a nonpropagating
request packet for route discovery, which is then broken into two phases. In the ﬁrst phase, the
source broadcasts a nonpropagating route request packet that only queries its ﬁrst-hop neighbors
for a known route to the destination. These packets are not forwarded by the neighbors. If
none of the neighbors return a route, the source then proceeds to the second phase where a
traditional propagating request packet is sent. The advantage of this scheme is that it avoids
a networkwide ﬂood of request packets when the route to the destination is known by one of
the ﬁrst-hop neighbors. A similar scheme is implemented in AODV using the concept of an
expanding ring search. Here, increasingly larger neighborhoods, controlled by either hop- or
time-constrained request packets, are searched to ﬁnd the route to the destination. Some other
techniques that perform similar optimizations are salvaging, where an intermediate node in DSR
uses an alternative route from its own cache when the original route is broken; and promiscuous
listening, in which a node that overhears a packet not addressed to itself ﬁnds that it has a shorter
route to the same destination and sends a gratuitous reply to the source with this new route. This
increases the freshness of the route cache entries without additional route discoveries.

15.2.3 Hybrid Routing Protocols
The use of hybrid routing is an approach that is often used to obtain a better balance between
the adaptability to varying network conditions and the routing overhead. These protocols use
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a combination of reactive and proactive principles, each applied under different conditions,
places, or regions. For instance, a hybrid routing protocol may beneﬁt from dividing the
network into clusters and applying proactive route updates within each cluster and reactive
routing across different clusters. Routing schemes that employ proactive route maintenance on
top of reactive route discoveries have also been considered.
15.2.3.1 Zone Routing Protocol (ZRP)
ZRP [22] divides the network into zones or clusters of nodes. The nodes within each zone
maintain routing information for one another using a proactive algorithm such as a distance vector
or link-state protocol. Hence, all nodes maintain updated routing tables consisting of routes to all
other nodes within the same zone (known as intrazone routing). Each zone also identiﬁes a set of
peripheral nodes that are located at the edges of the zone for communication with other zones.
When a packet is to be sent to a node for which the source does not have an entry in its routing
table, it is assumed that the destination is located in another zone. In that case, the node requests
the peripheral nodes to send out a route request packet to all other zones in the networks. This is
known as interzone routing, which uses a process that is similar to DSR except that the request
packets are handled only by the peripheral nodes in the network. When the request packet reaches
a peripheral node of the zone that contains the destination, a reply is sent back to the source. The
overhead of ﬂooding in such a route discovery is limited due to the involvement of peripheral
nodes only. The proactive protocol in this hybrid framework limits the spread of periodic update
packets within each zone. ZRP is especially suitable for large networks; however, the ﬂooding of
request packets during interzone route discoveries may still be a cause of concern.
15.2.3.2 Landmark Ad Hoc Routing (LANMAR) Protocol
LANMAR is designed for ad hoc networks that have the characteristics of group mobility, such
as a group of soldiers moving together in a battleﬁeld. Each group dynamically identiﬁes a
speciﬁc node within the group to be a landmark node. A proactive link-state routing protocol is
used to maintain routing information within the group, and a distance vector algorithm is used
to do the same among all landmark nodes. Hence, each node has detailed topology information
for all nodes within the group and distance and routing vector information to all landmarks. No
routing information is maintained for nonlandmark nodes belonging to other groups. Packets
to be sent to such a destination are forwarded toward the corresponding landmark. When the
packet reaches the nodes within the group containing the destination, it is forwarded to the
destination, possibly without going through its landmark. This scheme reduces the size of
routing tables as well as the overhead of routing trafﬁc, forming a two-level routing hierarchy.
Hence, it is expected to be more scalable than the so-called f lat routing protocols.

15.2.4 Other Concepts in Ad Hoc Routing
There is an increasing list of new ideas and protocols for routing in mobile ad hoc networks.
The MANET working group in the IETF publishes all signiﬁcant developments and
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discussions by the group online in its mailing list [20], which is the most comprehensive
source of up-to-date information on research on ad hoc routing protocols. In addition to
the representative protocols in the three broad categories of routing protocols described
previously, it is worthwhile to look at some of the other concepts that have been applied to
routing in mobile ad hoc networks.
15.2.4.1 Geographic Position-Aided Routing
The fundamental problems of routing in ad hoc networks arise due to the random movements
of the nodes. Such movements make topological information stale, and hence, when an
on-demand routing protocol needs to ﬁnd the route, it often has to ﬂood the entire network
looking for the destination. One of the ways of reducing the wastage of bandwidth in
transmitting route request packets to every node in the network is to conﬁne the search using
geographical location information. A global positioning system (GPS) can detect the physical
location of a terminal using universal satellite-transmitted wireless signals. In recent times,
GPSs have become smaller, more versatile, and more cost effective. Hence, several protocols
have been proposed that assume the presence of a GPS receiver in each node and utilize the
location information in routing [1, 29, 39, 54].
One of the approaches for utilizing geographic location information in routing is to forward
data packets in the direction of the location of the destination node, as proposed in various
references [1, 39, 54]. It may be required to deﬁne geographic location—speciﬁc addresses
instead of logical node addresses to do that [39].
An alternative concept is proposed in the Location Aided Routing (LAR) protocol [29], which
uses location information in on-demand routing to limit the spread of request packets for route
discoveries. LAR uses information such as the last known location and speed of movements
of a destination to determine a REQUEST ZONE, which is deﬁned as a restricted area within
which the REQUEST packets are forwarded in order to ﬁnd the destination. Two different
ways of deﬁning REQUEST ZONES have been proposed. The idea is to allow route request
packets to be forwarded by only those nodes that lie within the REQUEST ZONE, speciﬁed
by the source. This limits the overhead of routing packets for route discovery, which would
normally be ﬂooded over the whole network.
A related protocol that uses spatial locality based on hop counts to conﬁne the spread of
request packets was proposed by Castaneda and Das [6]. This protocol uses the concept that
once an existing route is broken, a new route can be determined within a certain distance
(measured in number of hops) from the old route. The protocol conﬁnes the spread of route
request packets while searching for a new route to replace one that is freshly broken. For a
new route discovery where no earlier routes were on record, the protocol still uses traditional
ﬂooding. However, this query localization technique for rediscovering routes still saves
routing overhead.
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15.2.4.2 Stability-Based Routing
A different approach to improve the performance of routing in mobile ad hoc networks is based
on using routes that are selected on the basis of their stability. The Associativity-Based Routing
(ABR) protocol [56] maintains an association stability metric that measures the duration of
time for which a link has been stable. While discovering a new route, the protocol selects paths
that have a high aggregate-association stability. This is done with the idea that a long-lived link
is likely to be stable for a longer interval than a link that has been relatively short-lived.
Signal Stability-Based Routing (SSR) [12] uses signal strengths to determine stable links. It
allows the discrimination between “strong” and “weak” links when a route request packet is
received by a node. The request packet is forwarded by the node if it has been received over a
strong link. This allows the selection of routes that are expected to be stable for a longer time.
15.2.4.3 Multipath Routing
On-demand or reactive routing protocols suffer from the disadvantage that data packets cannot
be transmitted until the route discovery is completed. This delay can be signiﬁcant under
heavy trafﬁc conditions when the REQUEST or the REPLY packet may take a considerable
amount of time in traversing its path. This characteristic, along with the fact that each route
discovery process consumes additional bandwidth for the transmission of REQUEST and
REPLY packets, motivates us to ﬁnd ways to reduce the frequency of route discoveries in
on-demand protocols. One way of doing that is to maintain multiple alternate routes between
the same source-destination pair such that when the primary route breaks, the transmission
of data packets can be switched over to the next available path in the memory. Under the
assumption that multiple paths do not break at the same time, which is most often true if the
paths are sufﬁciently disjoint, the source may delay a fresh route discovery if the alternate
paths are usable. As a result, many routing protocols have been designed to maintain multiple
paths or routes for each pair of source and destination nodes.
The Temporally Ordered Routing Algorithm (TORA) [40] provides multiple alternate paths
by maintaining a “destination oriented” directed acyclic graph from the source. The DSR
protocol also has an option of maintaining multiple routes for each destination in the route
cache so that an alternate route can be used upon failure of the primary route. Two multipath
extensions of DSR were proposed by Nasipuri, Castaneda, and Das [34] that aggressively
determine multiple disjoint paths for each destination. Here, two different schemes for
selecting alternative routes were considered, both beneﬁting from reducing the frequency of
route discoveries caused by link breakages. Several other multipath routing protocols that
derive beneﬁts using the same principle have also been proposed [16, 32, 45].
15.2.4.4 Preemptive Routing
A purely reactive routing protocol typically does not avoid a multihop communication from
being interrupted before the route breaks due to a link failure. Most reactive routing protocols
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initiate a fresh route discovery when an ERROR packet is received at the source due to a
link breakage. This introduces a pause in the communication until a new route is found. The
goal of preemptive routing protocols is to avoid such pauses by triggering a route discovery
and switching to a new (and, it is hoped, better) route before the existing route breaks. Such
protocols can be viewed as a combination of proactive and reactive routing, where the route
maintenance is performed proactively but the basic routing framework is reactive.
The crucial design issue in such protocols is to detect when to initiate a preemptive route
discovery to ﬁnd a “better” route. The protocol proposed by Goff and colleagues [19]
uses the technique of determining this by observing when the signal strength falls below a
predetermined threshold. If the wireless channel is relatively static, then this correctly detects
the initiation of link failure due to increasing distance between the two nodes in the link.
However, multipath fading and shadowing effects might lead to false alarms while using
this technique. Alternatively, using a time-to-live parameter was proposed by Nasipuri and
colleagues [33]. In this protocol, a preemptive route discovery is initiated when a route has
been in use for a predetermined threshold of time. The preemption obviously makes the
route discoveries more frequent than what would be observed in a purely reactive scheme.
To keep the routing overhead low, the preemptive routing protocol presented by Nasipuri and
colleagues [33] proposes the use of query localization in the preemptive searches.

15.3 Conclusion
The mobile ad hoc network is one of the newest members in the family of wireless networks
that span the planet. This chapter has aimed to provide the main issues and an overview of
the developments in the MAC and routing protocols for mobile ad hoc networks. Although
a vast amount of work has been done on it in the recent past, many questions still remain
unanswered. Some of the issues that need further thought include

•

MAC: How can we design improved and robust MAC schemes that would
dynamically adjust to variations of the wireless link characteristics and simultaneously
cater to the need for higher data rates, quality-of-service requirements, and power
savings, and that would be crucial in many future applications?

•

Routing: By far the biggest issue in mobile ad hoc networking research is routing.
With the rapid and diverse nature of growth of mobile ad hoc networks, the choice of
the routing protocol is likely to depend on the network size, mobility, and application
requirements. However, it will be interesting to see if an approach to generate a uniﬁed
standard for ad hoc routing is achievable.

•

Transport: The issues of transport layer protocols for mobile ad hoc networks require
special attention. A discussion on these issues is outside the scope of this chapter. It is
often said that optimizing ad hoc network performance requires a multilayer approach,
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where design problems at different layers of the protocol stack are addressed together
for a uniﬁed solution. How can we arrive at such a design solution?

•

Scalability: Many applications are already being conceived where hundreds of
thousands of nodes are being considered for ad hoc networking. How do we design
protocols for these large-scale networks?

•

Internet connectivity: What is the best paradigm for extending the reach of the Internet to
mobile terminals that form a mobile ad hoc network with access points to the Internet?

•

Security: All wireless networks are susceptible to security problems such as
eavesdropping and jamming. How can we provide security to mobile ad hoc networks?

•

Power: One of the major limitations of portability arises from limitations of battery
power. In addition to developing improved battery technology, future ad hoc
networking protocols have to be made more power efﬁcient so that the network can
survive longer without replacement of batteries.

These items are far from comprising a complete list of challenging research problems that ad
hoc networking has posed. It is my hope that this chapter will inspire you to look into some of
these in more detail.

15.4 References
1. S. Basagni, I. Chlamtac, V. R. Syrotiuk, and B. A. Woodward, “A Distance Routing Effect
Algorithm for Mobility (DREAM),” Proceedings of the ACM MOBICOM 1998, (October
1998): pp. 76–84.
2. D. Bertsekas and R. Gallager, Data Networks, 2nd ed., Prentice Hall, Upper Saddle River,
NJ, 1987.
3. V. Bharghavan, A. Demers, S. Shenker, and L. Zhang, “MACAW: A Media Access
Protocol for Wireless LANs,” Proceedings of the SIGCOMM 1994, (August 1994):
pp. 212–225.
4. J. Broch, D. A. Maltz, D. B. Johnson, Y-C. Hu, and J. Jetcheva, “A Performance
Comparison of Multi-Hop Wireless Ad Hoc Network Routing Protocols,” Proceedings
of ACM MOBICOM, (October 1998).
5. F. Cali, M. Conti, and E. Gregori, “IEEE 802.11 Wireless LAN: Capacity Analysis and
Protocol Enhancement,” Proceedings of IEEE INFOCOM 1998, (March/April 1998):
pp. 142–149.
6. R. Castaneda and S. R. Das, “Query Localization Techniques for On-Demand Routing
Protocols in Ad Hoc Networks,” Proceedings of the 1999 ACM Mobicom Conference,
(August 1999): pp. 186–194.

w w w.new nespress.com

404

Chapter 15

7. H. S. Chhaya and S. Gupta, “Performance Modeling of Asynchronous Data
Transfer Methods of IEEE 802.11 MAC Protocol,” Proceedings of IEEE Personal
Communications Conference, 3 (October 1996): pp. 8–15.
8. S. R. Das, R. Castaneda, J. Yan, and R. Sengupta, “Comparative Performance Evaluation
of Routing Protocols for Mobile, Ad Hoc Networks,” 7th International Conference on
Computer Communications and Networks (IC3N), (October 1998): pp. 153–161.
9. J. Deng and Z. J. Haas, “Dual Busy Tone Multiple Access (DBTMA): A New Medium
Access Control for Packet Radio Networks,” Proceedings of IEEE ICUPS 1998, 2
(October 1998): pp. 973–977.
10. IEEE Standards Department, Wireless LAN Medium Access Control (MAC) and Physical
Layer (PHY) Specifications, IEEE standard 802.11–1997, 1997.
11. E. W. Dijkstra, “A Note on Two Problems in Connection with Graphs,” Numerical
Mathematics, 1 (October 1959): pp. 269–271.
12. R. Dube, C. D. Rais, K. Wang, and S. K. Tripathi, “Signal Stability Based Adaptive
Routing (SSA) for Mobile Ad Hoc Networks,” IEEE Personal Communication, 4
(February 1997): pp. 36–45.
13. J. Haarsten, W. Allen, J. Inouye, O. Joeressen, and M. Naghshineh, “Bluetooth: Vision,
Goals, and Architecture,” ACM SIGMOBILE Mobile Computing and Communications
Review, 2 (October 1998): pp. 38–45.
14. K. J. Negus, J. Waters, J. Tourilhes, C. Romans, J. Lansford, and S. Hui, “Home RF
and SWAP: Wireless Networking for the Connected Home,” ACM SIGMOBILE Mobile
Computing and Communications Review, 2 (October 1998): pp. 28–37.
15. P. Jacquet, P. Muhlethaler, and A. Qayyum, “Optimized Link State Routing Protocol,”
draft-ietf-manet-olsr-05.txt, 2000. IETF Internet Draft.
16. D. Ganesan, R. Govindan, S. Shenker, and D. Estrin, “Highly-Resilient, Energy-Efﬁcient
Multipath Routing in Wireless Sensor Networks,” Proceedings of ACM/SIGMOBILE
MOBIHOC 2001, (October 2001): pp. 295–298.
17. R. Garces and J. J. Garcia-Luna-Aceves, “Floor Acquisition Multiple Access with
Collision Resolution,” Proceedings of the ACM/IEEE Mobile Computing and
Networking Conference (November 1996): pp. 10–12.
18. R. Garces and J. J. Garcia-Luna-Aceves. “Collision Avoidance and Resolution Multiple
Access with Transmission Queues,” ACM Wireless Networks Journal, 5 (February 1999):
pp. 95–109.

www. n e wn e s p re s s .c om

Mobile Ad Hoc Networks

405

19. T. Goff, N. B. Abu-Ghazaleh, D. S. Phatak, and R. Kahvecioglu, “Preemptive Routing in
Ad Hoc Networks,” Proceedings of the ACM MOBICOM 2001, (July 2001): pp. 43–52.
20. IETF MANET Working Group. http://www.ietf.org/html.charters/ manet-charter.html.
21. Z. J. Haas, “On the Performance of a Medium Access Control Scheme for the Reconﬁgurable Wireless Networks,” Proceedings of IEEE MILCOM 1997, (November 1997).
22. Z. J. Haas and M. R. Pearlman, “The Performance of Query Control Schemes for the
Zone Routing Protocol,” ACM/IEEE Trans. Net., 9 (August 2001): pp. 427–438.
23. X. Hong, K. Xu, and M. Gerla, “Scalable Routing for Mobile Ad Hoc Network,” IEEE
Network Magazine, (July–August 2002): pp. 11–21.
24. N. Jain, S. R. Das, and A. Nasipuri, “A Multichannel MAC Protocol with ReceiverBased Channel Selection for Multihop Wireless Networks,” Proceedings of the IEEE
IC3N 2001, (October 2001): pp. 432–439.
25. D. Johnson and D. Maltz, “Dynamic Source Routing in Ad Hoc Wireless Networks,”
In Mobile Computing (Ed. T. Imielinski and H. Korth), Kluwer Academic, Dordrecht,
The Netherlands, 353 (1996): pp. 153–181.
26. J. Jubin and J. D. Tornow, “The DARPA Packet Radio Network Protocols,” Proceedings
of the IEEE 75, (January 1987): pp. 21–32.
27. P. Karn, “MACA: A New Channel Access Method for Packet Radio,” Proceedings of
ARRL /CRRL Amateur Radio 9th Computer Networking Conference, (1990).
28. L. Kleinrock and F. A. Tobagi, “Packet Switching in Radio Channels: Part I—Carrier
Sense Multiple Access Modes and Their Throughput-Delay Characteristics,” IEEE
Transactions in Communications COM-23, 12 (December 1975): pp. 1400–1416.
29. Y. Ko and N. H. Vaidya, “Location-Aided Routing (LAR) in Mobile Ad Hoc
Networks,” ACM/IEEE International Conference on Mobile Computing and Networking
(MOBICOM), (November 1998): pp. 66–75.
30. Y. B. Ko, V. Shankarkumar, and N. H. Vaidya, “Medium-Access Control Protocols Using
Directional Antennas in Ad Hoc Networks,” Proceedings of IEEE INFOCOM 2000,
(March 2000).
31. C. T. Lau and C. Leung, “Capture Models for Mobile Packet Radio Networks,” IEEE
Transactions on Communications, 40 (May 1992): pp. 917–925.
32. S.-J. Lee and M. Gerla, “Split Multipath Routing with Maximally Disjoint Paths in
Ad Hoc Networks,” Proceedings of IEEE ICC 2001, (2001).

w w w.new nespress.com

406

Chapter 15

33. A. Nasipuri, R. Burleson, B. Hughes, and J. Roberts, “Performance of a Hybrid Routing
Protocol for Mobile Ad Hoc Networks,” Proceedings of IEEE International Conference
of Computer Communication and Networks (ICCCN 2001), (October 2001):
pp. 296–302.
34. A. Nasipuri, R. Castaneda, and S. R. Das, “Performance of Multi-path Routing for
On-Demand Protocols in Mobile Ad Hoc Networks,” ACM/Baltzer Mobile Networks
and Applications (MONET) Journal, 6 (August 2001): pp. 339–349.
35. A. Nasipuri and S. R. Das, “Multichannel CSMA with Signal Power-Based Channel
Selection for Multihop Wireless Networks,” Proceedings of IEEE Fall Vehicular
Technology Conference (VTC 2000), (September 2000): pp. 211–218.
36. A. Nasipuri, K. Li, and U. R. Sappidi, “Power Consumption and Throughput in Mobile
Ad Hoc Networks Using Directional Antennas,” Proceedings of the IEEE International
Conference on Computer Communications and Networks (IC3N), (October 2002):
pp. 620–626.
37. A. Nasipuri, S. Ye, J. You, and R. E. Hiromoto, “A MAC Protocol for Mobile Ad Hoc
Networks Using Directional Antennas,” Proceedings of IEEE Wireless Communications
and Networking Conference (WCNC 2000), 3 (September 2000): pp. 1214–1219.
38. A. Nasipuri, J. Zhuang, and S. R. Das, “A Multichannel CSMA MAC Protocol for
Multihop Wireless Networks,” Proceedings of IEEE Wireless Communications and
Networking Conference (WCNC 1999), 3 (September 1999): pp. 1402–1406.
39. J. C. Navas and T. Imielinski, “Geographic Addressing and Routing,” Proceedings of the
ACM MOBICOM 1997, (1997): pp. 66–76.
40. V. Park and S. Corson, “Temporally Ordered Routing Algorithm (TORA) Version 1,
Functional Speciﬁcation,” http://www.ietf.org/internet-drafts/ draft-ietf-manet-tora-spec01.txt (August 1998). IETF Internet Draft.
41. G. Pei, M. Gerla, and T.-W. Chen, “Fisheye State Routing: A Routing Scheme for
Ad Hoc Wireless Networks,” Proceedings of the IEEE ICC, 1 (June 2000): pp. 70–74.
42. C. Perkins and E. Royer, “Ad Hoc On-Demand Distance-Vector (AODV) Routing,”
http://www.ietf.org/internet-drafts/draft-ietf-manetaodv-02.txt (November 1998). IETF
Internet Draft.
43. C. E. Perkins, Ad Hoc Networking, Addison Wesley, Boston, 2002.
44. C. E. Perkins and P. Bhagwat, “Highly Dynamic Destination-Sequenced Distance-Vector
Routing (DSDV) for Mobile Computers,” Proceedings of the ACM SIGCOMM 1994
Conference, (August 1994): pp. 234–244.

www. n e wn e s p re s s .c om

Mobile Ad Hoc Networks

407

45. D. S. Phatak and T. Goff, “A Novel Mechanism for Data Streaming across Multiple IP
Links for Improving Throughput and Reliability in Mobile Environments,” Proceedings
of the IEEE INFOCOM 2002, 2 (2002): pp. 773–781.
46. D. C. Plummer, “An Ethernet Address Resolution Protocol: Or Converting Network
Protocol Addresses to 48-Bit Ethernet Addresses for Transmission on Ethernet
Hardware,” RFC826, Standard (November 1982).
47. G. J. Pottie and W. J. Kaiser, “Wireless Integrated Network Sensors,” Communications of
the ACM, 43 (May 2000): pp. 51–58.
48. R. Ramanathan, “On the Performance of Beam-Forming Antennas in Ad Hoc
Networks,” Proceedings of ACM/SIGMOBILE MOBIHOC 2001, (October 2001).
49. J. Redi and B. Welsh, “Energy Conservation for Tactical Robot Networks,” Proceedings
IEEE MILCOM, (1999): pp. 1429–1433.
50. E. M. Royer and C. K. Toh, “A Review of Current Routing Protocols for Ad Hoc Mobile
Wireless Networks,” IEEE Personal Communication, 6 (April 1999): pp. 46–55.
51. C. Santivanez, R. Ramanathan, and I. Stavrakakis, “Making Link-State Routing Scale for
Ad Hoc Networks,” Proceedings of 2001 ACM, (October 2001): pp. 22–32.
52. N. Schacham and J. Westcott, “Future Directions in Packet Radio Architectures and
Protocols,” Proceedings of the IEEE, 75 (January 1987): pp. 83–99.
53. ETSI Secretariat, “Hiperlan Functional Speciﬁcation,” Draft prETS 300 652, 1995.
54. I. Stojmenovic and X. Lin, “GEDIR: Loop-Free Location-Based Routing in Wireless
Networks,” Proceedings of the International Conference on Parallel and Dist. Comp.
Systems, (November 1999).
55. F. A. Tobagi and L. Kleinrock, “Packet Switching in Radio Channels: Part II—The
Hidden Terminal Problem in Carrier Sense Multiple-Access and the Busy-Tone
Solution,” IEEE Transactions in Communications COM-23, (December 1975):
pp. 1417–1433.
56. C.-K. Toh, “Associativity-Based Routing for Ad Hoc Mobile Networks,” Wireless
Personal Communications Magazine, 4 (1997): pp. 103–139.
57. Y.-C. Tseng, S.-L. Wu, C.-Y. Lin, and J.-P. Shen, “A Multichannel MAC Protocol
with Power Control for Multihop Mobile Ad Hoc Networks,” Proceedings of the
21st International Conference Distributed Computing Systems, (April 2001):
pp. 101–110.

w w w.new nespress.com

408

Chapter 15

58. J. Weinmuller, M. Schlager, A. Festag, and A. Wolisz, “Performance Study of Access
Control in Wireless LANs IEEE 802.11 DFWMAC and ETSI RES 10 Hiperlan,” Mobile
Networks and Applications, 2 (June 1997): pp. 55–67.
59. Z. J. Haas, “On the Performance of a Medium Access Control Scheme for the
Reconﬁgurable Wireless Networks,” Proceedings of the IEEE MILCOM, 3 (November
1997): pp. 1558–1564.

www. n e wn e s p re s s .c om

CHAPTE R 16

Wireless Sensor Networks
Michael R. Moore

The purpose of this chapter is to provide a general approach to planning and implementing
wireless sensor networks to support the arrays of sensors needed to operate plants, conduct
scientiﬁc experiments, and test components. Using this brief tutorial, you should be able to
acquire and organize the various sensor networks into a cohesive system and interface with
vendors and subject matter experts as needed.
The primary purpose of sensor networks is to (1) provide timely accurate data about the state
of a plant so that the plant can run with maximum efﬁciency; (2) provide data to scientists
as part of a complex experiment; or (3) provide trustworthy data for test and veriﬁcation of
components before they go into operation. Therefore, the ﬁnal decisions about which kinds
of networks to use should be based on the economics of lifetime cost versus the value of the
data. Thus, the deployment of sensor networks must necessarily involve business and technical
considerations. This chapter will focus mainly on the technical issues, but it will also alert you
to some issues that especially impact cost.
In order to give a context for the subsequent technical discussions, this chapter begins with a
very brief description of some of the ways in which sensor networks can be used to increase
the efﬁciency of a plant.

16.1 Applications
Currently, many sensor networks are deployed to track the levels of the various vessels in a
“tank farm” as part of tracking the inventory of chemicals available for the plant. In some
plants, a much more encompassing inventory control system exists that includes radio
frequency identiﬁcation (RFID) tagging and tracking. Currently, RFID tagging and tracking
efforts are starting to be combined with sensor networking to provide total asset visibility [1].
These networks can be used in conjunction with the purchasing system to provide just-in-time
inventory control.
Another application area involves agile manufacturing. Many industries are providing more
specialized products; therefore, customers purchase fewer of each. In order to maintain
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quality while changing the settings of the process more often, accurate near–real-time
measurements of critical product parameters are necessary. This can be accomplished with
sensor networks that use noninvasive sensors to monitor the quality of the product during
the process and communicate the pertinent information back to the control mechanisms that
may also be automated. A related application area involves process reﬁnement. Scientists and
manufacturing engineers are constantly ﬁnding new ways to control materials (e.g., tailored
heating proﬁles, controlled chemical reactions, etc.). Sensor networks can be used to provide
the feedback necessary to evaluate and improve these methods.
Still another application area involves compliance. For example, many plants have established
International Organization for Standardization (ISO) 9000 procedures to be able to sell
products in Europe. Compliance invariably involves verifying that operations are repeatable
and well documented. This implies among other things that sensors constantly monitor the
parameters of the materials and the state of the processes. The data from these sensors must
be veriﬁed and reliable. Standards such as Institute of Electrical and Electronics Engineers
(IEEE) 1451 provide for smart sensors that have an associated transducer electronic data sheet
(TEDS). This data sheet can be used to track and update calibration data, correction factors,
and other parameters that establish and verify the data from these sensors. Other standards
such as IEEE 1588 establish the protocols for distributing time information along with the
data that is also necessary for verifying that the sensor data are properly assigned to the
concurrent state of the process.

16.2 Plant Network Layouts
Figure 16.1 highlights some key portions of the plant that might utilize sensor networks or
associated data networks. First of all, a zone for the plant intranet is indicated that would
need to be strategically placed, if it is wireless, at a height that is above normal human trafﬁc
and large metal structures at ﬂoor level, and below the level of overhead beams and cranes.
Equivalently, in an ofﬁce area, antenna repeaters can be placed on the ceilings of large spaces
Tank farm

Plant intranet
Product
shipping point

Raw material
Entry point

Chemical
process

Assembly
area

Office
area

Figure 16.1: Overview of plant networks.
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or at hallway intersections. These antennas must have an appropriate radiation pattern that
covers most of the hemisphere below the ceiling.
Once a plant intranet is established with convenient access points (either wireless or wired),
connection locations called access points can be established for the various subnets.
These subnets provide tailored networking for data-intensive portions of the plant. That is,
parts of the process or plant requiring large amounts of data to be used locally may utilize
specialized sensor networks that only pass a subset of the data back through the plant intranet
to the company’s databases. This diversiﬁcation of the network provides several beneﬁts:
1. It allows cost-effective communication nodes to be tailored to their application
instead of making all nodes carry the overhead and complexity of being all things
to all users.
2. It provides an additional layer of security, especially against internal “hackers.”
3. It makes spectrum management more manageable since each subset of the network
can utilize a different portion of the EM spectrum or at least be allocated into regions
(called micro-cells) within which only certain modulation schemes or frequency bands
are utilized.
As shown in Figure 16.2, the material input and product output portals (as well as internal
warehousing areas not shown) can be equipped with RFID portals. These portals typically
include RF transceivers that irradiate items as they enter or leave the plant (or storeroom). Any
items equipped with RFID tags of the proper protocol will be excited and read at the portal.
These RFID readers would be typically connected to the plant intranet and thus incorporated into
the inventory control databases. Efforts are under way to combine sensing (e.g., temperature)
information along with the stored information on the RFID tags. Thus, the RFID systems are
becoming a seamless part of the overall sensor networking picture.

16.3 Plant Network Architecture
Figure 16.2 gives a generic plant architecture that connects several dedicated subnets into
the plants’ information infrastructure. In this example, a tethered IEEE 802-based (Ethernet)
backbone is shown; however, all or portions of this network could be wireless. Four types of
“subnets” are shown, as well as a single Internet Protocol (IP) capable wireless access point.
The four subnets are (1) a wireless sensor network, (2) a tethered RF sensor subnet using a
dedicated transmission line, (3) an RF sensor network that utilizes the existing phone-line
infrastructure, and (4) an RFID portal and associated access point for tracking incoming
materials or outgoing products.
Whether the plant intranet is tethered or wireless, it will be necessary to locate access points
or gateways in the vicinity of individual “subnets” within the plant. These subnets may have
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a different set of requirements from the wide area networks/metropolitan area networks
(WANs/MANs) that connect systems having a range of 1 km or more. For subnets that control
or monitor a single process or large production unit (like an airplane wing), there is no need
for global connectivity that would imply random access and IP support, but the throughput or
synchronization requirements may be more stringent. Depending on how stringent the timing
(nanosecond, microsecond, or millisecond) and how high the throughput, a random access
standard operating in a controlled fashion may work. If not, a dedicated network with a central
controller may be necessary.

16.4 Sensor Subnet Selection
The network designer should start by documenting the sensor networking requirements of
the plant as well as estimating future areas of planned expansion, as shown in Table 16.1.
Once all of the plant’s sensor networking requirements have been established for the various
regions of the plant, optimized subnets can be identiﬁed, purchased, and installed. One of
the key lifetime costs of networks is the integration time and effort necessary to install the
initial network as well as updating the hardware and software as the needs of the plant change
with time. Therefore, it is my recommendation that open standards having a history of broad
industry support such as IEEE 802 (Ethernet, 802.11b, etc.) be utilized for the plant intranet.
This allows the network designer to deploy subnets that may or may not utilize IEEE 802
protocols as long as manufacturers provide access points or bridges that translate the data
from the subnet to IEEE 802 protocols.
Table 16.1: Example network requirements form
Subnet Description

Tank farm
Chemical process
Vibration testing

#of
Sensors

Total Estimated
Throughput
(bps)

Range
(m)

15

100

2k

6

⬃10 k

100

100

⬃10 M

10

Timing
Resolution
(seconds)
10
1
105

In all of the following discussions, it is assumed that sensor nodes and networks can efﬁciently
connect to the plant intranet. Although this chapter concentrates on the trade-offs more
particular to RF communications, the cost of integrating sensor networks into the
plant operations should be a major consideration in the selection process. This cost will
typically include most of the following: power cable installation, antenna installation,
software driver development, user application software development, operator training, and
maintenance. All of these costs must be considered when selecting a particular model of
sensor network.
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16.5 Functional Requirements
There are key functions that sensor networks should provide: safety, security, reliability,
throughput, determinism, distributed intelligence, distributed controls, distributed
communications, and data synchronization. A brief description of these follows.
Safety and security requirements are the most important issues when selecting any information
system. Obviously, the safety and security features of the selected sensor network must be
commensurate with the needs of the application. For instance, some applications require
components and systems that are intrinsically safe.
In recent years, the users and developers of supervisory control and data acquisition (SCADA)
systems have become increasingly aware of the necessity of securing their data and control
links. Securing a wireless transmission may involve both RF signal means as well as bitencryption means. For instance, spread-spectrum signaling makes it harder for a signal to be
detected or intercepted, but this does not provide a very high level of data encryption. Any
system requiring secure data should also employ message encryption means. Currently, some
systems employ wired-equivalent privacy (WEP) encryption. The various encryption means
are constantly being upgraded as hackers develop new methods of attacking them. Also, as
mentioned earlier, networks must be protected from internal attacks since, “more than 70% of
all corporate hacking is from inside the ﬁrewall ... [by] a disgruntled employee” (p. 20) [2].
This involves access controls and network architecture design. A detailed discussion of these
issues is outside the scope of this chapter.
The need for reliability cannot be overstated when it comes to information networks. A recent
report [3] listed distrust of reliability as a key reason that more users did not employ wireless
equipment:
Reliability is a major concern. ... This concern is not so much regarding failure of the
products to work at all, but rather the reliability of the data transmission and reception.
Most concern is over the effect of radiation resistance [EMC] ... [3].
Some typical reliability parameters are shown in Table 16.2.
Table 16.2: Some sample reliability criteria
Criteria

Value

Bit error rate

105

Probability of uncorrected errors

106

Probability of undetected errors

109

MTBF

5 years
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The bit error rate (BER) is a typical ﬁgure of merit for any communication link. It usually
indicates the percentage of transmitted bits that are incorrectly received. However, most
systems provide some level of error correction or at the very least error detection. The most
critical of the three is the probability of undetected errors. Costly and sometimes dangerous
electronic decisions can be made if undetected bit errors occur in a control system. The
uncompensated BER and uncorrected errors affect the probability of a message getting
through in a given amount of time. They also reduce the efﬁciency of the network, since
retransmissions are required to compensate for detected but uncorrected errors. The bottom
line is that the probability of undetected errors must be low enough not to cause dangerous or
costly situations. Also, the BER and uncorrected error rates must be low enough to allow the
network to support the necessary throughput.
Mean time between failure (MTBF) is a measure of how often the components fail. This
number needs to be high enough that users can reasonably expect the systems to run without
replacement between major system or plant upgrades.
Another facet of reliability is the trustworthiness of the source and quality of the data. Even
if the probability of undetected bit errors approaches zero and the data has been adequately
encrypted, veriﬁcation of the source and quality of the original data (before transmission)
must be addressed. This involves establishing the quality of the sensor, the exact time at which
the data was sampled, and sometimes whether or not the correct conversion algorithms were
employed. Self-testing, self-calibrating, and the distribution of coordinated clock signals are
some of the technical means employed to accomplish this type of reliability. These will be
addressed in the next section, “Technical Trade-offs and Issues.”
Related to reliability are throughput and determinism. Throughput is usually quoted in bps
(kbps or Mbps). When evaluating systems, users must be aware of whether the stated values
represent signaling rates or usable data rates. For instance, an RF link may have a signaling
rate of 10 Mbps that provides only 2 Mbps of useful data bandwidth. This difference is due to
the fact that many extra bits are transmitted to provide the necessary “hand-shaking” among
transmitter and receiver, error correction and detection, and security. Most manufacturers
faithfully quote useful data bit rates, but users must be aware of which of the two parameters
they are comparing with their sensor communication needs (as typiﬁed by Table 16.1).
Determinism indicates that protocols are in place to guarantee that a message gets through
within a given time window, or alternatively that users are alerted if a message ever fails to get
through. This ﬁgure of merit may be harder to ascertain, but for some applications it is critical.
Sometimes average latency or guaranteed worst-case latency may be listed.
The last four functional requirements mentioned earlier—distributed intelligence, controls,
communications, and data synchronization—allow interconnected systems to perform tasks
that singly optimized components could not. In general, distributed intelligence means that
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individual sensor nodes can accommodate algorithms or subroutines that reduce the raw
data to key parameters, called feature vectors. This enables users to obtain the necessary
information without loading down the network with all of the “raw” data. Distributed controls,
which often require peer-to-peer communications without going through the central computer,
use this distributed intelligence to connect sensor nodes with actuator nodes. Distributed
communications provides the peer-to-peer protocols and interfaces necessary for distributed
controls. Finally, data synchronization enables the coordination of events (sampling of data,
actuation of control events, etc.).

16.6 Technical Trade-offs and Issues
This section focuses on the technical issues that must be understood when evaluating whether
or not components and systems can achieve the functional requirements discussed previously.

16.6.1 Bandwidth and Range
The most fundamental parameters for selecting the proper sensor network are bandwidth
(or throughput) in bits per second (bps, kbps, Mbps) and range (meters, kilometers, feet, or
miles). The physics of RF communications are such that throughput goes down with increased
range, assuming all other parameters are held constant. In fact, many 802.11b devices are
rated for four different throughputs that increase with decreasing guaranteed range. The tank
farm example typically requires a relatively long range for sensor networks (1 km or more) but
with a relatively low data rate (1 kbps). On the other hand, some experiments performing
modal analysis involving arrays of accelerometers may require several Mbps over a range of
only a few meters or tens of meters. As mentioned, users must distinguish between component
bandwidth and the throughput rate of useful data.

16.6.2 Number of Sensors per Network
Related to the network bandwidth is the number of sensors that would reasonably be attached
to a single access point of the plant intranet. In some systems each sensor will have its own RF
transmitter. In others, a sensor node may multiplex several sensors onto the communications
bus. In both instances, users must be aware of both the bus throughput maximum rates and the
individual node/sensor maximum rates. Most busses can accommodate somewhere between
32 and 256 individual nodes. Users must decide which sensors need to be grouped onto a
subnet to provide the necessary data coordination or control loops. Based on this, users must
determine which subnet technologies support the requirements.

16.6.3 EMC
Electromagnetic compatibility (EMC) deals with compatibility in both directions. That
is, it deals with limiting the emissions of the component being considered and deals with
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the potential susceptibility of the component to emissions from other devices. The Federal
Communications Commission (FCC) rules focus mainly on limiting the emissions of
electronic equipment such that they will not interfere with other devices. On the other
hand, U.S. military standards (MIL-STDs) and European standards (e.g., International
Electrotechnical Commission, or IEC) deal with both emissions and susceptibility.
First of all, wireless nodes must be selected within the constraints of the overall frequency
planning of the facility. Typically, FCC guidelines are utilized as a general overview of which
frequencies and power levels are acceptable within the planning of a region’s spectrum use.
However, local spectrum management authority must make judgment calls as to where and
when various types of radio equipment can be used. For instance, some facilities do not allow
handheld radios in the control room. For similar reasons, many hospitals restrict the locations
within which cell phones can even be turned on. The reason is that any cell phone that is
turned on is periodically transmitting at least a pilot signal so that it can be associated with a
particular cell tower.
The determination of the proper use of wireless equipment within a plant is not limited to the
knowledge and control of carrier frequencies (spectrum management) but should also include
the selection of radio equipment with compatible modulation types (waveforms). In some
instances, conventional narrowband transmitters such as handheld radios have interfered with
important plant processing equipment, while direct-sequence spread-spectrum radio equipment
was utilized in the same area without upsetting the process. The reason is that direct-sequence
spread-spectrum waveforms “spread” the energy over a wider bandwidth (typically by factors
of 10:1 to 1,000:1) such that the effective volts/Hz energy levels are lower.
Another modulation type called frequency-hopping spread spectrum is often used to good
effect to overcome jamming signals. It has been used heavily by the military and in some
commercial applications. A currently popular line of components called Bluetooth utilizes
frequency-hopping modulation. In this instance, the dwell time of the carrier is under a
few msec; however, during that interval the signal is similar to narrowband transmitters.
Frequency-hopping devices have been known to interfere with direct-sequence devices such
as wireless local area networks (LANs) utilizing IEEE 802.11b protocols. Because of this,
some members of the IEEE 802.15 working groups have discussed separating IEEE 802.15.1
devices from direct-sequence devices by at least 6 feet.
Vendors should not only document FCC certiﬁcation of their products, but should also
demonstrate that their units have worked in the presence of other wireless equipment. This
wireless equipment should include handheld radios (which are typically narrowband licensed
units), microwave ovens (some 2.45 GHz radio units are susceptible to the leakage ﬁelds from
microwave ovens, even though their emanations are certiﬁed to be below permissible health
limits), and cell phones. Also, vendors should be able to show that their units do not upset
existing plant equipment, especially other wireless links.
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Some IEC documents call for the coordination of lightning protection experts, architects, and
construction companies when building a plant to ensure that a thorough lightning protection
system is in place. Analogously, an EMC expert should be consulted at plant startup and during
major upgrades to ensure that all of the plant’s wireless communication devices, equipment
such as RF heaters, and other electronics sensitive to EM ﬁelds will peacefully coexist.
When there were only a few types of wireless devices, EMC was less of an issue than it
is now. However, the current proliferation of wireless communication devices will cause
intersystem EMC to become a major consideration when selecting wireless equipment.
Note that intrasystem EMC is under the purview of the designer of the wireless components
and that adhering to FCC rules provides some measure of intersystem EMC. History has
proven that good engineering practices and well-planned governmental controls are not
enough, however. Some systems will invariably interfere with others; good spectrum
management and spatial separation will minimize this interference. The use of directive
antennas, direct-sequence spread spectrum, power control, and all other available technical
means should be employed to reduce the possibility of EMC problems.

16.6.4 Spectrum Management
As just mentioned, all wireless standards must be fully compliant with the government’s
FCC rules, especially concerning carrier frequencies and output power. The FCC has
established license-free industrial, scientiﬁc, and medical (ISM) frequency bands suitable for
wireless-sensor systems.
One choice to be made in the deployment of wireless sensor networks is in the frequency of
transmission. Options include
1. Licensed bands that require application procedures through the FCC.
2. The use of leased transmission facilities or services from independent providers.
3. Unlicensed systems restricted to speciﬁc ISM and similar bands, including bands
around 915 MHz, 2.45 GHz, and 5–6 GHz.
When selecting a system utilizing licensed bands, users must include the cost of obtaining
FCC approvals into cost calculations. When utilizing the unlicensed bands, users must be
careful to manage the EMC issues already discussed.

16.6.5 Wireless Networking Standards
Table 16.3 [4] shows a comparison of a few of the wireless networking standards adopted
by IEEE 802, as well as by other standards organizations (e.g., IS-95 refers to the cell-phone
CDMA standard). The network sizes shown include personal area networks (PANs), local area
networks (LANs), and metropolitan area networks (MANs).
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Table 16.3: Overview of wireless standards
Std

OFDM

FHSS

DSSS

GHz

Size

Mbps

x

1/

Cell

1

IS-95
Bluetooth

x

2.45

PAN

0.7

P802.15

x

2.45

PAN

0.7

P802.16b

x

5

MAN

54

802.11a

x

5

LAN

54

x

2.45

LAN

1, 2

x

2.45

LAN

5.5, 11

802.11

x

802.11b

As shown in Table 16.3, there are currently three common modulation techniques used in
wireless information networks in addition to conventional narrowband techniques. These
are frequency-hopping spread spectrum (FHSS), direct-sequence spread spectrum (DSSS),
and the newest contender, orthogonal frequency-division multiplex (OFDM). In my opinion,
OFDM is more optimal for a few nodes streaming lots of data, and DSSS is better suited
for lots of nodes handling less data per node [4]. FHSS is often preferred over DSSS by the
military, primarily because DSSS requires careful management of the transmit power of
individual mobile nodes to overcome the near/far problem and FHSS does not.

16.6.6 Time Synchronization and Distribution
The synchronous sampling of sensors (or the determination of exactly when samples were
taken) is also a very necessary component of a sensor-based network. In general, a sensor
network must have a more tightly controlled, more deterministic time base than randomaccessed general data networks can typically provide. Any protocol suitable for correlating
samples from widely separated sensors must incorporate a highly robust mechanism to
synchronize various components of the system. For example, the individual transducer-tobus interface modules (TBIMs) and the system bus controller (TBC) in the proposed IEEE
P1451.3 standard coordinate their clocks via a dedicated 2 MHz spread-spectrum signal. Time
resolutions required for some applications will possibly be in the microsecond range, although
many scenarios will be far less demanding. Any sensor network system will need to provide
means to achieve this more stringent timing resolution. Two approaches already proposed for
system synchronization in the IEEE P1451.3 standard being developed include a dedicated
sinusoidal sync signal on the cable and the simultaneous provision for transporting formatted
timestamp data from the TBC to the remote TBIMs over the data channels. As mentioned,
IEEE 1588 is one of the standards that deﬁnes a protocol for time distribution.
Time and data associations can be absolute or relative and can be established locally in the
sensor node or remotely when the data arrives at the collection node. In high-end sensor
nodes, a global positioning system (GPS) receiver or master clock could be used to generate
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an absolute time and date stamp that is communicated with the data. On the other hand,
the sensor node could associate a relative number of clock ticks with the data and let the
collection node add the absolute time information.
Whether it is relative or absolute time that is necessary, the mechanisms for establishing and
distributing precision time must be carefully managed.

16.6.7 Power
Another key parameter in many applications is available power. If plant power is not
conveniently located, then battery-operated or solar-powered nodes may be an option. While
some users prefer battery-powered units, some prefer AC-powered units so that they will
not require battery maintenance by plant personnel. When you are determining the cost of
the systems to be installed, the cost of wiring in AC versus battery replacement costs should
be compared. For instance, while current IEEE 802.11b-type nodes require too much power
to be practical for battery power, some lower throughput nodes—especially those used for
shorter ranges—are designed to be battery powered. Thus, the plant intranet (if it is wireless)
should probably rely primarily on AC power with battery backup. It is more feasible to use
battery power (or alternative power sources) for sensor networks that are used to optimize
certain processes but are not critical to the safe and secure operation of the plant. Most plant
engineers desire sensor communication nodes that do not need regular maintenance.

16.6.8 Key Smart Sensor Features
Through my involvement with sensor networking standards development, I have noted
key features that enable sensors to be used in smart sensor networks: unique identiﬁcation,
efﬁcient and standardized communication protocols, automatic networking, self-test and
self-calibration, self-describing (e.g., TEDS), self-locating, and time coordination.
A universal unique identiﬁcation (UUID) code that takes the place of the company name,
model number, and serial number is critical because the history of the sensor cannot be traced
or veriﬁed without it; its data would be suspect without an association with a unique identiﬁer.
In general, this UUID must be associated with electronic data that may be stored locally or
remotely, as will be discussed in a moment. The Auto-ID center, an industry-funded research
program headquartered at the Massachusetts Institute of Technology, has established an
electronic product code (ePC) that could provide this UUID function. This ePC is intended to
replace the UPC barcode that is almost ubiquitous in retail stores, as well as to provide unique
identiﬁcation of components before they become products. This center has also established
an Object Name Server (ONS), similar to the Internet’s Domain Name Server (DNS), which
provides a link between the ePC and any available electronic database for that item.
Appropriate communication protocols are also important because the data are no good if they
cannot be communicated. Also, even a well-thought-out protocol that is not widely accepted
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often demands many expensive hours of interface development. Therefore, a robust, widely
accepted protocol is optimal.
Automatic networking refers to the sensor node functions of self-discovery, hot-swap, ad
hoc routing, and other methods that improve a node’s ability to automatically and efﬁciently
assimilate into an existing network. Nodes that can automatically establish themselves as a
network and adapt to individual node replacements and even mobile platforms greatly increase
the utility and decrease the administration costs of networking the sensors.
To the extent possible, the sensors and sensor nodes should have the ability to test their own
health and calibration. If not, they should prompt the operators to take necessary actions on a
periodic or as-needed basis.
All sensors should have some means of communicating their capabilities, as well as describing
their unique identity. In IEEE 1451 standards this is described as having an accessible TEDS.
The application software must have the appropriate graphical user interface (GUI) that allows
the plant engineers (if not the operators) to have access to these parameters. They will be
used in establishing the proper associations between the sensor measurements and the plant
process. They will also be used to give users conﬁdence in the accuracy of the data. The TEDS
can either be stored locally (embedded TEDS) or on a remote server (virtual TEDS).
The ideal sensor will have some means of informing the application layer of its absolute
or relative location within the plant. Some manufacturers may choose to put GPS receivers
on sensor nodes that will be exposed to satellites. Others may use barcodes or RFID tags to
associate sensors with the plant process measurement. Still others may equip their nodes with
an ID button that sends a message to a user’s computer when activated. If no electronic means
are available, the installers will have to manually enter the sensor-process association and
location into the application database.

16.6.9 Tethered RF Links
Although this chapter focuses on wireless data links, the same RF waveforms may be utilized
on tethered transmission lines. Many communication networks use one to ﬁve pairs of
shielded wires to perform networking. These range from Ethernet that uses Category-5 cable
to IEEE 1451.3 that uses two of the wires in a conventional phone cord. Other networks use
coaxial cable (e.g., cable modems) and even AC wiring as their transmission medium. Since
these networks unintentionally radiate some of their energy, they must also follow FCC
guidelines.
In general, the AC wiring can handle low data-rate communications such as monitoring ﬂuid
levels. Data communications over telephone wiring can handle upwards of several Mbps.
A consortium named Home Phone-line Networking Association (HPNA) has developed
products that communicate between PCs using existing phone lines. One implementation
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involves connecting the USB port of the PC to an HPNA box that then connects to another
HPNA box via existing phone lines within a home, as shown in Figure 16.2. The HPNA
boxes communicate using the CSMA protocol of IEEE 802.3 and their own unique physical
layer protocol, which has been adopted as ITU-T G989.1 and ITU-T G989.2. The sensor
networking standard IEEE 1451.3 has adopted HPNA as its physical layer. Note that in
the case of “piggy-backed” systems, special circuits may be required at junction boxes and
switches, since each separate phone number is wired independently and some AC circuits
within a plant may be on different phases of the wiring.
Because of the uncertain quality of the lines, the utilization of existing phone and AC lines
should be limited to noncritical sensor nodes. It can be very cost effective for collecting
reasonable amounts of data from locations that would otherwise require expensive wiring.
However, it should not be used for the main “backbone” of the information infrastructure or
for the networking data that requires highly critical or deterministic timing.

16.7 Conclusion
A general approach to planning and implementing the sensor networks to support the arrays
of sensors needed to operate plants, conduct scientiﬁc experiments, and test components has
been described. Using this brief tutorial, users should be able to acquire and organize the
various sensor networks and interface with vendors and subject matter experts as needed.

16.8 References
1. The InterNational Committee for Information Technology Standards (INCITS), INCITS
T20 (Real Time Locating Systems), http://www.autoid.org/INCITS/ncits_t20_2002.htm.
2. E. Byres, “Can’t Happen at Your Site?” InTech Magazine (1 February 2002): pp. 20–22.
3. “The North American Market for Wireless Monitoring and Control in Discrete and
Process Manufacturing Applications,” Venture Development Corporate Report (March
2002): pp. 30.
4. M. R. Moore, S. F. Smith, and K. Lee, “The Next Step: Wireless IEEE 1451 Smart Sensor
Networks,” Sensors Magazine 18 (September 2001): pp. 35–43.

www. n e wn e s p re s s .c om

CHAPTE R 17

Reliable Wireless Networks for
Industrial Applications
Robert D. Poor

Existing wired methods of providing communications in a factory or industrial setting have
numerous shortcomings:

•

Factory communication wiring can easily have an installed cost of $5 to $10 per foot.
What if expensive communication wiring could be replaced with reliable wireless
links?

•

Productivity programs demand more and more information from smart devices.
What if industrial gear could gain more local intelligence by sharing information with
nearby sensors?

•

More and more maintenance systems require remote data acquisition. What if it were
possible to continually monitor the condition of all the equipment on the factory ﬂoor
and predict failures before they happen, instead of locating them after the fact?

This chapter will describe various wireless approaches to factory and industrial
communications.

17.1 Benefits of Using Wireless
An obvious problem that can be addressed with wireless solutions is simple wire replacement,
where the radio frequency (RF) communication link emulates wire in an existing system. No
changes are made to the system architecture. Rather, wireless links are used to transmit the
same data that the physical wire once carried.
Consider an instrument connected by a serial cable to a control panel using Modbus as a
communication protocol. Wireless RF links can replace the serial cable as the physical layer
to carry Modbus packets back and forth, requiring no physical changes to the instrument,
the control panel, or the underlying software architecture. The serial cable is taken away, and
a wireless transceiver is physically connected to the serial port at both the instrument
and at the control panel. Neither the control panel nor the instrument can tell that it is not
using a cable.
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There are several economic beneﬁts to this approach. Wiring cost can exceed $10 per installed
foot. The labor required to run this cable and conduit is not cheap, installation cost is a
growing concern for designers and facility managers, and labor rates continue to rise in most
parts of the world. Also, if these cables were in a hazardous environment (such as a chemical
processing plant), they would have to be isolated from potential contact with chemicals
and placed inside conduit run through concrete walls to reach the instrumentation deployed
throughout the plant. This would entail additional costs and design problems.
Another beneﬁt of wireless is the speed of deployment. Wired systems can take days to weeks to
be properly installed, isolated, and commissioned. Wireless networks require only the endpoints
to be installed, saving hours or days for each instrument that is installed. Other instruments can
be added as required without the need for expensive, disruptive cabling and labor.
A further beneﬁt of the wireless system is the ease of reconﬁguration and expansion. If there is
the need for a plant expansion or relocation of instruments, there is no expensive conduit to be
moved or added. If the instruments to be connected to the control panel need to be placed on
mobile equipment, such as the mobile batch containers found in biotech, pharmaceutical, and
other specialty chemical installations, wireless offers an attractive solution.

17.2 Issues in Deploying Wireless Systems
It may seem that using wireless systems to replace common links, like serial cables, is easy
and straightforward. That is not often the case. Here are some common problems encountered
when replacing wired systems with wireless:
1. RF links are not as dependable as wires. Anyone who has used a cell phone, portable
radio, or CB knows ﬁrsthand about RF links.The signal is constantly changing as
conditions change between the two points.
2. Expanding or moving an RF point is not always as easy as claimed, because a new
position on the network may be out of range of the control point for the wireless
network. This control point is commonly placed at the control panel in an industrial
application.
3. Wireless installers sometimes offer the assistance of professional technicians who
perform RF site surveys to determine control points for the wireless network based on
planned coverage areas. Although useful, this adds highly skilled labor back into the
installation cost and doesn’t address ease of reconﬁguration or expansion.
4. Some installations require additional wireless control points (sometimes referred to as
wireless access points) in addition to the control panel.
This is a very serious set of problems to face when reliability is of prime importance. Thus,
despite the increasing popularity of IEEE 802.11 wireless local area network (LAN) systems
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and the promise of Bluetooth systems, wireless communication has yet to be widely adopted
in industrial applications. Although wireless systems seem like an obvious solution for
industrial applications, in reality the cure can be worse than the disease—due to the fact that
solutions based on these standards were not designed with the industrial environment in mind.
Industrial users need a network architecture that takes the unique challenges of the industrial
environment into account.
The ARBORNET research team at the Massachusetts Institute of Technology (MIT) Media
Lab examined embedded wireless solutions for smart devices from 1997 to 2001. The study
concluded that traditional cell phone-style wireless systems were simply inadequate for
industrial applications and could never gain widespread acceptance in their current form, but
that a fresh approach was needed and, ultimately, was identiﬁed.

17.2.1 Control and Sensing Networks Versus Data Networks
To understand why standard wireless networks do not work well for industrial applications,
it is important to distinguish between control and sensing networks and data networks.
Wireless data networks are primarily designed to link together computers, personal digital
assistants (PDAs), printers, Internet access points, and other elements where large amounts of
data are sent in both directions. In data networks, the emphasis is on speed: Faster is better.
The design and evolution of 802.11 networks is a good example. 802.11b, one of the ﬁrst
wireless LAN standards to be widely adopted, connects devices at up to 11 Mbps. One of the
latest updates to this standard, 802.11a, will allow for data speeds up to 54 Mbps, enabling
more rapid downloads of music and video ﬁles by end users.
But wireless networks for industrial control and sensing must be, above all, reliable, adaptable,
and scalable. Because industrial sensors send only a few of bits of data per second or minute,
providing information like temperature, pressure, and ﬂow, data rates of 11 Mbps or even
54 Mbps are rarely needed. Although speed is often the focus for data networks, the primary
design objectives for industrial control and sensing networks are reliability, adaptability, and
scalability.

17.2.2 Requirement #1: Reliability
For most industrial applications, reliability is crucial: Wireless systems must be just as reliable
as traditional copper wire. Depending on the application, garbled or dropped data can result
in anything from a disruptive glitch to a devastating failure. Three factors determine the signal
reliability between a radio transmitter and receiver:
1. Path loss
2. RF interference
3. Transmit power
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Consider a conversation between two people. Path loss corresponds to how muted a person’s
voice becomes to another, either due to distance or the obstacles between them. The listener
will have a hard time understanding the speaker who is too far away or talking through a
closed door.
RF interference corresponds to ambient noise: It will be difﬁcult for the listener to understand
the speaker in a noisy environment. Many other factors—including receiver sensitivity and data
encoding technique—affect the reliability of a link. However, between a given radio transmitter
and receiver, the path loss, interference, and transmit power determine the bit-error rate.
The problems of path loss or interference can be overcome by moving closer to the listener or
by shouting loud enough to be heard. In the wireless world, this corresponds to repositioning
radios or by transmitting with a higher power. Unfortunately, neither is generally a viable
option. Increasing the transmit power creates a situation similar to people shouting over loud
music at a party. A sophisticated antenna design that directs the RF signal toward the receiving
radio might help. But this is much like using a megaphone to shout at the listener. It does
improve the path loss situation but may fail if the listener or the megaphone moves.

17.2.3 Requirement #2: Adaptability
The network should adapt to the existing environment. The environment should not have to be
altered to make the system “wireless ready.” For example, if you need a wireless link between
a tank-level sensor and a data logger, it is not practical to relocate the tank or the data logger
just to create a reliable connection. In fact, a wireless link may be unsuitable for connecting
tank-level sensors and data collection points in preexisting structures because these are often
immovable objects. If cables were already being used for this, more wire could always be run,
though at a prohibitive cost.
In the wireless world, the network should integrate seamlessly with the environment. A key
attribute of a good wireless network is that daily work activities and the facility layout are not
a concern. It’s not desirable to ask someone to move in order to hear her speak more clearly.
Likewise, repositioning radios and equipment in order to increase communication reliability is
not always a realistic option.

17.2.4 Requirement #3: Scalability
Any network, wired or wireless, should be able to scale gracefully as the number of endpoints
increases. Scalability is one of the attractions of ﬁeldbuses over hardwired “home run” systems:
Once the trunk line is in place, adding new devices is relatively easy. In many multidrop
networks, adding a new device is as simple as wiring the device directly into the network cable
or a termination block at one end of the network. Eliminating the need to “home run” wire the
new device back to the control panel has reduced wiring.
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In a wireless system, all of the devices on the network share the airwaves. Simply transmitting
with more power can increase the reliability of a single transmit/receive pair, but as soon as
multiple devices share the airwaves, this approach may actually decrease overall reliability.
This is not unlike being in a large, noisy restaurant where people are speaking loudly to be
heard and no one can understand anyone else. Similarly, transmitting with more power in
order to increase reliability is not consistent with building scalable networks that support
numerous endpoints.

17.3 Wireless Formats
17.3.1 Point-to-Point Links
Sometimes referred to as a “wireless bridge,” a point-to-point link serves as a replacement for
a single communication cable. A point-to-point link might be used to connect a programmable
logic controller (PLC) to a remote monitoring station, as shown in Figure 17.1.

PLC

Computer

Figure 17.1: Point-to-point link.

Point-to-point links can communicate reliably as long as the two endpoints are located
sufﬁciently close to one another to escape the effects of RF interference and path loss. If a
reliable connection is not initially achieved, it is sometimes possible to relocate the radios or
boost the transmit power to achieve the desired reliability.

17.3.2 Point-to-Multipoint Links
Point-to-multipoint wireless systems, such as those based on IEEE 802.11 or Bluetooth, have
one base station or access point that controls communication with all of the other wireless
nodes in the network. Also referred to as a hub and spoke or star topology, this architecture
has similarities to wired “home run” systems, in which all the signals converge on a single
terminal block. A point-to-multipoint example is shown in Figure 17.2.
Signals in point-to-multipoint networks converge at a single endpoint. The reliability of
these networks is set by the quality of the RF link between the central access point and each
endpoint.
In industrial settings, it can be difﬁcult to ﬁnd a location for an access point that provides
dependable communication with each endpoint. Moving an access point to improve
communication with one endpoint will often degrade communication with other endpoints.
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Computer
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PLC

PLC

PLC

PLC

PLC
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Figure 17.2: Point-to-multipoint network.

Although it may be possible to wire together multiple access points in order to improve
reliability, the cost of additional wiring can defeat the original reasons for choosing a wireless
solution.

17.4 Wireless Mesh Networks
The wireless mesh network topology for industrial control and sensing that was developed by
the MIT Media Lab and produced by the Ember Corporation is a “point-to-point-to-point”
or “peer-to-peer” system called an ad hoc, multihop network. In a mesh network a node can
send and receive messages, but it also functions as a router and can relay messages for its
neighbors. Through this relaying process, a packet of wireless data will ﬁnd its way to its
ultimate destination, passing through intermediate nodes with reliable communication links.
An example of a mesh network appears in Figure 17.3.

Figure 17.3: Wireless mesh network.
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There are some important things to notice in Figure 17.3:
1. The resemblance to a map of the Internet is not entirely coincidental. Like the Internet
and other router-based communication networks, a mesh network offers multiple
redundant communication paths throughout the network.
2. If a single node fails for any reason (including the introduction of strong RF
interference), messages will automatically be routed through alternate paths.
3. In a mesh network, the distance between wireless nodes is short, which dramatically
increases the link quality between nodes. If you reduce distance by a factor of two, the
resulting signal is at least four times more powerful at the receiver. This makes links
more reliable without increasing transmitter power in the individual nodes.
The advantages of mesh networks over point-to-point and point-to-multipoint conﬁgurations
include

•

More Nodes—Greater Reliability: Notice the addition of freestanding “repeater”
nodes in the middle of the network, as shown in Figure 17.3. In a mesh network, it is
possible to extend distance, add redundancy, and improve the general reliability of the
network simply by adding repeater nodes.

•

Mesh—Self-Configuring: A network should not need a person to tell it how to get a
message to its destination. A mesh network is self-organizing and does not require
manual conﬁguration. Because it is both self-conﬁguring and self-healing, adding new
gear or relocating existing gear is as simple as plugging in a wireless node and turning
it on. The network discovers the new node and automatically incorporates it into the
network without the need for a system administrator. A mesh network is not only
inherently reliable, it is also highly adaptable. If your tank-level sensor and data logger
are placed too far apart for a solid RF communication link, you can quickly and easily
lay down one or more repeater nodes to ﬁll gaps in the network.

•

Mesh—Self-Healing: On the Internet, if one router goes down, messages are sent
through an alternate path by other routers. Similarly, if a device in a mesh network
fails, messages are sent around it via other devices. The subtraction of one or more
nodes does not necessarily affect its operation. A mesh network is self-healing
because human intervention is not necessary for rerouting of messages.

•

Mesh—Redundant: The actual meaning of “redundancy” in a real world is a matter of
degree and must be carefully speciﬁed. In a mesh network, the degree of redundancy
is essentially a function of node density. A mesh network can be deliberately
overdesigned simply by adding extra nodes so that each device has two or more paths
for sending data. This is a much simpler way of obtaining redundancy than is possible
in most other types of systems.
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Mesh—Scalable to Thousands of Nodes: A mesh is also scalable and can handle
hundreds or thousands of nodes. Since the operation of the network does not depend
upon a central control point, adding multiple data collection points or gateways to
other networks is convenient.

It is clear that reliability, adaptability, and scalability are the most important attributes of a
wireless network for industrial control and sensing applications. Point-to-point networks can
provide reliability, but they do not scale to handle more than one pair of endpoints. Pointto-multipoint networks can handle more endpoints, but the reliability is determined by the
placement of the access point and the endpoints.
If environmental conditions result in poor reliability, it is difﬁcult or impossible to adapt
a point-to-multipoint network to increase the reliability. By contrast, mesh networks are
inherently reliable, adapt easily to environmental or architectural constraints, and can scale to
handle thousands of endpoints. These attributes are summarized in Table 17.1.
Table 17.1: Suitability in industrial applications
Topology

Reliability

Adaptability

Scalability

Point-to-Point

High

Low

None (2 endpoints)

Point-to-Multipoint

Low

Low

Moderate (7–30 endpoints)

Mesh Networks

High

High

Yes (1000s of endpoints)

17.5 Industrial Applications of Wireless Mesh Networks
17.5.1 Wire Replacement
At the beginning of this chapter, I gave an example of a wireless serial link replacement.
This is most commonly done with point-to-point or point-to-multipoint technology, but
mesh networks still provide complete transparency. The network does not know that copper
has been replaced with an RF link, but the mesh network is inherently more reliable, more
adaptable, and scalable.

17.5.2 Distributed Control
A speciﬁc opportunity for wireless, multihop, mesh networks is in distributed control systems.
There has been a trend in recent years to place more intelligence throughout the control
system. The IEEE 1451 standard Smart Transducer Interface for Sensors and Actuators is
evidence of this. Distributed intelligence is naturally served better by wireless multihop mesh
networks, which do not require a central control topology.
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The control of the wireless system is distributed throughout the network, allowing intelligent
peers to communicate directly to other points on the network without having to be routed
through some central point. Modular distributed control systems are easier to install and
maintain. Since more of the system logic is at the instrument or subsystem level, clusters of
instruments can interact and make local decisions. This is often done with small PLCs, which
gather information from nearby instruments or sensors and then provide processing power
and decision making for this local instrument cluster. These clusters can then be connected as
a group back into the main control system. The result is a less complex installation because
individual instruments and points do not have to be directly connected to the main control
panel.

17.5.3 Is Distributed Control Cheaper to Maintain?
Proponents insist that modular control systems are easier and less costly to maintain. The
rationale is that highly modular control systems enable localized decision making, which
results in faster isolation of problems within the system. These problems can usually be
diagnosed back to a single instrument cluster, allowing engineers and maintenance staff to
focus their attention on one area of the system. Fast problem solving means less downtime
when something goes wrong. Likewise, when the system is operational, local decision making
by intelligent instruments and small PLCs identiﬁes problems before they impact the entire
system and cause bigger problems. Finally, these modular subsystems can be replaced or
upgraded without affecting the entire system. These many factors make systems much cheaper
and easier to operate and maintain.
Matching multihop, wireless mesh communication with distributed control facilitates a
whole new dimension of interactions between sensors or sensor clusters. Sensors can now
communicate directly to other devices on the network. This topology allows a tank-level
sensor to communicate directly with nearby valves, alerting them to open or close to prevent
an overﬂow situation. Monitoring equipment could take readings from sensors without
having to directly access the sensor with wired connections. This is useful in calibration and
troubleshooting.

17.5.4 Diagnostic Monitoring
A third area of application for wireless, multihop mesh networks is in the diagnostic
monitoring of devices. This monitoring can occur outside the normal control loop, and
wireless communication can be sent to notify the system user of any abnormal operation of
the device. Take, for instance, the schematic of a sensor control loop shown in Figure 17.4.
In this control loop, an additional signal is extracted and analyzed during the course of normal
operation of the sensor. As the sensor operates, the signal is monitored for abnormalities
without affecting the sensor’s operation. If an abnormal signal or trend is observed, an alert
is triggered.
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Figure 17.4: Schematic of typical sensor-controlled loop.

The beauty of using a wireless link for onboard monitoring and alert is that the monitoring
link remains independent of the control loop. If a wireless, multihop mesh network is used,
data can be routed dynamically to similar wireless devices. Surrounding devices can respond
to the alert from the failing device, even as the alert is being sent to maintenance personnel.
Another beneﬁt of wireless is that maintenance personnel can directly connect to the
diagnostic output of the sensor, without running wires. This can eliminate a huge task in the
case of a tank-level sensor in a large storage tank, or a temperature probe at the top of a tower
stack at a chemical reﬁnery. In a wireless, multihop mesh network, a user can get that data via
any wireless node on the network.
By using a diagnostic device with additional processing power (e.g., a laptop computer,
handheld computer, or handheld diagnostic device), maintenance personnel can check on
conﬁguration and other information about any node on the network. This information is a
valuable tool for checking and verifying sensor operation when questionable data are received
from a sensor through its primary control loop.

17.6 Case Study: Water Treatment
In order to validate wireless mesh networks in challenging industrial environments, Ember
Corporation deployed a system in a water treatment plant. The environment was typical of
such facilities, with signiﬁcant wireless environment hurdles such as thick reinforced concrete
walls segmenting giant tanks of water with large numbers of metal pipes running between
tanks. The goal was to connect the instruments in the pipe gallery back to the control panel
located in the control room on the third ﬂoor of the water ﬁltration plant. Figure 17.5 provides
a geographical representation of the instrumentation topology.
Figure 17.5 shows the approximate locations of eight instruments in the large pipe gallery
along with four instruments in the small pipe gallery. The control room was located on the
third ﬂoor of an attached concrete building. Before wireless communication, a data collection
PC in the control room communicated with process instruments over an RS-485 serial bus.
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Control room using PC
for modbus monitoring

Large pipe gallery

Repeater nodes
On three floors

Small pipe gallery

Figure 17.5: Schematic of instrument locations.

The ﬁrst step in converting this system to wireless networking was to replace this computer’s
bus connection with a wireless networking card connected to its serial port.
Each process instrument also had bus connections replaced with wireless networking cards,
which self-conﬁgured on power-up and began attempting to send data to the control room.
After all 12 instruments had wireless cards installed, it was possible to analyze the RF
network trafﬁc and determine where link reliability was below standards. These areas included
spots where RF signals had to pass through reinforced concrete walls and where a single link
spanned two ﬂights of metal stairs. Improving these RF links was a simple matter of dropping
down additional RF relay points. This step was made possible by the network’s lack of a
central wireless control point and each node’s ability to cooperatively relay packets on behalf
of its neighbors. After these repeater nodes were placed, the network was complete.
The time for complete installation was under 2 hours, compared to approximately 20 hours
when each instrument had to be wired back to the control panel. The software on the PC did
not discern any difference in the wireless communication network versus the wired serial
cable network. The wireless network exhibited less than 0.1% packet loss before any attempt
was made to resend lost packets through the network. This was accomplished via the mesh
networking algorithms used by the wireless network. Neighboring nodes cooperatively relay
packets over the best RF link.

17.7 Conclusion
Daily experience with some of the challenges of wireless consumer products, university
research, and the commercial industry’s slow adoption of wireless for use in enterprise
applications are indicators that products based on point-to-point and point-to-multipoint
topologies are not well suited for use in industrial enterprise communication. Multihop mesh
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technology, however, is inherently reliable and redundant and can be extended to include
thousands of devices. The real-world examples cited in this chapter demonstrate that mesh
networks can be installed in hours instead of days or weeks and that these networks are
highly dependable. Industrial systems can now beneﬁt from a wireless format that satisﬁes
the multiple conﬂicting demands of redundancy, distributed communication, ﬂexibility, and
reliability.
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Software-Defined Radio
Brad Brannon

18.1 What Is Software-Defined Radio?
Over the last decade as semiconductor technology has improved both in terms of performance
capability and cost, new radio technologies have emerged from military and R&D labs and
become mainstream technologies. One of these technologies is software-deﬁned radio.
Although much has been discussed in recent years, a good deﬁnition of software radio is
difﬁcult to generate. This is largely due to the ﬂexibility that software-deﬁned radios offer,
allowing them to take on many different forms that can be changed to suit the need at hand.
However, software-deﬁned radios, or SDRs, do have characteristics that make them unique
in comparison to other types of radios. As the name implies, an SDR is a radio that has the
ability to be transformed through the use of software or redeﬁnable logic. Quite often this
is done with general-purpose digital signal processors (DSPs) or ﬁeld programmable gate
arrays (FPGAs), as discussed later in the chapter. In order to take advantage of such digital
processing, traditional analog signals must be converted to and from the digital domain. This
is accomplished using analog-to-digital (ADC) and digital-to-analog (DAC) converters. To
take full advantage of digital processing, SDRs keep the signal in the digital domain for as
much of the signal chain as possible, digitizing and reconstructing as close to the antenna as
possible, which allows digital techniques to perform functions traditionally done by analog
components as well as others not possible in the analog domain. There are limits to this,
however. Despite the fact that an ADC or DAC connected directly to an antenna is a desirable
end goal, there are issues with selectivity and sensitivity that an analog front end can remedy.
The alternative to digitizing at the antenna is the use of a completely ﬂexible analog front end
(AFE) capable of translating a wide range of frequencies and bands to that which the data
converters themselves can adequately process [1].
SDRs are ideal candidates to be used for multicarrier, single-carrier, single-band, multiband,
and multimode transceivers. Some of these issues will be covered later. The key point is
that SDRs have the ability to go beyond simple single-channel, single-mode transceiver
technology with the ability to change modes arbitrarily because the channel bandwidth, rate,
and modulation are all ﬂexibly determined through software. These characteristics may be
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changed by direct input, ﬂoppy disk, over-the-air download, or through the use of careful
signal analysis to determine analytically how the information is coded through a process
termed cognitive radio [2]. Regardless of the means by which the radio is reconﬁgured, a
fully implemented SDR will have the ability to navigate a wide range of frequencies with
programmable channel bandwidth and modulation characteristics. The following list outlines
some of the possible dynamic characteristics of an SDR:

•
•
•
•

Channel bandwidth
Data rate
Modulation type
Conversion gain

In addition to RF tuning, a transceiver must include the ability to take advantage of one or
more of these characteristics to be considered an SDR.

18.2 Aspects of Software-Defined Radio
As the preceding list indicates, there are a number of characteristics that an SDR possesses.
Although it is not required that an SDR have all of these characteristics, having one or more of
them is. Additionally, the preceding categories can be further broken down as detailed in the
following sections. It should be kept in mind that since software-deﬁned implies a high degree
of ﬂexibility and variability, this discussion is not all encompassing and is subject to change
over time. Nevertheless, it will serve as a starting point for understanding the different facets
of what SDR can be.

18.2.1 Multiband
Most traditional radio architectures operate on a single band or range of frequencies. There are
many applications where multiple frequencies of operations are desired. These include cellular
communications, government and nongovernment agencies, and intelligence collection, to
list a few. Where these situations exist, the norm is to utilize multiple radios, each designed
to operate in one speciﬁed band. A multiband radio has the ability to operate on two or more
bands either sequentially or simultaneously, as in the case of a base station that may be linking
handsets from different bands.

18.2.2 Multicarrier
A multicarrier or multichannel radio has the ability to simultaneously operate on more than
one frequency at a time. This may be within the same band or, in the case of a multiband
radio, in two different bands at the same time. Quite often, multicarrier applies to a base
station that may be servicing many users at once, but it can also apply to a user terminal that
may be processing both voice and data on different RF carriers.
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18.2.3 Multimode
Multimode implies the ability to process several different kinds of standards. Examples of
standards include AM, FM, GMSK, and CDMA but are limited to none of these. An SDR has
the ability to work with many different standards and be continuously reprogrammed. Therefore,
a better term than multimode, which implies a discrete number of modes, may be variable mode,
which implies a continuously changeable mode of operation. As with other characteristics, these
modes may be sequential or simultaneous, in the case of a multicarrier radio.
18.2.3.1 Multirate
Multirate is closely related to multimode. A multirate radio is one that either processes
different parts of the signal chain at different samples rates, as in a multirate ﬁlter, or one
where the radio has the ability to process different modes that require different data rates. An
example of a multirate radio would be one that can process GSM at 270.833 kSPS or CDMA
at 1.2288 MCPS. As with other characteristics, this can be done sequentially or at the same
time on different carriers.
18.2.3.2 Variable Bandwidth
Variable bandwidth is another aspect of multimode. A traditional radio determines the channel
bandwidth with a ﬁxed analog ﬁlter such as an SAW or ceramic ﬁlter. An SDR, however,
determines the channel bandwidth using digital ﬁlters that can be altered. While a series of
switched analog ﬁlters could be used to change the channel bandwidth in a traditional receiver,
only a small number would be practical. Additionally, digital ﬁlters have the potential to
implement ﬁlters not possible in the analog domain. Lastly, digital ﬁlters can be tailored to
both adapt around interferers and compensate for transmission path distortion, both features
that analog ﬁlters are hard pressed to accomplish.

18.3 History and Evolution of Software-Defined Radio
The history of SDR began in the mid-1980s. One of the ﬁrst major developments for SDR
was the SpeakEasy, a transceiver platform designed by Hazeltine and Motorola that was based
on SDR technology for Rome Air Force Base, New York. The SpeakEasy was designed to
provide tactical military communications from 2 MHz to 2 GHz and to provide interoperability
between the different air interface standards of the different branches of the armed forces. To
achieve this goal, the SpeakEasy utilized many of the techniques discussed in this chapter
to provide multiband, multimodes of operations. Although many people contributed to the
concept and development of software-deﬁned radio, Joe Mitola of Mitre is generally credited
with being the “father of software-deﬁned radio” [2].
Although the SpeakEasy was a fully developed SDR, it is fair to say that simpler and more
rudimentary forms of SDR existed before this program. By taking a look at how systems are
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being developed in the commercial realm, we can easily see how they also may have evolved
in military and nonmilitary programs.
Although there are many enabling technologies that have come online in the last decade,
one of the key technical driving forces was the development of low-cost DSPs. From a
market point of view, the rapid growth of the telecommunications industry, particularly
cellular communications, provided a demand for low-cost equipment both from a user and
an infrastructure point of view. Although ﬁrst generation (1G) cellular was based on analog
modulation schemes (which did not require signiﬁcant digital processing), it became clear
that due to the limited amount of spectrum and the relative inefﬁciency of those standards,
more efﬁcient means of spectral usage were required. Therefore, second generation (2G)
cellular systems such as GSM and IS-95 were developed that took advantage of the emerging
DSP technologies. In these early systems, the DSP became the modem function and was
responsible for taking the complex baseband data (I and Q) and determining what bitstream
was being sent and correcting for errors introduced due to noise, interference, and fading.
Conceptually, these modem functions were based on programs running on a DSP and,
therefore, could be changed simply by changing the program. In fact, over time these
standards evolved and variations of the standards were introduced that allowed better
efﬁciency and higher data transmission rates. Many of these improvements were offered
simply by updating the modem software. While consumers seldom experienced these beneﬁts
for a number of economic reasons, the infrastructure side did beneﬁt from these upgrades
and is beneﬁting from many of these software updates in the migration from 2G to 2.5G and
ultimately to 3G, most notably in the evolution of the CDMA2000 and UMTS standards
[15, 16].
While the evolution of the modems used for GSM and CDMA is an aspect of SDR, other
factors such as incompatibility of these two standards drive the second aspect of SDR. While
CDMA is primarily a North American and Asian standard and GSM is a standard in Europe
and the rest of world, in reality both of these standards are overlaid in many countries. Ideally,
service providers would like to purchase one piece of equipment that would work with both
standards. Unfortunately, these and other standards are incompatible in terms of bandwidth,
modulation format, and data rate. Traditional radios, even those with DSP modems, operate
with ﬁxed bandwidths and therefore prevent cross-functionality. A typical GSM system works
with a 200 kHz bandwidth, while an IS-95 system operates on 1.25 MHz bandwidth. Both
systems typically utilize surface acoustic wave (SAW) ﬁlter technology to set the bandwidth.
Since these devices are ﬁxed, it is not possible (aside from electronically switching ﬁlters) to
change the channel bandwidth characteristics. Therefore, aside from the modem function, an
SDR needs additional circuitry that allows other properties of the air interface to be adapted.
In practice, the optimal way to do this is to digitize the signal and use digital techniques for
manipulating the channel of interest. This manipulation often occurs in a general-purpose DSP
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or more frequently in a digital ASIC with the ability to accommodate a near continuous range
of channel bandwidth, data rates, and other physical characteristics in a fully digital manner.
The following ﬁgures show the practical evolution path of an Rx SDR architecture. In Figure
18.1, a traditional super-heterodyne receiver is shown with analog detection. Figure 18.2 adds
the DSP function that operates in place of the analog detector and can also function as the
baseband modem. This allows the exact demodulation functions to change as needed while
the other channel characteristics are ﬁxed. Figure 18.3 includes a wideband ADC and digital
preprocessing before the modem that allows the physical channel characteristics to be adapted
as necessary. Figure 18.3 also shows what a full SDR might look like. An architecture such
as this may ﬁnd use in diverse areas such as multimode systems capable of simultaneously
processing several standards at once or simply as a manufacturing option to simplify
production and inventory issues.

Analog Control Loops
Band Filter 1
Antenna

Channel Channel
Filter 2
Filter 1

Band Filter 2

Output
Detector
LO1

LO2

LO3

Tuning Control Loops

Figure 18.1: Traditional super-heterodyne with analog detection.
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Figure 18.2: Super-heterodyne with baseband IQ sampling.
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Figure 18.3: Super-heterodyne software-defined radio.

18.4 Applications and Need for SDR
18.4.1 Interoperability
The military is not the only agency in need of interoperability. As numerous agencies, both
domestic and international, have responded to various natural and manmade disasters around
the world, communications between the different responding groups have often been hindered
by the fact that different communications systems rarely work with one another because the
frequency and air interfaces are different. As shown in Figure 18.4, SDR provides an ideal

SDR A

SDR B

SDR C

Figure 18.4: Interoperability.
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solution to these dilemmas. A centrally deployed base station could be used to receive
the transmissions of one agency and reformat and rebroadcast them on the frequencies of
the other responding agencies. Since the system would be reconﬁgurable as new agencies
arrive or depart, the SDR could be rapidly changed to support the required services.
When the disaster is over, the system can easily be stowed and redeployed at a later time as
required.

18.4.2 Interception
As already outlined, early applications of SDR were for military interoperability. Another
military application for SDR is the interception of communications. Since the frequency and
modulation format of these transmissions are often unknown, a ﬂexible receiver platform
capable of rapid self-adjustment is a beneﬁt. Since SDRs can rapidly be reconﬁgured, they
are ideal for the interception of wireless communications [3]. Additionally, since they already
employ high-speed DSP, the DSP can also be utilized for advanced interception functions such
as voice recognition and code decryption. Additionally, if a network of SDRs is used, then
triangulation can be used to aid in the location of the rogue transmission.

18.4.3 Manufacturing Platform
Although there are many applications where the dynamic conﬁguration of an SDR is
required, perhaps one of the most practical applications is that of a standardized
communications platform. For example, most manufacturers of cellular infrastructure
equipment sell platforms for a variety of air standards such as GSM, CMDA, IS-136, and
AMPS, to name but a few. Typically, each of these is a different piece of hardware that must
be manufactured and inventoried. If a single design could be fabricated that could have
identical hardware, the cost of manufacturing would be signiﬁcantly reduced because only
one system would need to be inventoried. The hardware could then be conﬁgured prior to
shipment or in the ﬁeld for the air interface required. Although it may not be practical to look
to standards of the past in and of themselves, systems of the future are prime candidates. With
the competing 3G standards a manufacturer with limited resources could build a single system
capable of supporting either CDMA2000 or UMTS while continuing to support the legacy
standards from which these have evolved. From a user point of view, such a system is also
valuable because if the user should want to change standards, all that is required is that the
system be reprogrammed for the new standard, preserving all of the investment made in the
original equipment.
Of course, other areas could also beneﬁt from the economies of scale offered here. Other such
areas include devices for the reception of competing satellite broadcast of audio and video
content and two-way communications systems, to name a few [4].
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18.5 Architectures
Ideally the designer of an SDR would like to put the data converters directly on the antenna.
However, as stated previously, this is not a practical solution. In reality, some analog front end
must be used—before the ADC in the receive path and after the DAC in the transmit path—
that does the appropriate frequency translation. The most common of these architectures
is the super-heterodyne architecture. Although it’s many decades old, new semiconductor
technology and high levels of integration have kept this architecture vitalized and in popular
use both in the transmit and receive signal paths [5, 6]. Other architectures such as direct
conversion both for transmit and receive are seeing some popularity in applications that are
not as demanding. Currently, direct conversion (Tx and Rx) is found in user terminals for
cellular communications as well as for Tx on the base station side. It is possible that future
developments will enable direct conversion on the receive side as well. Until then, the superheterodyne architecture will continue to be used in one form or another.

18.5.1 Receiver
High-performance SDR receivers are typically constructed from some variant of the superheterodyne architecture. A super-heterodyne receiver offers consistent performance across a
large range of frequencies while maintaining good sensitivity and selectivity [7, 8]. Although
not trivial to design, the possibility of combining wideband analog techniques and multiple
front ends would allow operation across different RF bands. In the case of multicarrier
applications, this could be done simultaneously if necessary.
18.5.1.1 Multicarrier
Depending on the applications, one or more receive channels may be desired. Traditional
applications may require only a single RF channel. However, applications that require high
capacity or interoperability may require a multicarrier design. SDRs are well suited for
multicarrier applications, since they employ a highly oversampled ADC with ample available
bandwidth. An oversampled ADC is one in which the sample rate is operating beyond that
which is required to meet the Nyquist criterion [18], which states that the converter sample
rate must be twice that of the information bandwidth. Since an SDR may not have advance
knowledge of the bandwidth of the signal it will be used to receive, the sample rate must be
appropriately high enough to sample all anticipated bandwidths.
Current ADC technology allows high dynamic range bandwidths of up to 100 MHz to be
digitized. With this much bandwidth, it is also possible to process multiple channels. Figure
18.5 shows a typical multicarrier receiver example, and Figure 18.6 shows a spectral display.
In this example, the sample rate of the ADC is set to 61.44 mega-samples-per-second (MSPS),
which gives a Nyquist bandwidth of 30.72 MHz. If each RF channel is 1.25 MHz wide, then
Nyquist indicates that the number of potential channels is about 24.5. In practice, by allowing
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Figure 18.6: Multimode spectrum with IS-95 and narrowband carriers.

for reasonable transition bands on the antialiasing ﬁlters, the typical available bandwidth is
one-third the sample rate instead of the Nyquist one-half. Thus, the available bandwidth for
our example is 20.48 MHz, which is just over 16 channels at 1.25 MHz.
Since the channel characteristics can be changed, it is easy enough to change the CDMA
example to a GSM example.
In this case, both the digital preprocessing and the general-purpose DSP are reconﬁgured,
respectively, by changing the digital channel ﬁlter from GSM to CDMA and by loading the
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new processing code into the DSP. Since GSM channels are 200 kHz wide, this example could
easily be reconﬁgured as a 102-channel GSM receiver.
While both such examples would provide a lot of utility, perhaps a more interesting example
would be to conﬁgure the receiver such that part of the channels could be CDMA while the
other would be conﬁgured as GSM! Furthermore, if one of the conﬁgurations is at capacity
and the other is underutilized, CDMA channels could be converted into several GSM channels
or vice versa, providing the ﬂexibility to dynamically reallocate system resources on an
as-needed basis—a key goal of software-deﬁned radio.
18.5.1.2 Single Carrier
Not all SDR applications require more than one channel. Low-capacity systems may require
only one carrier. In these applications, a high oversampling is still desired. If the channel
is reprogrammable, it is possible that it may be as narrow as a few kHz or as wide as 5 to
10 MHz. In order to accommodate this range of bandwidths, the sample rate should be suitable
for the highest potential bandwidth, in this case 10 MHz. From the multicarrier example, we
would typically sample at least three times the bandwidth. In this example, a sample rate of
30.72 MSPS or higher would allow signal bandwidths from a few kHz up to 10 MHz to be
processed. Aside from the fact that only one channel is processed, the single-carrier receiver
has all of the capacities of that of a multicarrier receiver; it can be reconﬁgured as necessary.
18.5.1.3 SDR Receiver Elements
Referring to the single-carrier block diagram in Figure 18.7, while keeping in mind that
this applies to the multicarrier example as well, a fully developed SDR will have all signal
elements that are programmable.

Analog Control Loops
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DSP

Output
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Tuning Control Loops

Figure 18.7: Single-carrier Rx example.

The antenna is no exception, and unfortunately it is one of the weakest elements in an SDR
[1]. Since most antenna structures have a bandwidth that is a small percentage of its center
frequency, multiband operation can become difﬁcult. In the many applications where single
bands of operation are used, this is not a problem. However, for systems that must operate
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across several orders of frequencies such as the SpeakEasy discussed earlier, the antenna must
be tuned by some means to track the operating frequency to maintain operating efﬁciency.
While it is true that just about any antenna can be impedance matched to the active electronics,
there is usually a sacriﬁce in the link gain that potentially results in an antenna loss, whereas
most antenna designs should actually provide a modest signal gain. Therefore, tuning the
electrical length of the antenna is desired over simply changing the matching of the antenna.
Next in the signal chain is the band-select ﬁlter electronics. This element is provided to
limit the range of input frequencies presented to the high-gain stage to minimize the effects
of intermodulation distortion. Even in the case where intermodulation is not a problem, it
is possible that strong out-of-band signals could limit the amount of potential gain in the
following stages, resulting in limited sensitivity. This is especially true for receivers tuned
near television and audio broadcast services where transmit power levels can exceed 100 kW.
This can be especially problematic for multicarrier receivers where many orders of signal
magnitude must be dealt with. If all of the signals are of interest, then it will not be possible
to ﬁlter the stronger signals, and the resulting receiver must have a relatively large signal
dynamic range [8].
Most receivers require a low-noise ampliﬁer or LNA. An SDR should ideally incorporate
an LNA that is capable of operating over the desired range of frequencies. In addition to the
typical low NF and high IP3, it may be desirable to have the ability to adjust the gain and
potentially scale the power down (often NF and IP3 track bias current) when possible, which
will allow for a variety of signal conditions that exist across the bands of operation.
Mixers are used to translate the RF spectrum to a suitable IF frequency. Although only one
mixer is shown in Figure 18.7, many receivers may use two or three mixer stages, each
successively generating a lower frequency. (Note: Receiver IFs are not always lower than the
RF signal. A common example is found in HF receivers where the desired RF signal may be
only a few MHz. In these cases, they are frequently mixed up to IF frequencies of 10.7 MHz,
21.4 MHz, 45 MHz, or higher IF frequencies because of the availability or performance of the
required component.) Each successive stage also takes advantage of ﬁltering that is distributed
throughout the chain to eliminate undesired images as well as other undesired signals that
may have survived the mix-down process. The ﬁltering should also be appropriate for the
application. A traditional single-carrier receiver would generally apply channel ﬁltering
through the mixer stages to help control the IP3 requirements of each stage. Analog channel
ﬁltering is not possible in the case of a multicarrier receiver where the channel bandwidths
are not known in advance. Therefore, the mixing process must preserve the entire spectrum
of interest. Likewise, our single-carrier SDR application must also preserve the maximum
possible spectrum in case the SDR requirements need the full spectrum. In this case, it is
probable that our single-carrier example may be processing many carriers, even if only one
is of interest. As with the LNA, it would be desirable for the mixer in an SDR to have an
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adjustable bias. As with the LNA, this bias could be used to properly set the conversion gain
and IP3 of the device to correspond to the desired signal conditions.
Some receiver architectures utilize a quadrature demodulator in addition to, or instead of,
a mixer. The purpose of the demodulator is to separate the I and Q components. Once they
have been separated, the I and Q paths must maintain separate signal conditioning. In the
digital domain, this is not a problem; in the analog domain, however, the signal paths must be
perfectly matched, or I/Q imbalances will be introduced, potentially limiting the suitability of
the system. Many SDR receivers avoid this problem by utilizing “real” sampling (as opposed
to complex sampling), as shown in the single-carrier example, and using a digital quadrature
demodulator in the digital preprocessor that will provide perfect quadrature.
The local oscillator is used to generate the proper IF when mixed with the incoming RF
signal. Generally, a local oscillator (LO) is variable in frequency and easily programmable via
software control using PLL or DDS techniques. There are cases where the LO may not require
frequency hopping. One such example is for receiving multiple carriers within a ﬁxed band. In
this case, the LO is ﬁxed, and the entire band is block-converted to the desired IF. It often may
be desirable to change the LO drive level to optimize spurious performance under a variety of
signal conditions.
Quite often the IF ampliﬁer is in the form of an AGC. The goal of the AGC is to use the
maximum gain possible without overdriving the remainder of the signal chain. Sometimes the
AGC is controlled from an analog control loop. However, a digital control loop can also be
used to implement difﬁcult control loops not possible using analog feedback. In multicarrier
applications, use of an AGC may at best be difﬁcult. If insufﬁcient dynamic range is available
in the receiver (determined largely by the ADC), reduction in gain from a strong signal may
cause weaker signals to be lost in the noise ﬂoor of the receiver. In applications such as this, a
digital control loop for the gain is ideal. The control loop can be used as normal as long as no
signals are at risk to being lost. However, if a weak signal is detected in the presence of a very
strong signal, the decision could be made to allow a limited amount of clipping rather than
reduce the gain and risk total loss of the weak signal. Conditional situations like this are much
easier to control with a digital control loop than with an analog loop, allowing much greater
control of total conversion gain of the receiver.
The ADC is used to convert the IF signal or signals into digital format for processing. Quite
often the ADC is the bottleneck, and selection of the ADC is often a driving factor that
determines the architecture of the SDR [1, 9, 10]. Oftentimes, the designer is forced to select
the best available ADC, realizing that under many conditions the ADC may be overspeciﬁed.
Still other times, air interface standards may not be directed toward multicarrier receivers and
require much better ADCs than are required when deployed in the ﬁeld, simply because of the
test methodology speciﬁed by the standard. For the ADC it may be desirable to change the
sample rate, input range, and potentially the active bandwidth.
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The digital preprocessor can take many forms. For very high sample and data rates, this is
usually implemented as either an FPGA or ASIC. These circuits by nature are quite ﬂexible
in their functions and range of parameters. An FPGA can, of course, be programmed for
any function desired. Typically, an FPGA would be programmed to perform the quadrature
demodulation and tuning, channel ﬁltering, and data rate reduction. Other functions such
as RF power measurement and channel linearization are possible. All of these elements are
easily generated using a variety of digital techniques and are readily programmed by loading
a variety of coefﬁcients to the FPGA. By doing this, a single-chip conﬁguration can be used
to generate a digital preprocessor capable of tuning the entire range of the ADC Nyquist
band and ﬁltering a signal with bandwidths from a few kHz to several MHz. When multiple
channels are required, the design can be repeated to ﬁll the FPGA. If a lower cost option is
required, various ASICs are available that perform these functions. They are often referred to
as channelizers, RSPs, or DDCs.
The ﬁnal element in the SDR is the DSP. Since this is general-purpose DSP, it can be
programmed for any required processing task. Typical tasks include equalization, detection,
rake receiver functions, and even network interfacing, to name a few. Because they are fully
programmable, they can be used for just about any signal processing task and control all of the
features in the other elements of the block diagram. As DSP processing capabilities increase,
DSPs may well take over many of the functions within the digital preprocessors.

18.5.2 Transmit
Transmit functions are also based on some form of super-heterodyne or direct conversion.
Figures 18.8 and 18.9 illustrate these two options. The multicarrier option is best suited to
single- and multicarrier applications, whereas the direct conversion offers an excellent, lowcost solution for single-carrier applications. As integration technology improves, multicarrier
direct conversion may become a possibility; however, such a transmit conﬁguration requires
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Figure 18.9: Single-carrier direct-conversion transmit.

sideband suppression that is about 15 dB better than the spurious requirements to prevent
images on one side of the center frequency from overpowering a potentially weak carrier on
the other.
In either application, a DSP or baseband ASIC is used to generate the modulated baseband
data. This data is fed either directly to a pair of baseband DACs (I and Q) for direct RF
modulation or to a digital processor responsible for digitally translating them to a suitable
digital IF.
Depending on the application, the DSP alone or in conjunction with a digital processor can
be used to digitally predistort the baseband data in such a manner that distortion products
generated later in the signal chain will be canceled.
If an IF stage is employed, the baseband data generated by the DSP must be upconverted
either digitally with an FPGA or ASIC (also known as TSPs or DUCs) or alternatively with a
traditional mixer or modulator to the desired IF. This traditional technique is being replaced by
digital means because of the added ﬂexibility offered through digital logic and the availability
of good, cost-effective digital-to-analog converters. As with the related receive function, the
purpose of this device is to shape the bandwidth of the desired channel and then upconvert
by digital means to the desired IF frequency. If multiple channels are required, they can be
synthesized on one chip. After translation, each of the channels can be summed together and
interpolated to the desired data rate and then sent to a DAC. If desired, digital predistortion
can be added in conjunction with the DSP to correct for distortion later in the signal chain.
Either a mixer or a modulator is used for frequency translation to the ﬁnal RF frequency. If
direct RF modulation employed, an RF modulator will be used. If an IF is used (either directly
from a DAC or a traditional IF upconversion), a mixer will be used to translate to the ﬁnal
RF frequency. As with the receive mixer/demodulator, it may be desirable to change the bias
levels or the drive level of the data or LO levels to optimize distortion.
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As with the receive LO, the transmit LO is variable in frequency and easily programmable via
software control using PLL or DDS techniques. Here, too, it may be desirable to change the
LO drive level to optimize spurious performance under a variety of signal conditions. As with
the single-band operation of the receiver, there may be cases where a ﬁxed LO is required.
Such an example would be for operation within a single band where tuning is accomplished
within the TSP, DUC, or FPGA.
As with the receive path, the data converter or DAC is often the bottleneck. However, since
dynamic range requirements for the transmit signal path are much lower (typically 25 to
45 dB) than the receive path, component selection is not quite as difﬁcult. Many DACs are
available that facilitate a wide range of adjustments, including gain and offset correction so
that I/Q imbalances in the transmit signal chain can be minimized. Other desired features
include data rate interpolation and I/Q phase correction.
Finally, power gain is achieved through a pre-amp and PA. Aside from the fact that these devices
must operate across a wide range of frequencies, it is desirable to adjust the RF output power.
There could be regulatory issues that require some frequencies to be transmitted at lower power
than others. While the PA gain is usually ﬁxed, the pre-amp may be in the form of a VGA.

18.6 Implementation Issues
The reality is that without improvements in semiconductor technology through the late 1990s,
SDR as outlined here would still be a concept and not a reality. Although the evolution of
DSP technology has certainly been key to SDR, it is not the only technology that has had
to “grow up” in order to support this development. Because the level planning is different
in these systems, most of the analog components are stressed to a higher degree, and better
performance is required than that found in traditional architectures.

18.6.1 Analog Front End
18.6.1.1 Quick Conversion
In order to take advantage of digital processing, a software-deﬁned radio seeks to convert from
the RF domain to digital domain as soon as possible. This is true both for receive and transmit.
In doing this, as much of the processing can be done digitally as possible.
Advantages
If most of the processing is done digitally, then reconﬁguration can be quite simple. Filter
coefﬁcients can be changed, and different software can be run or even, in the case of FPGAs,
completely reconﬁgured for the required format. In the analog domain, space and resources
limit the reconﬁguration options available.
In the analog domain, only a small number of modulation and demodulation schemes are
possible. However, in the digital domain, the possibilities are limitless if the functions are
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conﬁgurable through software. Even where complex functions are implemented in the analog
domain, various errors such as quadrature errors can cause performance issues.
In the digital domain, quadrature and other functions can be exactly generated. Once in the
digital domain, the accuracy of the function is limited only by the bit precision of the math
used to implement the function. For example, it is always much easier to add a few more bits
to a digital multiplier than it is to improve the linearity of an analog mixer.
Finally, because most of the signal chain is digital, performance would be more consistent
for each system manufactured, eliminating much of the product variation and yield. Since
the performance is more consistent, many of the factory trim and alignment issues would be
eliminated, potentially reducing a large part of the manufacturing and test cost.
These advantages are good for providing a more consistent transceiver at a lower production
cost. However, as already mentioned, the level planning for an SDR is sufﬁciently different
from a standard super-heterodyne that different strategies are required.
18.6.1.2 Level Planning
In a traditional super-heterodyne transceiver, the conversion gain is distributed throughout
the signal chain. Typically, gain in the front end is balanced between high enough for a low
NF but not so high as to overdrive the remainder of the signal chain and cause excessive
intermodulation distortion. Similarly, as much gain is run after the channel ﬁltering as possible
so that interfering signals have already been eliminated. Throughout the signal chain, only
enough gain is used to offset the accumulated losses and to prevent those elements from
signiﬁcantly contributing to the overall NF, thereby allowing for IP3 to be carefully balanced
against NF.
By contrast, in an SDR many of the intermediate stages have been eliminated because
sampling occurs as close to the antenna as possible. Since most SDR applications are also
wideband, there are no channel ﬁlters, thereby allowing many of the neighboring signals to
also pass the signal chain. Because all of the conversion gain must occur in the presence of
many signals, intermodulation performance is inherently more important.
In a transmitter with multistage upconversion, the issues are very similar to the superheterodyne receiver described previously. As with receivers, both noise and intermodulation
are very important speciﬁcations. However, the active dynamic range of most transmit
requirements is only on the order of 60 to 70 dB, whereas most receivers require 100 dB or
more of dynamic range. The real difﬁculty of the transmit signal path is maintaining the noise
and linearity performance in the RF power ampliﬁers when the power level reaches several
hundred or even several thousand watts. The discussion of the PA is beyond the scope of this
chapter.
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18.6.1.3 Fixed Versus Variable Gain
In a traditional receiver, the total conversion gain is quite often variable. This reduces the
required dynamic range of the circuitry following the AGC, reducing the required linearity
requirement of those components. Also, the AGC action allows for optimum signal levels over
a wider range of input signal conditions. While an AGC is still quite useful for SDR, there are
certain restrictions on their use.
18.6.1.4 Tradeoffs Versus MC and SC
In a single-carrier receiver there are two main issues with setting the gain. The ﬁrst issue is
that it is desirable not to overdrive the front end when a strong signal of any frequency is
present. After this issue is accounted for, the conversion gain can be increased or decreased as
necessary to achieve the sensitivity required. Although it is possible that a nearby signal will
pass the front-end ﬁlters of the receiver and cause a reduction of the gain and subsequent loss
of the desired signal, this is typically managed through the use of “band select” or RF tracking
ﬁlters that ﬁlter all but the desired signals. However, SDR and multicarrier receivers typically
have a “wider” front-end bandwidth and therefore allow many more signals to pass through
the full analog signal chain. As a result, it is much easier for a strong signal at one frequency
to desensitize the desired signal at another frequency. Since the receiver has a limited noise
ﬂoor (thermal and other noise sources), the gain can only be reduced to the point that the
weakest signal retains the minimum SNR required for detections. Since the design has already
been conﬁgured for multiple carriers, it is likely that the gain has been reduced to a minimum
so that the largest expected signal will not overdrive the signal chain. Because the gain is
limited, the noise ﬂoor of the receiver becomes limited by that of the data converter.
18.6.1.5 Tradeoffs Versus Converter Resolution
In a traditional receiver, if the signal level was not large enough to be adequately detected by
the ADC, then additional gain is used to boost the level above the ADC noise ﬂoor using an
AGC topology. However, it is just as valid to lower the noise ﬂoor of the converter. There are
several ways to do this, as discussed later. The easiest thing to do is just specify a converter
with more bits. Unfortunately, the more bits a converter has, the more expensive it is and the
more power it dissipates. Therefore, balancing the conversion gain and converter resolution is
a very important task: Too much gain and the ADC is overdriven; too little gain and the ADC
directly sets the noise ﬂoor, which is an undesirable situation [11]. Ideally, the conversion gain
of the receiver should place non-ADC noise 10 dB above the ADC noise. Therefore, given an
ADC converter noise ﬂoor, an ideal minimum gain can be determined that prevents the ADC
from dominating overall noise performance.
The equation for maximum conversion gain in dB is
Gmax  PADC_Fullscale  Pmaxsignal

(18.1)
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The equation for minimum conversion gain in dB, on the other hand, is
⎛ k  T  1 Hz ⎞⎟
⎟⎟  NFanalog_front_end
Gmin  NSD ADC  10  10 log ⎜⎜
⎜⎝
⎟⎠
0.001

(18.2)

These equations outline the desired maximum and minimum conversion gain. To achieve
gains beyond these bounds, you can carefully use an AGC. Even with an AGC, the data
converter will determine what the instantaneous dynamic range of the transceiver will be
based on the difference between the noise ﬂoor and the range of the converter. If Gmin is
greater than Gmax, either the range of the ADC must be increased or the NSD (noise spectral
density) of the ADC must be lowered, indicating that a better converter may be required.
Although there are means of increasing the maximum input of the converter or reducing the
noise ﬂoor of the ADC, it is often easier to specify an ADC with better performance or more
bits of resolution.
18.6.1.6 Higher IP3 Requirements
Although neither option comes easily, increasing the full scale of the converter may have
other undesirable consequences. If the input range is increased, then larger signal swings are
required to take advantage of this increased range. This implies that high signal powers are
required. Therefore, in order to keep the intermodulation products at the same level, the IP3
speciﬁcation of the drive circuitry must also be increased to take full advantage of the increased
signal range; otherwise, what signal dynamic range is gained will be quickly lost to increasing
intermodulation distortion, most notably the third-order products. For IF sampling, even order
intermodulation products are generally not a problem because they most often fall away from
the signal of interest and are easily ﬁltered from the spectrum of the input to the ADC input.
18.6.1.7 Signal Dynamic Range
Signal dynamic range is the difference between the largest and the smallest signal that can be
detected. If the receiver is properly designed, the ADC will determine the dynamic range. The
full-scale range of the ADC will determine the largest signal as already established by reworking
Equation (18.1). Likewise, the smallest detectable signal will be set directly or indirectly by the
noise ﬂoor of the converter. Ideally, the noise from the analog front end will dominate the total
noise because it has been placed as much as 10 dB above the converter noise ﬂoor. If the frontend noise ﬂoor is much less than 10 dB, then the contribution to total noise from the ADC will
increase and must be included in the overall noise calculation of the receiver.
The largest signal is determined by the full scale of the ADC and the applied conversion gain.
Similarly, the smallest signal to be detected can be calculated by the noise in the channel of
interest. The maximum detectable signal before clipping is determined by
XDS  PADC_Fullscale  G
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The minimum detectable signal is determined by
⎛ k  T  BW
⎞
⎜
signal ⎟
⎟⎟  NF
MDS  10 log ⎜⎜
cascaded_total  SNR required
⎟⎟
⎜⎝
0.001
⎠

(18.4)

For example, if the ADC has a full scale of 4 dBm and the conversion gain is 35 dB, the
maximum input power is 31 dBm. Similarly, if the channel of interest is 200 kHz wide,
the total NF is 3 dB and the required SNR is 5 dB, then the MDS is 112.8 dBm. Taking
the difference between Equations (18.3) and (18.4) will estimate the dynamic range of the
receiver. In this example, the signal dynamic range is found to be 82 dB:
⎛ k  T  BW
⎞
⎜
signal ⎟
⎟⎟
DR  PADC_Fullscale  G  10 log ⎜⎜
⎟⎟
⎜⎝
0.001
⎠
Fcascaded_total  SNR requiredd

(18.5)

There are many factors that will reduce both the MDS and the DR. A key point to remember is
that, as shown here, XDS, MDS, and DR are “static” tests and that in reality more than one carrier
may share the dynamic range of a multicarrier receiver. Because of constructive interference, the
full-scale power of the converter must be shared between each of the signals, thereby effectively
reducing the largest possible input signal. As a guideline, if all signals are at the same level, each
time the number of carriers is doubled, the largest any of them can be reduced is by 3 dB of power.
For example, if two signals are present, each signal must be 3 dB below the clipping point. If four
signals are present, 6 dB; and eight must have 9 dB; and so on. Therefore, for applications where
many signals are present, the effective dynamic range is limited.
Similarly, there are reasons that the noise ﬂoor will increase above that calculated in Equation
(18.4). One example of this is seen through reciprocal mixing between the phase noise of
the local oscillator and a nearby blocking signal, resulting in an increase in the noise ﬂoor of the
mixer. A similar example is seen in the increase in the converter noise ﬂoor associated with the
“reciprocal mixing” between the same blocker and the aperture jitter of the ADC. Fortunately, if
the converter noise ﬂoor is adequately below that of the analog front end, variations of several dB
in the noise of the ADC will have only limited effects in overall performance. If, however, the
ADC was designed to dominate overall noise or guarding of much less than 10 dB was used
between the two, the effects on the overall receiver performance should be revisited to determine
the effects of ADC noise versus a variety of signal conditions [11].
18.6.1.8 IF Selection/Tradeoffs
Selecting an IF frequency for a traditional single-carrier receiver can be challenging enough.
However, in a multicarrier receiver, traditional issues such as determining the level of the
high-order intermodulation products of all signals is complicated by the fact that now entire
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bands are being translated from one frequency to another. This problem is further complicated
by aliasing within the ADC. In a typical single-carrier receiver, the IF signal into the ADC
is chosen such that any aliased harmonics of the input signal fall away from the input signal.
This is important at low signal levels because when an ADC is stimulated by very low-level
inputs, it is possible that spurious responses generated within the ADC can be larger than the
desired input. Thus, if the harmonics are designed to fall away from the desired input, this
problem can be averted. However, with a multicarrier receiver, the harmonics can cover a
very wide band of frequencies. Generally, even-order harmonics are not much of a problem.
At very low signal levels, the key harmonics are the third and ﬁfth harmonics of the input
spectrum. Since the input may be a wide band, the third and ﬁfth harmonics are 3 and 5 times
as wide, respectively. Given this, it becomes difﬁcult to try to place these signals in a part of
the spectrum where they will cause no problems. In cases where careful signal planning is
not possible, dithering techniques provide relief to many of these problems [12]. Figure 18.10
shows how it is possible to place some harmonics out of band if sufﬁciently oversampled.
In this example, the second and third harmonics are placed in such a manner that the aliased
components fall away from the desired fundamentals.
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Figure 18.10: Aliased wideband signal and harmonics.

18.6.1.9 Transition Band Requirements
Since all of the channel selection in an SDR is done in the digital domain, the analog ﬁlter
requirements are different. Their purpose is primarily to prevent the overlap of images either
in the mixing process or the sampling process. In mixer stages, care must be taken to suppress
the undesired mixer images. In the ADC, signals both above and below the desired band
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may be sampled and aliased into the usable spectrum of the ADC. For either mixer images
or aliased signals within the ADC, these signals must be ﬁltered so that they are below the
minimum detectable signal. If they are not, then it is possible that they will overpower the
desired signal. In the case of the ADC, this required rejection must be achieved before
the aliasing becomes critical. As shown in Figure 18.11, the full rejection of the undesired
signals must be achieved before the spectrum is folded upon itself.

Filter Transition
Band

DC

FS/2

Signal rejection must
be complete before
the images alias upon
active spectrum

Figure 18.11: Aliased transition bands.

18.6.2 Data Conversion
For both transmit and receive, the data converters are usually key components in the signal
plan. The key elements for both are the dynamic range, which is bound on one end by the
noise ﬂoor of the converter and the maximum input or output range on the other. Other equally
important issues include distortion, both harmonic and intermodulation. Although related, they
have somewhat different effects in the limitation of performance.
There are many different converter topologies, and each has its beneﬁts and limitations [13, 14].
While there is no set architecture that provides better performance for SDR, the selection is
best made based on the performance requirements for the application and then a study of the
available data sheets of the potential converters. Since data sheets cannot fully represent the
actual performance of a data converter, it is always best to take a look at them on the bench in
an environment similar to that of the end product.
Because data converters are somewhere between the digital and analog domains, they are
often poorly understood by both the analog designer and the digital designer. For this reason,
their effects on transceiver design are often overestimated, underestimated, or both in different
areas. The next few topics will sort through many of the issues to help determine exactly how
converter requirements determine performance.
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18.6.2.1 General Converter Requirements
Bits and Noise and a Little Signal
The number of converter bits is the most visible speciﬁcation. From a mathematical point
of view, the number of bits the converter contains limits performance physically. An ideal
converter will exhibit an SNR that is determined by this equation:
SNR  6.02N  1.8

(18.6)

In reality, there are many other issues that determine the performance of the converter,
including clock jitter and thermal noise. Equation (18.6) provides the noise due to ideal
quantization and does not take into account any of the other sources of noise in a converter.
A modiﬁcation of this equation provides a more insightful measure of converter performance.
Equation (18.7) for modiﬁed converter SNR takes into account clock jitter, thermal noise, and
the effects of nonideal quantization, which are the major limitations in converter performance.
⎡
⎢
SNR  20 log ⎢ 2 πFanalogt jrms
⎢
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(18.7)

Although this equation is a little more complicated, it does take into account many of the
important factors in converter performance. In Equation (18.7), Fanalog is the analog IF
frequency, tjrms is the aperture uncertainty, ε is the average DNL of the converter, vnoise rms is
the thermal noise of the converter, and N is the number of bits.
Many data sheets will include information on the effective number of bits that a converter
possesses. This number is usually determined by solving Equation (18.6) for N, the number
of bits. While an effective bits measurement is a convenient comparison tool, it has limited
usefulness in radio design. SNR is a better tool because of its direct link to noise. A
measurement that is better still is that of noise spectral density (NSD) for the converter. NSD
provides the amount of noise energy in a 1 Hz bandwidth for a converter. This number is not
usually speciﬁed in the data sheet because it is dependent on the actual sample rate used and
the input termination condition. To determine the NSD of a data converter,
⎛ Sample_Rate ⎞⎟
⎟⎟
NSD  PADC_Fullscale  SNR ADC_Fullscale  10 log ⎜⎜
⎜⎝
⎟⎠
2

(18.8)

Once the noise spectral density has been determined, it can be used either to conﬁrm whether
the converter meets the noise ﬂoor requirements or to determine the minimum gain required
from the front end of the transceiver design. As an example, an ADC is selected with an SNR
of 70 dB at the selected input frequency. With the required input termination, a full scale of
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4 dBm is achieved. The conﬁguration requires a sample rate of 61.44 MSPS. Using Equation
(18.8), the noise spectral density is 140.9 dBm/Hz.
As outlined previously, if it is desirable that the converter noise not limit the performance of
the transceiver, then the front-end noise needs to be approximately 10 dB higher than that of
the converter. Therefore, to safely use this converter, noise generated by the front end must be
about 131 dBm/Hz. Modifying Equation (18.2) because the NF of the analog front end is
not yet known gives Equation (18.9) and the gain and noise requirements. With this equation,
the combined front-end gain and noise ﬁgure must be 43 dB to ensure that the ADC does not
dominate performance.
⎛ k  T  1 Hz ⎞⎟
⎟⎟
Gmin  NFanalog_front_end  NFADC  10  10 log ⎜⎜
⎜⎝
⎟⎠
0.001

(18.9)

18.6.2.2 Noise Figure for an ADC
If it is not possible to design the system such that the converter noise is signiﬁcantly below
the remainder of the system, then the noise must be included in the calculation. This can be
accomplished by using Equation (18.9) to determine the noise from the ADC, or the NF of the
converter can be calculated and included in the cascaded NF of the signal chain analysis with
the other linear devices. While an ADC is not a power device, the NF can be estimated and
should be considered valid only for the set of operating conditions speciﬁed. Therefore, if the
conditions are changed, then the NF will change appropriately. The equation for the equivalent
ADC noise ﬁgure is
⎛ Sample_Rate ⎞⎟
⎟⎟
NFADC  PADC_Fullscale  SNR ADC_Fullscale  10 log ⎜⎜
⎜⎝
⎟⎠
2
⎛ k  T  1 Hz ⎞⎟
⎟⎟
 10 log ⎜⎜
⎜⎝
⎟⎠
0.001

(18.10)

If it is determined that the conversion gain required to offset the converter noise is large
enough that the converter is overdriven, this is an indication that a better converter is required.
Once the total receiver noise level has been determined, sensitivity of the receiver can be
found. If conversion gain is known, then sensitivity with respect to the antenna can be found;
otherwise, it will be with respect to the ADC input. In the typical SDR signal chain, a digital
tuner or channelizer will follow the ADC. In this block, the desired signal is tuned and all
other signals in the Nyquist band are ﬁltered from the spectrum. Typically, the data rate is also
reduced to a speed that is suitable to the data rate of the modulation being carried. If a quiet
channel is selected, all that should be on the output of the channelizer is the noise from the
analog front end plus the ADC. Since the noise spectral density has already been established
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in a prior section, the total noise in the channel can be determined by integrating this over the
channel bandwidth. In log math, the equation for receiver channel noise is very simple:
⎛ k  T  1 Hz ⎞⎟
⎟⎟  Gmin  Ftotal
N channel 10 log ⎜⎜
⎜⎝
⎟⎠
0.001
⎛ BW
⎞
channel ⎟
⎟⎟
10 log ⎜⎜⎜
⎜⎝ 1 Hz ⎟⎠

(18.11)

With the total integrated channel noise and the required SNR for the modulation standard, the
reference sensitivity can be determined. Keep in mind that the required SNR may be positive
or negative depending on the amount of digital gain provided by detection algorithm. As an
example, GSM requires about 5 dB SNR while IS-95 requires an SNR of about 16 dB.
If the analog front end generates a noise density of 131 dBm/Hz (the ADC is 10 dB below
this and not a contributing factor) and the channel bandwidth is 200 kHz, then the total
channel noise is 78 dBm/200 kHz. If the required signal level is 5 dB above this, the smallest
signal that can be detected as presented to the ADC will be 73 dBm. If the conversion gain
of our signal chain is known, then the sensitivity at the antenna can be calculated. In order to
achieve the noise of 131 dBm/Hz, a gain plus NF of 43 is required. At this point the NF is
not known but may be estimated based on available technology. A good typical NF would be
about 3 to 4 dB. This would place the conversion gain at 40 dB.
Therefore, if the 73 dBm signal is referred back to the antenna, it will be 40 dB smaller or
113 dBm, a very good sensitivity for a channel 200 kHz wide.

18.6.3 Digital Processing
18.6.3.1 Parts
There are two categories of digital parts. Both could be called digital signal processors. The
traditional DSP is a computational unit that consists of program and data memory. A program
is executed from the program space operating on data from I/O ports and data stored in the
data memory. This type of DSP is the most common; however, this type of DSP is limited
in the data throughput. While great advances in parallel computing and core speeds have
increased the rate at which real-time data can be processed, general-purpose DSPs can process
only limited amounts of data.
18.6.3.2 Fixed Function DSP
To augment the processing power of a general-purpose DSP, ﬁxed function DSPs are designed
to process very large amounts of data very fast and efﬁciently. While a general-purpose
DSP can be inﬁnitely reprogrammed, the signal ﬂow within a ﬁxed function DSP must be
restricted to a single architecture. Programming is also limited to conﬁguration registers and
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memory coefﬁcients. However, since most radios are based on some form of super-heterodyne
architecture, this is not such a limitation due to the high degree of similarity between different
designs. Therefore, the ﬁxed function DSPs can be designed to represent a very large class
of receiver or transmitter designs. These ﬁxed function DSPs are often implemented either
in FPGAs or ASICs. Processors designed for the receive function are called receive signal
processors (RSPs), as shown in Figure 18.12, and transmit functions are called transmit
signal processors (TSPs), as shown in Figure 18.13. In general, both TSPs and RSPs contain
exactly the same elements; only the order is reversed. For either device, there are three key
subfunctions found in these devices.

Serial or
Parallel
Output

JTAG Interface

SYNC_NCO
SYNC_CIC
SYNC_RCF

I

RAM
Coef.
Filter

Cascaded
Integrator
Comb
(CIC5)
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Comb Filter
(CIC2)

Q

RAM
Coef.
Filter
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Integrator
Comb
(CIC5)

Cascaded Integrator
Comb Filter
(CIC2)

Output
Interfaceto
DAC

I & Q baseband
data

Input
Interface from
DSP

Figure 18.12: Fixed-function receive signal processor (RSP).

Real or
Quadrature
Output

NCO

External
Sync. Circuit

JTAG Interface

Figure 18.13: Fixed-function transmit signal processor (TSP).

The ﬁrst function is the frequency translation. In the analog domain, the frequency is
translated with a mixer or modulator/demodulator.
This function is used to mix two inputs together in such a way that the sum and difference
frequencies are generated on the output. In the digital domain, this is represented by a
multiplication. If the function is a mix, then a single “real” multiply is performed, but most
often, the multiply is a complex multiply used to generate quadrature data and thus separate
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positive and negative frequencies. In an IF sampling receiver, a real digital IF is applied
to one of the complex inputs of the multiply. The other input is the output from a complex
numerically controlled oscillator (NCO). The NCO is tuned to the desired frequency such that
the result is a complex signal at DC and at the sum frequency.
Following the NCO and complex mixer (demodulator) is a low-pass ﬁlter. This ﬁlter serves
two purposes. The ﬁrst purpose is to remove the undesired noise, signals and spurious. By
doing so, all of the wideband noise on the output of the ADC is removed except that which
lies within the passband of the ﬁlter, giving rise to what is often referred to as processing gain.
Second, the ﬁlter shapes the passband characteristics. Quite often, the passband must be a
matched ﬁlter or otherwise shape the characteristics of the incoming spectrum. This is easily
accomplished with a digital ﬁlter, a task that is often difﬁcult with analog channel ﬁlters. In
fact, since these ﬁlters are digital, they can implement any ﬁlter that can be realized using FIR
or IIR techniques. This ﬁlter is determined by Equation (18.12):
⎛ Sample_Rate/2 ⎞⎟
⎟⎟
GNoise_Processing  10 log ⎜⎜⎜
⎜⎝ BWchannel ⎟⎟⎠

(18.12)

Following channel ﬁltering, the bandwidth will be relatively small compared to the data rate
because of the high oversampling rate in the ADC. Therefore, it is advantageous to reduce
the data rates. This has several beneﬁts. First, with the reduced data rate, the computational
burden on the general-purpose DSP is reduced. Second, in CMOS technology, lower data rates
result in lower power. Therefore, following the channel ﬁlters, data decimation is performed.
The decimation must be consistent with the Nyquist, but signiﬁcantly reduces the computation
by the general-purpose DSP that follows the RSP.
In the transmit direction, the data ﬂow is reversed. First, the data is ﬁltered and then
interpolated to the desired data rate. Then, the data is translated to the proper frequency using
a modulator and complex NCO.
For a typical RSP/TSP channel, the computational load may be as high as 1.5 Giga-operations
per second. If multiple channels are required, then the process scales linearly. At the present
time, this load exceeds the capabilities of a general-purpose DSP; however, as DSP technology
improves, it may be possible to take on some or all of the processing in the future.
18.6.3.3 General-Purpose DSP
General-purpose DSPs, like microprocessors, are designed to execute a software program.
The software for a DSP is developed in the same manner as that for a microprocessor using
program languages such as C and assembly. However, DSPs are designed speciﬁcally to
execute code as fast as possible. In fact, DSPs are usually designed to execute programs or
tasks in real time. Since the DSP may be processing real-time data such as voice or video,
program execution is required to keep up with incoming data; otherwise, throughput will be
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sluggish, intermittent, or simply come to a halt as the DSP struggles to keep up with incoming
data. A block diagram of a typical DSP is shown in Figure 18.14.
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Figure 18.14: General-purpose digital signal processor (DSP).

To prevent this from happening, DSPs are especially designed to improve data throughput,
taking advantage of a number of techniques. Often, one vendor will focus on one technique
and reﬁne that while a different vendor will focus on a different optimization technique. Both
result in faster throughput, but with slightly different advantages. Some of these techniques are
listed here:

•
•
•
•

Program and data look-ahead caching
Multiple address generation
Separate program and data memory
Multiple arithmetic logic units
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Multiply accelerators
Shifters
Hardware accelerators
On-chip memory
Floating/ﬁxed-point optimization

In an SDR, the general-purpose DSP is generally tasked to perform the Nyquist rate processing—
that is, the signal processing required at data rates that support the Nyquist rate of the raw data.
In our SDR application that may support a channel as wide as 10 MHz, the actual data rate
may be as high as 20 MHz. While not all applications may require this much processing, some
applications may. The actual processing requirements will depend on the application and
functions instantiated. As with other components, if a wide range of processing is expected, the
design has to consider the maximum requirement, even in the case where excess processing
capability may exist in some operating modes:

•
•
•
•
•
•

Envelope detection (AM)
Phase/frequency detection (PM/FM)
Phase/frequency correction
Equalization of a TDM burst
Spread/despread a CDMA signal
Voice coding/decoding

These are just a few of the functions that are typically performed. Since the DSP is
programmable, any function that can be coded can be executed. Additionally, since the code is
software, it can be upgraded or changed at any time to further support the SDR.

18.7 Case Study: A Close Look at a CDMA2000 and
UMTS SDR Receiver
Now that many of the facets of SDR have been discussed, the ﬁnal section will cover an
example of a multicarrier SDR receiver. Although this is not a full analysis, it will cover many
of the issues that surround the design and development of an SDR that are not covered in a
typical receiver design. As with any design, the ﬁrst place to start is with the speciﬁcations.
The following table summarizes a few of the critical speciﬁcations for both CDMA2000 and
UMTS (WCDMA).
The goal of this exercise will be to design a multicarrier, multimode, single-band receiver RF
through baseband that is capable of processing both of these standards either independently
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UMTS

Reference sensitivity

117 dBm

121 dBm

Bandwidth

1.25 MHz

5 MHz

Chip rate

1.2288 MCPS

3.84 MCPS

Signal spectral density

177.9 dBm/Hz

186.8 dBm/Hz

Sample rate

61.44 MSPS
50  oversample

61.44 MSPS
16  oversample

Despread and coding gain

21 dB

25 dB

Narrowband blocker

30 dBm

Na

CDMA blocker

52 dBm

40 dBm

Two-tone blocking

45 dBm,
2 tone CW

48 dBm, 1 CW
and 1 CDMA

or at the same time. Such a design would be useful for manufacturers of 3G base station
equipment where it is desirable to have a single piece of hardware that is capable of
processing both standards, thereby eliminating duplicated design efforts.
One of the most direct ways of accomplishing this is to compare the two speciﬁcations and
determine which will limit performance. One of the ﬁrst issues will be to determine the largest
signal that requires processing. The CDMA2000 standard calls for a 30 dBm narrowband
signal, whereas UMTS does not address narrowband blockers. However, it does require that
a 40 dBm CDMA signal be correctly processed. While narrowband signals can often be
considered to have little envelope, a CDMA signal has between 10 and 12 dB of peak to rms
on the envelope. A CDMA signal of 40 dBm thus actually peaks very close to 30 dBm.
Therefore, both standards require about the same peak signal capacity.
Since we know that we will need to digitize the signals, initial ADC characteristics may
be established. Later in the analysis, the speciﬁcation can be validated to determine if the
assumptions were correct. Since high-performance data converters are expensive, it is
desirable to use the lowest performance possible that allows the speciﬁcations to be met.
In typical converter speciﬁcations [19], the full-scale input range is 2 volts peak-to-peak
differential. If this input is terminated with 200 ohms differentially, the rms power to drive
the converter to full scale will be 4 dBm. Similarly, the converter SNR is 75 dB and the
SFDR, both single and two-tone, is 95 dBFS. This performance is maintained out to analog
frequencies of 100 MHz providing ﬂat performance.
From this information an initial estimate of the conversion gain required can be determined
using Equation (18.1):
Gmax  PADC_Fullscale  Pmaxsignal  4  30  26 dB
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In order that the receiver not be overdriven, the conversion gain will be limited to 30 dB. For
the moment, assuming that the noise ﬁgure of the front end, less the ADC, will be 3 dB, the
thermal noise delivered to the ADC can be determined. At room temperature, the thermal
noise can be calculated to be
⎛ k  T  1 Hz ⎞⎟
⎟⎟  G  NFAnalog_front_end
NSD Analog_front_end  10 log ⎜⎜
⎜⎝
⎟⎠
0.001
 174 dBm/Hz  30  3  141 dBm/Hz
Based on this information, the NSD of the ADC can be determined using Equation (18.8):
⎛ Sample_Rate ⎞⎟
⎟⎟
NSD  PADC_Fullscale  SNR ADC_Fullscale  10 log ⎜⎜
⎜⎝
⎟⎠
2
⎛ 61.44 MHz ⎞⎟
⎟⎟  145.9 dBm/Hz
 4 dBm  75 dB  10 log ⎜⎜
⎜⎝
⎟⎠
2
Since the NSD of the ADC is less than 10 dB better than the NSD of the analog front end, the
noise contributed from the ADC must be included in the overall noise analysis. Therefore, using
Equation (18.10) will provide the equivalent NF of the ADC for the conﬁguration used here:
NFADC  PADC_Fullscale  SNR ADC_Fullscale
⎛ k  T  1 Hz ⎞⎟
⎛ Sample_Rate ⎞⎟
⎟⎟
⎟⎟  10 log ⎜⎜
 10 log ⎜⎜
⎜⎝
⎜⎝
⎟⎠
⎟⎠
2
0.001
⎛ 61.44 MSPS ⎞⎟
⎟⎟
 4 dBm  75 dB  10 log ⎜⎜
⎜⎝
⎟⎠
2
⎛ 1.38  1023  300  1 Hz ⎞⎟
⎟⎟  28 dB
 10 log ⎜⎜⎜
⎟⎠
0.001
⎝⎜
Based on this information and commercially available components, the level planning
in Figure 18.15 can now be generated. This design features double conversion in the
analog domain to allow for more efﬁcient processing of images and out-of-band blockers.
Additionally, dual downconversion offers the possibilities of producing an IF frequency in the
range that the ADC can faithfully digitize.
A traditional numerical analysis of this signal chain shown in Figure 18.15 provides the
following results:
Total NF
Gain
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Filter
NF  1 dB
Gain  1 dB
IP3  1000 dB
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NF  1.7 dB
NF  1 dB
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IP3  29 dB IP3  1000 dB

NF  1.7 dB NF  12 dB
Gain  15 dB Gain  3 dB
IP3  29 dB IP3  26 dB
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NF  2 dB
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IP3  1000 dB
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NF  28 dB
Gain  0 dB
IP3  45 dB

Figure 18.15: SDR receive signal chain.

Given this signal chain, the SNR can now be determined for the reference sensitivity shown at
the beginning of this case study. Using these updated terms in the preceding equation for the
overall NSD, we can now determine the total noise:
⎛ k  T  1 Hz ⎞⎟
⎟⎟  G  NFAnalog_front_end
NSD Analog_front_end  10 log ⎜⎜
⎜⎝
⎟⎠
0.001
 174 dBm/Hz  30  4.13
 139.87 dBm/Hz
If this energy is integrated over the chip rate for each of the standards, the total noise in the
channel for each standard will correspond to the data in the following table:

CDMA2000

UMTS

Noise at antenna

113.1 dBm

108.2 dBm

Noise after ADC

78.9 dBm

74.0 dBm

Signal energy after ADC

87 dBm

91 dBm

SNR after ADC

8.1 dB

16.9 dB

Required SNR (approx.)

16 dB

19 dB

In both cases, adequate SNR is maintained, resulting in adequate sensitivity. Additionally, the
excess SNR can be used to increase the sensitivity of the receiver beyond that for which the
speciﬁcation calls.
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In addition to sensitivity, the spurious performance of the signal chain must be analyzed. The
analysis of spurious performance is a little bit more difﬁcult but can nonetheless be analyzed.
In analyzing the CDMA2000 speciﬁcations, there are two speciﬁcations to review. The key
speciﬁcations are the two-tone blocking and single-tone blocking tests.

f1

f2
–45 dBm
each

Correlated
CDMA Signal
–117 dBm/
9600 Hz

2f1-f2
–174
dBm/Hz

–174
dBm/Hz

–178 dBm/Hz
–117 dBm

Spread 2f1-f2

Filtered 2
Tone
Signals

Figure 18.16: CDMA2000 two-tone blocking requirements.

Two-tone blocking requires that the receiver tolerate two CW carriers at 45 dBm. Since
this is an IF sampling application, the even-order term (difference) falls near DC and is
ﬁltered. The odd-order products are the most critical, especially the third-order products that
fall in-band. In Figure 18.16, a third-order term (2f1-f2) is shown to fall near the channel
center of the CDMA channel. Since it falls near the channel center, it cannot be allowed to
disrupt the desired CDMA carrier. The goal is to determine how large the intermodulation
product can be such that disruption does not occur. Fortunately, because the desired carrier
is a CDMA signal, it will pass through a despreading circuit. This has a side beneﬁt—the
decorrelation of the undesired spurious term. After decorrelating, the CW signal will
resemble white noise, as shown in the right half of the drawing, while the desired CDMA
signal will be rendered as a narrowband and easily ﬁltered and processed. Since the spurious
signal becomes pseudorandom noise, it adds to the effective thermal noise at a density of
174 dBm/Hz (kT noise). Furthermore, the mobile power is allowed to increase by 3 dB
during this test indicating that the noise generated by the spurious signal is allowed to equal
that of the thermal noise. If it is assumed that the spurious products are generated in the ADC,
then the noise ﬁgure may be added to the thermal noise before determining how large the
spurious signal can be. Reﬂecting all the spurious signals to the antenna, the effective thermal
noise including the NF of the entire signal chain produces an NSD of 169.87 dBm/Hz.
Integrating this over 1.25 MHz will provide the total energy that may be contained in the
spurious signal without adversely affecting performance of the receiver. The total power in
1.25 MHz is 108.9 dBm/Hz. This is the spurious level reﬂected to the antenna that will
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not cause blocking in the receiver. Since the receiver is blind as to how the spurious signal
is generated, this number is valid for single- or two-tone blocking. Therefore, since the two
CW tones were at 45 dBm, the input referred to IP3 is found to be 13 dBm or 63.9 dBc.
Likewise, the single-tone performance can be calculated with reference to 30 dBm, giving
78.9 dBc. Since the ADC performance is listed at 95 dBc for either single or two tones, no
performance limitations should be anticipated.
UMTS is a little different. First, there is no single-tone desensitization speciﬁcation. Thus, the
primary speciﬁcation is the intermodulation testing. This too is different because only one of
the tones is CW; the other is a modulated CDMA carrier. Therefore, when 2f1–f2 is generated,
it is an image of the CDMA signal shifted by the difference between itself and the CW tone.
If this image falls directly on top of a desired CDMA carrier, it is possible that if the chipping
sequence is not orthogonal to that of the desired carrier, then the blocking signal could be
received instead of the desired signal. More likely, however, is that the undesired signal will
simply increase the effective thermal noise. As shown in the right half of Figure 18.17, as
with the CDMA2000 example, the desired signal is correlated and the undesired signal is
spread. If the data rate is high enough into the despreading device, the original wideband
intermodulation product will become doubly spread as it is convolved with the orthogonal
despreading code. However, most often the oversampling ratio into the despreading function is
only 2 or 4, potentially causing much of the doubly spread energy to alias back into the band
of interest, thus causing insigniﬁcant decrease in the spectral density of the noise. As with
CDMA2000, the mobile is allowed to increase its power by 3 dB, indicating that the noise due
to the intermodulation product can equal the thermal noise.

f1
–48 dBm
each
f2
–180.8 dBm/Hz
–115 dBm
–174
dBm/Hz

2f1-f2

–174
dBm/Hz
Doubly Spread
2f1-f2

Correlated
CDMA Signal
–115 dBm/
9600 Hz
Filtered 2
Tone
Signals

Figure 18.17: UMTS intermodulation performance requirements.

Integrating the noise of 3.84 MHz gives a total intermodulation noise of 108.1 dBm. Again
allowing for the noise ﬁgure of the Rx chain of 4.13 dB allows this noise to increase to about
104 dBm. Comparison to the CW tone then gives an input referred IP3 of 20 dBm. Reﬂecting
this to the ADC gives an IP3 of 10 dBm or an intermodulation performance of 74 dBc.
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Since this receiver may also be used for reception of a narrowband signal, a quick check
of narrowband performance is a good idea. Total noise referenced to the antenna can be
calculated in a 30 kHz band to be 125 dBm. If 5 dB of SNR is required, this is reasonably
good performance. In terms of intermodulation rejection, to achieve unrestricted performance
at 125 dBm, the intermodulation products from two narrowband terms must be below this
level. If the products must be below 130 dBm, and they are generated by a 45 dBm tone,
then an input referred IP3 of 2.5 dBm is required, or in terms of single-tone performance
with a 30 dBm in band blocker, a 100 dBFS performance. Clearly, from the single-tone
requirements, narrowband performance will be limited by the harmonics of the blockers more
so than sensitivity.
Clearly, this design maintains good performance for both CDMA2000 and UMTS while
retaining the ability to perform reasonably well at narrowband standards. Although this review
is not exhaustive, it does indicate a methodology for looking at multimode radio performance.
Since this is a wideband receiver, the simultaneous reception in all three modes is possible,
providing that the digital processing is available (i.e., multicarrier). Likewise, this receiver is
suitable for ﬁeld conﬁguration between these modes, even if it is not operated in a multimode
manner providing many deployment options.

18.8 Conclusion
As new and more complex communication standards are developed around the globe, the
demand for new transceiver architectures will also grow. However, more and more often the
available capital, both ﬁnancial and human, limits the designs that can be tackled. Fortunately,
software radio technology is available for a select and growing group of these architectures
that allow a single platform to leverage into many diverse designs. As seen here, this has
many distinct advantages and is not limited to interoperability, investment retention, and
great ﬂexibility. As with any software project, quite often the potential is only limited by the
imagination of the designer. The great advantage is that as in any software project, if there is a
design error, it is as simple as backspace, type, and enter to ﬁx the problem.
Fortunately, the last decade has seen signiﬁcant advances in semiconductor technology that
have caused impressive gains [17] not only in performance but also in cost. SDR is one
area that has greatly beneﬁted from these varied technologies and will continue to do so as
the meaning of SDR is developed, just as has been the case in the history of programming
languages.
Although SDR is not the solution to all communication problems, it will offer robust solutions
to challenging design issues in the coming years. These issues include phased array technology,
location services, interoperability, and complex concepts yet to be deﬁned. However, there
are still some challenges preventing full acceptance of this technology. The two main issues
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are cost and power. Interestingly, these two have a ﬁrst-order positive relationship; solve one
problem and the other will only get better. Without low power, user devices will not be able to
take full advantage of SDR technology. Clearly, the power issue comes from the need for highperformance components. High performance means ultra-linear devices. High-linearity devices
mean low efﬁciency through high-standing currents. Therefore, if the issue of how to design
high-linearity devices with lower power can be solved, and it will, then costs too will also fall,
opening the door for many other applications. So the key to continued SDR development and
evolution is continued device improvement down the Moore’s law curve and continued interest
in ﬂexible radio architectures. Despite these challenges, the current state of performance is
more than sufﬁcient for engineers and manufacturers to seriously begin to investigate the
possibilities of SDR as covered in this chapter.
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The Basics of Radio Frequency
Identification Technology
Farid Dowla

19.1 The Automatic Identification Manufacturers (AIM),
Pittsburgh, PA
A moment’s thought about radio broadcasts or mobile telephones lets you readily
appreciate the beneﬁts of wireless communication. Extend those beneﬁts to the
communication of data, to and from portable low-cost data carriers, and you are close to
appreciating the nature and potential of radio frequency identiﬁcation (RFID). RFID is an
area of automatic identiﬁcation that has quietly been gaining momentum in recent years and
is now being seen as a radical means of enhancing data-handling processes, complementary
in many ways to other data capture technologies such as bar coding. A range of devices
and associated systems is available to satisfy an even broader range of applications. Despite
this diversity, the principles on which they are based are quite straightforward, even though
the technology and technicalities concerning the way in which they operate can be quite
sophisticated. Just as it is not necessary to know the technicalities of a mobile phone or
personal computer to use one, it is not necessary to know the technicalities of RFID to
understand the principles, considerations, and potential for using it. However, a little technical
appreciation can provide an advantage in determining system requirements and in talking to
consultants and suppliers.

19.2 What Is RFID?
The object of any RFID system is to carry data in suitable transponders, generally known
as tags, and to retrieve data, by machine-readable means, at a suitable time and place to
satisfy particular application needs. Data within a tag may provide identiﬁcation for an
item in manufacture; goods in transit; a location; or the identity of a vehicle, an animal, or
an individual. When additional data are included, the prospect is provided for supporting
applications through item-speciﬁc information or instructions immediately available on
reading the tag—for example, the color of paint for a car body entering a paint spray area on
the production line, the setup instructions for a ﬂexible manufacturing cell, or the manifest to
accompany a shipment of goods.
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A system requires, in addition to tags, a means of reading or interrogating the tags and some
means of communicating the data to a host computer or information management system. A
system will also include a facility for entering or programming data into the tags, if this is not
undertaken at the source by the manufacturer. Quite often an antenna is distinguished as if it
were a separate part of an RFID system. Although its importance justiﬁes the attention, it must
be seen as a feature that is present in both readers and tags, essential for the communication
between the two.
To understand and appreciate the capabilities of RFID systems, you need to consider their
constituent parts. You also need to consider the data ﬂow requirements that inﬂuence the
choice of systems and the practicalities of communicating across the air interface. By
considering the system components and their function within the data ﬂow chain, you
are able to grasp most of the important issues that inﬂuence the effective application of
RFID. However, it is useful to begin by brieﬂy considering the manner in which wireless
communication is achieved, as the techniques involved have an important bearing on the
design of the system components.

19.3 Wireless Communication and the Air Interface
Communication of data between tags and a reader is by wireless communication. Two
methods distinguish and categorize RFID systems, one based on close proximity and
electromagnetic or inductive coupling, and the other based on propagating electromagnetic
waves (Figure 19.1). Coupling is via “antenna” structures that form an integral feature in
both tags and readers. While the term antenna is generally considered more appropriate for
propagating systems, it is also loosely applied to inductive systems.

(a)

(b)

Figure 19.1: (a) Inductive coupling and (b) propagation coupling.

Transmitting data is subject to the vagaries and inﬂuences of the media or channels through
which the data have to pass, including the air interface. Noise, interference, and distortion
are the sources of data corruption that arise in practical communication channels that must be
guarded against in seeking to achieve error-free data recovery. Moreover, the nature of the data
communication processes, being asynchronous or unsynchronized in nature, requires attention
to the form in which the data are communicated. Structuring the bit stream to accommodate
these needs is often referred to as channel encoding, and although transparent to the user of an
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RFID system, the coding scheme applied appears in system speciﬁcations. Various encoding
schemes can be distinguished, each exhibiting different performance features.
To transfer data efﬁciently via the air interface or space that separates the two communicating
components requires the data to be superimposed on a rhythmically varying (sinusoidal) ﬁeld
or carrier wave. This process of superimposition is referred to as modulation, and various
schemes are available for this purpose, each having particular attributes that favor their
use. They are essentially based on changing the value of one of the primary features of an
alternating sinusoidal source, its amplitude, frequency, or phase, in accordance with the datacarrying bit stream. On this basis you can distinguish amplitude shift keying (ASK), frequency
shift keying (FSK), and phase shift keying (PSK).
In addition to noncontact data transfer, wireless communication can also allow non–line-ofsight communication. However, with very high frequency systems, more directionality is
evident and can be tailored to speciﬁc needs through appropriate antenna design.

19.3.1 Carrier Frequencies
In wired communication systems the physical wiring constraints allow communication links
and networks to be effectively isolated from each other. The approach that is generally adopted
for radio frequency communication channels is to separate on the basis of frequency allocation.
This requires and is generally covered by government legislation, with different parts of
the electromagnetic spectrum being assigned to different purposes. Allocations may differ
depending on the governments concerned, requiring care in considering RFID applications in
different countries. Standardization efforts are seeking to obviate problems in this respect.
Three frequency ranges are generally distinguished for RFID systems: low, intermediate
(medium), and high. Table 19.1 summarizes these three frequency ranges, along with the
typical system characteristics and examples of major areas of application.
Table 19.1: Frequency bands and applications
Frequency Band

Characteristics

Typical Applications

Low 100–500 kHz

Short to medium read range
Inexpensive
Low reading speed

Access control
Animal identification
Inventory control
Car immobilizer

Intermediate
10–15 MHz

Short to medium read range
Potentially inexpensive
Medium reading speed

Access control
Smart Cards

High 850–950 MHz
2.4–5.8 GHz

Long read range
High reading speed
Line of sight required
Expensive

Railroad car monitoring
Toll collection systems
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A degree of uniformity is being sought for carrier frequency usage through three regulatory
areas: Europe and Africa (Region 1), North and South America (Region 2), and the Far
East and Australasia (Region 3). Each country manages its frequency allocations within the
guidelines set out by the three regions. Unfortunately, there has been little or no consistency
over time with the allocation of frequency, so there are very few frequencies that are available
on a global basis for the technology. This will change with time, as countries are required to
try to achieve some uniformity by the year 2010.
Three carrier frequencies receiving early attention as representative of the low, intermediate,
and high ranges are 125 kHz, 13.56 MHz, and 2.45 GHz. However, there are eight frequency
bands in use around the world for RFID applications. The applications using these frequency
bands are listed in Table 19.2.

Table 19.2: Data transfer rate and bandwidth
Frequency Range

Applications and Comments

Less than 135 kHz

A wide range of products available to suit a range of applications, including
animal tagging, access control, and track and traceability. Transponder
systems that operate in this band do not need to be licensed in many
countries.

1.95 MHz, 3.25 MHz,
4.75 MHz, and 8.2 MHz

Electronic article surveillance (EAS) systems used in
retail stores.

Approximately 13 MHz,
13.56 MHz

EAS systems and industrial, scientific, and medical (ISM).

Approximately 27 MHz

ISM applications.

430–460 MHz

ISM applications, specifically in Region 1.

902–916 MHz

ISM applications, specifically in Region 2. In the United States this band is
well organized with many different types of applications with different levels
of priorities. This includes railcar and toll road applications. The band has
been divided into narrowband sources and wideband (spread-spectrum-type)
sources. In Region 1 the same frequencies are used by the GSM telephone
network.

918–926 MHz

RFID in Australia for transmitters with EIRP less than 1 watt.

2350–2450 MHz

A recognized ISM band in most parts of the world. IEEE 802.11 recognizes
this band as acceptable for RF communications and both spread-spectrum
and narrowband systems are in use.

5400–6800 MHz

This band is allocated for future use. The FCC has been requested to
provide a spectrum allocation of 75 MHz in the 5.85–5.925 GHz band for
Intelligent Transportation Services use. In France, the TIS system is based
on the proposed European pre-standard (preENV) for vehicle-to-roadside
communications via microwave beacons operating at 5.8 GHz.
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Not all of the countries in the world have access to all of the frequency bands listed in Table
19.2 because some countries have assigned these bands to other users. Within each country
and within each frequency range, there are speciﬁc regulations that govern the use of the
frequency. These regulations may apply to power levels and interference, as well as frequency
tolerances.
Choice of ﬁeld or carrier-wave frequency is of primary importance in determining data
transfer rates. In practical terms the rate of data transfer is inﬂuenced primarily by the
frequency of the carrier wave or varying ﬁeld used to carry the data between the tag and its
reader.
Generally speaking, the higher the frequency, the higher the data transfer or throughput rates
that can be achieved. This is intimately linked to the bandwidth or range available within the
frequency spectrum for the communication process. The channel bandwidth needs to be at
least twice the bit rate required for the application in mind. Where narrowband allocations are
involved, the limitation on data rate can be an important consideration. It is clearly less of an
issue where wide bandwidths are involved. Using the 2.4–2.5 GHz spread-spectrum band, for
example, data rates of 2 megabits per second may be achieved, with added noise immunity
provided by the spread-spectrum modulation approach. Spread-spectrum apart, increasing the
bandwidth allows an increase in noise level and a reduction in signal-to-noise ratio. Since it
is generally necessary to ensure that a signal is above the noise ﬂoor for a given application,
bandwidth is an important consideration in this respect.

19.3.2 Range and Power Levels
The range that can be achieved in an RFID system is essentially determined by

•
•
•

The power available at the reader/interrogator to communicate with the tag(s)
The power available within the tag to respond
The environmental conditions and structures, the former being more signiﬁcant at
higher frequencies, including signal-to-noise ratio

Although the level of available power is the primary determinant of range, the manner
and efﬁciency in which that power is deployed also inﬂuence the range. The ﬁeld or wave
delivered from an antenna extends into the space surrounding it, and its strength diminishes
with respect to distance. The antenna design will determine the shape of the ﬁeld or
propagation wave delivered, so that range will also be inﬂuenced by the angle subtended
between the tag and antenna.
In space that is free of any obstructions or absorption mechanisms, the strength of the ﬁeld
reduces in inverse proportion to the square of the distance. For a wave propagating through
a region in which reﬂections can arise from the ground and from obstacles, the reduction in
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strength can vary quite considerably, in some cases as an inverse fourth power of the distance.
Where different paths arise in this way, the phenomenon is known as multipath attenuation.
At higher frequencies, absorption due to the presence of moisture can further inﬂuence
range. It is therefore important in many applications to determine how the environment,
internal or external, can inﬂuence the range of communication. Where a number of reﬂective
metal obstacles are to be encountered within the application to be considered, and can vary
in number from time to time, it may also be necessary to establish the implications of such
changes through an appropriate environmental evaluation.
The power within the tag is, generally speaking, a lot less than in the reader, requiring
sensitive detection capability within the reader to handle the return signals. In some systems
the reader constitutes a receiver and is separate from the interrogation source or transmitter,
particularly if the uplink (from transmitter-to-tag) carrier is different from the downlink (from
tag-to-reader).
Although it is possible to choose power levels to suit different application needs, it is not
possible to exercise complete freedom of choice. Like the restrictions on carrier frequencies,
there are also legislative constraints on power levels. Although 100–500 mW are values often
quoted for RFID systems, actual values should be conﬁrmed with the appropriate regulatory
authorities in the countries where the technology is to be applied. The authorities will also be
able to indicate the form in which the power is delivered (i.e., pulsed or continuous) and the
associated allowed values.

19.4 RFID System Components
We will now examine the basic components of an RFID system, as shown in Figure 19.2.

Tag
antenna

Transponder
or tag

Reader/programmer

Air interface

Reader antenna

Figure 19.2: Components of an RFID system.
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19.4.1 Transponders and Tags
The word transponder, derived from TRANSmitter and resPONDER, reveals the function
of the device. The tag responds to a transmitted or communicated request for the data it
carries, the mode of communication between the reader and the tag being by wireless means
across the space or air interface between the two. The term also suggests the essential
components that form an RFID system: tags and a reader or interrogator. An interrogator is
often used as an alternative to a reader; an interrogator is formed by combining a reader with
a decoder and an interface.
The basic components of a transponder are discussed in the next section. Generally speaking,
they are fabricated as low-power integrated circuits suitable for interfacing to external coils, or
for utilizing “coil-on-chip” technology for data transfer and power generation (passive mode).

19.4.2 Basic Features of an RFID Transponder
Figure 19.3 shows a block diagram of a typical RFID transponder. The transponder memory
may comprise read-only (ROM), random access (RAM), and nonvolatile programmable
memory for data storage depending on the type and sophistication of the device. The ROMbased memory is used to accommodate security data and the transponder operating system
instructions that, in conjunction with the processor or processing logic, deal with the internal
housekeeping functions, such as response delay timing, data ﬂow control, and power supply
switching. The RAM-based memory is used to facilitate temporary data storage during
transponder interrogation and response.

Analog Circuitry
Data transfer
Power supply
Nonvolatile Memory
EEPROM
Flash
Digital Circuitry
Control logic
Security logic
Internal
logic/microprocessor

Read Only Memory
ROM
Random Access Memory
RAM

Figure 19.3: Block diagram of an RFID transponder.

The nonvolatile programmable memory may take various forms, electrically erasable
programmable read-only memory (EEPROM) being typical. It is used to store the transponder
data and needs to be nonvolatile to ensure that the data are retained when the device is in its
quiescent or power-saving “sleep” state.

w w w.new nespress.com

478

Chapter 19

Data buffers are further components of memory that are used to temporarily hold incoming data
following demodulation and outgoing data for modulation and interface with the transponder
antenna. The interface circuitry provides the facility to direct and accommodate the interrogation
ﬁeld energy for powering purposes in passive transponders and triggering of the transponder
response. Where programming is accommodated, facilities must be provided to accept the datamodulated signal and perform the necessary demodulation and data transfer processes.
The transponder antenna is the means by which the device senses the interrogating ﬁeld and,
where appropriate, the programming ﬁeld and also serves as the means of transmitting the
transponder response to interrogation.
A number of features, in addition to carrier frequency, characterize RFID transponders and
form the basis of device speciﬁcations, including

•
•
•
•
•
•

Means by which a transponder is powered
Data-carrying options
Data read rates
Programming options
Physical form
Costs

19.4.2.1 Powering Tags
For tags to work, they require power, even though the levels are invariably very small (microto milliwatts). Tags are either passive or active, the designation being determined entirely by
the manner in which the device derives its power.
Active tags are powered by an internal battery and are typically read/write devices. They
usually contain a cell that exhibits a high power-to-weight ratio and are usually capable of
operating over a temperature range of 50ºC to 70ºC. The use of a battery means that a
sealed active transponder has a ﬁnite lifetime. However, a suitable cell coupled to suitable
low-power circuitry can ensure functionality for as long as 10 or more years, depending on the
operating temperatures, read/write cycles, and usage. The trade-off is greater size and greater
cost compared with passive tags.
In general terms, active transponders allow a greater communication range than can be
expected for passive devices, better noise immunity, and higher data transmission rates when
used to power a higher frequency response mode.
Passive tags operate without an internal battery source, deriving the power to operate from
the ﬁeld generated by the reader. Passive tags are consequently much lighter than active
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tags, less expensive, and offer a virtually unlimited operational lifetime. The trade-off is
that they have shorter read ranges than active tags and require a higher-powered reader.
Passive tags are also constrained in their capacity to store data and the ability to perform
well in electromagnetically noisy environments. Sensitivity and orientation performance may
also be constrained by the limitation on available power. Despite these limitations, passive
transponders offer advantages in terms of cost and longevity. They have an almost indeﬁnite
lifetime and are generally lower in price than active transponders.
19.4.2.2 Data Carrying Options
Data stored in data carriers invariably require some organization and additions, such as data
identiﬁers and error-detection bits, to satisfy recovery needs. This process is often referred
to as source encoding. Standard numbering systems, such as UCC/EAN and associated datadeﬁning elements, may also be applied to data stored in tags. The amount of data will, of
course, depend on application and require an appropriate tag to meet the need. Basically, tags
may be used to carry

•

Identifiers, in which a numeric or alphanumeric string is stored for identiﬁcation
purposes or as an access key to data stored elsewhere in a computer or information
management system

•

Portable data files, in which information can be organized for communication or as
a means of initiating actions without recourse to, or in combination with, data stored
elsewhere

In terms of data capacity, tags can be obtained that satisfy needs from single bit to kilobits.
The single-bit devices are essentially for surveillance purposes. Retail electronic article
surveillance (EAS) is the typical application for such devices, being used to activate an alarm
when detected in the interrogating ﬁeld. They may also be used in counting applications.
Devices characterized by data storage capacities up to 128 bits are sufﬁcient to hold a serial
or identiﬁcation number together, possibly with parity check bits. Such devices may be
manufacturer or user programmable. Tags with data storage capacities up to 512 bits are
invariably user programmable and suitable for accommodating identiﬁcation and other
speciﬁc data, such as serial numbers, package content, key process instructions, or possibly
the results of earlier interrogation/response transactions.
Tags characterized by data storage capacities of around 64 kilobits may be regarded as carriers
for portable data ﬁles. With increased capacity, a facility can also be provided for organizing
data into ﬁelds or pages that may be selectively interrogated during the reading process.
19.4.2.3 Data Read Rate
It has been mentioned already that data transfer rate is essentially linked to carrier frequency.
The higher the frequency, generally speaking, the higher the transfer rates. It should also be
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appreciated that reading or transferring the data requires a ﬁnite period of time, even if rated in
milliseconds, and that can be an important consideration in applications where a tag is passing
swiftly through an interrogation or read zone.
19.4.2.4 Data Programming Options
Depending upon the type of memory a tag contains, the data carried may be read-only, writeonce read-many (WORM), or read/write. Read-only tags are invariably low-capacity devices
programmed at source, usually with an identiﬁcation number. WORM devices are userprogrammable devices. Read/write devices are also user-programmable, but they allow the
user to change data stored in a tag. Portable programmers may be recognized that also allow
in-ﬁeld programming of the tag while attached to the item being identiﬁed or accompanied.
19.4.2.5 Physical Form
RFID tags come in a wide variety of physical forms, shapes, sizes, and protective housings.
Animal tracking tags, inserted beneath the skin, can be as small as a pencil lead in diameter
and 10 mm in length. Tags can be screw-shaped to identify trees or wooden items, or
credit-card shaped for use in access applications. The antitheft hard plastic tags attached to
merchandise in stores are also RFID tags, as are heavy-duty 120 by 100 by 50 millimeter
rectangular transponders used to track intermodal containers, or heavy machinery, trucks, and
railroad cars for maintenance and tracking applications.
19.4.2.6 Costs
The cost of tags obviously depends upon the type and quantities that are purchased. For large
quantities (tens of thousands) the price can range from less than a few dollars for extremely
simple tags to over $100 for the larger and more sophisticated devices. The increasing
complexity of circuit function, construction, and memory capacity will inﬂuence the cost of
both transponders and readers/programmers.
The manner in which the transponder is packaged to form a unit will also have a bearing
on cost. Some applications where harsh environments may be expected, such as steel mills,
mines, and car body paint shops, will require mechanically robust, chemical- and temperaturetolerant packaging. Such packaging will undoubtedly represent a signiﬁcant proportion of the
total transponder cost.
Generally, low-frequency transponders are less expensive than high-frequency devices, and
passive transponders are usually less expensive than active transponders.

19.4.3 The Reader/Interrogator
The readers/interrogators can differ quite considerably in complexity, depending on the types
of tags being supported and the functions to be fulﬁlled. However, the overall function is to
provide the means of communicating with the tags and facilitating data transfer. Functions
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performed by the reader may include quite sophisticated signal conditioning, parity error
checking, and correction. Once the signal from a transponder has been correctly received
and decoded, algorithms may be applied to decide whether the signal is a repeat transmission
and may then instruct the transponder to cease transmitting. This is known as the command
response protocol and is used to circumvent the problem of reading multiple tags in a short
space of time. Using interrogators in this way is sometimes referred to as hands down polling.
An alternative, more secure, but slower tag-polling technique is called hands up polling,
which involves the interrogator looking for tags with speciﬁc identities and interrogating
them in turn. This is known as contention management, and a variety of techniques have
been developed to improve the process of batch reading. Another approach may use multiple
readers multiplexed into one interrogator, but with attendant increases in costs.

19.4.4 RF Transponder Programmers
Transponder programmers are the means by which data are delivered to WORM and
read/write tags. Programming is generally carried out ofﬂine, at the beginning of a batch
production run, for example.
For some systems, reprogramming may be carried out online, particularly if the system is
being used as an interactive portable data ﬁle within a production environment. Data may need
to be recorded during each process. Removing the transponder at the end of each process to
read the previous process data, and to program the new data, would naturally increase process
time and would detract substantially from the intended ﬂexibility of the application. When the
functions of a reader/interrogator and a programmer are combined, data may be appended or
altered in the transponder as required, without compromising the production line.
The range over which the programming can be achieved is generally less than the read range,
and in some systems near contact positioning is required. Programmers are also generally
designed to handle a single tag at a time. However, developments are now satisfying the need
for selective programming of a number of tags present within the range of the programmer.

19.5 RFID System Categories
RFID systems may be roughly grouped into four categories:

•
•
•
•

EAS systems
Portable data capture systems
Networked systems
Positioning systems

EAS systems are typically one-bit systems used to sense the presence or absence of an item.
The large use for this technology is in retail stores, where each item is tagged and large
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antenna readers are placed at each exit of the store to detect unauthorized removal of the item,
as in a theft.
Portable data capture systems are characterized by the use of portable data terminals with
integral RFID readers and are used in applications where a high degree of variability in
sourcing required data from tagged items may be exhibited. The handheld readers/portable
data terminals capture data that are then either transmitted directly to a host information
management system via a radio frequency data communication (RFDC) link or held for
delivery by line-linkage to the host on a batch processing basis.
Networked systems applications can generally be characterized by ﬁxed-position readers
deployed within a given site and connected directly to a networked information management
system. The transponders are positioned on moving or moveable items, or people, depending
on the application.
Positioning systems use transponders to facilitate automated location and navigation support
for guided vehicles. Readers are positioned in the vehicles and linked to an onboard computer
and RFDC link to the host information management system. The transponders are embedded
in the ﬂoor of the operating environment and programmed with appropriate identiﬁcation
and location data. The reader antenna is usually located beneath the vehicle to allow closer
proximity to the embedded transponders.

19.6 Areas of Application for RFID
Potential applications for RFID may be identiﬁed in virtually every sector of industry,
commerce, and services where data are to be collected. The attributes of RFID are
complementary to other data-capture technologies and thus able to satisfy particular
application requirements that cannot be adequately accommodated by alternative technologies.
The principal areas of application for RFID that can be currently identiﬁed include

•
•
•

Transportation and logistics
Manufacturing and processing
Security

A range of miscellaneous applications may also be distinguished, some of which are steadily
growing in terms of application numbers. They include

•
•
•
•

Animal tagging
Waste management
Time and attendance
Postal tracking
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Airline baggage reconciliation
Road toll management

As standards emerge, technology develops still further, and costs reduce, considerable growth
in terms of application numbers and new areas of application may be expected. Some of the
more prominent speciﬁc applications include

•
•

Electronic article surveillance, clothing retail outlets being typical.

•

Controlled access to vehicles, parking areas, and fuel facilities, depot facilities being
typical.

•

Automated toll collection for roads and bridges; since the 1980s, electronic roadpricing (ERP) systems have been used in Hong Kong.

•
•
•
•

Controlled access of personnel to secure or hazardous locations.

•
•
•
•

Protection of valuable equipment against theft and unauthorized removal, or asset
management.

Time and attendance, to replace conventional “slot card” timekeeping systems.
Animal husbandry, for identiﬁcation in support of individualized feeding programs.
Automatic identification of tools in numerically controlled machines, to facilitate
condition monitoring of tools, for use in managing tool usage and minimizing waste
due to excessive machine tool wear.
Identification of product variants and process control in ﬂexible manufacture systems.
Sport time recording.
Electronic monitoring of offenders at home.
Vehicle antitheft systems and car immobilizers.

A number of factors inﬂuence the suitability of RFID for given applications. The application
needs must be carefully determined and examined with respect to the attributes that RFID and
other data collection technologies can offer. When RFID is identiﬁed as a contender, further
considerations have to be made with respect to the application environment, from the standpoint
of electromagnetic concerns, standards, and legislation concerning frequencies and power levels.

19.7 Standardization
If the unique advantages and ﬂexibility of RFID are the good news, then the proliferation of
incompatible RFID standards is the corresponding bad news. All major RFID vendors offer
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proprietary systems, with the result that various applications and industries have become
standardized regarding different vendors’ competing frequencies and protocols. The current
state of RFID standards is severe disarray: Standards based on incompatible RFID systems
exist for rail, truck, air trafﬁc control, and tolling authority usage. The U.S. Intelligent
Transportation System and the U.S. Department of Defense (DOD) Total Asset Visibility
system are among other special interest applications.
The lack of open systems interchangeability has severely crippled RFID industry growth as a
whole, and the resultant technology price reductions that come with broad-based interindustry
use. However, a number of organizations have been working to address and, it is hoped, bring
about some commonality among competing RFID systems, both in the United States and
in Europe, where RFID has made greater market inroads. Meanwhile, in the United States,
ANSI’s X3T6 group, comprising major RFID manufacturers and users, is currently developing
a draft document based on systems’ operation at a carrier frequency of 2.45 GHz, which it is
seeking to have adopted by ISO. ISO has already adopted international RFID standards for
animal tracking, ISO 11784 and 11785.
Just as standardization enabled the tremendous growth and widespread use of bar codes,
cooperation among RFID manufacturers will be necessary for promoting the technology
developments and reﬁnements that will enable broad-based application growth.

19.8 Conclusion
RFID and its applications, standardization, and innovation are constantly changing. Its
adoption is still relatively new, and hence there are many features of the technology that are
not well understood. Developments in RFID technology continue to yield larger memory
capacities, wider reading ranges, and faster processing. It is highly unlikely that the
technology will ultimately replace bar coding—even with the inevitable reduction in raw
materials coupled with economies of scale, the integrated circuit in an RF tag will never be
as cost-effective as a bar code label. However, RFID will continue to grow in its established
niches where bar code or other optical technologies are not effective. If some standards
commonality is achieved, whereby RFID equipment from different manufacturers can be used
interchangeably, the market will very likely grow exponentially.
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UWB Spectrum and Regulations
Robert Sutton

Ultrawideband (UWB) is deﬁned as available spectrum. As of today, it has been regulated
in the United States, while the rest of the world is still working toward a global spectrum
allocation. UWB rules are different from any other existing spectrum regulations, and UWB
transmitters must meet very stringent requirements to be allowed to operate. This chapter
describes the FCC rules required to test a UWB transmitter for compliance.

20.1 Regulatory Testing of UWB Devices
A UWB radio must comply with the administrative and technical requirements of both Parts 2
and 15 of Title 47 of the Code of Federal Regulations (47 CFR) to be legally used, imported,
or marketed in the United States. Part 2 covers the general rules and regulations regarding
frequency allocations and radio treaty matters. Part 15 covers the radio frequency (RF) devices
themselves. While both sections contain information needed to bring a UWB device to the
marketplace, Part 15 contains the necessary technical requirements that are the subject of this
chapter [1].

20.2 UWB Regulatory Terminology
Before we begin the regulatory discussion, a short introduction to some terminology is
beneﬁcial. The following is a brief glossary of some of the terms that will be used throughout
this chapter [1–3].

•

EMC. Electromagnetic compatibility. EMC requirements stipulate that a device shall
not cause interference within itself or in other devices or be susceptible to interference
from other devices.

•

FCC. Federal Communications Commission. Established by the Communications
Act of 1934, the FCC is the federal agency in charge of overseeing interstate
telecommunications, as well as all communications services originating and
terminating in the United States.

•

CISPR. Comité International Spécial des Perturbations Radioélectriques (Special
International Committee on Radio Interference). This body is concerned with
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developing norms for detecting, measuring, and comparing electromagnetic
interference in electric devices. Some members are also in the International
Electrotechnical Commission (IEC). It was founded in 1934.

•

ANSI. American National Standards Institute. ANSI is a private, nonproﬁt
organization that administers and coordinates the United States’ voluntary
standardization and conformity assessment system. It promotes and facilitates
voluntary consensus standards and conformity assessment systems.

•

MPE. Maximum permissible exposure. The MPE is the root mean square (RMS) and
peak electric and magnetic ﬁeld strengths, their squares, or the plane-wave equivalent
power densities associated with these ﬁelds and the induced and contact currents to which
a person may be exposed without harmful effects and with an acceptable safety factor.

•

47 CFR. Title 47 of the Code of Federal Regulations. FCC rules and regulations are
codiﬁed in the various parts (e.g., Part 15, Radio Frequency Devices) and subparts
(e.g., Subpart F, Ultra-Wideband Operation) of 47 CFR. The rules are initially
published in the Federal Register. The FCC does not maintain a database of its rules,
nor does it print or stock copies of the rules and regulations. That task is performed
by the Government Printing Ofﬁce (GPO). After October 1 of each year, the GPO
compiles all changes, additions, and deletions to the FCC rules and publishes an
updated Code of Federal Regulations. The following deﬁnitions are taken directly
from the sections of the 47 CFR regulatory text:
— UWB bandwidth. For the purposes of this subpart, the UWB bandwidth is the
frequency band bounded by the points that are 10 dB below the highest radiated
emission as based on the complete transmission system, including the antenna.
The upper boundary is designated fH and the lower boundary is designited fL. The
frequency at which the highest radiated emission occurs is designated fM; it must
be contained within the UWB bandwidth.
— UWB transmitter. An intentional radiator that, at any point, has a fractional
bandwidth equal to or greater than 0.2 (20 percent if expressed as a percentage)
or has a UWB bandwidth equal to or greater than 500 MHz, regardless of the
fractional bandwidth.
— UWB communications system. A system as deﬁned in this section involving
the transmission, emission, and/or reception of radio waves for speciﬁc UWB
communications purposes.
— Center frequency. The center frequency, fC, equals ( fH  fL)/2. If the UWB
bandwidth is purely symmetrical around the highest radiated-emissions point, then
fM equals fC.
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— Fractional bandwidth. The fractional bandwidth equals 2( fH  fL)/( fH  fL) or
alternatively (UWB BW)/fC. Both terms can also be represented as percentages by
multiplying the result by 100.
— EIRP. Equivalent isotropic radiated power. The product of the power supplied
to the antenna and the antenna gain in a given direction relative to an isotropic
antenna.
— Handheld. As used in Subpart F, a handheld device is a portable device, such as a
laptop computer or PDA, that is primarily handheld while being operated and does
not employ a ﬁxed infrastructure.
— Digital device. An unintentional radiator that generates and uses timing signals or
pulses at a rate in excess of 9 kHz and uses digital techniques.
— Intentional radiator. A device that intentionally generates and emits radiofrequency energy by radiation or induction.
— Unintentional radiator. A device that intentionally generates radio-frequency
energy for use within a device or that sends radio-frequency signals by conduction
to associated equipment via connecting wiring, but which is not intended to emit
radio-frequency energy by radiation or induction.
— Class A digital device. A digital device that is marketed for use in a commercial,
industrial, or business environment, exclusive of a device which is marketed for
use by the general public or is intended to be used in the home.
— Class B digital device. A digital device that is marketed for use in a residential
environment, notwithstanding use in commercial, business, and industrial
environments.

20.3 Testing Infrastructure
We begin our discussion of UWB regulatory testing with a description of the infrastructure
necessary to support the measurements. In the case of UWB measurements, this refers to a
calibrated measurement environment and a complementary set of instrumentation.

20.3.1 Anechoic Chambers
Test engineers use anechoic chambers to make radio measurements in a noise-free,
weatherproof, and secure environment. Effectively eliminating the uncertainty associated with
the ambient RF spectrum helps the overall accuracy and repeatability of the measurements. At
the same time, the anechoic chamber must correlate well with the theoretical performance of a
standard reference site. This ensures the veracity of the measurements. (See Figure 20.1.)
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Figure 20.1: EMC semianechoic chamber.

Anechoic chambers comprise two basic parts, each with separate functions. The ﬁrst part is
a Faraday cage that prevents electromagnetic radiation from seeping into the measurement
environment. This allows measurements to be made without the inﬂuence of the ambient RF
spectrum. The amount of shielding effectiveness the cage provides depends on several factors:
metallic construction material, material thickness, apertures, and seam continuity. The cage
also serves another function: It contains the electromagnetic radiations inside the chamber.
This helps to keep the external RF environment clean.
The second part of the anechoic chamber is the actual anechoic material itself. This material
lines the surfaces of the cage and is used to attenuate the propagation of electromagnetic
waves within the chamber. The layers are composed of ferrite tile material and foam absorber
material. (See Figure 20.2.)
It is possible for the solution to implement only one of the two layers (this usually depends
on the frequency range of interest). The measurement application determines the need for a
combination of materials or the use of a single material. Most modern radio measurements are
made in one of two types of chambers: semianechoic or fully anechoic.
The “semi” in semianechoic refers to the fact that a perfectly reﬂecting ground plane is
implemented in the chamber. All other surfaces are covered with anechoic material. The
ground plane serves as a reference plane approximating an open-area test site (OATS). The
OATS, as deﬁned in ANSI C63.7 (American National Standard Guide for Construction of
Open-Area Test Sites for Performing Radiated Emission Measurements), is the required
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Figure 20.2: Radio frequency anechoic materials.

measurement reference for most EMC-related radiated-emissions measurements [4].
Measurements for electromagnetic compatibility require a hybrid solution using a ferrite and
matched foam combination to cover a wide range of measurements. Figure 20.3 is an EMC
chamber that accommodates measurements from 30 MHz to 40 GHz in one facility.

Figure 20.3: Fully anechoic chamber.
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The term fully anechoic refers to the fact that all surfaces of the chamber are covered with
anechoic material.
A free-space test environment, qualiﬁed per IEEE Standard 149-1979 (IEEE Standard Test
Procedures for Antennas) [5], is suitable for most EMC-related free-space radiated-emissions
measurements. For example, a completely anechoic chamber suitable for UWB antenna
measurements would require only a foam-based absorber solution, since the measurements
occur at frequencies higher than 960 MHz.

20.3.2 Alternative Measurement Environments
Alternative environments can be used to make UWB radiated-emissions measurements. As
discussed in Section 20.3.1, the preferred reference for radiated-emissions measurements is
the OATS. What the OATS lacks in sophistication it makes up for in economies of scale. It
is by far the lowest-cost facility to implement; however, with today’s crowded and disruptive
radio spectrum, susceptibility to weather, and lack of security, fewer and fewer facilities are
using the OATS. Even covered OATS (sites with radio-transparent enclosures to provide
weatherprooﬁng and security) are having to be re-evaluated for their effectiveness. As higher
and higher frequency measurements are demanded, the radio transparency of the enclosure
material becomes suspect. In addition, trapped particles and dirt on the enclosure body itself
can inﬂuence the facility’s propagation statistics.
Another alternative environment for radiated-emissions measurements would be the reverberation chamber (also known as the mode-tuned or mode-stirred chamber) (see Figure 20.4).
Such solutions generally use a mechanical tuner or stirrer to change the boundary conditions

Figure 20.4: EMC reverberation chamber.
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in the chamber and, thus, to change the structure of the electromagnetic ﬁelds in the test
environment. Radiated-emissions testing in a reverberation chamber is considered a stochastic
process whereby the mechanical tuner “stirs” the different “modes” of the enclosure to
provide a statistical ﬁeld uniformity within the test volume. The chamber does not contain
any anechoic materials, as this would dampen the electric ﬁelds and prevent the chamber
from reverberating. The size of the chamber dictates the frequency range of operation. To
operate at the lower frequencies required for EMC measurements, the chamber size must be
signiﬁcant. This is one reason reverberation chambers have not become popular for emissions
measurements below 200 MHz. Additionally, polarization data cannot be measured with a
reverberation chamber, since it depends on a scattered ﬁeld to generate its uniformity. The
reverberation chamber is a useful environment for making low-level measurements. Due to the
mode stirring, it takes a little longer to get the results.
Finally, another option is to use high-frequency transverse electromagnetic (TEM) cells.
Physically, these devices are expanded coaxial waveguides. The device under test is placed
between the outer conductor and the septum. The electric ﬁelds generated by the device under
test create a voltage drop between the septum and the outer conductor. This voltage can then
be measured by a receiver or spectrum analyzer.
To make a reasonable correlation between one of these cells and an OATS, the engineer must
use a sophisticated measurement algorithm, which requires that the equipment under test
be rotated to expose each side (or combination of sides) to the cell’s septum. This must be
done because the septum is stationary, so the equipment under test has to move with respect
to it in order to capture all of the energy. Although TEM-based measurement systems are
handy and compact, they do have some limitations. The dual-port classical TEM cells are
limited with respect to their frequency coverage because their size is inversely proportional
to the frequency range. In order to implement high-frequency measurements, the TEM cell
would have to be very small. Various single-port tapered TEM cells extend the frequency
range of operation without compromising the cell size. These cells are constructed with
broadband absorber terminations and resistive loads, as well as offset septums. That is, the
ﬁeld-generating or -receiving conductor is asymmetrically placed with respect to the outer
conductor. These cells are limited in frequency by their absorber and resistive termination
quality and the nonuniformity of the electric ﬁeld distribution between the septum and
the outer conductor. Finally, all varieties of TEM cell solutions are very susceptible to
cable placement and manipulation. Cables (e.g., power-line, communication) can present
resonant structures within the cell’s cavity and, as such, provide for additional measurement
uncertainties that are difﬁcult to separate from the equipment’s intended emissions proﬁle.
Each one of these alternates has its own advantages and disadvantages. If any measurements
are to be performed in alternative environments, special attention should be paid to the
frequency limitations and calibration methods in order to obtain meaningful data. Furthermore,
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many regulatory agencies may not recognize measurements made in alternative environments.
In these instances, the engineer will be forced to use the data for preliminary understanding
of the radio’s behavior only and not as a regulatory grade measurement.

20.3.3 Wideband or Narrowband
Two functional perspectives, system design and regulatory evaluation, can be used to
differentiate UWB and narrower-band radio systems. As radio architects, many engineers are
familiar with the general differences between UWB and narrowband system design concepts.
Such aspects as the impulse response of the radio’s front end, sophisticated fading models
for propagations analysis, and the inclusion of energy-capture terms in the link budget can
improve prediction and performance analysis; however, this chapter is concerned with the
regulatory aspects of UWB communications systems and the distinction between wideband
and narrowband in that context.
From a regulatory perspective, the differences between classical narrowband and UWB
systems reside in the measurement details of the test instrumentation. Whether a system is
determined to be wideband or narrowband from a regulatory standpoint is actually determined
by the measurement receiver’s resolution bandwidth or impulse response. Whether a
measurement system is affected or inﬂuenced by a wideband or narrowband signal from a
regulatory standpoint is determined by the support peripherals. The fact that the mid-band
UWB measurements are made with a receiver resolution bandwidth of 1 MHz means that
the signals are certainly considered wideband. Furthermore, it means that the regulatory
engineer’s focus should be on the accuracy of the measurement. Measuring wideband signals
in the presence of noise presents multiple challenges that are usually not well posed and
require the test engineer to monitor the measurement system more closely. Directly stated, this
means that the limits of the measurement system should be well understood. Such items as
receiver attenuation levels and mixer input limits, preselector options and cutoff points, lowpass and high-pass ﬁlter banks, and preampliﬁer noise ﬁgures and saturation points should all
be well characterized to avoid inaccurate measurements.

20.3.4 Test Instrumentation
The type of test instrumentation used for UWB regulatory work is directly related to
whether the spectral measurements are made in the time or the frequency domain. There are
advantages to each methodology tied directly to what the engineer would like to achieve and
the measurement environment he or she will be operating in.

20.3.5 Time Domain
Measurements in the time domain require test environments and instrumentation with
large instantaneous bandwidths. This is due to the fact that time-domain measurements are
theoretically full bandwidth measurements [6]. (See Figure 20.5.)
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Figure 20.5: Time-domain measurement in a fully anechoic chamber.

The measurement system comprises a series of wideband transducers, digital sampling heads,
a digital oscilloscope, and positioning equipment. In addition, preampliﬁers may also be
needed to increase the dynamic range of the system. A lot of postprocessing of the data is
involved as well. The regulatory limits are provided in the frequency domain, whereas the
measurements are captured in the time domain. This means that the entire dataset must be
converted to the frequency domain via a Fourier transformation, usually accomplished by an
FFT algorithm.
Further processing may be required to account for instrument bandwidth limitations, the
transducer factors, the gain of the preampliﬁers, cable losses, detection weighting, and so
forth. The process is not an easy one, and care must be applied with the setup and processing
of the transformation so that additional spectral components are not produced through
transformation or weighting errors.
In addition, the data must be spatially maximized, just as it would be in pure frequencydomain measurements. That is, the equipment under test must be rotated through 360º in
the azimuth, and the receive transducer must be scanned in height from 1 m to 4 m (provided
that the test environment is semianechoic). All of this is for the standard 3 m range length.
Accordingly, to achieve this, the test environment must be carefully assessed for pulsed
performance.
When these measurements are done in a semianechoic or fully anechoic chamber, the
absorber performance is critical. Additional reﬂections from the specular regions on the side
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walls, ceiling, and end walls may distort the received pulse, compromising the accuracy of
the received measurements. An understanding of the room’s performance through pulsed
characterization measurements is very helpful in diagnosing any potential problems.
In summary, time-domain measurements can be used to some degree of success for regulatory
measurements; however, doing so requires a thorough understanding of all facets of the
measurement chain. In addition, limitations within the measurement itself require that special
care be taken so as not to introduce additional measurement errors through inadequate
dynamic range, transformation errors, or the application of weighting algorithms to simulate
detector responses.

20.3.6 Frequency Domain
Measurements performed in the frequency domain require ﬂexible measurement environments
and can rely on instrumentation with limited bandwidths as long as the measurements are
staged properly. This is due to the fact that frequency-domain measurements are band limited
in nature; that is, the intermediate frequency (IF) bandwidth of the measurement instrument is
signiﬁcantly smaller than the bandwidth of the radiated waveform [6].
The frequency-domain measurement system comprises a series of band-speciﬁc antennas,
receiver and spectrum analyzers, preampliﬁers, ﬁlters, and positioning equipment. The data
postprocessing necessary for a frequency-domain measurement is much less than that required
for a time-domain measurement. To begin with, the regulatory limits are provided in the
frequency domain, the same domain in which the measurements are captured. This means that
the entire dataset can be operated on directly without the need for a domain transformation.
Postprocessing must be done to account for the antenna factors, the gain of the preampliﬁers,
cable losses, ﬁlter losses, and so forth. The detection types and resolution, as well as the video
bandwidths, of the measured data are all accounted for in the spectrum analyzer’s data, so no
special weighting is required to account for these. (See Figures 20.6 and 20.7.)
Most measurement instrumentation has resident ﬁrmware that compensates for the raw
measurement data in real time to take into account antenna factors, external preampliﬁer
gains, cable losses, and so forth. This ability can be an advantage for manual measurements,
allowing the composite data to be instantly displayed on the instrument’s screen and compared
to a limit line. It may not be so convenient if the raw data is required. Access to the raw
spectrum data is useful as it can be postprocessed with different transducers to determine
different spectrum responses. The most ﬂexible solution is to use an EMC software package
with UWB measurement utilities that can produce the raw and compensated data, along with
all of the factors used during the measurement.
Like time-domain measurements, the frequency-domain data must be spatially maximized.
That is, for a 3 m certiﬁed measurement, the equipment under test must be rotated through
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Figure 20.6: UWB EMC measurement system.

Figure 20.7: UWB EMC measurement antenna.

360º in the azimuth, and the receive antenna must be scanned in height from 1 m to 4 m.
Accordingly, to achieve this, the test environment must be carefully assessed for swept
frequency performance and be in compliance with the normalized site attenuation speciﬁed
in ANSI C63.4 (American National Standard for Methods of Measurement of Radio-Noise
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Emissions from Low-Voltage Electrical and Electronic Equipment in the Range of 9 kHz to
40 GHz) [7]. To ensure satisfactory performance in a semianechoic chamber, a quality factor
related to the normalized site attenuation (NSA) is assigned to the test area or quiet zone. For
measurements made in a fully anechoic test environment, the quality factor is measured using
a free-space transmission loss (FSTL) measurement over the quiet zone. These quality factors
specify a tolerable amount of electric-ﬁeld variation over the quiet zone, taking into account
the measurements that will be undertaken in the test environment.
In summary, the frequency domain is well suited for making regulatory measurements to
existing EMC standards. In fact, since UWB regulatory limits are speciﬁed in the frequency
domain, the errors that could occur from any domain transformations are eliminated.

20.4 Regulatory Overview
More than likely, the regulatory ﬁling for a UWB radio will be a composite ﬁling, comprising
the requirements of several sections of Part 15. Depending on the product’s conﬁguration, the
following sections of Part 15 will be utilized [1, 8].

20.4.1 Subpart A—General
Subpart A sets out the regulations under which an intentional, unintentional, or incidental
radiator may be operated without an individual license. It comprises many sections that
contain the technical speciﬁcations, administrative requirements, and other conditions relating
to the marketing of Part 15 devices. Although all of these sections are general in nature and,
therefore, have some bearing on a UWB regulatory submittal, several are more important than
others. A brief review of the salient points follows:

•

Measurement standards—§ 15.31. This area of Subpart A provides an overview of
the various ﬁeld-strength measurements, low-frequency considerations, measurement
topologies, and more. It also details where to get more information on the measurement
procedures that the FCC relies on to determine compliance with speciﬁc technical
requirements. Information on conﬁguring a measurement for intentional and
unintentional radiators, such as UWB devices, is contained in ANSI C63.4. ANSI has
published this document over the years to add improvements and harmonize it with
global regulatory standards. The regulatory engineer should reference § 15.31 for advice
on which version of ANSI C63.4 is the latest and appropriate for measurement use.

•

Frequency range of radiated measurements—§ 15.33. Obtaining the proper upper and
lower limits of radiated-emissions measurements for a UWB device requires that it be
looked at from two different perspectives:
— As an intentional radiator the frequency limits are based on factors related to fC
(center frequency).
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— As an unintentional radiator the limits are determined by the highest frequency
generated or used by the device or on which the device operates or tunes.

•

Measurement detector functions and bandwidths—§ 15.35. The FCC prescribes
different measurement detectors and bandwidths for different measurement types
and frequency ranges. Table 20.1 shows a combination of resolution bandwidths and
detector types used for measurements compliant with subparts B, C, and F.
Table 20.1: Resolution bandwidth and detector types for EMC testing
Subparts B and C

Frequency (MHz)

RBW

0.009–0.150

200 Hz

QP

0.150–30

9 kHz

QP

30–1,000

120 kHz

QP

1 MHz

AVG

1,000
Subpart F

Detector

0.009–0.150
0.150–30
30–960
960

200 Hz

QP

9 kHz

QP

120 kHz

QP

1 MHz

RMS

The following are some items to note:

•

Several types of detectors are used for electromagnetic-compatibility measurements
[9]. Included are two methods for detecting the average response of a signal. One
type of measurement relies on power averaging to get the RMS-detected values of
a signal. The other type of measurement relies on voltage averaging to provide the
electromagnetic interference average (AVG).

•

The peak (PK) detector is used to report the maximum value of the signal encountered
in each measurement bin.

•

The quasipeak (QP) detector is a weighted form of peak detection. The measured
value of the QP detector drops as the repetition rate of the measured signal decreases.
The QP detector is a way of measuring and quantifying the annoyance factor of a
signal.

•

The AVG detector uses voltage averaging by averaging the linear voltage data of the
envelope signal measured during the bin interval. It is often used in electromagneticinterference testing to measure narrowband signals that might be masked by
broadband impulsive noise.

•

The RMS detector works by power averaging. Measurements are made by taking
the square root of the sum of the squares of the voltage data measured during the
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bin interval, divided by the characteristic input impedance of the spectrum analyzer,
normally 50 Ω. This type of power averaging calculates the true average power of the
signal being detected and is the best way to measure the power of complex signals.

•

Most preliminary measurements are performed using the PK detector for speed and to
try to capture the worst-case emissions. Then, the peak emissions are identiﬁed, and
the ﬁnal measurements are performed using the required detector.

•

AC power-line conducted-emissions limits in subparts B and C also have limits based
on AVG detection.

•

For subparts B and C measurements above 1,000 MHz, use an AVG-type detector,
provided the peak emission is not more than 20 dB above the limit.

20.4.2 Subpart B—Unintentional Radiators
Subpart B deﬁnes the regulations under which an unintentional radiator is authorized and
includes the limits for unintentionally radiated emissions for digital circuitry. Few of the sections
in Subpart B impact UWB regulatory issues. A brief review of these salient points follows:

•

Equipment authorization of unintentional radiators—§ 15.101. Part (b) of this section
states that receivers operating above 960 MHz or below 30 MHz, with the exception of
CB radios and radar detectors, are exempt from having to comply with the technical
provisions of Subpart B.

•

Radiated emission limits—§ 15.109. The limit lines for unintentionally radiated
emissions due to digital circuitry are described.

20.4.3 Subpart C—Intentional Radiators
Subpart C deﬁnes the regulations under which an intentional radiator is authorized and
includes the limits for a number of intentionally radiated emissions; however, the details
for the intentionally radiated limits for UWB come in Subpart F. Subpart C is referenced in
Subpart F to use the limits of intentional radiation due to unwanted emissions not associated
with fundamental UWB frequencies and to use AC conducted-line emission limits:

•

Conducted limits—§ 15.207. The limits of the RF voltages that are conducted back
onto the public-utility power lines are prescribed.

•

Radiated emvission limits—§ 15.209. The limits in this section are based on the
frequencies of the unwanted emissions and not the fundamental frequency.

20.4.4 Subpart F—UWB Operation
The scope of Subpart F deals with the authorization of unlicensed UWB transmission
systems. It forms the core regulatory requirements needed to bring a UWB device to market.
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Discussions concerning UWB imaging and vehicular systems are not included in this chapter.
The following will be combined into one section and covered in more detail in this chapter:

•
•
•

Technical requirements for indoor UWB systems—§ 15.517
Technical requirements for handheld UWB systems—§ 15.519
Technical requirements applicable to all UWB systems—§ 15.521.

20.4.5 Basic UWB Radio Overview
The regulations that apply to a UWB communications device can be confusing. Referring to
a generic block diagram helps to understand them, as it is easier to analyze the radio from the
point of view of a regulator.
Figure 20.8 provides a basic overview of a pulse-modulated RF radio topology [10]. The
UWB implementation scheme is very important because it will determine how the regulators
decide which types of tests or exercise modes the radio requires. Several of the same
techniques can be used to identify the various radio subsections regardless of whether the radio
is using baseband-pulse, pulse-modulated RF, or a different scheme to generate a UWB signal.
ANTENNA

LNA
FILTER

TX/RX SW

AGC

ADC

FILTER

FREQ.
MULT.

Baseband Data
Processing
OSC.
Data Recovery

High
speed
Data bus

PULSE GEN.
Digital Control
FILTER

FILTER
RFControl

OSC.

Figure 20.8: Generic UWB radio topology.

With regard to regulatory work, we are interested in three main areas of the UWB device: the
transmitter, the receiver, and the control circuitry.
The transmitter is the heart of the system and is the part of the device most people refer
to when they speak generically of the radio. It encompasses the generator and shaping
circuitry and arguably any additional output ﬁltering and baluns required to produce the
communications waveform. The type of UWB signal generation and modulation used are
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deﬁned within the transmitter and, as such, will dictate what types of test modes must be
exercised. It is worth mentioning that the antenna is part of the transmission system; however,
it has multiple roles and will be discussed separately.
The receiver section of the radio is often overlooked because of its relative silent state with
respect to the transmitter. Nonetheless, the regulations require that any unintentional radiations
emitted by the receiver circuitry be investigated with respect to the proper limits.
Digital control circuitry is handled very speciﬁcally in the case of UWB radio. Transmitter
control, bus control, clock sequences, and other digital signaling are all limited differently
depending on where their emissions show up in the spectrum. Several different rules must be
applied to determine the correct limit lines to apply to these emissions. A detailed discussion
of the rules devoted to technical requirements for indoor and handheld UWB systems is
carried out in Section 20.4.6.
We are also interested in three secondary, but very important, support items: antennas,
peripherals, and external power supplies. These items are very important and are accounted
for in the measurement setup and the application of the correct subpart.
UWB regulatory matters require that the antenna be a nonseparable integrated part of the radio.
Furthermore, only the antenna for which the UWB radio is authorized may be used with the
device [1, 2]. At the moment, this means that separate licenses must be garnered for each device
conﬁguration using alternate antennas until a multiple antenna listing scheme is implemented.
Due to the complicated interaction and dependence of the radiated waveform on the antenna, it
is regarded as a key part of the design and regulation of the radio. The antenna to be used with
a particular UWB product must be carefully selected to ensure optimum operation. Such factors
as pattern coverage, pulse ﬁdelity, return loss, gain, and efﬁciency should all be considered
[11]. From a regulatory standpoint, the antenna inﬂuences the UWB bandwidth and the spectral
shaping; both parameters are measured against limits published in the standards.
Peripherals are another matter that must be dealt with in making regulatory measurements (see
Figure 20.9). The radio is considered to be the main device under test; however, any item that
interfaces with it is considered a support peripheral. Many UWB radios incorporate local area
network (LAN), USB, serial, and other interfaces. First generation radios may contain cabled
connections between the radio and these peripherals. These interfaces are used to transfer data
between the radio and external equipment, such as computers, video-distribution units, and
other items. In these circumstances, the radio should be conﬁgured as an integrated system
with all of these ports connected and exercised with the appropriate peripheral devices. This
has to be done in order to determine the effect on the radiated- and conducted-emissions
spectrum. Usually, it is only required that one type of port on devices that exhibit multiple
ports of the same variety be exercised. The additional ports, however, must still be terminated
with a representative load.
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Figure 20.9: UWB radio and peripherals.

External power supplies are considered to be special-case peripherals. Different types of
power-supply topologies can yield surprisingly different measurement results. Most unﬁltered
power supplies will couple radio energy into the emissions spectrum. This can be problematic
if the emissions exceed the relative limits. The phenomenon can be further exacerbated by the
load constraints put on the supply and the temperature of operation. The majority of power
supplies convert AC power to switched-mode DC power and will radiate broadband lowfrequency radio noise as well as conduct AC power-line noise.
Peripherals and their cabling must be included in the measurements for several reasons.
Oftentimes, radio frequencies couple to the external ports and radiate or conduct through
the cabling. In these cases, the equipment under test becomes an extended system, with the
radio as the centerpiece and the peripheral equipment, support cabling, and power supply
completing the ensemble. ANSI C63.4 provides guidelines for equipment spacing, references
for test distance points, and cable routing for tabletop subsystems.
Table 20.2 speciﬁes which part of the UWB device has to comply with which part of the
regulation.
A UWB wireless transceiver would contain all basic parts of a UWB radio and would
therefore need to comply with all subparts listed in the table. Another example would be a
simple UWB transmitter used as a test source for an evaluation kit. In this case, there may be
no testing to Subpart B, only to Subparts C and F, with guidance from Subpart A. In some
products or measurement scenarios, it may be difﬁcult to differentiate the source of a radiated
emission clearly. Such a case could arise when common control circuitry is used to handle
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Table 20.2: Subpart application table for UWB measurements
47 CFR, Part 15,
Subpart

Application

A

All parts of the UWB device (measurement
standards, frequency range of measurements,
detector functions, and bandwidths are
discussed)

B

Digital circuitry that is not related to the
operation or control of the transmitter

C

Digital circuitry that is used to control the
transmitter but that is not intended to be
radiated though the antenna, AC conducted
mains

F

UWB radio transmitter, digital circuitry that
has spectrum radiated though the antenna

both the transmit and the receive portion of a radio. Details about the determination and
differentiation of various signal types are complicated and beyond the scope of this chapter.

20.4.6 Technical Requirements for Indoor and Handheld UWB Systems
The scope of this particular section deals with unlicensed UWB transmission systems used
for communications services. It follows the technical requirements for UWB communications
systems outlined in the 47 CFR, Part 15, Subpart F [1, 8]. More speciﬁcally, the sections
dealing with communications systems, 15.517, § 15.519, and § 15.521, will be covered. Other
than a brief mention, discussions concerning UWB imaging and vehicular systems are not
included in this section.
Items tested to CFR 47, Subpart F, § 15.517 and § 15.519, follow the same measurement
regimen with some slight differences.
20.4.6.1 General Requirements
As the name implies, indoor UWB systems are restricted to indoor operation only and, as
such, must comply with those rules. All indoor UWB communications applications (audiovisual applications, WUSB, various types of home networking, and so forth) fall under this
category and must comply with the following general guidelines:
1. Proof of indoor operation: Usually reliance on an AC power connection is sufﬁcient.
2. Controlled radiation pattern: The emissions from the UWB equipment shall not be
intentionally directed outside the building in which the equipment is located.
3. Outdoor antennas: The use of any outdoor radiating devices is prohibited.
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4. Field disturbance sensors: Communication systems located inside metallic or
underground storage tanks are considered indoor systems provided the emissions
are directed toward the ground.
5. Limited transmission: A communication system shall transmit only when the
intentional radiator is sending information to an associated receiver. Continuous
transmission is prohibited.
6. Labeling requirements: UWB systems to be operated indoors must have the following
instructions (prominently displayed on the device or in the user’s manual): “This
equipment may only be operated indoors. Operation outdoors is in violation of 47
U.S.C. 301 and could subject the operator to serious legal penalties. ”
Handheld devices may be used for outdoor or indoor operation. These UWB devices must
be handheld as per the previous deﬁnition and must comply with the following general
guidelines:
1. Transmission acknowledgment: The device shall transmit only when the intentional
radiator is sending information to an associated receiver. There is a 10-second
transmission limit (without an acknowledgment) on UWB transmission under this
provision. An acknowledgment of reception must continue to be received by the
transmitter every 10 seconds, or the device must stop transmitting.
2. Outdoor antennas: The use of antennas mounted on outdoor structures is prohibited.
Antennas may be mounted only on handheld UWB devices.
20.4.6.2 Frequency Range to Consider in Compliance Measurements
To obtain the proper upper and lower limits of radiated-emissions measurements for a UWB
device requires that we look at it from two different perspectives: as an intentional radiator and
an unintentional radiator. We have described all frequency bands applicable for investigation
but have limited our spectrum mask example in the ﬁgures to a lower frequency of 30 MHz
and an upper frequency of 40 GHz for practicality. In addition, keep in mind that this section
determines only the minimum and maximum frequency range of the measurements to be taken
and not the amplitude limits to which they are compared. Particular limits are described in
each of the remaining sections of this chapter (via tables and ﬁgures).
Intentional radiator: The UWB device in its transmit mode behaves as an intentional radiator.
The highest frequency used to determine the frequency range over which the radiated
measurements are made will be based on the center frequency, fC; however, if a higher
frequency is generated within the UWB device, then this higher frequency shall be used for
the calculation of the upper measurement limit.
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An intentional radiator’s spectrum must be investigated from the lowest RF signal generated
(down to 9 kHz) up to the maximum frequency shown in Table 20.3 as derived from
§ 15.33(a), or the maximum frequency determined from the calculation, fC  3/(pulse
width in seconds), whichever is greater.
Table 20.3: Upper frequency limit for UWB-related
intentionally radiated emissions
DUT Center Frequency (fC)

Upper Frequency Limit of Measurement

10 GHz

The lesser of 10  fC or 40 GHz

10 GHz  fC  30 GHz

The lesser of 5  fC or 100 GHz

30 GHz

The lesser of 5  fC or 200 GHz

Note: If the intentional radiator contains a digital device, regardless of this digital device’s
function (controlling the intentional radiator or additional unrelated functions and controls),
the frequency range of investigation shall be according to Table 20.3 or the range applicable
to the digital device, as shown in Table 20.4; whichever results in the higher frequency range
being measured.
Unintentional Radiator: The UWB device produces spectra due to digital devices in the
control circuitry. From this perspective, it behaves as an unintentional radiator. The frequency
used to determine the range over which the radiated measurements are made will be based on
the highest fundamental frequency of these emissions.
An unintentional radiator’s spectrum must be investigated from the lowest RF signal generated
(down to 9 kHz) up to the maximum frequency shown in Table 20.4, as derived from § 15.33(b).
Table 20.4: Upper frequency limit for UWB-related
unintentionally radiated emissions
Highest Frequency Generated or Used in the
Device or on Which the Device Operates or Tunes

Upper Frequency Limit of
Measurement (MHz)

1.705 MHz

30 MHz

1.705 MHz  f  108 MHz

1,000 MHz

108 MHz  f  500 MHz

2,000 MHz

500 MHz  f  1,000 MHz

5,000 MHz

1,000 MHz

The lesser of 5  f or 40 GHz

20.4.6.3 UWB Bandwidth Restrictions
According to § 15.517 and § 15.519 of Subpart F, the bandwidth (10 dB) of UWB
communications devices must be contained within the 7.5 GHz of spectrum contained between
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3,100 and 10,600 MHz. The frequency at which the highest radiated emission occurs, fM, must
also be contained within the UWB bandwidth of the product.
The UWB bandwidth should be determined by maximizing the signal from the radio under
test. This requires taking into account both horizontal and vertical measurement polarizations,
full azimuth scans, and height scans over the ground plane. If tests are being performed in a
fully anechoic chamber environment, then the height scan is not necessary.
Since the UWB bandwidth must be determined from the composite maximized signal, the
correct tools are necessary to provide accurate measurement results. A ﬁxed aperture antenna,
such as a dual-polarized horn that captures both polarizations simultaneously and covers the
prescribed frequency bandwidth, is a time-saving, practical transducer to employ for these
measurements [6, 12]. (See Figure 20.10.)

Figure 20.10: Dual polarized measurement horn for UWB measurements.

20.4.6.4 UWB-Specific Radiated-Emissions Limits up to 960 MHz
The general emissions limits applicable to UWB communications systems are derived in part
from § 15.209 of Subpart C. Table 20.5 provides the limits for emissions below 960 MHz.
UWB devices employ high internal frequencies. For this reason, tests down to frequencies
below 30 MHz are quite rare. The standard has provisions for testing down to 9 kHz; however,
for most commercial UWB communications, a 30 MHz lower boundary is sufﬁcient. This is
shown in Figure 20.11.
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Table 20.5: Emissions limits up to 960 MHz applicable to
UWB communications systems
Frequency
(MHz)

Measurement
Distance (m)

Emissions Limit
(μV/m)

(dBμV/m)

0.009–0.490

300

2,400/F(kHz)

67.6–20Log[F(kHz)]

0.490–1.705

30

24,000/F(kHz)

87.6–20Log[F(kHz)]

1.705–30

30

30

29.5

30–88

3

100

40.0

88–216

3

150

43.5

216–960

3

200

46.0

Electric Field Strength (dBuV/m)

50

40

30

20

10

0

30

88

216

960

Frequency (MHz)

Figure 20.11: Emissions limits up to 960 MHz applicable to UWB communications systems.

Several items must be noted for measurements executed in this frequency range. Careful
attention must be paid when using the measurement table. If it is necessary to investigate
lower frequencies (9 kHz to 30 MHz), you will see that the measurement range increases
signiﬁcantly. Using a smaller range to qualify a product at these frequencies would likely
increase the measurement uncertainty due to near ﬁeld errors. Electromagnetic scaling would
have to be used carefully if appropriate. Any radio noise occurring at the emission limit band
edges will have to comply with the stricter limits (e.g., an emission occurring at 88 MHz
will have to meet the 40 dBμV/m limit rather than the 43.5 dBμV/m limit). The limit line is
based on the QP-detected signal measured with a resolution bandwidth of 120 kHz. The video
bandwidth and measurement time are set automatically by the receiver to comply with CISPR
publication 16 requirements. The limit line is expressed in dBμV/m (unit of logarithmic
ﬁeld strength referenced to microvolts), since that is the more common notation for global
standardization of emission limits, and it is easier to work with logarithmic correction factors
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when postprocessing the data. Table 20.5 contains the limits expressed in both μV/m and
dBμV/m for easy cross-referencing to the FCC subpart of concern. (See Figure 20.12.)

Figure 20.12: EMC low-frequency UWB measurements.

20.4.6.5 UWB-Specific Radiated-Emissions Limits Greater Than 960 MHz
The general emissions limits applicable to UWB communications systems are derived from
Subpart F, § 15.517 and § 15.519. Refer to Table 20.6 for emissions limits above 960 MHz.
Table 20.6: Emissions limits greater than 960 MHz
applicable to UWB communications systems
Frequency
(MHz)

Measurement
Distance (m)

Indoor

Hand Held

960–1610

3

75.3

75.3

1610–1990

3

53.3

63.3

1990–3100

3

51.3

61.3

3

41.3

41.3

3

51.3

61.3

3100–10,600
10,600

Emissions Limit (dBm/MHz)

Figure 20.13 shows both the indoor and the handheld spectrum limits. This range covers the
main band(s) of the UWB system and, therefore, contains the frequencies at which the highest
radiated emissions should occur. The limit line is based on the RMS-detected signal measured

w w w.new nespress.com

508

Chapter 20

EIRP (dBm/MHz)

40

50

60

70

80

960

1610

3100

10,600
Frequency (MHz)

40,000

Figure 20.13: Emissions limits greater than 960 MHz applicable to
UWB communications systems.

with a resolution bandwidth of 1 MHz, a video bandwidth of at least 1 MHz, and a measurement
(averaging time in the case of RMS detectors) time of 1 Msec or less per frequency point. As
stated in Section 20.4.6.4, any radio noise occurring at the emission limit band edges will have
to comply with the stricter limits (e.g., an emission occurring at 1,610 MHz will have to meet
the –75.3 dBm/MHz limit and not the –53.3 dBm/MHz indoor UWB limit).
All UWB emissions measurements performed at frequencies greater than 960 MHz are
expressed in terms of their EIRP. The data and the limit line are expressed in units of dBm/
MHz (unit of logarithmic power referenced to a milliwatt over a 1 MHz resolution bandwidth).
(See Figure 20.14.)
Physically speaking, EIRP is the product of the power supplied to the antenna and the
antenna gain in a given direction relative to an isotropic antenna [12]. Thus, for a given 3 m
measurement range and 1 MHz resolution bandwidth, we can relate the EIRP to the electric
ﬁeld strength represented in dBμV/m as
EIRP(dBm/MHz)  E (dBμV/m)  95.3
Table 20.6 contains the limits for the indoor and the handheld spectrum masks, both expressed
in terms of their EIRP values in dBm/MHz.
20.4.6.6 Intentionally Radiated–Emissions Limits for Digital Circuitry up to 40 GHz
Digital radiated emissions related to intentional radiators must be properly categorized in
order to apply the correct regulatory limits. Two cases must be considered.
In the ﬁrst case, digital circuitry that is used only to enable the operation of a transmitter and
that does not control additional functions or capabilities must comply with the same limits as
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Figure 20.14: EMC UWB high frequency measurements.

the UWB transmitter from Subpart F, § 15.517(c) and § 15.519(c); see Tables 20.5 and 20.6
and Figures 20.11 and 20.13. The reason is that the emissions may couple to the main antenna
port and mix with the UWB waveform. If these emissions are present at the antenna terminal,
they are not classiﬁed as coming from a digital device from a regulatory standpoint.
In the second case, the digital circuitry emissions can be reclassiﬁed if it can be clearly shown
that the digital emissions from the UWB transmitter are not intended to be radiated from the
transmitter’s antenna. In this situation, the emissions limits applicable are derived from § 15.209
in Subpart C; refer to Table 20.7 and Figure 20.15.
Table 20.7: Emissions limits applicable to intentional radiated
emissions from UWB communications systems digital circuitry
Frequency (MHz)

Measurement
Distance (m)

Emissions Limit
(μV/m)

(dBμV/m)

0.009–0.490

300

2,400/F(kHz)

67.6–20Log[F(kHz)]

0.490–1.705

30

24,000/F(kHz)

87.6–20Log[F(kHz)]

1.705–30

30

30

29.5

30–88

3

100

40.0

88–216

3

150

43.5

216–960

3

200

46.0

960–40,000

3

500

54.0
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Figure 20.15: Emissions limits applicable to radiated digital emissions not intended
to be radiated from the main antenna terminal of an intentional radiator.

As with previous sections dealing with measurements over a broad frequency range, much
attention to detail is required at the band edges, measurement distances, and frequency range
of the measurements. A quick overview reveals that the limit line is based on the QP-detected
signal measured with a resolution bandwidth of 120 kHz from 30 to 1,000 MHz. Above
1,000 MHz, the limit line is based on the average detected signal measured with a resolution
bandwidth of 1 MHz, provided the peak emission is not more than 20 dB above the limit. The
video bandwidths and measurement times are set automatically by the receiver to comply with
CISPR publication 16 requirements [2].
20.4.6.7 Classification of Intentional Emissions
There are prescribed ways to determine whether the digital circuitry radiated emissions from
intentional emissions are to be judged against the UWB-speciﬁc limits or against the § 15.209
limits. A detailed discussion of these techniques is beyond the scope of this chapter.
20.4.6.8 Unintentionally Radiated–Emissions Limits for Digital Circuitry up to 40 GHz
Digital circuitry that is not used, that is not related to the operation of a transmitter, or that
does not control additional functions or capabilities related to the transmitter is classiﬁed as
an unintentional radiator from a regulatory standpoint. In this case, the device’s emissions
must comply with the Class B limits in § 15.109 of Subpart B. Refer to Table 20.8 and
Figure 20.16.
For unintentionally radiated measurements that cover a broad frequency range, the same
careful rationale is used as was used with the intentional radiators. There are, however,
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Table 20.8: Emissions limits applicable to unintentional radiated
emissions from UWB communications systems digital circuitry
Frequency (MHz)

Measurement
Distance (m)

Emissions Limit
(μV/m)

(dBμV/m)

30–88

3

100

40.0

88–216

3

150

43.5

216–960

3

200

46.0

960–40,000

3

500

54.0

Electric Field Strength (dBuV/m)

60

50

40

30

20

10
30

88

216

960
Frequency (MHz)

40,000

Figure 20.16: Emissions limits applicable to unintentional radiated emissions
from UWB communications systems digital circuitry.

two main differences (aside from the fact that one signal is intentional and the other is
unintentional) in the way the emissions are regulated.
One concerns the frequency range of regulatory application. The determination of the
frequency range over which the measurements must be made, particularly how the upper limit
is calculated, is different for the two emission types. Recall the discussion in Section 20.4.6.2.
The other difference concerns the categorization of the circuitry as a Class B digital device.
This assumes that the devices will be used in a residential environment, as well as a commercial,
business, or industrial environment. Using this categorization will guarantee that the limit lines
are the most stringent.
The same measurement bandwidths, detectors, and measurement rules are used to monitor the
spectrum for unintentionally radiated emissions as are used for the collection of intentionally
radiated data in Subpart C.
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Note: If the device can be limited to Class A usage, that is, operation in a nonresidential
environment (commercial, industrial, or business), then different limits must be applied to the
device for unintentional emissions.
20.4.6.9 Identifying Unintentional Emissions
As with other emission types, practical methods can be used to identify unintentionally
radiated emissions. This will be necessary because the resulting measured spectrum will
yield a mix of unintentional and intentional emissions. Identifying whether a signal is from
unintentional or intentional control circuitry requires knowledge of the various proﬁles of the
speciﬁc control circuitry, as well as speciﬁc signal-identiﬁcation techniques. In some cases,
common control circuitry is used to handle both the transmit and the receive portions of a
radio. The latter situation usually presents a more challenging measurement best left to a
qualiﬁed laboratory to handle.
20.4.6.10 Spectral Line Emissions Limits
In order to reduce or eliminate possible interference with GPS receivers, UWB
communications devices must comply with the limits shown in Table 20.9 and Figure 20.17.
Table 20.9: Spectral line emissions limits applicable
to UWB communications systems
Frequency (MHz)

EIRP (dBm)

E(μV/m) @ 3 m

1,164–1,240

85.3

3.2

1,559–1,610

85.3

3.2

–50

EIRP (dBm/kHz)

–60

–70

–80

–90
1164

1240

1559

1610

Frequency (MHz)

Figure 20.17: Spectral line emissions limits applicable to UWB communications systems.
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Both the indoor and the handheld spectrum limits are identical and are displayed in
Figure 20.17. This range covers the GPS operational band(s) between the frequencies
1,164–1,240 MHz and 1,559–1,610 MHz. The limit line is based on the RMS-detected signal
measured with a resolution bandwidth of no less than 1 kHz, a video bandwidth greater than
or equal to the resolution bandwidth, and a measurement (averaging time in the case of RMS
detectors) time of 1 Msec or less per frequency point.
As described in Section 20.4.6.5, all UWB emissions measurements performed at frequencies
greater than 960 MHz are expressed in terms of their EIRP. GPS-band radiated-emissions data
and the limit lines are expressed in units of dBm/kHz, provided the smallest unit of resolution
bandwidth is used (unit of logarithmic power referenced to a milliwatt over a 1 kHz resolution
bandwidth).

20.4.7 Peak Power Emissions Limits
In addition to average power levels, the UWB peak power emissions above 960 MHz are also
limited. The original FCC Part 15 rules were developed for relatively narrowband systems
and, as such, are not appropriate or practical for measuring UWB technology. For example,
initial Part 15 measurement procedures dictate the usage of a pulse desensitization correction
factor. The application of this factor is not appropriate for very wideband systems. In fact,
it may cause UWB systems to exceed the peak emission limits currently speciﬁed under the
Part 15 rules [8]. With this in mind, the authorities created new measurement procedures and
limits.
This limit is applicable to all UWB applications and is speciﬁed as an EIRP of 0 dBm within
a 50 MHz measurement bandwidth centered on the frequency associated with the highest
detected emission level above 960 MHz, fM.
The resolution bandwidth must be equal to or between 1 MHz and 50 MHz (1 MHz  RBW
 50) when performing this measurement. Using a nominal value of 3 MHz for the resolution
bandwidth is the recommended and preferred method. The reasoning behind this instrument
setting will be explained later in this section.
The limit is speciﬁed using a 50 MHz RBW; therefore, if a smaller resolution bandwidth is
used, the peak emissions EIRP limit (0 dBm/50 MHz) must be compensated to reﬂect that fact
by applying a bandwidth scaling factor of 20log10 (RBW/50 MHz). For example, the peak
power limit can be expressed in a 3 MHz bandwidth as follows:
EIRP(3 MHz)  EIRP(50 MHz)  20 log10 (3 MHz/50 MHz)
 0 dBm  (4.4 dB)  4.4 dBm
During the open commentary portion of the rule-making procedure for UWB regulations, the
application of a 50 MHz resolution bandwidth was a point of debate and discussion. Some
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of the questions revolved around the availability of a measurement receiver with a 50 MHz
resolution bandwidth. Other questions concerned the accuracy or calibration methodology
for such measurements. In the end, the FCC rationalized that most present-day spectrum
analyzers or receivers have at least a 3 MHz resolution bandwidth with a matching 3 MHz
video bandwidth. Using these bandwidths, most independent test laboratories would derive
compara measurements that the FCC could validate [8].
In the rules, it was decided that if the resolution bandwidth used is greater than 3 MHz, the
application ﬁled with the FCC must contain a detailed description of the test procedure, the
calibration of the test setup, and the instrumentation used in the testing. This would be subject
to the acceptance by the FCC [1].
20.4.7.1 Conducted AC Power Limits
Conducted AC line measurements are required for intentional radiators designed to be
connected to the public-utility power grid. The measurement is to limit conducted noise
pollution that can be coupled to the AC power lines and could cause interference in other
aspects of the radiated and conducted environment. The measurements are made using a
50 μH/50 Ω line impedance stabilization network. Compliance with the limits in Table 20.10 is
based on the measurement of the RF voltage between each power line and ground at the power
terminal.
Table 20.10: Conducted AC power line
emissions limits applicable to UWB
communications systems
Frequency (MHz)

Emissions Limit (dBμV)
Quasi-peak

Average

0.15–0.5

66 to 56

56 to 46

0.5–5

56

46

60

50

5–30

Measurements to demonstrate compliance with conducted AC limits are not required for
devices that are solely battery operated (e.g., handheld UWB devices); however, if the device
has a battery charger, and the device can operate while it is charging, then the device must still
demonstrate compliance with the conducted AC limits. (See Figure 20.18.)

20.4.8 Additional Technical Requirements Applicable to
Indoor and Outdoor UWB Systems
CFR 47, Subpart F, § 15.521 contains additional items that both indoor and outdoor UWB
systems must comply with. Some of the items have already been covered in other sections of
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Figure 20.18: Conducted AC power line emissions applicable to UWB communications systems.

this chapter since, thematically, they belong there. The remaining items are listed below with a
brief explanation:
1. Restricted usage: UWB devices may not be employed for the operation of toys.
Operation on aircraft, ships, or satellites is also prohibited.
2. Antenna requirements: An intentional radiator shall be designed to ensure that no
antenna other than that furnished by the responsible party shall be used with the
device. The use of a permanently attached antenna or an antenna that uses a unique
coupling to the intentional radiator shall be sufﬁcient to comply with these regulations.
Only the antenna for which an intentional radiator is authorized may be used with the
intentional radiator.
3. System authorization: When a transmission system is authorized as a system, it must
always be used in the conﬁguration in which it was authorized.
4. Pulse gating: If pulse gating is used where the transmitter is quiescent for intervals
that are long compared to the nominal pulse repetition interval, measurements must
be made with the pulse train gated on. Note: This rule has been relaxed for UWB
devices operating under certain constraints. Refer to Section 20.5 on the impact of
the waiver [13].
5. Release from prohibition against damped wave emissions. UWB emissions are exempt
from existing prohibitions applicable to damped wave emissions.
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6. Appropriate calculations for exposure limits. These are generally applicable to all
transmitters regulated by the FCC. At this time, UWB transmitters are excluded from
submitting exposure studies or preparing environmental assessments other than for
informative purposes; however, it is helpful to be prepared if these requirements are
needed for future submittals. Familiarity with the exposure limits in 47 CFR, Part 1,
Subpart 1, § 1.1310, and Part 2, Subpart J, § 2.1093, will be necessary.

20.5 UWB Waiver Impact on Technical Requirements
In August 2004, key representatives from the UWB industry ﬁled a petition for waiver
requesting that devices using frequency hopping, stepping, or sequencing be measured in
their intended modes of operation. They argued that operating their radios in modes other
than this did not illustrate a realistic usage scenario and would unfairly put their radios at a
disadvantage by penalizing their performance.
Until the petition for waiver, the average emissions levels of any device were to be measured
with the transmitter operating continuously and with any frequency hopping, stepping, or
sequencing disabled. In addition, any gating was also to be disabled. The FCC requested
that the radio be exercised in this overly conservative scenario based on two premises: the
lack of established and proven measurement procedures for these radio types and the lack of
information on the radio’s interference potential.
In March 2005, the FCC released a grant of waiver [13]. The key points are as follows:
1. The requirement that measurements be made with the transmitter operating
continuously with any frequency hopping, stepping, or sequencing disabled was
removed. The device is to operate in its normal operating mode. Measurements of the
average and peak emissions levels shall be repeated over multiple sweeps to ensure
that the maximum signal is captured.
2. The waiver did not apply to systems that employ swept frequency modulation. Swept
frequency systems were not addressed in the waiver and are outside the scope of
discussion.
3. The gating requirements that measurements must be made with the pulse train gated
on were waived. The emissions from all such systems shall be measured in their
normal operating mode.
4. Operation of the waiver shall apply only to indoor and handheld UWB devices under
47 CFR, Subpart F, § 15.517 and § 15.519, that operate in the 3.1–5.03 GHz and/or
5.65–10.6 GHz frequency bands.
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5. Because of the interference potential within the Microwave Landing System (MLS)
and Terminal Doppler Weather Radar (TDWR) spectrum, fundamental emissions of
the UWB device shall not be located within the 5.03–5.65 GHz band.
6. The system must comply with emissions levels under all possible operating conditions
(for example, if the hopping sequence is changed).
7. The waiver shall not apply to the determination of the UWB bandwidth of the
classiﬁcation of a device as a UWB transmitter. The requirements of Subpart F,
§ 15.503(a, d) still apply based on measurements performed with any frequency
hopping, stepping, or band sequencing stopped.
8. These rules are effective until the FCC ﬁnalizes a rule-making proceeding codifying
these changes. Some of these restrictions could be relaxed or constrained in the future
if further information requires such as response. The delegation authority to modify
the permit operation under this waiver has been placed in the control of the Ofﬁce of
Engineering and Technology.

20.5.1 Applying the Waiver
There could be different reasons to use the waiver when applying for regulatory acceptance.
In order to be tested in their normal operating mode, all UWB indoor and handheld systems
employing frequency hopping, stepping, or band sequencing will have to use the waiver to get
through the regulatory process. In addition, since the gating restrictions are relaxed, transmission
bursts can be optimized to provide the best propagation performance for the system. So,
traditional baseband pulsed or pulse-modulated RF systems that were originally anticipated by
the rules can apply for regulatory acceptance without the use of the waiver; however, they can
also apply for regulatory compliance under the waiver if they want to take advantage of the
loosened restrictions on gating (however, the radios will still have to go through a screening
process to ensure that their interference potential has not been unduly increased by any
optimized gating process). UWB submittals for communication systems are still in their infancy.
This means that regardless of whether the waiver is used, all submissions will be carefully
observed and put through a relatively diligent screening process involving the FCC laboratories.
Since the FCC and the National Telecommunications and Information Administration
(NTIA) are cooperating in this effort, expect delays in the ﬁrst few sets of commercial UWB
submissions. There must be a courteous coordination between the two organizations since the
bandwidth allocated for UWB systems spans both the commercial and federal spectra.

20.6 International Regulatory Status of UWB Devices
Europe has traditionally been the leader regarding international harmonization and
standardization of electromagnetic compatibility regulations [14] and measurement
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techniques. In the past 20 years more countries have harmonized to European norms or
adopted European norms or trends as their foundation for EMC regulations than from any
other source.
UWB regulations have deviated from this tradition. Initially, the foundation for UWB
regulatory rules and measurements was proposed and adopted by the United States.
These same rules have been used as foundations for other countries to begin their studies
of implementing UWB technology. An example is Singapore’s Infocomm Development
Authority (IDA), which issues experimental licenses for the development of UWB-based
technologies.
Asia, in particular, has been on the fast track to study, implement, and standardize rulings for
new and emerging technologies. In the middle of September 2005 Japan’s Ministry of Internal
Affairs and Communications (MIC) completed the internal approval process of a proposed
UWB spectrum mask. MIC is the government organization responsible for creating, among
other things, Japan’s fundamental information and communications structure. The latest
version of the Japanese UWB spectrum mask, released in February 2006, is viewed as
a successful ﬁrst step toward global adaptation of a UWB spectrum policy.
In Japan the FCC’s regulatory framework was adopted but the frequencies, power spectral
densities, and measurement methodologies underwent signiﬁcant changes. Apart from slight
frequency allocation differences, additional changes were made to the regulations that impact
UWB systems. Several of the more important changes are as follows:
1. Coexistence and Mitigation: To protect the services of incumbent spectrum owners
and to protect future services that may be introduced in-band, the concept of a
“Detection-and-Avoidance” (DAA) technology was introduced. Japan has deﬁned
in-band frequency zones that are subsets of the overall UWB allocated frequency
range. These sub-bands are differentiated by their mitigation requirements. Some
of these bands require DAA to be implemented. Some of these bands do not require
DAA to be implemented. There is also a special case for one band that does not
require DAA to be implemented until 4 G services come online in 2008.
2. Power Spectral Density Emissions Mask: Several versions of reduced PSD emissions
masks have been published based on the applicability of DAA. All seem to imply that
the original FCC mask limits do not provide enough protection for existing services
and therefore should have lower emissions limits or more restrictive limits for the outof-band emissions.
3. Measurement Methodologies: Due to extremely low power spectral density levels
published in Japan’s regulatory draft, conducted measurements will have to be
used in lieu of radiated measurements over some frequency ranges. This is a large
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departure from the FCC’s premise that the antenna be treated as an integral part of the
device during measurements and cannot be separated from the radio. The effect the
antenna has on the radio’s spectrum is a detail that must be handled carefully if these
regulations are to avoid abuse.
Japan’s regulatory agency has agreed to review the process within three years to investigate
issues that are still being put forth by developers. A few of the more popular requests have
been a slight frequency extension of the lower band edge to match the U.S. standards, raising
the average emission level in the higher band to compensate for system losses, and reducing
the mitigation-level requirements.
Other Asian and European Union proposed policies are on the horizon as well. During the
time of this chapter’s review period, there were still no fully adopted standards or regulations
which mandated the marketing and licensing of UWB products outside the USA or Japan.
However, it is clear that global industry support for UWB is gaining momentum.
Global UWB standards outside the United States will take a more conservative approach, as
described previously. Presently, there is an effort to try to harmonize the regulations in Asia
and Europe to reduce the number of location-speciﬁc adaptations of the technology. Since this
process is extremely dynamic and changing quite rapidly, it is quite risky to predict the end
result of international regulatory affairs concerning UWB within this chapter. It is probably a
safe bet to assume that UWB will eventually make it into other markets. The question will be
at what power spectral densities and with what operational caveats.
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Interference and Coexistence
Roberto Aiello

By its very nature, ultrawideband (UWB) must coexist with other systems in its broad bandwidth
of operation. For instance, in the United States, the UWB frequency range for communication
applications is 3.1–10.6 GHz (Figure 21.1), so it is operating in the same frequencies as popular
consumer products, such as cordless telephones, digital TV, wireless LANs (WLANs), WiMax,
and satellite receivers, as well as commercial and governmental systems, such as navigational
and meteorological radar. In other countries, it may also overlap with some emerging systems,
such as third-generation (3G) or fourth-generation (4G) wireless services.

Figure 21.1: FCC frequency allocation chart for the UWB bandwidths.

The wireless industry, governments, and regulatory bodies have amassed a depth of research
into the level to which UWB will interfere with other systems operating in the same frequency
bands. Although the interpretations vary slightly and the type of UWB access technology
plays some role in the level of interference, most agree that any UWB transmission must be
limited to avoid the risk of harmful interference. Because there is no global standard or policy
for allocation of bandwidth, each country that allocates spectrum will have a different list of
potential “victim” receivers. For instance, in Europe, WiMax services will use the 3 GHz band.
As a result, any interference-mitigation techniques must be tuned for different markets.
Because it requires such an extensive range of spectrum, UWB has always been based on
the principle of “underlay”,1 meaning that it must operate “under” other services in the same
spectrum without causing harmful interference.
1

Jim Lovette was the ﬁrst to propose the concept in 2000.
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In order to ensure the effectiveness of the underlay principle, numerous governmental and
organizational bodies, as well as manufacturers, have performed extensive testing and study
to evaluate UWB’s level of effect, if any, on speciﬁc incumbent services. Since it operates
with a low-transmit power, the actual levels of interference are not as severe as some early
estimates predicted. The remaining areas of concern have already been targeted by researchers
in the UWB industry for mitigation techniques. This is a ﬁrst step toward the concept of the
“cognitive radio,” deﬁned as a radio that adapts its behavior based on external factors [1].
The technique showing the greatest promise to eliminate harmful interference in the presence
of very sensitive services is Detection and Avoidance (DAA). In this approach, the UWB
transmitter detects the presence of other active services (detection) and then reduces its power
in that speciﬁc band (avoidance). This “smart” technique allows UWB systems to operate
across a continuous range of spectra, taking full advantage of the beneﬁts of a wide frequency
band. This technique shows great promise but has not been included in commercial products
yet. This chapter describes some of the issues related to interference and coexistence.

21.1 Protecting Other Services in Band
To ensure its market and technical success, UWB cannot cause harmful interference with
other services operating in the same frequency range. The challenge is that frequency ranges,
applications, and philosophies differ between countries. For example, the United States
recently allocated spectrum in the 3.6 GHz band for WiMax, Europe allocated 3.4–4.2 GHz,
and Japan has no WiMax spectrum deﬁned in the 3.5 GHz band. Achieving global spectrum
harmonization would bring about greater competition, lower costs, and more potential for
compliant devices to enter the market. However, this is not likely to happen, and the result is
that the minimum requirements for protecting in-band services from interference are likely to
differ by region for quite some time.
The ﬁrst step to protecting other services, then, is to identify the areas of potential
interference. Generally speaking, direct-sequence (DS) and impulse radio UWB devices
produce a chip code sequence from subnanosecond pulses and combine it with the data
sequence, resulting in a spread-spectrum signal with an approximate bandwidth of 1.5 GHz
[2]. Multiband–orthogonal frequency-division multiplexing (MB-OFDM) UWB devices
transmit a 500 MHz signal that uses three bands below 5 GHz, switching bands every 312.5 ns.
The interference potential of either UWB technology on broadband receivers depends on
the nature of the victim receiver and the parameters of the transmitters. However, all UWB
transmitters have the same effect on narrowband receivers (receivers whose bandwidth is
lower than the impulse radio’s pulse-repetition frequency or the OFDM switching rate).
Although the approaches differ, the end result is that UWB signals, regardless of the technology
used, comprise a series of short bursts of RF. In contrast, services like WiMax transmit data
using time-based access technologies, with frame lengths varying between 2.5 and 20 ms and
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including a preamble, header, and user data. The challenge with predicting the impact of UWB
devices on these time-based services is that UWB systems behave differently depending on the
application. For example, in a ﬁle-transfer application, the UWB device will send the data at
the fastest available rate using consecutive frames. For streaming audio or video, it will transmit
regular signal bursts at the highest available data rate. When these three types of transmissions
are graphed together, there is obvious potential for interference (Figures 21.2 and 21.3) [3].
Up link 3.3 ms

Down link 6.7 ms

UTRA
User time slot – 667 s

UWB
interference

Streaming ar 8 Mbit’s – 50 s every 1ms

Asynchronous – 1 Mbyte – 21 ms

Figure 21.2: The probability of UWB signals to overlap with the signal for a WiMax terminal.
Source: “A Technical Evaluation of the Effect of UWB on Broadband Fixed Wireless Access
in the 3.4 GHz Band,” Indepen and Quotient, August 2005, p. 7.
Up link 3 ms

Down link 12.5 ms

WiMAX
Header – 1.2 ms

UWB
interference

User band – 0.8 to 7.3 ms

Streaming at 8 Mbit’s – 50 s every 1 ms
Asynchronous – 1 Mbyte – 21 ms

Figure 21.3: The probability of UWB signals to overlap with the signal for an ULTRA TDD
terminal. Source: “A Technical Evaluation of the Effect of UWB on Broadband Fixed Wireless
Access in the 3.4 GHz Band,” Indepen and Quotient, August 2005, p. 7.

Typically, victim devices automatically boost power, switch to a more robust modulation
scheme, or both in response to interference, the latter resulting in longer transmission
time over the air. The net effect is increased “intercell” interference, warranting additional
infrastructure build-out. However, in a worst-case scenario, the UWB signal could still
overpower the ﬁxed broadband signal and block it. As a result, regardless of the amount of
infrastructure, mitigation would be necessary in order to protect these other wireless services.
In another example, ﬁxed satellite services (FSS) involve reception of very low signal levels
from the satellites using high-gain, narrow-beamwidth antennas. Therefore, it is important

w w w.new nespress.com

524

Chapter 21

to reduce the chances of interference from UWB devices that are likely to transmit signals
directly into the main beam of these antennas.
Around the world, emission limits for UWB devices are being deﬁned based on analyses
such as these, and the services that require interference protection are being identiﬁed.
The emission limits are currently being derived from numerous studies undertaken to
classify the services that are most vulnerable in the bands under consideration.
In order to protect incumbent services adequately, it is important that regulators recognize
the difference between specifying protection criteria for in-band and out-of band emissions.2
From the UWB perspective, FSS operating in the 3.7–4.2 GHz band falls in the “in-band”
services category, whereas personal communication services (PCS) or cellular services
operating in the 1.7 GHz band are protected by the out-of-band emission limits set for UWB
transmissions. This distinction becomes very important when we deﬁne levels for speciﬁc
interference-mitigation techniques, such as DAA.

21.1.1 United States
When regulators allocate spectrum, they can follow various principles. For instance, in the
United States, the FCC has a mandate to promote new technologies [4]. This guiding principle
has the effect of creating more tolerance and promoting work with the proponents of new
technologies, such as UWB, even though it has the potential to interfere with other services.
UWB achieved initial approval in the United States for unlicensed communication devices
operating in the 3.1–10.6 GHz space in February 2002 [5]. The FCC deﬁned a UWB device
as “one that emits signals with 10 dB bandwidth greater than 500 MHz, or greater than 20
percent of the center frequency.” The FCC UWB regulations set upper limits on the amount of
power that can be radiated across 3.1–10.6 GHz and out of band; this is known as a mask.
Speciﬁcally, the FCC rules include emission limits of 41.3 dBm/MHz maximum average
EIRP spectral density with 1 ms integration time and 0 dBm peak power in a 50 MHz
bandwidth. This is a very low power level; in fact, it is the same limit unintentional radiators
must meet to get FCC certiﬁcation. In the case of the FCC requirements concerning UWB,
protection for out-of-band systems actually exceeds that required of other radio transmitters
approved for use in the spectrum (Figure 21.4).
The FCC’s recommendations were grounded in facts collected by numerous studies
undertaken over the years to assess the compatibility of UWB. For instance, in 2000, the U.S.
Department of Commerce/National Telecommunications and Information Administration

2

Out-of-band emission limits are ﬁxed and, hence, can be realized using external ﬁlters with sharp roll-off; whereas
in-band emission limits, especially the dynamic changes in spectral characteristics, cannot be implemented using
external ﬁlters.
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Figure 21.4: FCC Spectrum mask for UWB in the United States.

(NTIA) released a study titled Assessment of Compatibility between UWB Devices and
Selected Federal Systems, which aimed to assess the potential impact of UWB devices on
federal equipment operating between 400 and 6,000 MHz, which includes 18 bands and a
total of 2,502.7 MHz of restricted spectrum. As a result of its analysis, the NTIA calculated
the maximum permissible average EIRP density in a 1 MHz bandwidth (average EIRP, dBm/
MHz rms) for the systems under study, which included the Next Generation Weather Radar
(NEXRAD) system, Air Route Surveillance Radar (ARSR)–4, Airport Surveillance Radar
(ASR)–9, RF altimeters, the Air Trafﬁc Control Radio Beacon System (ATCRBS), distance
measuring equipment (DME), the Microwave Landing System (MLS), the Search and Rescue
Satellite (SARSAT) Land User Terminal (LUT), a 4 GHz Earth station, a Terminal Doppler
Weather Radar (TDWR) system, and a shipboard maritime radio navigation radar.
In addition, the NTIA determined the minimum separation distance between a receiver and a
UWB device with an average EIRP spectral density of 41.3 dBm/MHz (RMS). The study
considered the effects of a single UWB emitter on one receiver and the aggregate effects of
several UWB emitters on one receiver. Throughout the study, the UWB devices were assumed
to overlap completely the bands used by the equipment being assessed. The analytical
results developed were then compared with measurements made at NTIA’s Institute for
Telecommunication Sciences (ITS) in Boulder, Colorado, and ﬁeld measurements made at the
Federal Aviation Administration facilities in Oklahoma City, Oklahoma.
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This study concluded,
This report shows that operation of UWB devices is feasible in portions of the spectrum
between about 3.1 and 5.650 GHz at heights of about 2 meters with some operating
constraints. Operations of UWB devices below 3.1 GHz will be quite challenging and any
policy developed will need to consider the results of the analyses of interactions of GPS
and UWB systems underway at NTIA and other facilities.
While the study showed that aggregate UWB interference can be a signiﬁcant factor to
receiving systems under ideal propagation conditions, a number of mitigating factors
must also be taken into account that may reduce or eliminate these aggregate effects.
There are also numerous mitigating factors that could relax restrictions on operation of
UWB devices below 3.1 GHz.
A companion NTIA study titled Assessment of Compatibility between UWB Systems and
Global Positioning Systems Receivers was undertaken to deﬁne the maximum allowable UWB
EIRP levels that can be tolerated by GPS receivers in order to ensure their operations. These
EIRP levels were then compared to the emission levels derived from the limits speciﬁed in
47 CFR, Part 15.209 to assess the applicability of the Part 15 limits to UWB devices.
The study concluded,
For those UWB signals examined with a PRF of 100 kHz, maximum possible EIRP
levels between 73.2 and 26.5 dBW/MHz are necessary to ensure electro-mechanical
compatibility (EMC) with the GPS applications deﬁned by the operational scenarios
considered within this study.
The data collected in this assessment demonstrates that when considered in potential
interactions with GPS receivers used in applications represented by the operational
scenarios considered in this study, some of the UWB signal permutations examined
exceeded the measured GPS performance thresholds at EIRP levels well below the current
Part 15 emission level. Likewise, other UWB signal permutations (e.g., the 100 kHz PRF
UWB signals) only slightly exceeded, and in some cases did not exceed, the measured
GPS performance thresholds when considered in potential interactions with GPS receivers
deﬁned by the operational scenarios considered as part of this study.
This is consistent with other studies performed by both UWB proponents and critics [6].

21.1.2 Europe
The International Telecommunications Union (ITU) has a mandate to coordinate the operation
of telecommunication networks and services.3 Its general approach tends to support strongly
3

The ITU, headquartered in Geneva, Switzerland, is an international organization within the United Nations
system where governments and the private sector coordinate global telecom networks and services.
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existing services and entities who have already paid for licenses and who expect a certain level
of quality and performance.
In Europe, Ofcom, the independent regulator and competition authority for UK communications
industries with responsibilities spanning television, radio, telecommunications, and wireless
communications services, has been very active in recommending and promoting regulations
for the acceptance of UWB. Its approach has been to focus on maximizing ﬁnancial gain for all
parties. It must be noted that this objective is very different from the FCC’s and the ITU’s, and it
is expected to lead to different recommendations.
Early in its analysis, Ofcom commissioned Mason Communications and DotEcon,
independent consultants, to prepare a preliminary ﬁnancial analysis of the effect of UWB
devices in the United Kingdom. Speciﬁcally, the study compared the net beneﬁts to consumers
of using UWB-enabled devices (rather than alternative technologies) when considering the
expected external costs in terms of spectral interference with other radio services.
The consultants analyzed four scenarios:
1. The FCC indoor mask (the UWB emission limits for UWB indoor communications
applications adopted by the U.S. FCC).
2. Two versions of the draft ETSI UWB mask for UWB indoor communications
systems currently being considered within the European Conference of Postal and
Telecommunications Administrations (CEPT) and ETSI.
3. The current version, with a Power Spectral Density (PSD) of 65 dBm/MHz at
2.1 GHz (“ETSI mask” in Figure 21.5).
4. A revised version with a tighter PSD of 85 dBm/MHz at 2.1 GHz. This is termed
either the (“proposed Ofcom revision to the ETSI mask” in Figure 21.7)

•
•

Lower band only—restricting UWB PAN transmissions between 3 and 5 GHz;
Upper band only—restricting UWB PAN transmissions between 6 and 10 GHz.

The main ﬁnding of the study was that “UWB has the potential to make a substantial
contribution to the UK economy, generating about £4 billion (discounted) in value over
the next 15 years. For the period to 2020, net private beneﬁts exceed external costs under all
the regulatory scenarios considered (however, in the case of the FCC mask, a positive
net value is not achieved until 2020, and signiﬁcant external costs are present in preceding
period) [7].
With the establishment of likely ﬁnancial gain for Europeans, Ofcom turned its attention to
the issue of potential interference issues. During the period between 2002 and 2005, numerous
studies were undertaken to determine the potential effect of UWB on other services in the
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Figure 21.5: Ofcom financial analysis of the net benefits to consumers using
UWB-enabled devices (rather than alternative technologies).

3.1–10.6 GHz band. In a consultation document released in January 2005, Ofcom reviewed
studies performed on behalf of the FCC, the ITU, and CEPT.4 Ofcom concluded,
In Ofcom’s assessment, if we allow UWB devices subject to a restrictive mask there is
unlikely to be a signiﬁcant increase in the risk of harmful interference in most cases.
We have also noted that UWB has been allowed in the United States. If we do nothing,
there are risks that UWB equipment will arrive in the United Kingdom in any case, and that
the U.S. mask, which we believe not to be optimal for the United Kingdom, will become
the de facto world standard. In light of this, Ofcom considers it to be particularly important
to develop an appropriate European approach to UWB as soon as practicable. [7]
In 2005, Ofcom also commissioned two consultants, Indepen and Quotient, to undertake an
independent analysis speciﬁcally of the potential effects of UWB on incumbent broadband
ﬁxed-wireless-access systems in the United Kingdom. The analysis team modeled likely
scenarios using Monte Carlo simulation, statistically taking into account the variability of
device locations and the bursty nature of their transmissions. The team made a series of

4

CEPT was established in 1959 by 19 countries, which expanded to 26 during its ﬁrst 10 years. Original members
were the incumbent monopoly-holding postal and telecommunications administrations. CEPT’s activities
included cooperation on commercial, operational, regulatory, and technical standardization issues. In 1988, CEPT
decided to create ETSI, into which all its telecommunication standardization activities were transferred.

www. n e wn e s p re s s .c om

Interference and Coexistence

529

assumptions to develop their simulation and included a “bias toward conservatism” so that, if
anything, it would overstate the risk of interference [3].
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This study aimed to examine closely the effects of UWB devices and ﬁxed-wireless broadband
devices colocated in an ofﬁce environment. The results showed that interference tended to
center on two peaks, one at 78 dBm (which reﬂects the UWB devices close to the primary
PC) and one at 96 dBm (which results from other UWB devices spread around the room).
These results were graphed in relation to the noise ﬂoor for a WiMax (Figure 21.6) system and
demonstrated that interference from UWB had the potential to be more than 50 dB above the
minimum operating level of the system. This means that additional protection is required to
reduce its effect on those systems.

Interfering UWB signal level in dBm/Mhz

Figure 21.6: The relative frequency of occurrence is shown as a function of the
interfering signal level experienced at the BFWA antenna. Results for the office
environment are illustrated for each of the three years, 2010, 2015, 2020.

As a result of the Ofcom work and the UWB industry studies, European regulators have
recommended the use of a spectral mask (Table 21.1) [8]. In this case, DAA is required in the
3.1–4.2 GHz band, while no DAA is required until 2010 in the 4.2–4.8 GHz band, and no DAA
is required in the 6–10.6 GHz band. DAA means that the power in a speciﬁc frequency needs
to be reduced when another service is detected. Interference mitigation can be achieved with a
notch induced dynamically into the transmit spectrum or by lowering the transmit power.
Table 21.1: Spectrum allocations in Europe: proposed mask
Frequency Range (GHz)

Spectral Mask (dBm/MHz)

DAA Requirement

3.1 to 4.2

41.3

DAA required at 70 dBm/MHz

4.2 to 4.8

41.3

No DAA required until 2010

6 to 10.6

41.3

No DAA requirement
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Figure 21.7 shows that power levels (solid line) proposed for Europe are equivalent to
U.S. regulations, but the DAA requirements (dotted line) are more stringent than those in
Japan [9].
Proposed UWB Mask
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Figure 21.7: In the Ofcom recommended spectrum mask, power levels (solid line) proposed for
Europe are equivalent to U.S. regulations, but the DAA requirements (dotted line) are more
stringent than those in Japan.

21.1.3 Japan
In August 2005, the Japanese Ministry proposed that UWB would span 3.4–10.25 GHz but
could not interfere with transmission in the future 3.6 GHz WiMax band (Figure 21.8). The
ministry concluded that its country’s services required more protection than U.S. services in
the same frequency spectrum and speciﬁed that the transmitter must notch power down by
70 dBm/MHz in the lower bands.
Figure 21.9 shows a summary of the proposed mask for Japan. It speciﬁes power levels
equivalent to those of the United States in the 3.4–4.8 GHz band, but with an additional
requirement for DAA with mitigation level set to 70 dBm/MHz to protect broadcast services
and future cellular services, also known as fourth-generation (4G) services. In addition,
transmissions in the 3.1–3.4 GHz band are not allowed in order to protect radio astronomy
services (RAS) operating at 3.3 GHz.

21.1.4 International Big Picture
Some regions have proposed breaking the available spectrum into chunks, providing a
noncontinuous band for UWB operation. This is certainly not ideal for UWB and would
negatively impact its performance.
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Figure 21.8: Japanese frequency allocation.
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Figure 21.9: Proposed Japanese spectrum mask.
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Japanese and European administrations have proposed a different set of protection criteria
based on the services that operate in their respective regions. They have recently added the
need for DAA, which is similar to the Dynamic Frequency Selection (DFS) scheme used by
5 GHz Wireless Access Systems (WAS) in Europe to protect primary services.
Table 21.2 sums up the current situation in the three areas leading the world with the most
UWB interest and activity: the United States, Japan, and Europe.
Table 21.2: Summary regulatory situation in the United States, Europe, and Japan
Category
Full band

Region
United States

Frequency Bands and Additional Requirements
3.1 to 10.6 GHz
41.3 dBm/MHz

Low band

European Union

3.1 to 4.95 GHz
41.3 dBm/MHz with either protection mechanism:
DAA with transmit level reduced to 70 dBm/MHz
• Using
in presence of other services that require protection
Restricting duty cycle to a maximum of 5% over 1 second
• and
0.5% over 1 hour
4.2 to 4.8 GHz
No limitation until 2010

Japan

3.4 to 4.8 GHz
41.3 dBm/MHz with DAA with transmit level reduced to
70 dBm/MHz in presence of other services that require
protection

High band

European Union

6 to 8.5 GHz
41.3 dBm/MHz

Japan

7.25 to 10.25 GHz
41.3 dBm/MHz

In the end, there is no best approach that works for all countries, but governments, regulators,
and industry need to ﬁnd the right balance that best beneﬁts the public. From a UWB industry
perspective, it is beneﬁcial to ﬁnd a common framework so that the same technology can be
used for different countries with only minor modiﬁcations.

21.2 Ensuring Coexistence
Industry experts and standards bodies agree that, to be successful, UWB transmitters must
detect other services that are active in the vicinity and avoid interfering with them.
For instance, if a WiMax network is nearby, the UWB transmitter should check the WiMax
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spectrum to see if there is a high-powered signal. If it detects a signal, then it should avoid that
piece of spectrum for the current transmission.
Taking this idea further, if there is a signal in the WiMax base station band, for instance, but
there are no receivers interested in connecting to it, then the UWB transmitter should not be
required to notch out that piece of spectrum. This approach certainly adds to the complexity of
the DAA scheme but prevents unnecessary performance degradation for the UWB system and
optimizes the use of the spectrum.

21.2.1 Technical and Market Challenges
The ﬁrst requirement of a UWB system is that it not interfere harmfully with other services,
either now or in the future. The challenge is that UWB’s multigigahertz span will surely
include future spectrum allocations and usage models that we cannot predict today. And, it
must be recognized that physical separations may be insufﬁcient to prevent interference with
some of these future services.
Several approaches have been studied in order to mitigate interference. Some proposed
approaches include controlling transmit power, switching off UWB devices that are close to
primary PCs in ofﬁce environments, limiting the duty cycle of UWB devices, and moving
UWB devices to higher frequencies. These methods have been found to be insufﬁcient in
mitigating the interference at the required level [3]. A 2005 Ofcom study concluded that
“by attenuating UWB emissions by 40 dB, the interference impact can be reduced to around
4 percent of network site costs for the high BFWA market forecast and around 1 percent of
network site costs for the moderate BFWA market forecast. Attenuation by 50 dB appears to
remove all effects of UWB interference.”
Regulations for UWB are likely to continue to vary from place to place around the world,
undoubtedly necessitating spectrum mask compromises. In addition to spectrum masks,
regulations in Japan, Europe, and other countries will also likely require DAA.

21.3 Detection and Avoidance
DAA is the leading technique for solving UWB-related interference issues. In this approach,
the UWB transmitter detects whether another active service is present (detection) and the
likelihood that the interference is high; then it reduces power in that speciﬁc band (avoidance).
This “smart” technique allows UWB systems to operate across a continuous range of spectrum,
taking full advantage of the beneﬁts of a wide frequency band. A UWB and WiMax scenario,
shown in Figure 21.10, provides a good example of DAA usage. At present, WiMax is the
only in-band (3.4–3.8 GHz) operational service in Europe. In the worst case, a WiMax client
node may be on the edge of a base station cell and may experience serious fading of the
downlink signal transmitted by the base station. This may seem to be an extreme case; however,
regulators need to ﬁnd a good balance between conservative cases and realistic scenarios.
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Figure 21.10: Potential areas of interference for a UWB system.

It is possible that a low-power UWB radio operating in close proximity to a WiMax receiver
raises the noise ﬂoor by an amount sufﬁcient to cause performance degradation to the receiver.
Modern wireless technologies are adaptive in nature, and a loss in performance observed at
the WiMax receiver will probably cause the WiMax transmitter to fall back to a more robust
modulation scheme with lower overall throughput or to step up the transmit power to maintain
the overall system performance. This scenario would not be effective if the WiMax receiver
cannot detect the base station at all. Cell boundary interference scenarios could also be
reduced by reducing cell size, but only with considerable additional infrastructure costs.
The remainder of this chapter describes how this method can be applied to a MBOFDM system.
For instance, DAA is expected to be used in Japan in a two-step process. In Step 1, Detection
and Coarse Avoidance, the system will run the detection algorithm and effectively shut off
the band containing the victim services and continue using the bands that are free of victim
services. Currently, there is a low probability that victim services will be in two bands
simultaneously, so the UWB system’s performance should not be affected.
Step 2 in this proposed process is known as Detection and Fine Avoidance. In this case,
speciﬁc avoidance in narrow bands is achieved by notching out the minimum amount of
spectrum is used.
The impact of these regulations on impulse radios is likely to be very costly at present;
therefore, it appears that the frequency of operation for those radios will be shifted to higher
frequencies where DAA is not required.

21.3.1 Detection
One of the challenges of detection is to pick up the very low victim service signal power in
the presence of outgoing UWB transmissions and other noise sources. The scheme must also
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be ﬂexible enough to accommodate both present and future services in the bands of interest,
which means that the technique should be independent of the service.
Figure 21.11 shows a simpliﬁed block diagram of the detection process that can be
implemented in UWB radios based on the fast Fourier transform (FFT) [10]. Real conditions
generally complicate the problem, and it is necessary to include out-of-band emissions from
other services, RF interference, and even UWB transmissions from neighboring nodes in the
equation. All of these must be incorporated into the algorithm to achieve accurate detection of
services.
RF LO

A/D samples
stored at clock
rate
(FFT bin energy
accumulation)

LPF
A/D samples
stored at clock
rate

RF LO
Q (–90)



2

Comparison with
threshold signal
level set for
victim service

Algorithm to read A/D samples and perform energy
detection using FFT operation

FFT bin size equivalent to Integration time
Energy inclused UWB noise and WiMax signal components

Figure 21.11: A simplified block diagram of the detection process that can be implemented
in UWB radios based on the fast Fourier transform (FFT) functionality
available in the PHY architecture.

21.3.2 Avoidance
After a potentially interfering signal is detected, a number of solutions are available to address
it. Current options include transmit power control (TPC), frequency notching, and active
interference canceling.
TPC. TPC is based on the principle of transmitting the minimum amount of power required to
transmit the information. This is a useful tool, employed with basic techniques, to increase the
level of coexistence. It is widely used in many wireless systems.
Frequency notching, or “tone nulling.” This technique involves inserting zeros at the FFT
stage to achieve notches in the transmit spectrum. Theoretically, a ﬁve-bit digital-to-analog
converter (DAC) would achieve a 30 dB notch; however, practical implementation and system
nonlinearities are likely to restrict the notch to 15–20 dB.
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Figure 21.12 shows an example of tone nulling for narrowband service operating at
4 GHz [11]. In this case, we have the following characteristics:

•

The 128 tone OFDM transmitter “zeros out” six adjacent tones near the detected
service.

•
•
•

Out of 128 tones, 122 are still available.
Notch depth is approximately 15 dB.
It can be done with all-digital operation (no analog ﬁltering required).

Figure 21.12: An example of tone nulling for narrowband service operating at 4 GHz.

Advanced techniques. More advanced techniques are being developed that achieve
deeper notches using digital techniques. The example shown in Figure 21.13 [12] is a
simulation with a 30 dB notch across a 200 MHz band achievable using 50 in-band tones
(50  4.125  206.25 MHz) and only 6 additional tones. In this example, the UWB average
power level is 41.25 dBm/MHz, and the targeted mitigation level is 70.0 dBm/MHz; so
the required mitigation depth of 29 dB can achieve deeper notches in the transmit spectrum
with a modest increase in power consumption, hardware complexity, and cost due to more
computation at the transmitter [12].
Figure 21.14 shows another example, where a 28 dB notch depth is achieved using an actual
UWB transmitter.
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Figure 21.13: In addition to notching, a fixed number (maximum of six required for
a notch width of 200 MHz) of neighboring tones are computed and
combined with the in-band tones to achieve a deeper notch.

Figure 21.14: An example of tone nulling measured on a real system in the laboratory.
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21.4 Responding to Changing Needs
In order to stay current with regional requirements for interference mitigation, it is important
that the UWB technology be as ﬂexible as possible. For instance, OFDM transmitters generate
the transmit signal in the frequency domain and then transform it in the time domain. So, if it
is necessary to avoid a speciﬁc frequency, an OFDM transmitter can send a lower power signal
in that speciﬁc frequency.
An impulse, or DS-UWB, transmitter requires an additional frequency-domain mechanism,
such as a notch ﬁlter, to avoid speciﬁc frequencies. The disadvantage of a notch ﬁlter is that
it adds cost to the unit and is not easily tunable to other frequencies. It is likely that impulse
radios will initially operate at higher frequencies, where DAA is not required, in Japan
and Europe until digital-notching techniques that allow the required protection have been
developed.
OFDM waveforms are generated in the frequency domain and offer some inherent advantages
for meeting the varying regulations in different regions. For instance, a key feature of a longlived UWB PHY is that its radiated spectrum shape can be controlled through software in near
real-time in order to respond to local regulations and time-varying local conditions. By ensuring
that this shaping is performed only as much as necessary (and no more than necessary),
the negative effects on UWB performance can be minimized.
It is reasonable to think that new technologies will be developed in the future with even more
spectrum ﬂexibility to allow even better adaptation to global coexistence requirements. In
the meantime, UWB is very likely to be one of the ﬁrst technologies deployed that allows
dynamic adaptation to interference.

21.5 Finding the Balance
It is true that there are challenges with regard to ﬁnding the right place for UWB in the range
of wireless services and devices available in international markets. Fortunately, industry
leaders have worked out reliable DAA techniques to ensure the quality of incumbent services
while making room for UWB services that will enhance communications services and options
for the public. Systems based on OFDM are likely to focus initially in the lower bands, which
include DAA techniques, while impulse radio–based systems are likely to focus initially on
the upper bands where DAA is not required.
The proposals from the European Commission and the Japanese Ministry are important
deﬁnitive steps toward UWB deployment worldwide. As regulatory bodies and governments
around the globe continue to deﬁne the requirements for UWB, manufacturers can work to
ﬁnd the common platforms, techniques, and deployment scenarios that will best support these
global services in a cost-effective manner.
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CHAPTE R 22

Direct-Sequence UWB
Michael McLaughlin

22.1 Direct-Sequence UWB
Ever since the advent of consumer communications with the voiceband modem, engineers
have been striving to pack higher and higher bit rates into every piece of spectrum they are
allocated. It started with the telex at 5 to 50 bps over a 3 kHz band, went through 300 bps with
Bell 103 and V.21, 1,200 bps with Bell 212 and V.22, ﬁnally culminating in V.34 at 33.6 kbps,
which, to this day, is one of the most spectrally efﬁcient communications schemes ever
devised. The focus moved on to wireless, and the same race with the same goal of greater and
greater spectral efﬁciency continued. There was a lot more spectrum available, but it was all
soon eaten up and ﬁlled to capacity.
Then, along came ultrawideband (UWB) with a fresh approach. When it arrived on the scene,
the philosophy of UWB was completely different. Now, there is no need to be spectrally
efﬁcient. If you send very narrow pulses, the spectrum is so wide that you can have as
much of it as you like. These narrow pulses have very low power in any particular band, so
interference is minimized. But even with this huge bandwidth, the hunger for high bit rates
can never be satisﬁed, and no matter how wide the spectrum is, if you do not send enough
pulses per second, you cannot get enough bits per second. This need for higher bit rates led
to the development of the direct-sequence UWB (DS-UWB) approach. Eventually, if you
send pulses at a high enough pulse rate, you end up sending them as a train in every available
chipping slot, and that is the principle of a DS-UWB scheme.
Direct sequence (i.e., sending a train of ones and zeros to represent one or more bits) was used
in earlier communications systems. Usually, the bits were modulated onto a carrier where, for
example, a one is represented by one phase shift, and a zero is represented by the opposite
phase shift. With UWB, it was natural to represent a one with a positive pulse and a zero with
a negative pulse, but it was also natural to have a gap between pulses. So, these three natural
possibilities meant that ternary sequences were not only possible but actually very easy to
generate. A ternary sequence, where each chip has three possibilities, greatly increases the
number of possible sequences.
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DS-UWB is a modulation scheme where the symbols representing the information to be
transmitted consist of binary or ternary sequences of pulses. For example, a sequence of
six pulses, all with the same polarity, could represent an input binary one, and six pulses of
alternating polarity could represent a binary zero. The receiver would then have the task of
deciding which of these two possibilities was transmitted in order to determine whether a one
or a zero was input to the modulator.
In a DS-UWB system, the sequences of pulses in the preceding example would be represented
by either binary sequences or ternary sequences. The train of positive-going pulses would be
represented by the binary sequence 1 1 1 1 1 1, and the train of alternating pulses
by the binary sequence 1 1 1 1 1 1. In some literature, a zero is used to represent
the negative pulse, and a one is used to represent the positive pulse; so, in this example, that
would be 11111 and 101010. One disadvantage of this notation is that ternary sequences
cannot be represented. Another is that it implies that there is a DC offset, which is not present
in practice.
In other literature, the positive pulse is represented by a “” sign and the negative pulse by a
“ ” sign. This has the advantage that a ternary code can be represented by introducing a zero
into the alphabet. This latter notation will be used in this chapter. The two sequences in the
preceding example then are  and . A ternary code (e.g., 00)
can also be represented. This particular ternary sequence would represent the pulse sequence
in Figure 22.1.

Figure 22.1: Pulse train that could, for example, represent binary zero.

22.2 Binary Signaling with DS-UWB
It would be perfectly possible to use the preceding example sequences to represent binary
ones and zeros, but in practice, when binary signaling, or binary phase-shift keying (BPSK), is
used in DS-UWB, antipodal signals are used for the one and the zero (i.e., the sequence used
for binary one is the negative of the sequence used for binary zero). This is because antipodal
signals are the optimal signals to use for binary signaling in terms of giving the lowest bit
error rate for a given signal-to-noise ratio (SNR) (see, e.g., [1], Section 4.2.1).
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Also, as we shall see during the course of this chapter, the particular example spreading codes
used earlier are not well suited for binary signaling in a UWB channel.

22.3 M-ary Biorthogonal Signaling with DS-UWB
An extension of binary signal is M-ary orthogonal signaling (see, e.g., [1], Section 4.2.2).
With this type of modulation, instead of just two different pulse sequences representing one
information bit, there are M sequence signals representing log2 M information bits. All of these
signals are orthogonal to each other. Two sequences are said to be orthogonal if their inner
product is zero (i.e., if the sum of the product of their corresponding elements is zero). The
sequence in Figure 22.1 is orthogonal to the sequence in Figure 22.2.

Figure 22.2: Pulse train that could, for example, represent binary one.

One variation of this, which gives improved performance, is where simplex sequences
are used instead of orthogonal sequences. To construct a set of M simplex sequences, the
mean of all the orthogonal sequences is subtracted from each sequence. This has the effect
of translating the origin of the signals to zero, which reduces the transmit power without
changing the distance between the sequences. (See Figure 22.3.)

Figure 22.3: Example ternary sequence represented by 00—.
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Another variation of M-ary orthogonal signaling is M-ary biorthogonal signaling (MBOK)
(see, e.g., [1], Section 4.2.3). In MBOK, the signal alphabet contains M/2 orthogonal
sequences, plus another M/2 sequences that are simply the negatives of these sequences.
This is also better than M-ary orthogonal signaling because it allows one more bit to be
transmitted per symbol, without increasing either the transmit power or the minimum distance
between sequences. Of the three variations discussed here, MBOK is the most commonly used
for direct-sequence modulation.

22.3.1 Coding Gain of MBOK
MBOK has an inherent coding gain over uncoded BPSK. To see why this is so, consider a
16-ary MBOK system (16-BOK).
A 16-element biorthogonal alphabet can be constructed by using a length-8 Walsh-Hadamard
matrix and its negative as shown in Table 22.1.
Table 22.1: Example 16-ary biorthogonal sequence alphabet
allowing four bits per sequence.
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1

This type of MBOK allows four bits to be transmitted for every eight chips. All the sequences
have the same squared Euclidean distance (SED) from every other sequence, except for the
one sequence that is their own negative, where the SED is double. The minimum squared
Euclidean distance (MSED) for these sequences is 16.
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To construct an equivalent alphabet for a BPSK system where eight chips encode four bits,
every two chips encode one bit and are either 1 1 or 1 1, giving the results shown in
Table 22.2.
Table 22.2: Equivalent length-8 sequences for a BPSK system
allowing four bits per sequence.
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By examining these sequences, it is easy to see that, unlike the 16-BOK case, the distance
to other sequences varies a lot. It is either 8, 16, 24, or 32. The MSED for these sequences is
therefore eight. This is 3.01 decibels (dB) worse than for 16-BOK. This sets an upper bound
on the coding gain of 16-BOK modulation at 3.01 dB. The simulation results shown in Figure
22.4 show that, in practice, at an error rate of 105, the coding gain for 16-BOK is about
2.5 dB, and for 8-BOK, it is a little over 1.5 dB.

22.3.2 Combining MBOK with Convolutional Coding
By applying convolutional coding, a coding gain can be achieved over uncoded BPSK
because, by adding redundant bits, it is possible to disallow certain combinations of bits, the
combinations that have low SED, from the valid combinations. For example, in the preceding
uncoded BPSK example, the MSED is eight. If a good convolutional code were used, it
would disallow combinations of bits that differed by only one bit error (e.g., it would allow
only sequences that differed by, say, 32 or 24). In the BPSK case, lots of combinations have
an SED of either 32 or 24, but if a convolutional code is used with MBOK, for each MBOK
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Figure 22.4: Simulation results of MBOK and BPSK.

sequence there is only one other sequence where the SED is as high as 32. The SED to the
other 15 sequences is only 16. For this reason, the coding gain that results when MBOK is
combined with convolutional coding is not additive. For example, if a convolutional code with
a gain of 4.0 dB were used with 16-BOK, the overall coding gain would be quite a bit less than
7.01 dB. It is quite simple to draw a trellis diagram for a convolutional code used with MBOK
rather than BPSK and to replace the partial path distances with the correct ones for MBOK.
This usually results in an overall MSED close to, but actually smaller than, the MSED that the
convolutional code alone gives.

22.4 Properties of Good Codes
A transmit-receive block diagram for a matched DS-UWB receiver can be simpliﬁed to blocks
shown in Figure 22.5.
The order of the linear operations can be changed. The convolution with the code and,
subsequently, with its conjugate can be replaced by convolution with the autocorrelation
function of the code. The same can be done with the channel and the channel-matched ﬁlter to
get the equivalent block diagram shown in Figure 22.6.

www. n e wn e s p re s s .c om

Direct-Sequence UWB

547

Figure 22.5: Simplified transmit-receive block diagram for a matched DS-UWB receiver.

Figure 22.6: Equivalent of transmitter and matched receiver block diagram.

You can see that the nice clean impulses of the transmitter are spread out, both by the side
lobes of the code autocorrelation function and by the side lobes of the channel autocorrelation
function.

22.4.1 Intersymbol Interference
This spreading out of the transmitter impulses causes each of the symbols to spread into the
symbols on either side. This is known as intersymbol interference (ISI). It will be smaller for
channels with low delay spread (i.e., channels where the side lobes are small and stay close
to the central lobe). ISI can also be minimized by a good choice of code (i.e., a code whose
autocorrelation function has a large central peak and a small amount of energy in the side lobes).

22.4.2 Peak-to-Average Ratio
Two types of peak-to-average ratio (PAR) are important to keep under control in any UWB
modulation scheme; namely, temporal PAR and spectral PAR.
22.4.2.1 Temporal PAR
The temporal PAR is the peak-to-average ratio in the time domain. In any communications
system, there are nearly always limits on the average power that may be transmitted. These
are often imposed by government regulatory bodies such as the Federal Communications
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Commission (FCC) in the United States. In addition to this limit, there are physical limits
to the amount of peak voltage or current that can be generated by the hardware for various
reasons. The limiting factors include the following:

•
•
•
•

The analog voltage slew rate
The maximum power-supply voltage
Nonlinearity problems increase with higher voltages
The process technology used

Consequently, it is desirable to minimize the instantaneous peak output power for a given
mean output power (i.e., to keep the temporal PAR as low as possible).
22.4.2.2 Spectral PAR
UWB spectral limits are set in terms of spectral power density. The most useful part of the
allowed transmit spectrum is ﬂat. For a signal to comply with these limits, its worst-case
spectral density must stay below this straight line. If the signal spectrum has a peak anywhere,
this peak must be kept below a certain limit by attenuating it as well as the rest of the signal.
This effectively means that the whole signal must be penalized by any amount that the spectral
PAR exceeds 0 dB. For this reason, the spectral PAR also needs to be kept as low as possible.
The spectral PAR of a DS-UWB signal is determined by the following:
1. The spectral PAR of the codes. This is especially important in a binary signaling
mode. For MBOK with a large M, codes are being randomly chosen, depending on the
input data, from a large selection of codes, all with different spectra. This means that
the average spectrum is ﬂatter than the spectrum of the MBOK individual codes.
2. The spectral PAR of the transmit pulse. This pulse shape can be chosen to offset other
factors in order to keep as close to the regulatory requirements as possible.
3. The spectral properties of the analog hardware. This includes the ﬁlters and the antenna.
4. The frequency resolution and averaging time of the measuring equipment. This
can have a big inﬂuence on the measured spectrum; for example, relatively short
measurement times will tend to whiten the spectrum by adding together the spectra of
a lot of uncorrelated segments of longer repeating sequences.
The spectral PAR can be lowered by scrambling the pulse polarities by multiplying them by
a much longer pseudorandom sequence. This has the effect of whitening the spectrum. This
procedure has other side effects, which may or may not be important. For example, it makes
the channel look different after the receiver has undone this scrambling.
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22.4.3 Autocorrelation Properties
We have seen how ISI is worse for codes where the power of the autocorrelation function is
spread out to the side lobes rather than being concentrated at the central peak. There are two
types of autocorrelations; namely, aperiodic autocorrelation and periodic autocorrelation.
22.4.3.1 Aperiodic Autocorrelation Function
The aperiodic autocorrelation function is found by taking the code and surrounding it by an
inﬁnite number of zeros and then ﬁnding the cross-correlation of this new construct with itself.
This is often simply referred to as the autocorrelation function.
22.4.3.2 Periodic Autocorrelation Function
The periodic autocorrelation function (PACF) of a code is designed to measure the
autocorrelation properties of a sequence that consists of a single code repeated periodically.
It is found by correlating the code sequence with its own periodic extension. It is found by
calculating the cross-correlation of a single instance of a code with the same code repeated an
inﬁnite number of times. The result is a periodic sequence with a period equal to the length of
the code.
22.4.3.3 Golay Merit Factor
The Golay merit factor (GMF) measures the quality of the aperiodic autocorrelation function
of a sequence by calculating the ratio of the square of the central peak in the autocorrelation
function to the sum of the squares of the off-peak side lobes. This measure was introduced by
M. J. E. Golay in [2].
The greater the central peak of the autocorrelation, the better the noise immunity because
this is what is sampled in the receiver. The side lobes of the autocorrelation function do not
extend all the way to the center of the next code. They stop just short of this, so they can never
actually cause ISI directly, but codes with low power in the side lobes of their autocorrelation
function still have greater immunity to ISI. This is because the signal in these side lobes is
spread out further by the channel, and it does not have to be spread as far as the main lobe to
interfere with neighboring symbols.
The binary sequence with the highest known GMF is the length-13 Barker sequence. Golay
himself always regarded this sequence, whose merit factor is 14.08, as a “singularity of nature
whose goodness would never again be attained.” Codes with high GMF will usually also have
ﬂat spectral properties.

22.4.4 Cross-Correlation Properties
The cross-correlation of codes is another very important property of direct-sequence codes.
Take the example of an MBOK receiver looking for code B with a correlator matched to
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code A. In this case, in Figure 22.6, the code autocorrelation function can be replaced by the
cross-correlation function of codes A and B. Ideally, at the correct sampling point (i.e., at the
center of the cross-correlation function), the cross-correlation will be zero. This minimizes
the chance of incorrectly decoding code A as code B (or as the negative of code B). Two
or more codes with this property are said to be orthogonal. Ideally, all the code words in an
MBOK system are mutually orthogonal, but systems are sometimes designed where the codes
are only approximately orthogonal.
22.4.4.1 Periodic Cross-Correlation
The periodic cross-correlation of two codes is the cross-correlation of one code with the
periodic extension of the other. This is not as important in direct-sequence communications
systems as the aperiodic cross-correlation since the codes may not be sent repetitively.
22.4.4.2 Aperiodic Cross-Correlation
The aperiodic cross-correlation of two codes is the cross-correlation of a single instance of one
code with a single instance of another. This property is especially important in code division
multiple access (CDMA) systems, where different codes are used for different channels. In
this case, the lower the cross-correlation, the less likely it is that one code will be mistaken
for another. It is more important in direct-sequence communications systems than periodic
cross-correlation since it treats the codes as isolated events, but it does not tell the whole story
either, because, as in the preceding example, this cross-correlation function is modiﬁed by the
channel and by the channel-matched ﬁlter, which tends to give the overall response a Gaussian
distribution.

22.5 Binary Codes
This section introduces some well-known binary codes used in direct-sequence systems.

22.5.1 Walsh Codes
The Walsh codes, or as they are also sometimes known, the Walsh-Hadamard codes, comprise
one the best-known families of codes. The code words of a Walsh code are all the Walsh
functions of a given sequence length, say n. When these Walsh functions are arranged as
the rows of a matrix, they form an n  n Hadamard matrix, Hn. A Hadamard matrix has the
property Hn  HnT  nIn, where In is the n  n identity matrix, and HnT is the transpose of Hn.
A 2n  2n Walsh-Hadamard matrix, W2n, may be formed recursively from a n  n WalshHadamard matrix, Wn, as follows:
⎡W  W ⎤
n
n⎥
W2 n  ⎢
⎢⎣Wn  Wn ⎥⎦

www. n e wn e s p re s s .c om

Direct-Sequence UWB

551

e.g., if
⎡⎤
⎢
⎥
⎡⎤
Wn  ⎢
⎥  W2 n  ⎢⎢⎥⎥

⎣⎢⎥⎦
⎢⎥
⎣
⎦
The code words of a Walsh code, as with all Hadamard codes, are mutually orthogonal,
which allows them to be used for MBOK signaling. A drawback of Walsh codes is that the
code words have low GMF (i.e., poor autocorrelation properties). There are, however, ways
to transform Walsh codes into codes that have better GMF and retain the property of being
mutually orthogonal.

22.5.2 Barker Sequences
A Barker sequence is a binary sequence in which the off-peak terms of its autocorrelation
function are either 1, 0, or 1. Table 22.3 gives all of the known Barker sequences (excluding
negations and reversals); it is thought that no others exist.
Table 22.3: All known Barker sequences
Length

Code

GMF (see Section 22.7)

3



4.5

4

, 

4.0, 4.0

5



6.25

7



8.167

11



12.1

13



14.083

The length-11 and length-13 codes have GMFs of 12.1 and 14.08, respectively. These are the
two highest GMFs of any binary codes.

22.5.3 m-Sequences
Maximum-length shift-register sequences, or m-sequences, are generated by multiplying
together the values in certain stages of a shift register containing positive ones and negative
ones and feeding the output back into the shift register. The result is an m-sequence if its
PACF is n at one sample period and 1 everywhere else, where the length of the sequence
is n  2m1, and m is the number of elements in the shift register. This PACF is close to
an impulse, which means that repeated m-sequences provide a good channel estimation
signal. Provided that the impulse response of the channel is shorter than the sequence, a good
estimate of the channel impulse response can be found by convolving the receive signal with
the conjugate of the m-sequence (i.e., by correlating with the m-sequence).
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22.5.4 Kasami Sequences
Kasami sequences are a set of 2m/2 sequences of length 2m  1, where m is an even integer.
They can be generated from m-sequences. Kasami sequences have the property that their
worst-case periodic cross-correlation is optimal for a set of that number and length (see [1],
p. 836).

22.5.5 Gold Sequences
Gold sequences are also usually generated from m-sequences. There are 2m  1 sequences
in a set, each of length 2m  1 (i.e., there are approximately twice as many Gold sequences
of a given length as Kasami sequences). They have quite good periodic cross-correlation in
that the worst-case cross-correlation is approximately 2 times optimal for even m and 1.41
times optimal for odd m (see [1], pp. 834–835). Gold sequences are also useful because an
orthogonal set of 2m sequences, known as orthogonal Gold codes, can be constructed by just
appending a 1 to each of the sequences.

22.6 Ternary Codes
The binary codes we have been considering so far are codes whose chips may take on the
value 1 or 1. In a DS-UWB system, these values correspond to either a positive or a
negative pulse. DS-UWB signaling is ideally suited to using ternary codes where the chips
may take on a zero value (i.e., the pulse may be absent). In modulation systems suitable for
ternary codes, they have advantages over binary codes.

22.6.1 Increased Number of Available Codes
The extra option for each pulse means that there are very many more ternary codes than binary
codes at any given length. For example, there are 24, or 16, different length-4 binary codes
as opposed to 34, or 81, different length-4 ternary codes. The difference in quantity gets even
more marked the longer the codes are; for example, there are 216, or 65,536, different length-16
binary codes, whereas there are 316, or 43,046,721, different length-16 ternary codes. This
large increase in the number of available codes makes it much more likely that a code with
desirable properties exists for a given code length. The ﬂip side of the same coin is that
automated searches for good codes have a much larger search area to cover.

22.6.2 Autocorrelation Properties of Ternary Codes
To illustrate how the increased number of codes leads to improved code properties, take the
example of Barker sequences. If you include reversals but not negations, there are only eight
binary Barker sequences with a GMF of six or better, two each at lengths 5, 7, 11, and 13.
Ternary Barker sequences (i.e., ternary sequences whose maximum off-peak autocorrelation
magnitude is 1.0) are much more abundant. An exhaustive search of the 43,046,721 ternary
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codes of length 16 reveals that, excluding negations, there are in fact 738 ternary Barker
codes with a GMF of six or better. Four of these have a GMF of 14.08: the two binary Barker
sequences, this length-15 code, 00, and its reversal. Also, unlike
with binary codes, as the length increases, the properties get better. There are many ternary
codes with a GMF of greater than 14.08. The highest merit factor found so far for a ternary
code is 20.06 for a length-23 code [3].

22.6.3 Impulse Radio and Ternary Codes
One of the ﬁrst forms of UWB was called impulse radio. In this variation, positive and negative
impulses are transmitted, separated by variable and relatively long pauses. In a technique
known as time hopping, the lengths of the pauses are often decided by a pseudo random
sequence. DS-UWB and impulse radio have a lot in common; for example, using a single
positive or negative impulse to represent an information bit is the same as using a ternary
sequence where one chip is a single one or minus one, and all the other chips are zero. Time
hopping can also be represented by changing the position of the one or minus one in the code.
An impulse like this has ideal autocorrelation properties and an inﬁnite GMF, and so its
immunity to ISI could not be better. Similarly, its spectral PAR is 1.0 (i.e., ideal).
A disadvantage of this type of code is the temporal PAR, which is very large for a narrow
pulse with a low repetition frequency. This could be a problem for systems with longer periods
between pulses (i.e., long codes). The off-peak cross-correlation of two interfering systems
can also be a problem; however, in the case of a receiver that uses a channel-matched ﬁlter,
the matched ﬁlter will not be matched to the channel between the receiver and the interfering
transmitter. This tends to spread out the interference and to give it a Gaussian distribution.

22.6.4 Ipatov Ternary Sequences
As mentioned previously, m-sequences have a two-valued periodic autocorrelation function,
which is useful for channel sounding and radar or distance measurement applications. Twovalued autocorrelation is the best type of periodic autocorrelation for binary sequences; as a
result, these sequences have become known as sequences with ideal periodic autocorrelation
properties. Much research has been published relating to the ﬁeld of sequences with twovalued periodic autocorrelation.
In 1979, Valery Ipatov published a paper [4] detailing a family of ternary sequences with
an even more useful property. The periodic autocorrelation function of these Ipatov ternary
sequences is a train of equally spaced, equal amplitude impulses. They are thus said to have
perfect periodic autocorrelation.
Tom Høholdt and Jørn Justesen [5] extended the original work of Ipatov and found more ways
to generate these sequences.
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Ipatov sequences have an additional advantage over m-sequences in that they exist for many
more lengths than do m-sequences. All m-sequences are of length 2n  1, where n is a positive
integer. Ipatov ternary sequences, on the other hand, exist for all of the following lengths: 7,
13, 21, 31, 57, 63, 73, 91, 127, 133, 183, 273, 307, 341, 364, 381, 511, 553, 651, 757, 871,
993, 1,023, 1,057, 1,407, 1,723, and so on. Most of the lengths are of the form N2  N  1,
but not all numbers of this type are represented; for example, there is no sequence of length
43. They are all generated from cyclic difference sets (see [5] for the method). The sequences
are ternary, which means that they have zeros scattered in among the ones and minus ones.
This increases their temporal PAR, but, fortunately, most of the sequences have relatively few
zeros—for example, the sequences of length 57 (82  7) have 8 zeros, and the sequences of
length 1,723 (422  41) have 42 zeros. The proportion of zeros for this type of sequence is
approximately 1/N. As the sequences get longer, this proportion vanishes.
An example length-31 Ipatov ternary sequence is
000000
The following is a less-common type of Ipatov ternary sequence generated from a larger
difference set; it is also length 31:
000000000000000
Another, with an even greater proportion of zeros, is this length-63 sequence:
00000000000000000000000000000000000000000000000

22.7 Processing Gain
DS-UWB usually has a processing gain associated with it. In other words, the SNR or the
signal-to-noise  interference ratio (SNIR) at the detector is greater than the SNR or SNIR
in the channel. In the case of a dense code (e.g., a binary code), this occurs because the signal
power in the chips adds together coherently, whereas the noise in the chips adds together
noncoherently, giving a net increase of 3 dB in SNR for every doubling of the length of
the code. In the case of a sparse code (e.g., a single one in one chip and zeros in the other
chips), the noise in the zero-valued chips is ignored, so this also gives a 3 dB-better SNR for
every doubling of the length of the code. Another way of looking at this is that the signal is
spread over a spectrum that is wider, often a lot wider, than the symbol rate. In the receiver,
this signal is then folded back into a bandwidth equal to half the symbol rate. This increases
the signal power coherently and the noise noncoherently, which increases the SNR by 3 dB
every time the spectrum is folded in two. The amount of processing gain for a real DS-UWB
modulation system (as opposed to complex modulation, e.g., BPSK) is two times the ratio of
the noise bandwidth to the symbol rate.

www. n e wn e s p re s s .c om

Direct-Sequence UWB

PGreal  2

555

NoiseBandwidth
SymbolRate

In a conventional direct-sequence system, the bandwidth is constrained to a certain maximum,
which limits the chip rate. The symbol rate is then the chip rate divided by the number of
chips per symbol. This means that the processing gain is traded off directly against the
symbol rate. In a DS-UWB system, however, the signal bandwidth, thus the noise bandwidth,
is dependent only on the pulse shape and can be made wider with a consequent increase in
processing gain or narrower with a consequent reduction.

22.8 DS-UWB Advantages versus Nonspread Spectrum Methods
22.8.1 High Processing Gain
The spreading of the information out over a wide spectrum gives a large processing gain,
which allows signals with a negative SNIR to be recovered.

22.8.2 Immunity to Distortion
The processing gain gives greater immunity to distortion as well as noise. This allows the signal,
for example, to be recovered despite a large amount of quantization noise, which in turn allows a
relatively small number of bits to be used in the receiver’s analog-to-digital converter (ADC).

22.8.3 Wider Bandwidth
The complexity and power consumption of the ADC are exponentially related to the number
of ADC bits and linearly related to the sample rate. A small number of ADC bits allows a high
receiver sample rate and, therefore, a large instantaneous receiver bandwidth.

22.8.4 Greater Channel Capacity
From Shannon’s Law, we know that the channel capacity is proportional to the instantaneous
bandwidth and to the log of the SNR plus one.
C  W log2(1  S/N )
where C is the channel capacity, W is the instantaneous bandwidth, and S/N is the signal power
divided by the noise power.
Some modulation schemes (e.g., Bluetooth) use frequency hopping of a small instantaneous
bandwidth, which allows greater instantaneous power to be used while still keeping the
average power below the maximum allowed by the spectral regulation authorities. This has the
effect of increasing the SNR at the expense of the instantaneous bandwidth. In the case of a
frequency-hopping system that uses m hops, the preceding equation may be rewritten as
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Cm 

W
log2 (1  mS  N )
m

For m greater than one, Cm is always less than C, so using the wider instantaneous spectrum
enables a potentially larger channel capacity.

22.8.5 Fading Immunity
Wireless channels subject to multipath distortion are subject to frequency selective fading. The
distribution of the severity of the attenuation at any frequency follows a Rayleigh distribution.
At some frequencies, the SNR is very good, and at others it is very poor.
Different modulation schemes have different ways of combating this; for example, discrete
multitone (DMT), a relative of orthogonal frequency-division multiplexing (OFDM), which
is used in digital subscriber line (DSL) modems, combats this using a technique known as bit
loading. At frequencies where the SNR is very good, it uses a higher-order modulation and
sends a lot of bits per symbol. At frequencies where the SNR is poorer, it sends fewer bits
per symbol. At some frequencies, it can decide not to send any information. The bit loading
algorithm allows the DSL modem to approach the “water pouring” solution for transmit
spectrum allocation, which is known to be the capacity-achieving transmit spectrum. The
transmitting modem is able to distribute the information in an optimum way like this because
it gets information about the channel from the receiving modem.
Similarly, telephone band modems, like V.34, use a scheme known as precoding. This method
modiﬁes the transmitted signal so that the amount of information sent in any part of the band
is proportional to the SNR that the receiver sees in that part of the band.
In wireless systems, however, the channel is usually assumed to be nonstationary (i.e.,
changing very rapidly). This means that the modems cannot know what it will be like from
one packet to the next, so techniques like bit loading and precoding cannot be used.
DS-UWB does not spread the information optimally the way DMT does with bit loading.
On the other hand, with DS-UWB, each information bit is always spread across the whole
bandwidth in use, so high attenuation at a particular frequency is not so damaging. The
processing gain of DS-UWB also helps the problem by folding in the highly attenuated
regions in the band with other regions that are probably not so highly attenuated.

22.9 Transmitter Structure
Figure 22.7 is a simpliﬁed block diagram showing the main elements in an example DS-UWB
transmitter.
The transmit data is scrambled to remove any correlation between adjacent bits. These
scrambled bits are then coded with a convolutional code. Groups of these coded bits are then
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Figure 22.7: Typical DS-UWB transmitter structure.

taken, and their value is used to select a code to transmit. In a simple BPSK system, the two
choices would be a code or its negative. The codes are then fed into the pulse generator, chip
by chip. If the chip is positive, a pulse is sent; for zero, no pulse is sent; if the chip is negative,
a negative pulse is sent. The pulse generator is designed to send pulses with a spectral shape
close to the desired ﬁnal shape. The resultant train of pulses is sent through a ﬁlter that ﬁnetunes the spectral shape and ensures compliance with local regulations. The signal is then fed
into either a switch or a two-wire/four-wire (2W/4W) hybrid, which is in turn connected to the
antenna. In many wireless systems, a switch is used here. At any one time, the radio is usually
either transmitting or receiving. When it is transmitting, the switch position is set so that
the transmitter is connected to the antenna. When the radio is receiving, the switch connects
the receiver to the antenna. Because UWB power levels are very low, a switch is usually not
required, and a 2W/4W balancing hybrid works well. Like a switch, the 2W/4W balancing
hybrid converts the four-wire transmitter and receiver signals into a two-wire signal that can
be connected to an antenna. It uses a balancing network or bridge to make sure that not too
much transmit power gets from the transmitter across to the receiver.

22.9.1 Transmitter Design Choices
Many trade-offs may be made in the transmitter design. For example, a very poor pulse
generator can be used, one that generates lots of disallowed out-of-band energy. In this case,
however, a good, highly selective transmit ﬁlter with good roll-off is required to round off
the signal and ensure that it meets regulatory spectral requirements. On the other hand, if the
transmit pulse shape is very good to begin with, the transmit ﬁlter can be a simple one, which
just ﬁnishes off the signal.
Another choice is between generating the pulse in the baseband and mixing it up to the
required frequency or designing the generator to be able to construct the pulse at the required
frequency in the ﬁrst place.
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22.9.2 System Clock Choice
It is important that as many of the system clocks as possible—ideally, that all of the clocks—
be related to one system clock. This relationship should be a simple one; for example, a single,
commonly available crystal might generate the master clock. This is multiplied up to get what
can be a very high frequency internally, and all of the transmitter clocks needed are got by
dividing this down by an integer, preferably by a power of two. This can be brought about by
careful system design. The frequencies to take care over are, for example,

•
•
•

Center frequency or carrier frequency of the system
Chip rate clock
Bit rate clocks

22.10 Receiver Structure
Figure 22.8 is a simpliﬁed block diagram showing the main elements of an example DS-UWB
receiver.

Figure 22.8: Typical DS-UWB receiver structure.

In the example shown, the receive signal goes into the hybrid from the antenna. This is ﬁltered
to remove any out-of-band interference and then ampliﬁed using a low-noise ampliﬁer. The
output is then demodulated by a quadrature demodulator. The demodulator is fed by a local
oscillator, which is kept synchronized to the remote transmitter by a timing recovery circuit.
The output of the demodulator is fed into two ADCs, one each for the real and imaginary
demodulator outputs. These are fed into a complex channel-matched ﬁlter. The matched ﬁlter
output is correlated with the code possibilities, and the bits corresponding to the best match
are fed into the Viterbi decoder. The decoder output is descrambled to recover the receive data.
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22.10.1 Matched Filter Training
As mentioned previously, an ideal DS-UWB receiver has a channel-matched ﬁlter. This ﬁlter
is often implemented using a rake receiver. In order to calculate the weighting of the taps in
the receiver, the channel impulse response needs to be determined. A training sequence can be
used for this purpose, and the ternary Ipatov sequences discussed earlier are ideally suited to
this purpose, provided that the sequence used is longer than the channel impulse response.

22.10.2 Receiver Design Choices
As with the transmitter, the receiver designer is faced with choices and trade-offs. The choices
include

•

Equalizer: A more sophisticated receiver with an equalizer before the correlator would
be required for very high rates.

•

Number of ADC bits: The receiver can operate with only one bit in the ADC. The
more bits that are used, the smaller the loss due to quantization noise, but the more
expensive and power hungry the device will be.

•

Rake receiver: The number of rake taps and how many bits to use in each needs to be
decided. Again, this is a performance versus power and cost trade-off.

•

Receive ﬁltering: The amount of rejection in the receive ﬁlters needs to be decided.
This will depend a lot on the expected environment; for example, a device that will be
mounted on the same circuit board as a 5–6 GHz 802.11a transmitter might require a
second receive ﬁlter after the low noise ampliﬁer (LNA), whereas a device operating
in a country that does not allow commercial use of the 5–6 GHz band might need very
little rejection for that band.

•

Code correlator placement: The channel-matched ﬁlter and code correlator are two
linear operations, and this means that the order can be swapped around. This can result
in reduced complexity by taking only symbol-rate input to the channel-matched ﬁlter,
but it can complicate other system components, such as the equalizer.

22.11 Simulation Results
The sets of simulation results shown in Table 22.4 were obtained from a fully impaired Monte
Carlo simulation of a DS-UWB communications system. The carrier frequency used was
3.96 GHz, and the chip rate was one-third of this at 1.32 GHz. The system used a rate 1/2
convolutional code with a constraint length of six bits. For the 500 Mbps bit rate, the code was
punctured to rate 3/4. The various bit rates were obtained by using direct-sequence codes
of different lengths. They varied from length 6 for 110 Mbps to length 1 for 660 Mbps.
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Table 22.4: Simulation results
Channel Model
110 Mbps

Mean Range (m)
220 Mbps
50.0 Mbps

660 Mbps

No multipath

23.4

16.5

8.5

9.1

LOS 1 m–4 m

17.0

11.7

5.6

5.3

NLOS 1 m–4 m

14.7

9.8

5.0

4.5

NLOS 4 m–10 m

14.3

9.3

NLOS 4 m–10 m
worst-case multipath

14.0

8.8

The receiver conﬁguration was similar to one shown in Figure 22.8 but used a decision
feedback equalizer. The matched ﬁlter was implemented with a 16 tap rake with taps
quantized to three bits. The ADC had three-bit quantization. The simulation was carried
out over a perfect channel and four types of multipath channels. The amount of multipath
simulated by these channels varied depending on whether the channel was line of sight (LOS)
or not (NLOS) and on what range of distances was being simulated.
The results show that very useful distances of between about 4 m and 20 m can be obtained by
a DS-UWB system at very high bit rates. The transmit power used in all cases, approximately
11 dBm, is very low compared to conventional wireless communications systems.
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Multiband Approach to UWB
Charles Razzell

23.1 Introduction and Overview
Although many companies have worked on and developed single-band impulse radio
technology, many of them have independently arrived at a multiband approach to ultrawideband
(UWB) in order to solve commonly perceived problems. These problems include

•

Inﬂexible spectrum mask because the occupied spectrum is dictated in large part by
the pulse-shaping ﬁlter and cannot be easily altered

•

Inherent implementation difﬁculties of truly wideband circuit design (with multiple
gigahertz of bandwidth), as design of active circuits that perform well over large
bandwidths is challenging and usually gives rise to increased cost and power
consumption

•

High sample rates in digital-to-analog converters (DACs) and analog-to-digital
converters (ADCs) associated with transmit and receive signal paths, respectively

•

Vulnerability to strong interferers, which may completely capture the receiver
ampliﬁers or ADCs, causing the wanted signal to be blocked from further processing

•

Single-band UWB signals not so well suited to low-cost RF–complementary metaloxide-semiconductor (RF-CMOS) implementations, due principally to the problem
of designing on-chip selectivity with relatively poor passive components available in
deep submicron CMOS processes

These factors are explained in more detail in the following paragraphs. However, before going
further, the fundamental concepts of multiband UWB are described (see Figure 23.1).
As Figure 23.1 shows, multiband UWB signaling is simply the division in the frequency
domain of a single UWB signal into multiple sub-bands. These sub-bands may be transmitted
in parallel or sequentially and may be received by separate receive paths or one single
frequency-agile receiver.

w w w.new nespress.com

Chapter 23

Amplitude [dB]

Amplitude [dB]

562

Frequency

Frequency

Figure 23.1: Multiband concept for UWB.
f6
f5
f4
f3
f2
f1

Figure 23.2: Parallel pulsed multiband transmission.
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Figure 23.3: Sequential pulsed multiband scheme.

Sequential multiband transmissions have two broad classiﬁcations (see Figures 23.2 and 23.3):

•

Predetermined sequence in the transmitter and known in advance (or estimated
in advance) by the receiver. A single receiver may be used, requiring tight
synchronization between the local oscillators in the transmitter and receiver,
respectively. In this case, the choice of frequency sequences may be used to provide
isolation between independent piconets by limiting the number of collisions.
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Variable sequence in the transmitter used to convey modulation information. This
technique is usually referred to as spectral keying. In this case, multiple parallel receivers
are needed since the location in the frequency domain of the next impulse cannot be
predicted in advance. In this case, the choice of frequency sequences is primarily used to
convey information and can typically no longer provide isolation between piconets.

A further classiﬁcation of multiband schemes needs to be made, namely between pulsed
multiband and orthogonal frequency-division multiplexing (OFDM) multiband approaches, as
explained below (see Figures 23.4 and 23.5):

•

Pulsed multiband transmissions use a speciﬁcally chosen pulse and constant pulse
shape to obtain the frequency-domain properties for each sub-band. The spectral shape

Figure 23.4: Sequential multiband with sequence keying.
OFDM
Information-bearing
(variable) Sequence
PULSE
Sequenced Multiband
OFDM
Piconet isolation
(fixed) sequence

Multiband

PULSE
OFDM
Parallel Multiband
PULSE

Figure 23.5: General classification of multiband UWB transmission schemes.
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in each sub-band can be determined by taking the Fourier transform of the selected
pulse shape. Typically, phase modulation is applied to convey information. Receiver
detection schemes applicable to single-band UWB pulses can be applied, although
certain limitations arise from the short dwell time on each sub-band.

•

OFDM can be applied in each sub-band. The occupied bandwidth and spectral shape
are largely deﬁned by the inverse Fourier transform applied in the transmitter. This
technique can be considered as further frequency division of each sub-band of the
multiband scheme into a further parallel multiband scheme providing a much ﬁner
degree of granularity in the frequency domain.

23.2 Detailed Motivation for Multiband UWB Transmission Schemes
23.2.1 Control of Spectrum Mask
UWB transmissions are limited by their peak power spectral density in the frequency domain
in the direction of maximum radiation. Thus, to maximize average power in relation to the
legislated peak power, power spectral density should be constant with respect to frequency
(white) and with respect to direction (omnidirectional radiation pattern). Control of passband
ﬂatness of the power spectrum is thus critically linked to obtaining the optimum average
power within the constraints set by the available peak power limits.
Consider the case of a single UWB band transmission scheme where the pulse shape is used
to deﬁne the frequency-domain properties of the signal. Let’s assume that it is desired to
occupy, nominally, 1.5 GHz of spectrum with maximal ﬂatness and to avoid as far as possible
emissions outside the intentional 1.5 GHz portion of occupied spectrum. In particular, it will
be necessary to meet FCC and other regulatory jurisdictions’ requirements for low emitted
energy across bands occupied by cellular, GPS, and other sensitive services.
Now, if we want to control the spectrum of the 1.5 GHz-wide UWB signal by means of
digital pulse shaping, we will be forced to use a sampling rate of at least twice the Nyquist
sampling rate (i.e., 1.5 GHz in each of the two quadrature baseband channels). The number
of required taps is unlikely to be much below 13 in order to obtain a ﬂat passband with
sufﬁcient roll-off.
For example, the ﬁnite impulse response (FIR) ﬁlter shown in Figure 23.6 was designed to
validate the required number of taps. The delay of the ﬁlter is six samples, or 2 ns.
The requirement to suppress aliases, additional analog ﬁltering, is required (see Figure
23.7). Considering the baseband implementation of this analog ﬁltering, we see that a lowpass corner frequency of 1 GHz is suitable, which should have at least 40 decibels (dB)
of attenuation at 2 GHz. This implies a fourth-order analog ﬁlter based on an elliptic ﬁlter
prototype (assuming 0.1 dB passband ripple).
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Figure 23.6: Possible digital FIR pulse shape for 2x oversampled UWB system.
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Figure 23.7: Power spectrum resulting from pulse shape described earlier (aliases not shown).

This simple design example may not be optimum. Nevertheless, it does illustrate the
following points:

•

Although the design has attempted to use the lowest oversampling rate and as few
ﬁlter coefﬁcients as possible, its arithmetic complexity is still quite daunting, requiring
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a pair of ﬁlters each employing 13 multiply-accumulate operations per clock cycle at
a 1.5 GHz clock rate, resulting in a total of 39 billion multiply-accumulate operations
per second! (The number of multipliers can, of course, be reduced by a factor of 2 if
ﬁlter symmetry is exploited.)

•

Due to the low oversampling rate used, a signiﬁcant amount of analog ﬁltering is
still required to eliminate aliases (e.g., a fourth-order elliptic). This is not trivial to
implement either.

In view of these factors, single-band UWB system designers have often resorted to purely
analog ﬁltering for pulse shaping. This approach certainly eliminates the computationalcomplexity issue in the transmitter but also reduces the available accuracy and repeatability
of the transmitted pulse shape, with a consequent lack of control over transmitter spectrum
ﬂatness and out-of-band attenuation.
By contrast, a multiband approach in the transmitter allows digital ﬁltering for transmitter
pulse shaping to be more readily applied. Typically, the 1.5 GHz-wide signal would be split
into three bands of 500 MHz each, and only one band need be energized at a time, resulting
in two ﬁlters of 500 MHz sample rate each for the assumed 13-tap ﬁlter. This is still a high
computational load, but a much more manageable one, especially when certain optimization
techniques are considered. Some relevant techniques to consider are

•
•
•

Folding the ﬁlter to exploit coefﬁcient symmetry
Redesign using a half-band approach to introduce zero-valued coefﬁcients
Breaking the ﬁlter into N parallel chains, each operating at 1/N of the full clock
frequency

Furthermore, the multiband approach also allows the transmit power in each sub-band to be
independently managed, providing a means to compensate at a coarse level for frequencydependent attenuation that may arise due to parasitic circuit elements and nonideal antenna
frequency response.
To summarize, digital ﬁltering and pulse shaping are much more feasible using a divideand-conquer approach and reducing the maximum bandwidth to a number in the region of
500 MHz. The precision and repeatability associated with digital ﬁltering are highly desirable
in the context of generating UWB signals, especially considering the need for well-controlled
spectral ﬂatness in the passband in order to optimize the available power and the resulting link
margin. The ability to tune transmitter power in each sub-band further aids in this objective.

23.2.2 Receiver Sampling Rate Issues
The requirement for FIR pulse shaping in the transmitter is mirrored by the requirement for
a matched ﬁlter in the receiver. Due to the highly dispersive nature of the UWB channel, the
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ﬁlter in the receiver may not be limited to matching the transmitter pulse shape but must be
matched to the channel in the form of a channel-matched ﬁlter or rake receiver structure. Thus,
it should be immediately obvious that a ﬁxed analog ﬁlter is not a realistic option and that
digital FIR ﬁlters with variable tap coefﬁcients are needed.
The requirements of the receiver FIR ﬁltering are different from those of the transmitter. The
length of the receiver ﬁlter in time should be approximately equivalent to the duration of the
channel impulse response. The sampling rate must be greater than or equal to the bandwidth
of the transmitted waveform to satisfy Nyquist requirements. (As a rule of thumb, the duration
of the signiﬁcant energy portion of the channel impulse response for an indoor UWB channel
over a 10 m range is typically between 40 and 60 ns.) In general, we can write
Nt  τch  FS
where Nt is the number of ﬁlter taps required, τch is the excess delay of the channel impulse
response based on a particular energy threshold, and FS is the sampling rate. However, the rate
of multiply-accumulate operations required to operation the ﬁlter in real time is given by
RMAC  Nt  FS  τch  F 2S
The appearance of the factor FS2 in the preceding equation provides a very powerful
motivation for the multiband approach. For example, reducing the bandwidth and, thus,
the value of FS by a factor of 3 by means of the multiband approach reduces the required
rate of multiply-accumulate operations by a factor of 9. Considering a value of τch  40 ns,
illustrative numbers are as follows:

•
•

Multiband (FS  500 MHz), 10 taps, RMAC  10  109 operations per second
Single band (FS  1.5 GHz), 30 taps, RMAC  90  109 operations per second

This is not meant to imply that one approach is possible while the other is infeasible but rather
that when considering the need for low-power consumption, the multiband approach has a
clear advantage, even when only three sub-bands are considered. The potency of this argument
increases as the number of sub-bands to be used increases.

23.2.3 Active Circuit Bandwidth and Power Consumption
In UWB receivers for sequential multiband modulation schemes, the ﬁrst down-mixing step
results in a bandwidth reduction by a factor equal to the number of sub-bands employed.
This is illustrated in Figure 23.8. The section to the left must be capable of passing the full
UWB bandwidth signal with high linearity. The section to the right beneﬁts from a bandwidth
reduction by a factor equal to the number of sub-bands employed. The mixing stage in the
case of the multiband scheme can be seen as a kind of correlator in which the agile local
oscillator is synchronized to the one in the transmitter and has similar attributes of selectivity
and bandwidth reduction.
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Figure 23.8: Bandwidth reduction in a sequential multiband receiver chain.

This is not true of single-band modulation schemes, where the local oscillator is held at a
constant frequency and the action of the ﬁrst down-mixing step is simply one of frequency
translation (usually to a center frequency of direct current).
The consequence of this is that on-chip channel selectivity at baseband is much more feasible
in the multiband case, where the low-pass corner may be 250 MHz (for a total intermediate
frequency [IF] bandwidth of 500 MHz). For the single-band case, the equivalent low-pass
corner would have to be 750 MHz, which means that active on-chip ﬁltering techniques are
difﬁcult, if not impossible, to apply. Similarly, the current consumption required to obtain
linear operation and high dynamic range up to 250 MHz is much less than that required to
reach 750 MHz.
Similar arguments apply to a direct up-conversion transmitter for similar reasons. Once
again, the implementation difﬁculty is reduced for the analog transmitter blocks until the
up-conversion with the agile local oscillator spreads the bandwidth to its ﬁnal value.

23.2.4 ADC and DAC Sampling Rates
By extension of the preceding discussion, it will be readily apparent that the sampling
rates required in the mixed signal components will obtain a reduction by a factor equal to
the number of sub-bands employed. This is signiﬁcant when one considers the digitization
of UWB signals a challenge and when one takes into account the need to reduce power
consumption to levels sustainable in portable battery-operated equipment. For a multiband
system, where each sub-band may typically be 500 MHz wide, the sampling rate of the
two required ADC converters needs to be at least 500 MHz to satisfy the Nyquist sampling
theorem. Typically, between 4 and 6 bits of precision are used. A similar single-band system
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occupying 1.5 GHz of spectrum would require a sampling rate of at least 1.5 GHz. However,
if a correlator or despreader is to be used as part of the receiver’s digital signal processing, the
required ADC precision may be lower (e.g., 3 bits), which may wholly or partially compensate
for the extra power consumption required by the higher sampling rate. The difference in
required precision stems from the fact that in the sequential multiband scheme, despreading is
done in the analog domain. The ADCs are effectively operating on a partially despread signal.
In the case of a single-band scheme, the despreading or correlation is done entirely in the
digital domain. This despreading or correlation clearly adds precision to the resultant signal
since summation of several samples with uncorrelated quantization noise must increase the
signal-to-quantization noise ratio.1

23.2.5 Vulnerability to Strong Interferers
The multiband approach has advantages with respect both to in-band and out-of-band
interference rejection. The main advantage with respect to out-of-band interferers is that the
required baseband ﬁltering shape factor is eased considerably in the case of the multiband
approach for a given frequency offset between the interferer and the nearest passband edge of
the UWB system. For example, consider a 3.2–4.8 GHz single-band UWB system that must
reject an interferer at 5 GHz. The UWB system has a 4 GHz center frequency, with an upper
passband edge at 4.8 GHz, but a rejection requirement at 5 GHz. The interferer to be rejected
is only 0.32 octaves above the passband edge since log2((5,000  4,000)/(4,800  4,000)) ⬇
0.32. Now, consider a multiband UWB system with three sub-bands of 528 MHz bandwidth
centered at frequencies of 3,480 MHz, 4,008 MHz, and 4,536 MHz. In this case, rejection of
the 5 GHz interference signal primarily concerns the upper sub-band centered at 4,536 MHz
and having an upper passband edge of 4.8 GHz. The interferer to be rejected is now
log2((5,000  4,536)/(4,800  4,536)) ⬇ 0.814 octaves above the passband edge, even though
the absolute offset remains 200 MHz in each case. We conclude that the ﬁlter order required
for the single-band case would have to be approximately 2.5 times greater to achieve the same
interference rejection as the multiband case. This is relevant since UWB transceivers must be
designed to coexist at close proximity with relatively high power emissions from commonly
used unlicensed devices in the 2.4 GHz industrial, scientiﬁc, and medical (ISM) band and the
5 GHz unlicensed national information infrastructure (U-NII) radio band.
We now turn our attention to in-band interferers (i.e., those that overlap the transmission band
used by the UWB system to be designed).
One signiﬁcant difﬁculty with UWB receivers employing low-precision ADC conversion
schemes is dealing simultaneously with a desired signal at threshold sensitivity and a strong,
1

A similar exchange of precision for sampling rate can be observed in the decimation stages of Sigma-Delta ADC.
This has led some researchers to consider using a 1-bit ADC with an ultrahigh sampling rate for UWB receiver
applications.
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in-band interferer. Although a well-designed automatic gain control (AGC) circuit can provide
for a wide dynamic range of wanted signals, AGC cannot provide any help in the situation
where a strong in-band interferer is present at the same time as a wanted signal possibly 60 dB
lower in amplitude. The response of a pair of 3-bit ADCs to such a situation is likely to be
such that the wanted signal is either below the quantization noise ﬂoor, thus blocked from
further processing, or the unwanted signal saturates the ADCs, also blocking the signal from
further processing. Thus, protection from strong in-band interferers under these conditions
requires analog ﬁlters (band-reject ﬁlters or traps). This approach is best suited to situations
where the location of the interference is known in advance since providing an analog tunable
notch with an ultrawide tuning range is challenging, as is the ability to detect dynamically
where the notch is required.
Multiband UWB receivers offer a redundant approach to reception over the full UWB
spectrum. It is likely that a strong source of interference may impact only one of the subbands. Two methods are available for exploiting the available frequency diversity:
1. The receiver alone adapts by inserting erasures for the symbols to be received in the
interference-impacted sub-band.
2. The transmitter and receiver negotiate to adopt a smaller or different set of sub-bands,
avoiding the use of the sub-band that has been interfered with heavily.
In the case of receiver-based adaptation, very little needs to be done. Even if the source of
interference is continuously present, it will be present at the ADCs only during the time that
the local oscillator is tuned to that sub-band. Provided that the ADCs can recover quickly from
the saturation condition (or, otherwise, that the AGC algorithms and hardware are sufﬁciently
agile), only 1/N of the information to the receiver will be blocked, where N is the number of
sub-bands employed. With sufﬁcient redundancy in the form of forward error correction coding
and repetition coding, the impact of losing an entire sub-band may be limited to a reduction in
the highest available data rate or in range, but it is unlikely that the entire communications link
will be cut, which remains a risk for the single-band approach to UWB.
The second approach requires coordination between the transmitter and receiver and, thus,
incurs a protocol overhead. However, the advantage of this approach is that the same Eb/No
can be maintained for the same transmitted data rate.
Figures 23.9 and 23.10 illustrate a possible response to a strong interferer in one sub-band of a
three-sub-band multiband UWB system.

23.3 Multipath Energy Collection in Sequenced Multiband Receivers
Indoor UWB channel models are highly dispersive relative to the pulse widths typically
considered. One issue with sequential multiband receivers is the requirement to dwell on a

www. n e wn e s p re s s .c om

Multiband Approach to UWB

571

40
50

PSD dBm/MHz

60
70
80
90
100
110

1

2

3

4
Frequency [Hz]

5

6

7
 109

Figure 23.9: Multiband signal received with a strong in-band interferer.
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Figure 23.10: Transmitted multiband with one sub-band
removed after detection of a strong interferer.
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band long enough to allow the dispersed energy to be collected before moving on to the next
sub-band. This section explores this problem and some potential solutions.

23.3.1 Example Case Study
Consider the case of a sequential pulsed multiband scheme as follows:

•
•
•
•
•

264 MHz pulse repetition frequency (PRF)
Binary phase-shift keying/quadrature phase-shift keying (BPSK/QPSK)
Rate 1/2 convolutional code
264 Mbps maximum data rate
Seven bands spaced at 440 MHz

The nominal dwell time on each band is 1,000/264  3.79 ns. However, the channel excess
delay may easily exceed 40 ns. So, we can see that signiﬁcant performance loss can be
expected due to the amount of energy that is discarded when the local oscillator switches to a
new frequency. Lower data rates can make use of a reduced PRF (e.g., a double-dwell period)
on each band to increase energy collection, but this is applicable only when the supported data
rate is halved to 132 Mbps and below.
Clearly, increased dwell time (in order to collect the dispersed multipath energy) conﬂicts
with the higher PRF values that may be needed to support higher data rates. One method to
achieve higher data rates is to consider higher-order modulation schemes. However, since
modulation orders above 4 quadrature amplitude modulation (QAM) are not desired in the
case of a severely power-limited system like UWB, we reject this option and turn our attention
to increasing the number of parallel receivers.
Figure 23.11 illustrates one such scheme. Although the scheme operates over seven bands, it is
not necessary to have seven parallel receivers; in fact, only two parallel receivers are employed.
The dwell time is thus increased by a factor of 2. The local oscillators for all seven bands
are generated concurrently, and a switching mechanism is employed to provide the correct
sequencing of local oscillator frequencies to the down-conversion mixers. Due to the extended
dwell times, the local oscillators must provide 50% overlap, as illustrated in Figure 23.12.
Considering the two methods of increasing the dwell time on each band, the number of
possible RAKE ﬁngers may be 1, 2, or 4 as shown in Table 23.1. Clearly, bit error rate (BER)
performance will be highly dependent on this number, and simulation results bear this out.
Figure 23.13 shows the performance impact of the number of ﬁngers employed for the severe
case of channel model 4. The best performance is obtained with schemes using four ﬁngers,
requiring two parallel receivers, with similar performance being obtained for BPSK or QPSK
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Figure 23.11: Direct conversion receiver architecture with two
parallel branches to lengthen dwell time.

schemes. However, these schemes are limited to 132 Mbps in the case of QPSK or 64 Mbps
in the case of BPSK. If 264 Mbps is required, a full PRF scheme using two ﬁngers is the best
possible scheme, and the associated performance loss is found to be approximately 1 dB.
The best performing fully serial scheme is the half-PRF scheme using QPSK and two RAKE
ﬁngers, but this supports only 132 Mbps and has a performance loss of 8 dB compared to the
four-ﬁnger scheme. The remaining serial receiver schemes with only one ﬁnger do not have
sufﬁcient performance to be viable with this channel model.

23.3.2 Example Case Study Conclusion
Through one example case study, we have observed that a sequential multiband UWB scheme
requires long dwell times on each sub-band to collect sufﬁcient multipath energy for good
performance. We have also noted that this requirement conﬂicts with the desire to increase
data rates, assuming that only 1 or 2 bits are sent with each UWB pulse. One possible
solution using receiver parallelism has been detailed here. However, the cost of implementing
receiver parallelism is such that many UWB system architects have preferred to consider
other approaches, most notably OFDM with its efﬁcient multipath energy collection and high
information density (typically 200 bits per OFDM symbol).
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Figure 23.12: Local oscillator requirements for double-dwell receiver architecture.

Table 23.1: Maximum number of RAKE fingers as a
function of PRF and receiver parallelism
Fully Serial Receiver

Two Parallel Receivers

Half PRF (132 Mbps)

2

4

Full PRF (264 Mbps)

1

2

23.4 Local Oscillator Generation Aspects
23.4.1 Problem and Candidate Solutions
Many experienced radio engineers will have a strong negative reaction to the prospect of
having to hop between widely separated radio channels in a couple of nanoseconds or less.
This is understandable since most frequency synthesizers are designed to switch frequencies
in milliseconds, perhaps even in hundreds of microseconds, but never in nanoseconds. It
quickly becomes apparent that compared to the traditional analog phase-locked loop (PLL)
and voltage controlled oscillator (VCO), a fundamentally different approach to fast frequency
switching is needed.
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Figure 23.13: BER impact of number of receiver fingers in parallel and receiver configurations.

Two techniques are generally considered where very fast frequency switching is needed: direct
digital synthesis and parallel frequency generation.
A typical direct digital synthesis scheme consists of a phase accumulator with a binary adder
in the feedback loop. The frequency is directly determined by the phase increment, which is
one input to the binary adder. The output of the phase accumulator is fed to a sine or cosine
lookup table, and these digital values are fed to a digital-to-analog converter (DAC) to provide
the variable frequency output. Such a scheme has the desired merit that frequency changes are
virtually instantaneous once the phase increment value is changed. However, the rate at which
phase accumulations must take place to synthesize frequencies in the gigahertz range (not to
mention the digital-to-analog conversions) may stretch the limits of feasibility with today’s
CMOS processes and, even if feasible, will likely result in disproportionately high power
consumption.
Two approaches to parallel frequency generation are described here, the ﬁrst using multiple
oscillators with one oscillator dedicated to each sub-band and the second using single-side
band (SSB) mixers to create frequency shifts from a pair of oscillators.

23.4.2 Multiple Parallel Oscillators
In this approach, each sub-band has a dedicated oscillator. In order to make this concept attractive
for a monolithic integrated design, on-chip ring oscillators may be considered. Such oscillators
have the advantage of requiring relatively little silicon real estate due to the absence of inductors.

w w w.new nespress.com

576

Chapter 23

Another advantage is that if the ring oscillator consists of four inverters (or a multiple thereof),
quadrature outputs can be derived directly from an appropriately selected pair of nodes in the ring.
Since each ring oscillator must be phase-locked to a common crystal-derived frequency reference,
the ring oscillators must be voltage controlled. Furthermore, phase noise is a prime consideration
for such a system and requires careful design [1]. Care must also be taken with layout, output
buffering, and power supplies to prevent unintentional coupling between the ring oscillators.
A disadvantage of this approach is that each ring oscillator must be kept powered on at all
times during active receive or transmit operations with its associated divider and PLL circuit.
This can result in excessive power consumption, depending on the number of sub-bands
employed. For UWB systems employing only three sub-bands, the power consumption
overhead may be considered tolerable.

23.4.3 Frequency Generation Using SSB Mixing Principles
Another approach to frequency generation is to start with a ﬁxed frequency oscillator locked
to one of the desired sub-band frequencies. An SSB mixer performs frequency shifts in
a positive or negative direction, with the magnitude of the shift being determined by a
second lower-frequency oscillator. Note that if direct current (DC) is selected instead of the
lower-frequency oscillator, zero frequency shift is obtained. Inverting or not inverting one
of the quadrature components of the lower-frequency oscillator determines the sign of the
frequency shift.
It should be readily apparent that the frequency-switching time is determined by the speed
with which the integrated selector switch can fully change between the three possible states
corresponding to negative, zero-valued, and positive frequency shifts. This allows switching
times on the order of nanoseconds, as required.
A disadvantage of this approach is the generation of spurious tones, especially odd harmonics
of the lower-frequency oscillator used for switching. This may result in the need for on-chip
ﬁltering to suppress them.
Extensions to this scheme may be considered to generate more than three frequencies; for
example, by cascading more SSB mixer stages to allow additional frequency shifts (see
Figure 23.14). Alternatively, the frequency generator used for shifting may be implemented
using a cascaded divider network, allowing the frequency-shift value to be doubled or halved
according to the selected node in the divider chain. Increased care with spur suppression will
be needed as the topology and number of mixers are increased.

23.5 Regulatory Implications of Multiband UWB Transmissions
The U.S. FCC was the ﬁrst major regulator to provide a legislative framework for UWB
transmissions. The multiband approach to UWB was not widely known or considered at the
time that the FCC published its ﬁrst Report & Order relating to UWB in February 2002.
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Figure 23.14: Frequency shifting using SSB mixers and a pair of oscillators.

23.5.1 Minimum Bandwidth Requirements
The FCC has determined that the minimum UWB bandwidth shall be 500 MHz or 20 percent
of the carrier frequency (whichever is smaller). An important corollary is that this minimum
bandwidth shall be maintained at all times. Thus, it is not sufﬁcient to meet the 500 MHz
requirement by hopping or frequency sweeping. This restriction is understood to mean
that, for multiband systems, each sub-band must by itself meet the minimum bandwidth
requirements of the FCC for UWB systems by having a 10 dB bandwidth of at least 500 MHz.

23.5.2 Mean Power Requirements
The original text of FCC Report & Order 02-48 and its subsequent revisions have maintained
that measurements of frequency-hopped and frequency-swept systems must be carried out
with the frequency sweeping or hopping turned off. Although the allowed transmit power of
a UWB system is usually proportional to its occupied bandwidth in normal operational mode,
this rule effectively limits the average power of a multiband UWB system to a value that
corresponds to the width of one of its sub-bands. This has been a very controversial issue due
to the possible implication that the transmit power may have to be reduced by a factor of N,
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where N is the number of sub-bands employed. In the United States, this topic has been the
subject of a successful petition for waiver by multiband OFDM proponents.
Beyond the outcome of the petition for waiver, it is important to understand some of the pros
and cons of allowing a frequency-hopped system to be measured under normal operating
conditions. An understanding of these issues should inform future system designs employing
multiband techniques.

23.5.3 Impact of Multiband UWB Transmissions on Victim Receivers
Typically, existing services have a much narrower bandwidth (e.g., 30 MHz) than one subband of a multiband UWB system. In cases where a victim service overlaps with one of the
UWB sub-bands, the victim receiver will experience higher interference power when that
sub-band is active and negligible interference at other times. Hence, from the point of view
of the victim receiver, multiband UWB interference has a duty cycle of 1:N, where N is the
number of sub-bands employed. However, the average power spectral density seen by the
victim receiver density is maintained at or below the FCC’s limit value of 41.3 dBm/MHz. It
follows that the interference power received by the victim during the time that the overlapping
sub-band is active will be increased by a factor of N, compared to the case of a stationary
waveform. This can be visualized by referring to the example in Figure 23.15.
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Figure 23.15: 3-D spectrogram of an N  3 multiband transmission.

Figure 23.16 shows the same waveform in “plan” view; in addition, a pair of parallel lines is
used to represent the bandwidth limits of a potential victim receiver.
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Figure 23.16: Color map spectrogram of N  3 multiband transmission.

Critics of multiband UWB technology have argued that the interference potential has been
increased by a value of 10 log10(N ) dB due to the higher peak power consistent with the duty
cycle of the UWB interference. Consequently, it has been argued that the power of multiband
UWB transmissions should be reduced by a factor N to compensate. On deeper examination,
the situation is naturally mitigated by several factors:
1. The preceding discussion assumes that the only source of interference is the UWB
signal and that the victim receiver is operating at far above its own thermal noise ﬂoor.
In fact, the desensitization caused by a multiband UWB interferer is signiﬁcantly
less than that for victim receivers that are operating only a few decibels above their
sensitivity threshold. The desensitization can be said to approach 10 log10(N) dB
asymptotically only at very high levels of wanted signal, but in these cases, it is
unlikely that the UWB signal will be strong enough to bring the I/N ratio into the
region that may cause a problem.
2. Depending on the pulse rate and the victim receiver’s bandwidth, the victim receiver
may not be able to track the peaks and troughs of the duty cycle imposed by the
multiband UWB waveform, which is a good thing. In cases where the bandwidth is
narrow compared to the PRF on each sub-band, the receiver channel ﬁlter effectively
averages the UWB interference waveform, and the impact is closer to that of a
stationary same average power. Consider, for example, the case study discussed earlier
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in Section 23.3.1, where a seven-band hopping system had a 264 MHz PRF, resulting
in a PRF of 264/7  37.7 MHz per band. In this case, typical victim receivers below
30 MHz bandwidth would beneﬁt by the inherent smearing or averaging caused by
their inherent channel selectivity.

3. Restraint in the choice of the value of N can and should be exercised by the system
designer, especially in systems that use a relatively low PRF per band. UWB
regulations in the United States have allowed for signiﬁcant latitude in peak-to-mean
ratio; for example, to accommodate pulse waveforms. The peak limit for UWB set
by the FCC is 0 dBm measured in a 50 MHz bandwidth. The mean value is limited
to 24.25 dBm in the same bandwidth, thus allowing for a theoretical peak-to-mean
ratio of up to 24 dB. By keeping the value of N relatively low, especially where low
PRF systems are contemplated, it is possible to work well within this peak-to-mean
ratio limit and, thus, to limit the interference potential to values signiﬁcantly lower
than those anticipated by the original FCC Report & Order, such that widespread
deployment of multiband UWB devices can have a negligible impact on existing
services.
In order to quantify the ﬁrst item in the preceding discussion, we can directly derive the
average BER for a QPSK victim service under the inﬂuence of interference from a multiband
UWB system with a duty cycle of 1:N.
Given the analytical expression for BER of a QPSK modulation scheme; that is,
BER  0.5erfc

(

Eb  N 0

)

we can easily show that when the presence of the noiselike interference is governed by a
regular duty cycle, the BER equation is modiﬁed as follows:
BER′  (0.5 /d ) ⋅ erfc

(

1 N Eb  I 0

)

We consider the case where thermal noise and background interference is negligible to be a
special case of academic interest only. Thus, we introduce a constant background thermal noise
density N0 and consider the impact of an interference source of average spectral density I0,
which is subject to on/off keying according to a regular duty cycle factor d. We therefore obtain
BER  0.5 ⋅ erfc

(

Eb  ( N 0  N ⋅ I 0 )

when the UWB/noise burst is keyed “on” and
BER  0.5 ⋅ erfc
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at all other times. Combining these, we obtain an average BER as

( (

BER  0.5 erfc

Eb  ( N 0  N ⋅ I 0 )

)

N  (N  1)erfc

(

Eb  N 0

) N)

Figure 23.17 illustrates this relationship.
In the case where a continuous noiselike UWB interferer would be tolerated at 10 dB, the
multiband system with N  3 has a reduced tolerance of 11.8 dB, a reduction of 1.8 dB.
In the case where the threshold required BER is assumed to be 104, the tolerable I/N ratio
is 1.9 dB for the continuous noiselike UWB interferer and 5.1 dB for the multiband
system with N  3, a reduction of 3.2 dB in the tolerable interference level. In each case, the
interference tolerance degradation is less than the asymptotic value of 10 log10(N )  4.77 dB.
Furthermore, this simple calculation does not take into account the beneﬁcial impact of the
victim receiver’s channel ﬁlter as discussed earlier; nor does it take into account the impact of
the forward error correction scheme of the victim service.
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Figure 23.17: Average uncoded QPSK BER as a function of the I/N ratio.

For a detailed and thorough investigation of these interactions, please see the NTIA report
05-429 [2].

23.6 Conclusion
This chapter has described the concept and classiﬁcation of multiband UWB systems, along
with the general motivation for employing this technology. The issue of multipath energy
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collection, a particular pitfall with high-PRF multiband schemes, has been described with
reference to a case study. We have also considered the primary techniques usually considered
for generating the fast sequences of local oscillator (LO) signals needed for transmission and
reception of multiband UWB signals. Finally, an overview of the regulatory issues associated
with multiband UWB has been given. The preceding material is intended to present the pros
and cons of the multiband approach so that future system designers and those considering
technology options in UWB can make well-informed decisions.
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History and Background of
Cognitive Radio Technology
Bruce A. Fette

24.1 The Vision of Cognitive Radio
Just imagine if your cellular telephone, personal digital assistant (PDA), laptop, automobile,
and TV were as smart as “Radar” O’Reilly from the popular TV series M*A*S*H.1 They
would know your daily routine as well as you do. They would have things ready for you as
soon as you asked, almost in anticipation of your need. They would help you ﬁnd people,
things, and opportunities; translate languages; and complete tasks on time. Similarly, if a
radio were smart, it could learn services available in locally accessible wireless computer
networks, and could interact with those networks in their preferred protocols, so you would
have no confusion in ﬁnding the right wireless network for a video download or a printout.
Additionally, it could use the frequencies and choose waveforms that minimized and avoided
interference with existing radio communication systems. It might be like having a friend in
everything that’s important to your daily life, or like you were a movie director with hundreds
of specialists running around to help you with each task, or like you were an executive with
a hundred assistants to ﬁnd documents, summarize them into reports, and then synopsize the
reports into an integrated picture. A cognitive radio is the convergence of the many pagers,
PDAs, cell phones, and other single-purpose gadgets we use today. They will come together
over the next decade to surprise us with services previously available only to a small select
group of people, all made easier by wireless connectivity and the Internet.

24.2 History and Background Leading to Cognitive Radio
The sophistication possible in a software-deﬁned radio (SDR) has now reached the level
where each radio can conceivably perform beneﬁcial tasks that help the user, help the network,
and help minimize spectral congestion. Radios are already demonstrating one or more of
these capabilities in limited ways. A simple example is the adaptive digital European cordless
telephone (DECT) wireless phone, which ﬁnds and uses a frequency within its allowed plan
1

“Radar” O’Reilly is a character in the popular TV series M*A*S*H, which ran from 1972 to 1983. He always
knew what the colonel needed before the colonel knew he needed it.
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with the least noise and interference on that channel and time slot. Of these capabilities,
conservation of spectrum is already a national priority in international regulatory planning.
This book leads you through the technologies and regulatory considerations to support three
major applications that raise an SDR’s capabilities and make it a cognitive radio:
1. Spectrum management and optimizations
2. Interface with a wide variety of networks and optimization of network resources
3. Interface with a human and providing electromagnetic resources to aid the human in
his or her activities
Many technologies have come together to result in the spectrum efﬁciency and cognitive radio
technologies that are described in this book. This chapter gives the background context of the
remaining chapters of this book. These technologies represent a wide swath of contributions
upon which cognitive technologies may be considered as an application on top of a basic SDR
platform.
To truly recognize how many technologies have come together to drive cognitive radio
techniques, we begin with a few of the major contributions that have led up to today’s
cognitive radio developments. The development of digital signal processing (DSP) techniques
arose due to the efforts of such leaders as Alan Oppenheim [1], Lawrence Rabiner [2, 3],
Ronald Schaefer [1, 2], Ben Gold, Thomas Parks [4], James McClellan [4], James Flanagan
[5], Fred Harris [6], and James Kaiser. These pioneers2 recognized the potential for digital
ﬁltering and DSP, and prepared the seminal textbooks, innovative papers, and breakthrough
signal processing techniques to teach an entire industry how to convert analog signal processes
to digital processes. They guided the industry in implementing new processes that were
entirely impractical in analog signal processing.
Somewhat independently, Cleve Moler, Jack Little, John Markel, Augustine Gray, and others
began to develop software tools that would eventually converge with the DSP industry to
enable efﬁcient representation of the DSP techniques, and would provide rapid and efﬁcient
modeling of these complex algorithms [7, 8].
Meanwhile, the semiconductor industry, continuing to follow Moore’s law [9], evolved to the
point where the computational performance required to implement digital signal processes
used in radio modulation and demodulation were not only practical, but resulted in improved
radio communication performance, reliability, ﬂexibility, and increased value to the customer.
This meant that analog functions implemented with large discrete components were replaced
with digital functions implemented in silicon, and consequently were more producible, less
expensive, more reliable, smaller, and of lower power [10].
2

This list of contributors is only a partial representative listing of the pioneers with whom the author is personally
familiar, and not an exhaustive one.
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During this same period, researchers all over the globe explored various techniques to achieve
machine learning and related methods for improved machine behavior. Among these were
analog threshold logic, which led to fuzzy logic and neural networks, a ﬁeld founded by Frank
Rosenblatt [11]. Similarly, languages to express knowledge and to understand knowledge
databases evolved from list processing (LISP) and Smalltalk and from massive databases with
associated probability statistics. Under funding from the Defense Advanced Research Projects
Agency (DARPA), many researchers worked diligently on understanding natural language and
understanding spoken speech. Among the most successful speech-understanding systems were
those developed by Janet and Jim Baker (who subsequently founded Dragon Systems) [12],
and Kai Fu Lee et al. [13]. Both of these systems were developed under the mentoring of
Raj Reddy at Carnegie Mellon. Today, we see Internet search engines reﬂecting the advanced
state of artiﬁcial intelligence (AI).
In networking, DARPA and industrial developers at Xerox, BBN Technologies, IBM, ATT,
and Cisco each developed computer-networking techniques, which evolved into the standard
Ethernet and Internet we all beneﬁt from today. The Internet Engineering Task Force (IETF)
and many wireless-networking researchers continue to evolve networking technologies with
a speciﬁc focus on making radio networking as ubiquitous as our wired Internet. These
researchers are exploring wireless networks that range from access directly via a radio access
point to more advanced techniques in which intermediate radio nodes serve as repeaters to
forward data packets toward their eventual destination in an ad hoc network topology.
All of these threads come together as we arrive today at the cognitive radio era (see Figure
24.1). Cognitive radios are nearly always applications that sit on top of an SDR, which in turn
is implemented largely from digital signal processors and general-purpose processors (GPPs)
built in silicon. In many cases, the spectral efﬁciency and other intelligent support to the user
arise by sophisticated networking of many radios to achieve the end behavior, which provides
added capability and other beneﬁts to the user.

24.3 A Brief History of SDR
An SDR is a radio in which the properties of carrier frequency, signal bandwidth, modulation,
and network access are deﬁned by software. Today’s modern SDR also implements any
necessary cryptography; forward error correction (FEC) coding; and source coding of voice,
video, or data in software as well. As shown in the timeline of Figure 24.2, the roots of SDR
design go back to 1987, when Air Force Rome Labs (AFRL) funded the development of
a programmable modem as an evolutionary step beyond the architecture of the integrated
communications, navigation, and identiﬁcation architecture (ICNIA). ICNIA was a federated
design of multiple radios; that is, a collection of several single-purpose radios in one box.
Today’s SDR, in contrast, is a general-purpose device in which the same radio tuner and
processors are used to implement many waveforms at many frequencies. The advantage of
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Figure 24.1: Technology timeline. Synergy among many technologies converge to
enable the SDR. In turn, the SDR becomes the platform of choice for
the cognitive radio.

DMR
ICNIA (Rx, Tx)

1970

SPEAKeasy-I
SE-I
Demo

1980

1990

Cluster
HMS

SPEAKeasy-II
SE-II
Demo

1995

1997
MMITS/
SDR Forum

2004

JTRS
JPO
Stood up

Figure 24.2: SDR timeline. Images of ICNIA, SPEAKeasy I (SE-I), SPEAKeasy II (SE-II),
and Digital Modular Ratio (DMR) on their contact award time lines and
corresponding demonstrations. These radios are the early evolutionary
steps that led to today’s SDR.
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this approach is that the equipment is more versatile and cost effective. Additionally, it can be
upgraded with new software for new waveforms and new applications after sale, delivery, and
installation. Following the programmable modem, AFRL and DARPA joined forces to fund
the SPEAKeasy I and SPEAKeasy II programs.
SPEAKeasy I was a six-foot-tall rack of equipment (not easily portable), but it did
demonstrate that a completely software-programmable radio could be built, and included
a software-programmable cryptography chip called Cypress, with software cryptography
developed by Motorola (subsequently purchased by General Dynamics). SPEAKeasy II was
a complete radio packaged in a practical radio size (the size of a stack of two pizza boxes),
and was the ﬁrst SDR to include programmable voice coder (vocoder) and sufﬁcient analog
and DSP resources to handle many different kinds of waveforms. It was subsequently tested
in ﬁeld conditions at Ft. Irwin, California, where its ability to handle many waveforms
underlined its extreme usefulness, and its construction from standardized commercial offthe-shelf (COTS) components was a very important asset in defense equipment. SPEAKeasy
II subsequently evolved into the U.S. Navy’s digital modular radio (DMR), becoming a
four-channel full duplex SDR, with many waveforms and many modes, able to be remotely
controlled over an Ethernet interface using Simple Network Management Protocol (SNMP).
These SPEAKeasy II and DMR products evolved not only to deﬁne these radio waveform
features in software, but also to develop an appropriate software architecture to enable porting
the software to an arbitrary hardware platform, and thus to achieve hardware independence
of the waveform software speciﬁcation. This critical step allows the hardware to separately
evolve its architecture independently from the software, and thus frees the hardware to
continue to evolve and improve after delivery of the initial product.
The basic hardware architecture of a modern SDR (Figure 24.3) provides sufﬁcient resources
to deﬁne the carrier frequency, bandwidth, modulation, any necessary cryptography, and source
coding in software. The hardware resources may include mixtures of GPPs, DSPs, ﬁeldprogrammable gate arrays (FPGAs), and other computational resources, sufﬁcient to include
a wide range of modulation types (see Section 24.4.1). In the basic software architecture
of a modern SDR (Figure 24.4), the application programming interfaces (APIs) are deﬁned
for the major interfaces to assure software portability across many very different hardware
platform implementations, as well as to assure that the basic software infrastructure supports
a wide diversity of waveform applications without having to be rewritten for each waveform
or application. The software has the ability to allocate computational resources to speciﬁc
waveforms (see Section 24.4.2). It is normal for an SDR to support many waveforms in order to
interface to many networks, and thus to have a library of waveforms and protocols.
The SDR Forum was founded in 1996 by Wayne Bonser of AFRL to develop industry
standards for SDR hardware and software that could assure that the software not only ports
across various hardware platforms, but also deﬁnes standardized interfaces to facilitate
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Wireless Network Services Drivers
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Board Support: Basic HW Drivers, Boot, BIST
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Figure 24.3: Basic software architecture of a modern SDR.3 Standardized APIs are defined for
the major interfaces to assure software portability across many very different hardware platform
implementations. The software has the ability to allocate computational resources to specific
waveforms. It is normal for an SDR to support many waveforms in order to interface to many
networks, and thus to have a library of waveforms and protocols.

porting software across multiple hardware vendors and to facilitate integration of software
components from multiple vendors. The SDR Forum is now a major inﬂuence in the SDR
industry, dealing not only with standardization of software interfaces but also with many other
important enabling technology issues in the industry from tools, to chips, to applications, to
cognitive radio and spectrum efﬁciency. The SDR Forum currently has a Cognitive Radio
Working Group, which is preparing papers to advance both spectrum efﬁciency and cognitive
radio applications. In addition, special interest groups within the Forum have interests in
these topics.
The SDR Forum Working Group is treating cognitive radio and spectrum efﬁciency as
applications that can be added to an SDR. This means that we can begin to assume an SDR as
the basic platform upon which to build most new cognitive radio applications.
3

BIST: built-in self-test; CORBA: Common Object Request Broker Architecture; HW: hardware; MAC: medium
access control; OS: operating system; PHY: physical (layer); POSIX: Portable Operating System Interface;
WF: waveform.
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Figure 24.4: Basic hardware architecture of a modern SDR.4 The hardware provides sufficient
resources to define the carrier frequency, bandwidth, modulation, any necessary
cryptography, and source coding in software. The hardware resources may include
mixtures of GPPs, DSPs, FPGAs, and other computational resources,
sufficient to include a wide range of modulation types.

24.4 Basic SDR
In this section, we endeavor to provide background material to provide a basis for
understanding subsequent chapters.

24.4.1 The Hardware Architecture of an SDR
The basic SDR must include the radio front-end, the modem, the cryptographic security
function, and the application function. In addition, some radios will also include support for
network devices connected to either the plain text side or the modem side of the radio, allowing
the radio to provide network services and to be remotely controlled over the local Ethernet.
Some radios will also provide for control of external radio frequency (RF) analog functions
such as antenna management, coax switches, power ampliﬁers, or special-purpose ﬁlters. The
hardware and software architectures should allow RF external features to be added if or when
required for a particular installation or customer requirement.
The RF front-end (RFFE) consists of the following functions to support the receive mode:
antenna-matching unit, low noise ampliﬁer, ﬁlters, local oscillators, and analog-to-digital (A/D)
converters (ADCs) to capture the desired signal and suppress undesired signals to a practical
extent. This maximizes the dynamic range of the ADC available to capture the desired signal.

4

A/D: analog to digital; AGC: automatic gain control; D/A: digital to analog; IF: intermediate frequency;
LNA: low noise ampliﬁer; RF: radio frequency.
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To support the transmit mode, the RFFE will include digital-to-analog (D/A) converters
(DACs), local oscillators, ﬁlters, power ampliﬁers, and antenna-matching circuits. In
transmit mode, the important property of these circuits is to synthesize the RF signal without
introducing noise and spurious emissions at any other frequencies that might interfere with
other users in the spectrum.
The modem processes the received signal or synthesizes the transmitted signal, or both for
a full duplex radio. In the receive process (Figure 24.5), the modem will shift the carrier
frequency of the desired signal to a speciﬁc frequency nearly equivalent to heterodyne shifting
the carrier frequency to direct current (DC), as perceived by the digital signal processor,
to allow it to be digitally ﬁltered. The digital ﬁlter provides a high level of suppression of
interfering signals not within the bandwidth of the desired signal. The modem then timealigns and despreads the signal as required, and reﬁlters the signal to the information
bandwidth. Next the modem time-aligns the signal to the symbol or baud time so that it can
optimally align the demodulated signal with expected models of the demodulated signal.
The modem may include an equalizer to correct for channel multipath artifacts, and for
ﬁltering and delay distortions. It may also optionally include rake ﬁltering to optimally cohere
multipath components for demodulation. The modem will compare the received symbols
with the possible received symbols and make a best possible estimate of which symbols were
transmitted. Of course, if there is a weak signal or strong interference, some symbols may be
received in error. If the waveform includes FEC coding, the modem will decode the received
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Networking Control
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Bits to Application
Layer

Figure 24.5: Traditional digital receiver signal processing block diagram.5

5

I/Q, meaning “in phase and quadrature,” is the real part and the imaginary part of the complex-valued signal after
being sampled by the ADC(s) in the receiver, or as synthesized by the modem and presented to the DAC in the
transmitter.
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sequence of encoded symbols by using the structured redundancy introduced in the coding
process to detect and correct the encoded symbols that were received in error.
The process the modem performs for transmit (Figure 24.6) is the inverse of that for receive.
The modem takes bits of information to be transmitted, groups the information into packets,
adds a structured redundancy to provide for error correction at the receiver, groups bits to be
formed into symbols, selects a wave shape to represent each symbol, synthesizes each wave
shape, and ﬁlters each wave shape to keep it within its desired bandwidth. It may spread the
signal to a much wider bandwidth by multiplying the symbol by a wideband waveform, which
is also generated by similar methods. The ﬁnal waveform is ﬁltered to match the desired
transmit signal bandwidth. If the waveform includes a time-slotted structure such as time
division multiple access (TDMA) waveforms, the radio will wait for the appropriate time while
placing samples that represent the waveform into an output ﬁrst in, ﬁrst out (FIFO) buffer ready
to be applied to the DAC. The modem must also control the power ampliﬁer and the local
oscillators to produce the desired carrier frequency, and must control the antenna-matching unit
to minimize voltage standing-wave radio (VSWR). The modem may also control the external
RF elements, including transmit versus receive mode, carrier frequency, and smart antenna
control. Considerable detail on the architecture of SDR is given by Reed [14].
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Figure 24.6: Traditional transmit signal processing block diagram.

The cryptographic security function must encrypt any information to be transmitted. Because
the encryption processes are unique to each application, these cannot be generalized. The
Digital Encryption Standard (DES) and the Advanced Encryption Standard (AES) from the
U.S. National Institute of Standards and Technology (NIST) provide example cryptographic
processes [15, 16]. In addition to providing the user with privacy for voice communication,
cryptography also plays a major role in assuring that the billing is to an authenticated user
terminal.
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In the future, it will also be used to authenticate transactions of delivering software and
purchasing services. In future cognitive radios, the policy functions that deﬁne the radios’
allowed behaviors will also be cryptographically sealed to prevent tampering with regulatory
policy as well as network operator policy.
The application processor will typically implement a vocoder, a video coder, and/or a data coder,
as well as selected web browser functions. In each case, the objective is to use knowledge of
the properties of the digitized representation of the information to compress the data rate to an
acceptable level for transmission. Voice, video, and data coding typically utilize knowledge of
the redundancy in the source signal (speech or image) to compress the data rate. Compression
factors typically in excess of 10:1 are achieved in voice coding, and up to 100:1 in video
coding. Data coding has a variety of redundancies within the message, or between the message
and common messages sent in that radio system. Data compression ranges from 10% to 50%,
depending on how much redundancy can be identiﬁed in the original information data stream.
Typically, speech and video applications run on a DSP processor. Text and web browsing
typically run on a GPP. As speech recognition technology continues to improve its accuracy,
we can expect that the keyboard and display will be augmented by speech input and output
functionality. On cognitive radios with adequate processors, it may be possible to run speech
recognition and synthesis on the cognitive radio, but early units may ﬁnd it preferable to vocode
the voice, transmit the voice to the base station, and have recognition and synthesis performed
at an infrastructure component. This will keep the complexity of the portable units smaller.

24.4.2 Computational Processing Resources in an SDR
The design of an SDR must anticipate the computational resources needed to implement its
most complex application. The computational resources may consist of GPPs, DSPs, FPGAs,
and occasionally will include other chips that extend the computational capacity. Generally,
the SDR vendor will avoid inclusion of dedicated-purpose non-programmable chips because
the ﬂexibility to support waveforms and applications is limited, if not rigidly ﬁxed, by
non-programmable chips.
Currently, an example GPP selected by many SDR developers is the PowerPC. The PowerPC
is available from several vendors. This class of processor is readily programmed in standard
C or C language, supports a very wide variety of addressing modes, ﬂoating-point and integer
computation, and a large memory space, usually including multiple levels of on-chip and
off-chip cache memory. These processors currently perform more than 1 billion mathematical
operations per second (mops).6 GPPs in this class usually pipeline the arithmetic functions
6

The mops take into account mathematical operations required to perform an algorithm, but not the operations
to calculate an effective memory address index, or offset, nor the operations to perform loop counting, overﬂow
management, or other conditional branching.
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and decision logic functions several levels deep in order to achieve these speeds. They also
frequently execute many instructions in parallel, typically performing the effective address
computations in parallel with arithmetic computation, logic evaluations, and branch
decisions.
Most important to the waveform modulation and demodulation processes is the speed at which
these processors can perform real or complex multiply accumulates. The waveform signal
processing represents more than 90% of the total computational load in most waveforms,
although the protocols to participate in the networks frequently represent 90% of the lines
of code. Therefore, it is of great importance to the hardware SDR design that the SDR
architecture include DSP-type hardware multiply accumulate functions, so that the signal
processes can be performed at high speed, and GPP-type processors for the protocol stack
processing.
DSPs are somewhat different from GPPs. The DSP internal architecture is optimized to be
able to perform multiply accumulates very fast. This means they have one or more multipliers
and one or more accumulators in hardware. Usually the implication of this specialization is
that the device has a somewhat unusual memory architecture, usually partitioned so that it can
fetch two operands simultaneously and also be able to fetch the next software instruction in
parallel with the operand fetches. Currently, DSPs are available that can perform fractional
mathematics (integer) multiply accumulate instructions at rates of 1 GHz, and ﬂoating-point
multiply accumulates at 600 MHz. DSPs are also available with many parallel multiply
accumulate engines, reporting rates of more than 8 Gmops. The other major feature of the
DSP is that it has far fewer and less sophisticated addressing modes. Finally, DSPs frequently
utilize modiﬁcations of the C language to more efﬁciently express the signal processing
parallelism and fractional arithmetic, and thus maximize their speed. As a result, the DSP
is much more efﬁcient at signal processing but less capable to accommodate the software
associated with the network protocols.
FPGAs have recently become capable of providing tremendous amounts of multiply
accumulate operations on a single chip, surpassing DSPs by more than an order of magnitude.
By deﬁning the on-chip interconnect of many gates, more than 100 multiply accumulators can
be arranged to perform multiply accumulate processes at frequencies of more than 200 MHz.
In addition to the DSP, FPGAs can also provide the timing logic to synthesize clocks, baud
rate, chip rate, time slot, and frame timing, thus leading to a reasonably compact waveform
implementation. By expressing all of the signal processing as a set of register transfer
operations and multiply accumulate engines, very complex waveforms can be implemented in
one chip. Similarly, complex signal processes that are not efﬁciently implemented on a DSP,
such as Cordic operations, log magnitude operations, and difference magnitude operations,
can all have the specialized hardware implementations required for a waveform when
implemented in FPGAs.
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The downside of using FPGA processors is that the waveform signal processing is not deﬁned
in traditional software languages such as C, but in VHDL, a language for deﬁning hardware
architecture and functionality. The radio waveform description in very high-speed integrated
circuit (VHSIC) Hardware Design Language (VHDL), although portable, is not a sequence
of instructions and therefore not the usual software development paradigm. At least two
companies are working on new software development tools that can produce the required
VHDL, somewhat hiding this language complexity from the waveform developer. In addition,
FPGA implementations tend to be higher power and more costly than DSP chips.
All three of these computational resources demand signiﬁcant off-chip memory. For example,
a GPP may have more than 128 megabytes (MB) of off-chip instruction memory to support a
complex suite of transaction protocols for today’s telephony standards.
Today’s SDRs provide a reasonable mix of these computational alternatives to assure that a
wide variety of desirable applications can in fact be implemented at an acceptable resource
level.
In today’s SDRs, dedicated-purpose application-speciﬁc integrated circuit (ASIC) chips are
avoided because the signal processing resources cannot be reprogrammed to implement new
waveform functionality.

24.4.3 The Software Architecture of an SDR
The objective of the software architecture in an SDR is to place waveforms and applications
onto a software-based radio platform in a standardized way. These waveforms and applications
are installed, used, and replaced by other applications as required to achieve the user’s
objectives. To make the waveform and application interfaces standardized, it is necessary to
make the hardware platform present a set of highly standardized interfaces. This way, vendors
can develop their waveforms independent of the knowledge of the underlying hardware.
Similarly, hardware developers can develop a radio with standardized interfaces, which can
subsequently be expected to run a wide variety of waveforms from standardized libraries. This
way, the waveform development proceeds by assuming a standardized set of interfaces (APIs)
for the radio hardware, and the radio hardware translates commands and status messages
crossing those interfaces to the unique underlying hardware through a set of common drivers.
In addition, the method by which a waveform is installed into a radio, activated, deactivated,
and de-installed, and the way in which radios use the standard interfaces must be
standardized so that waveforms are reasonably portable to more than one hardware platform
implementation.
According to Christensen et al., “The use of published interfaces and industry standards
in SDR implementations will shift development paradigms away from proprietary tightly
coupled hardware software solutions” [17]. To achieve this, the SDR radio is decomposed

www. n e wn e s p re s s .c om

History and Background of Cognitive Radio Technology

595

into a stack of hardware and software functions, with open standard interfaces. As was shown
in Figure 24.3, the stack starts with the hardware and the one or more data buses that move
information among the various processors. On top of the hardware, several standardized layers
of software are installed. This includes the boot loader; the operating system (OS); the board
support package (BSP, which consists of input/output drivers that know how to control each
interface); and a layer called the hardware abstraction layer (HAL). The HAL provides a
method for GPPs to communicate with DSPs and FPGA processors.
The U.S. government has deﬁned a standardized software architecture, known as the Software
Communication Architecture (SCA), which has also been adopted by defense contractors
of many other countries worldwide. The SCA is a core framework to provide a standardized
process for identifying the available computational resources of the radio, matching those
resources to the required resources for an application. The SCA is built upon a standard set of
OS features called POSIX,7 which also has standardized APIs to perform OS functions such
as ﬁle management and computational thread/task scheduling.
The SCA core framework is the inheritance structure of the open application layer interfaces
and services, and provides an abstraction of underlying software and hardware layers. The
SCA also speciﬁes a Common Object Request Broker Architecture (CORBA) middleware,
which is used to provide a standardized method for software objects to communicate with
each other, regardless of which processor they have been installed on (think of it as a software
data bus). The SCA also provides a standardized method of deﬁning the requirements for
each application, performed in eXtensible Markup Language (XML). The XML is parsed and
helps to determine how to distribute and install the software objects. In summary, the core
framework provides a means to conﬁgure and query distributed software objects, and in the
case of SDR, these will be waveforms and other applications.
These applications will have many reasons to interact with the Internet as well as many local
networks; therefore, it is also common to provide a collection of standardized radio services,
network services, and security services, so that each application does not need to have its own
copy of Internet Protocol, and other commonly used functions.

24.4.4 Java Reflection in a Cognitive Radio
Cognitive radios need to be able to tell other cognitive radios what they are observing that may
affect the performance of the radio communication channel. The receiver can measure signal
properties and can even estimate what the transmitter meant to send, but it also needs to be
able to tell the transmitter how to change its waveform in ways that will suppress interference.
7

POSIX is the collective name of a family of related standards speciﬁed by the IEEE to deﬁne the API for
software compatible with variants of the Unix OS. POSIX stands for portable operating system interface, with
the X signifying the Unix heritage of the API [18].
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In other words, the cognitive radio receiver needs to convert this information into a transmitted
message to send back to the transmitter.
Figure 24.7 presents a basic diagram for understanding cognitive radios. In this ﬁgure, the
receiver (radio 2) can use Java reﬂection to ask questions about the internal parameters inside
the receive modem, which might be useful to understand link performance. Measurements
common in the design of a receiver, such as the signal-to-noise ratio (SNR), frequency offset,
timing offset, or equalizer taps, can be read by the Java reﬂection. By examining these radio
properties, the receiver can determine what change at the transmitter (radio 1) will improve
the most important objective of the communication (such as saving battery life). From that
Java reﬂection, the receiver formulates a message onto the reverse link, multiplexes it into the
channel, and observes whether the transmitter making that change results in an improvement
in link performance.
Radio 1
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Query/Reply

Query/Reply
Application
Query

Reflection

Data Link

Monitor
Notify
JTP
Reasoning
Agent
W Extractor

Java Native Interface
Physical Layer

Application
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Data Link
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Figure 24.7: Java reflection allows the receiver to examine the state variables of the transmit and
receive modem, thereby allowing the cognitive radio to understand what the communications
channel is doing to the transmitted signal [19]. Copyright 2003 SDR Forum.

24.4.5 Smart Antennas in a Cognitive Radio
Current radio architectures are exploring the uses of many types of advanced antenna
concepts. A smart radio needs to be able to tell what type of antenna is available, and to make
full use of its capabilities. Likewise, a smart antenna should be able to tell a smart radio what
its capabilities are.
Smart antennas are particularly important to cognitive radio, in that certain functionalities can
provide very signiﬁcant amounts of measurable performance enhancement. If we can reduce
transmit power, and thereby allow transmitters to be closer together on the same frequency,
we can reduce the geographic area dominated by the transmitter, and thus improve the overall
spectral efﬁciency metric of MHz km2.
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A smart transmit antenna can form a beam to focus transmitted energy in the direction of
the intended receiver. At frequencies of current telecommunication equipment in the range
of 800–1800 MHz, practical antennas can easily provide 6–9 dB of gain toward the intended
receiver. This same beamforming reduces the energy transmitted in other directions, thereby
improving the usability of the same frequency in those directions.
A radio receiver may also be equipped with a smart antenna for receiving. A smart receive
antenna can synthesize a main lobe in the desired direction of the intended transmitter, as well
as synthesize a deep null in the direction of interfering transmitters. It is not uncommon for
a practical smart antenna to be able to synthesize a 20 dB null to suppress interference. This
amount of interference suppression has much more impact on the MHz km2 metric than being
able to transmit 20 dB more transmit power.
The utility of the smart antenna at allowing other radio transmitters to be located nearby is
illustrated in Figure 24.8.
Transmitter Forms Beam Toward Intended Recipient
Receiver Forms Null Toward Interference Sources

R1,R4
T2

T1
Interfering
Signal Placed
in Null

R3

R3,T4

T3

Figure 24.8: Utility of smart antennas. A smart antenna allows a transmitter (T) to focus its
energy toward the intended receiver (R), and allows a receiver to suppress interference from
nearby interfering transmitters.

24.5 Spectrum Management
The immediate interest to regulators in ﬁelding cognitive radios is to provide new capabilities
that support new methods and mechanisms for spectrum access and utilization now under
consideration by international spectrum regulatory bodies. These new methodologies
recognize that ﬁxed assignment of a frequency to one purpose across huge geographic regions
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(often across entire countries) is quite inefﬁcient. Today, this type of frequency assignment
results in severe underutilization of the precious and bounded spectrum resource. The
Federal Communications Commission (FCC; for commercial applications) and the National
Telecommunications and Information Administration (NTIA; for federal applications) in
the United States, as well as corresponding regulatory bodies of many other countries, are
exploring the question of whether better spectrum utilization could be achieved given some
intelligence in the radio and in the network infrastructure.
This interest also has led to developing new methods to manage spectrum access in which
the regulator is not required to micromanage every application, every power level, antenna
height, and waveform design. Indeed, the goal of minimizing interference with other systems
with other purposes may be reasonably automated by the cognitive radio. With a cognitive
radio, the regulator could deﬁne policies at a higher level, and expect the equipment and the
infrastructure to resolve the details within well-deﬁned practical boundary conditions such as
available frequency, power, waveform, geography, and equipment capabilities. In addition, the
radio is expected to utilize whatever etiquette or protocol deﬁnes cooperative performance for
network membership.
In the United States, which has several broad classes of service, the FCC has held meetings
with license holders, who have various objectives. There are license holders who retain their
speciﬁc spectrum for public safety and for other such public purposes such as broadcast
of AM, FM, and TV. There are license holders who purchased spectrum speciﬁcally
for commercial telecommunications purposes. There are license holders for industrial
applications, as well as those for special interests.
Many frequencies are allocated to more than one purpose. An example of this is a frequency
allocated for remote control purposes—many garage door opener companies and automobile
door lock companies have developed and deployed large quantities of products using these
remote control frequencies. In addition, there are broad chunks of spectrum for which NTIA
has deﬁned frequency and waveform usage, and how the defense community will use spectrum
in a process similar to that used by the FCC for commercial purposes.
Finally, there are spectrum commons and unlicensed blocks. In these frequencies, there
is overlapping purpose among multiple users, waveforms, and geography. An example of
spectrum commons is the 2.4 GHz band, discussed in Section 24.5.1. The following sections
touch on new methods for spectrum management, and how they lead to spectrum efﬁciency.

24.5.1 Managing Unlicensed Spectrum
The 2.4 and 5 GHz bands are popularly used for wireless computer networking. These bands,
and others, are known as the industrial, scientiﬁc, and medical (ISM) bands. Energy from
microwave ovens falls in the 2.4 GHz band. Consequently, it is impractical to license that band
for a particular purpose. However, WiFi (802.11) and Bluetooth applications are speciﬁcally
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designed to coexist with a variety of interference waveforms commonly found in this band
as well as with each other. Various types of equipment utilize a protocol to determine which
frequencies or time slots to use and keep trying until they ﬁnd a usable channel. They also
acknowledge correct receipt of transmissions, retransmitting data packets when collisions
cause uncorrectable bit errors.
Although radio communication equipment and applications deﬁned in these bands may be
unlicensed, they are restricted to speciﬁc guidelines about what frequencies are used and
what effective isotropic radiated power (EIRP) is allowed. Furthermore, they must accept any
existing interference (such as that from microwave ovens and diathermy machines), and they
must not interfere with any applications outside this band.
Bluetooth and 802.11 both use waveforms and carrier frequencies that keep their emissions
inside the 2.4 GHz band. Both use methods of hopping to frequencies that successfully
communicate and to error correct bits or packets that are corrupted by interference. Details of
Bluetooth and 802.11 waveform properties are shown in Table 24.1.
The 802.11 waveform can successfully avoid interference from microwave ovens because
each packet is of sufﬁciently short duration that a packet can be delivered at a frequency or
during a time period while the interference is minimal. Bluetooth waveforms are designed to
hop to many different frequencies very rapidly, and consequently the probability of collision
with a strong 802.11 or microwave is relatively small and correctable with error correcting
codes.
The regulation of the 2.4 and 5 GHz bands consists of setting the spectrum boundaries,
deﬁning speciﬁc carrier frequencies that all equipment is to use, and limiting the EIRP. As
shown in Table 24.1, the maximum EIRP is 1 W or less for most of the wireless network
products, except for the metropolitan WiMax service, and the FCC-type acceptance is based
on the manufacturer demonstrating EIRP and frequency compliance.
It is of particular interest to note that each country sets its own spectral and EIRP rules with
regard to these bands. Japan and Europe each have regulatory rules for these bands that are
different from those of the United States. Consequently, manufacturers may either (a) make
three models, (b) make one model with a switch to select to which country the product will be
sold, (c) make a model that is commonly compliant to all regional requirements, or (d) make
a model that is capable of determining its current location and implement the local applicable
rules. Method (d) is an early application of cognitive techniques.

24.5.2 Noise Aggregation
Communication planners worry that the combined noise from many transmitters may add
together and thereby increase the noise ﬂoor at the receiver of an important message, perhaps
an emergency message. It is well understood that noise power sums together at a receiver.
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Table 24.1: Properties of 802.11, Bluetooth, ZigBee, and WiMax Waveforms
Standard

Name/Description

Carrier Frequency

Modulation

Data Rate

Tx Pwr; EIRP

802.11a
(802.11g both
802.11a and
802.11b)

WiFi; WLAN

5 GHz, 12 channels
(8 indoor, 4 point to
point)

52 carriers of OFDM, 48 data,
4 pilot, BPSK, QPSK, 16QAM,
or 64 QAM, carrier separation
0.3125 MHz, symbol duration
4 s, with cyclic prefix 0.8 s,
Vitterbi R 1/2, 2/3, 3/4

54, 48, 36, 27,
24, 1, 8, 12, 9,
and 16 Mbps

12–30 dBm

802.11b

WiFi; WLAN

2.4 GHz, 3 channels

CCK, DBPSK, DQPSK with
DSSS

11, 5.5, and
1.0 Mbps

12–30 dBm

802.15.1

Bluetooth; WPAN

GFSK (deviation 140–175 KHz)
2.4–2.4835 GHz,
79 channels each 1 MHz
wide, adaptive frequency
hopping at 1600 Hops/s

57.6, 432.6,
and 721 Kbps,
2.1 Mbps

0–20 dBm

802.15.4

ZigBee; WPAN

868.3 MHz, 1 channel;
902–928 MHz,
10 channels with
2 MHz spacing;
2405–2483.5 MHz,
16 channels with
5 MHz spacing

32 chip symbols for 16
aryorthogonal modulation
with OQPSK spreading at
2.0 Mcps (2.4 GHz); DBPSK
with BPSK spreading at
300 Kcps (868 MHz) or
600 Kcps (915 MHz)

250 Kbps at
2.4 GHz; 40 and
20 Kbps at 868
and 915 MHz

3–10 dBm

802.16

WiMax, Wibro;
WMAN

2–11 GHz (802.16a),
10–66 GHz (802.16);
BW 1.25, 5, 10, and
20 MHz

OFDM, SOFDM: 2048,
1024, 512, 256, and 128 FF T;
carriers, each QPSK, 16 QAM,
or 64 QAM; symbol rate 102.9 s

70 Mbps

40 dBm; EIRP
57.3 dBm
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If a receiver antenna is able to see the emissions of many transmitters on the same desired
frequency and time slot, increasing the noise ﬂoor will reduce the quality of the signal at the
demodulator, in turn increasing the bit error rate, and possibly rendering the signal useless.
If the interfering transmitters are all located on the ground in an urban area, the interference
power from these transmitters decays approximately as the reciprocal of r 3.8. The total noise
received is the sum of the powers of all such interfering transmitters. Even transmitters
whose received power level is below the noise ﬂoor also add to the noise ﬂoor. However,
signals whose power level is extremely small compared to the noise ﬂoor have little impact
on the noise ﬂoor. If there are 100 signals each 20 dB below the noise, then that noise power
will sum equal to the noise, and raise the total noise ﬂoor by 3 dB. Similarly, if there are
1,000 transmitters, each 30 dB below the noise ﬂoor, they can raise the noise ﬂoor by 30 dB.
However, the additional noise is usually dominated by the one or two interfering transmitters
that are closest to the receiver.
In addition, we must consider the signiﬁcant effect of personal communication devices, which
are becoming ubiquitous. In fact, one person may have several devices all at close range to
each other. Cognitive radios will be the solution to this spectral noise and spectral crowding,
and will evolve to the point of deployed science just in time to help with the aggregated noise
problems of many personal devices all attempting to communicate in proximity to each other.

24.5.3 Aggregating Spectrum Demand and Use of Subleasing Methods
Many applications for wireless service operate with their own individual licensed spectra.
It is rare that each service is fully consuming its available spectrum. Studies show that
spectrum occupancy seems to peak at about 14%, except under emergency conditions, where
occupancy can reach 100% for brief periods of time. Each of these services does not wish
to separately invest in their own unique infrastructure. Consequently, it is very practical to
aggregate these spectral assignments to serve a user community with a combined system.
The industry refers to a collection of services of this type as a trunked radio. Trunked radio
base stations have the ability to listen to many input frequencies. When a user begins to
transmit, the base station assigns an input and an output frequency for the message and
notiﬁes all members of the community to listen on the repeater downlink frequency for the
message. Trunking aggregates the available spectrum of multiple users and is therefore able to
deliver a higher quality of service while reducing infrastructure costs to each set of users and
reducing the total amount of spectrum required to serve the community.
Both public safety and public telephony services beneﬁt from aggregating spectrum and
experience ﬂuctuating demands, so each could beneﬁt from the ability to borrow spectrum
from the other. This is a much more complex situation, however. Public safety system
operators must be absolutely certain that they can get all the spectrum capacity they need if an
emergency arises. Similarly, they might be able to appreciate the revenue stream from selling
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access to their spectrum to commercial users who have need of access during times when no
emergency conditions exist.

24.5.4 Priority Access8
If agreements can be negotiated between spectrum license holders and spectrum users who
have occasional peak capacity needs, it is possible to deﬁne protocols to request access,
grant access, and withdraw access. Thus, an emergency public service can temporarily grant
access to its spectrum in exchange for monetary compensation. Should an emergency arise,
the emergency public service can withdraw its grant to access, thereby taking over priority
service.
In a similar fashion, various classes of users can each contend for spectrum access, with higherpriority users being granted access before other users. This might be relevant, for example, if
police, ﬁre, or military users need to use the cellular infrastructure during an emergency. Their
communications equipment can indicate their priority to the communications infrastructure,
which may in turn grant access for these highest-priority users ﬁrst.9
By extension, a wide variety of grades of service for commercial users may also prioritize
sharing of a commercially licensed spectrum. Users who are willing to pay the most may get
high priority for higher data rates for their data packets. The users who paid least would get
service only when no other grades of service were consuming the available bandwidth.

24.6 U.S. Government Roles in Cognitive Radio
24.6.1 DARPA
Paul Kolodzy was a program manager at DARPA when he issued a Broad Area
Announcement (BAA) calling for an industry day on the NeXt Generation (XG) program
to explore how XG communications could not only make a signiﬁcant impact on spectral
efﬁciency of defense communications, but also signiﬁcantly reduce the complexity of deﬁning
the spectrum allocation for each defense user.
Shortly after proposals were sent in to DARPA, Kolodzy moved to the FCC to further explore
this question and Preston Marshall became the DARPA program manager. Under Marshall’s
XG program, several contractors demonstrated that a cognitive radio could achieve substantial
spectral efﬁciency in a non-interfering method, and that the spectrum allocation process could
be simpliﬁed.

8

9

Cellular systems already support priority access; however, there is reported to be little control over the allocation
of priority or the enforcement process.
This technique is implemented in code division multiple access (CDMA) cellular communications.
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In the same time frame, Jonathan Smith worked as a DARPA project manager to develop
intelligent network protocols that could learn and adapt to the properties of wireless channels
to optimize performance under current conditions.

24.6.2 FCC
On May 19, 2003, the FCC held a hearing to obtain industry comments on cognitive radio.
Participants from the communications industry, radio and TV broadcasters, public safety
ofﬁcers, telecommunications systems operators, and public advocacy participants all discussed
how this technology might interact with the existing spectrum regulatory process. Numerous
public meetings were held subsequently to discuss the mechanics of such systems, and their
impact on existing license holders of spectrum (see Section 24.4). The FCC has been actively
engaged with industry and very interested in leveraging this technology.

24.6.3 NSF/CSTB Study
President George W. Bush has established the Spectrum Policy Task Force (SPTF) to further
study the economic and political considerations and impacts of spectrum policy. In addition
to the FCC’s public meetings, the National Science Foundation (NSF) also has held meetings
on the impact of new technologies to improve spectrum efﬁciency. A committee chaired by
Dale Hatﬁeld and Paul Kolodzy heard testimony from numerous representatives, leading to an
SPTF report.
The Computer Science and Telecommunications Board (CSTB) is a speciﬁc work group
of the NSF. This work group produces books and workshops on important topics in
telecommunications. CSTB held numerous workshops on the topic of spectrum management
since its opening meeting at the FCC in May 2003. These meetings have resulted in reports
to the FCC on various cognitive radio topics. Recently, a workshop was held on the topic of
“Improving Spectrum Management through Economic and Other Incentives.” This activity
has been guided by Dale Hatﬁeld (formerly chief of the Ofﬁce of Science and Technology
at the FCC, now adjunct professor at the University of Colorado); William Lehr (economist
and research associate at the Center for Technology Policy and Industrial Development at
Massachusetts Institute of Technology); and Jon Peha (associate director of the Center for
Wireless and Broadband Networking at Carnegie Mellon University).

24.7 How Smart Is Useful?
The cognitive radio is able to provide a wide variety of intelligent behaviors. It can monitor
the spectrum and choose frequencies that minimize interference to existing communication
activity. When doing so, it will follow a set of rules that deﬁne what frequencies may be
considered, what waveforms may be used, what power levels may be used for transmission,
and so forth. It may also be given rules about the access protocols by which spectrum access
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is negotiated with spectrum license holders, if any, and the etiquettes by which it must check
with other users of the spectrum to ensure that no user hidden from the node wishing to
transmit is already communicating.
In addition to the spectrum optimization level, the cognitive radio may have the ability to
optimize a waveform to one or many criteria. For example, the radio may be able to optimize
for data rate, for packet success rate, for service cost, for battery power minimization, or for
some mixture of several criteria. The user does not see these levels of sophisticated channel
analysis and optimization except as the recipient of excellent service.
The cognitive radio may also exhibit behaviors that are more directly apparent to the user.
These behaviors may include
(a) Awareness of geographic location
(b) Awareness of local networks and their available services
(c) Awareness of the user and the user’s biometric authentication to validate ﬁnancial
transactions
(d) Awareness of the user and his or her prioritized objectives
This book explores each of these technologies. Many of these services will be immediately
valuable to the user without the need for complex menu screens, activation sequences, or
preference setup processes.
The cognitive radio developer must use caution to avoid adding cognitive functionality that
reduces the efﬁciency of the user at his or her primary tasks. If the user thinks of the radio as
a cell phone and does not wish to access other networks, the cognitive radio developer must
provide a design that is friendly to the user, timely and responsive, but is not continually
intruding with attempts to be helpful by connecting to networks that the user does not need
or want. If the radio’s owner is a power user, however, the radio may be asked to watch for
multiple opportunities: access to other wireless networks for data services, notiﬁcation of
critical turning points to aid navigation, or timely ﬁnancial information, as a few simple
examples.
One of the remaining issues in sophisticated software design is a method for determining
whether the cognitive services the radio might offer will be useful. Will the services be
accomplished in a timely fashion? Will the attempted services be undesired and disruptive?
Will the services take too long to implement and arrive too late to be usable? The cognitive
radio must offer functionality that is timely and useful to its owner, and yet not disruptive.
Like “Radar” O’Reilly, we want the cognitive radio to offer support of the right type at the
right time, properly prioritized to the user needs given sophisticated awareness of the local
situation, and not offering frequent useless or obvious recommendations.
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CHAPTE R 25

The Software-Defined Radio as a
Platform for Cognitive Radio
Pablo Robert and Bruce A. Fette

25.1 Introduction
This chapter explores both the hardware and software domains of software-deﬁned radio
(SDR). The span of information covered is necessarily broad; therefore, it focuses on some
aspects of hardware and software that are especially relevant to SDR design. Beyond their
obvious differences, hardware and software analyses have some subtle differences. In general,
hardware is analyzed in terms of its capabilities. For example, a particular radio frequency
(RF) front-end (RFFE) can transmit up to a certain frequency, a data converter can sample a
maximum bandwidth, and a processor can provide a maximum number of million instructions
per second (MIPS). Software, in contrast, is generally treated as an enabler. For example,
(1) a signal processing library can support types of modulation, (2) an OS can support
multithreading, or (3) a particular middleware implementation can support naming structures.
Given this general form of viewing hardware and software, this chapter presents hardware
choices as an upper bound on performance, and software as a minimum set of supported
features and capabilities.
Cognitive radio (CR) assumes that there is an underlying system hardware and software
infrastructure that is capable of supporting the ﬂexibility demanded by the cognitive
algorithms. In general, it is possible to provide signiﬁcant ﬂexibility with a series of tunable
hardware components that are under the direct control of the cognitive software. In the case
of a cognitive system that can support a large number of protocols and air interfaces, it is
desirable to have a generic underlying hardware structure.
The addition of a series of generalized computing structures underlying the cognitive
engine implies that the cognitive engine must contain hardware-speciﬁc knowledge. With
this hardware-speciﬁc knowledge, the cognitive engine can then navigate the different
optimization strategies that it is programmed to traverse. The problem with such knowledge
is that a change in the underlying hardware would require a change in the cognitive engine’s
knowledge base. This problem becomes exacerbated when you consider porting the engine to
other radio platforms. For example, there could be a research and development platform that
is used to test a variety of cognitive algorithms. As these algorithms mature, it is desirable to
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begin using these algorithms in deployed systems. Ideally, you would just need to place the
cognitive engine in the deployed system’s management structure. However, if no abstraction
were available to isolate the cognitive engine from the underlying hardware, the cognitive
engine would need to be modiﬁed to support the new hardware platform. It is clear that an
abstraction is desirable to isolate the cognitive engine from the underlying hardware. The
abstraction of hardware capabilities for radio software architecture is a primary design issue.
SDR is more than just an abstraction of the underlying hardware from the application. SDR is a
methodology for the development of applications, or waveforms in SDR parlance, in a consistent
and modular fashion such that both software and hardware components can be readily reused
from implementation to implementation. SDR also provides the management structure for the
description, creation, and tear-down of waveforms. In several respects, SDR offers the same
capabilities supported by OSs; SDR is actually a superset of the capabilities provided by an
OS. SDR must support a variety of cores, some of which may be deployed simultaneously in
the same system. This capability is like a distributed OS designed to run over a heterogenous
hardware environment, where heterogenous in this context means not only general-purpose
processors (GPPs), but also digital signal processors (DSPs), ﬁeld-programmable gate arrays
(FPGAs), and custom computing machines (CCMs). Furthermore, SDR must support the RF
and intermediate frequency (IF) hardware that is necessary to interface the computing hardware
with radio signals. This support is largely a tuning structure coupled with a standardized
interface. Finally, SDR is not a generic information technology (IT) solution in the way that
database management is. SDR deals explicitly with the radio domain. This means that context
is important. This context is most readily visible in the application programming interface
(API), but is also apparent in the strict timing requirements inherent to radio systems, and the
development and debugging complexities associated with radio design.
This chapter is organized as follows: Section 25.2 introduces the basic radio hardware
architecture and the processing engines that will support the cognitive function. Section 25.3
discusses the software architecture of an SDR. Section 25.4 discusses SDR software design and
development. At present, many SDRs utilize a Software Communications Architecture (SCA)
as a middleware to establish a common framework for waveforms, and the SCA is covered
in some detail in this section. Section 25.5 discusses applications as well as the cognitive
functionality and languages that support cognitive software as an application. Section 25.6
discusses the development process for SDR software components. Section 25.7 then discusses
cognitive waveform development. Finally, Section 25.8 presents a summary of the chapter.

25.2 Hardware Architecture
The underlying hardware structure for a system provides the maximum bounds for
performance. The goal of this section is to explore hardware for SDR from a radio standpoint.
Figure 25.1(a) shows a basic radio receiver. As one example based on the basic radio receiver
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Figure 25.1: (a) Data flow and component structure of a generalized coherent radio receiver;
(b) data flow and component structure of a generalized coherent radio receiver designed for
digital systems, with sampling as a discrete step.

architecture, Figure 25.1(b) shows a design choice made possible by digital signal processing
techniques, in which the sampling process for digital signal processing can be placed in any of
several locations and still provide equivalent performance.

25.2.1 The Block Diagram
The generic architecture tour presented here traces from the antenna through the radio and up
the protocol stack to the application.
25.2.1.1 RF Externals
Many radios may achieve satisfactory performance with an antenna consisting of a passive
conductor of resonant length, or an array of conductors that yield a beam pattern. Such
antennas range from the simple quarter-wavelength vertical to the multi-element Yagi and
its wide bandwidth cousin, the log periodic antenna. Antennas used over a wide frequency
range will require an antenna tuner to optimize the voltage standing-wave radio (VSWR) and
corresponding radiation efﬁciency. Each time the transceiver changes frequency, the antenna
tuner will need to be informed of the new frequency. It will either have a prestored table
derived from a calibration process, and then adjust passive components to match the tuning
recommendations of the table, or it will sense the VSWR and adapt the tuning elements until a
minimum VSWR is attained.
Some modern antennas include a number of passive components spread over the length of
the radiating elements that are able to present reasonable VSWR performance without active
tuning. The best such units today span a frequency range of nearly 10:1. However, for radios
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that are expected to span 2 MHz–2 GHz, it is reasonable to expect that the radio will need to
be able to control a switch to select an appropriate antenna for the frequency band in which
the transceiver is currently operating. Where beam antennas are used, it may also be necessary
for the radio to be able to manage beam pointing. In some cases, this is accomplished by an
antenna rotator, or by a dish gimbals. The logic of how to control the pointing depends greatly
on the application. Examples include (1) exchanging the global positioning system (GPS)
position of each transceiver in the network, as well as tracking the three-dimensional (3-D)
orientation of the platform on which the antenna is mounted so that the antenna pointing
vector to any network member can be calculated; (2) scanning the antenna full circle to ﬁnd
the maximum signal strength; (3) dithering the antenna while tracking peak performance; or
(4) using multiple receive feed elements and comparing their relative strength.
Another common antenna is the electronically steered antenna. Control interfaces to
these antennas are quite similar in function; however, due to the ability to rapidly steer
electronically, many of these antennas update their steering angle as rapidly as once every
millisecond. Thus, response time of the control interfaces is critical to the expected function.
The most sophisticated antenna is the multiple input, multiple output (MIMO) antenna.
In these antennas, the interface boundary between the radio and the antenna is blurred by
the wide bandwidth and large number of complex interfaces between the beam-steering
signal processing, the large number of parallel RF front-end receivers, and the ﬁnal modem
signal processing. For these complex antennas, the SDR Forum is developing interface
recommendations that will be able to anticipate the wide variety of multi-antenna techniques
currently used in modern transceivers.
Another common external component is the RF power ampliﬁer (PA). Typically, the external
PA needs to be told to transmit when the transceiver is in the transmit mode and to stop
transmitting when the transceiver is in the receive mode. A PA will also need to be able to
sense its VSWR, delivered transmit power level, and its temperature, so that the operator can
be aware of any abnormal behavior or conditions.
It is also common to have a low noise ampliﬁer (LNA) in conjunction with an external PA.
The LNA will normally have a tunable ﬁlter with it. Therefore, it is necessary to be able
to provide digital interfaces to the external RF components to provide control of tuning
frequency, transmit/receive mode, VSWR and transmit power-level sensing, and receive gain
control.
In all of these cases, a general-purpose SDR architecture must anticipate the possibility that
it may be called upon to provide one of these control strategies for an externally connected
antenna, and so must provide interfaces to control external RF devices. Experience has shown
Ethernet to be the preferable standard interface, so that remote control devices for RF external
adapters, switches, PAs, LNAs, and tuners can readily be controlled.
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25.2.1.2 RF Front-End
The RF front-end consists of the receiver and the transmitter analog functions. The receiver
and transmitter generally consist of frequency up converters and down converters, ﬁlters, and
ampliﬁers. Sophisticated radios will choose ﬁlters and frequency conversions that minimize
spurious signals, images, and interference within the frequency range over which the radio
must work. The front-end design will also maximize the dynamic range of signals that the
receiver can process, through automatic gain control (AGC). For a tactical defense application
radio, it is common to be able to continuously tune from 2 MHz to 2 GHz, and to support
analog signal bandwidths ranging from 25 kHz to 30 MHz. Commercial applications need
a much smaller tuning range. For example, a cell phone subscriber unit might tune only
824 MHz–894 MHz and might need only one signal bandwidth. With a simpliﬁed design, the
designer can eliminate many ﬁlters, frequency conversions, and IF bandwidth ﬁlters, with
practical assumptions.
The RF analog front-end ampliﬁes and then converts the radio carrier frequency of a signal
of interest down to a low IF so that the receive signal can be digitized by an analog-to-digital
converter (ADC), and then processed by a DSP to perform the modem function. Similarly,
the transmitter consists of the modem producing a digital representation of the signal to be
transmitted, and then a digital-to-analog converter (DAC) process produces a baseband or
IF representation of the signal. That signal is then frequency shifted to the intended carrier
frequency, ampliﬁed to a power level appropriate to close the communication link over
the intended range, and delivered to the antenna. If the radio must transmit and receive
simultaneously, as in full duplex telephony, there will also be some ﬁltering to keep the highpower transmit signal from interfering with the receiver’s ability to detect and demodulate the
low-power receive signal. This is accomplished by complex ﬁlters usually using bulk acoustic
wave or saw ﬁlters at frequencies below 2 GHz, or yttrium-iron-garnet (YIG) circulators at
frequencies above 2 GHz.
The typical software-deﬁned RFFE begins notionally with receiving a signal and ﬁltering
the signal to reﬂect the range of frequency covered by the intended signals. For a spread
spectrum wideband code division multiple access (WCDMA) signal, this could be up to
6 MHz of bandwidth. In order to assure that the full 6 MHz is presented to the modem without
distortion, it is not unusual for the ADC to digitize 12 MHz or so of signal bandwidth. In
order to capture 12 MHz of analog signal bandwidth set by the IF ﬁlters without aliasing
artifacts, the ADC will probably sample the signal at rates above 24 million samples per
second (Msps). After sampling the signal, the digital circuits will shift the frequency of the RF
carrier to be centered as closely as possible to 0 Hz direct current (DC) so that the signal can
again be ﬁltered digitally to match the exact signal bandwidth. Usually this ﬁltering will be
done with a cascade of several ﬁnite impulse response (FIR) ﬁlters, designed to introduce no
phase distortion over the exact signal bandwidth. If necessary, the signal is despread, and then
reﬁltered to the information bandwidth, typically with an FIR ﬁlter.
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25.2.1.3 Analog-to-Digital Converters
The rate of technology improvement versus time has not been as profound for A/D converters
as for digital logic. The digital receiver industry is always looking for wider bandwidth and
greater dynamic range. Successive approximation ADCs were replaced by ﬂash converters
in the early 1990s, and now are generally replaced with Sigma-Delta ADCs. Today’s ADC
can provide up to 105 Msps at 14-bit resolution. Special-purpose ADCs have been reported to
provide sample rates over 5 giga samples per second (Gsps) at 8-bit resolution.
State-of-the-art research continues to push the boundaries of analog-to-digital (A/D)
performance with a wide variety of clever techniques that shift the boundaries between DSP
and ADC.
25.2.1.4 Modem
After down-conversion, ﬁltering, and equalization, the symbols are converted to bits by a
symbol detector/demodulator combination, which may include a matched ﬁlter or some other
detection mechanism as well as a structure for mapping symbols to bits. A symbol is selected
that most closely matches the received signal. At this stage, timing recovery is also necessary,
but for symbols rather than the carrier. Then the output from the demodulator is in bits.
The bits that are represented by that symbol are then passed to the forward error correcting
function to correct occasional bit errors. Finally, the received and error-corrected bits are
parsed into the various ﬁelds of message, header, address, trafﬁc, etc. The message ﬁelds are
then examined by the protocol layers eventually delivering messages to an application
(e.g., web browser or voice coder (vocoder)), thus delivering the function expected by the user.
SDRs must provide a wide variety of computational resources to be able to gracefully
anticipate the wide variety of waveforms that they may ultimately be expected to demodulate.
Today we would summarize that a typical SDR should be able to provide at least 266 MIPS
of GPP, 32 megabytes (MB) of random access memory (RAM), 100 MIPS of DSP, and 500 K
equivalent gates of FPGA-conﬁgurable logic. More performance and resources are required
for sophisticated waveforms or complex networking applications. Typically, the GPP will be
called upon to perform the protocol stack and networking functions, the DSP will perform
the physical layer modulation and demodulation, and the FPGA will provide timing and
control as well as any special-purpose hardware accelerators that are particularly unique
to the waveform. It appears that SDR architectures will continue to evolve as component
manufacturers bring forward new components that shift the boundaries of lowest cost, highest
performance, and least power dissipation.
25.2.1.5 Forward Error Correction
In some instances, the demodulated bits are passed on to a forward error correction (FEC) stage
for a reduction in the number of bit errors received. One of the interesting aspects of FEC is
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that it can be integrated into the demodulation process, such as in trellis-coded modulation; or it
can be closely linked to demodulation, as in soft decoding for convolutional codes; or it can be
an integral part of the next stage, medium access control (MAC) processing.
25.2.1.6 Medium Access Control
MAC processing generally includes framing information, with its associated frame synchronization structures, MAC addressing, error detection, link management structures, and payload
encapsulation with possible fragmentation/defragmentation structures. From this stage, the
output is bits, which are input to the network-processing layer. The network layer is designed
for end-to-end connectivity support. The output of the network layer is passed to the application
layer, which performs some sort of user functions and interface (speaker/microphone, graphical
user interface, keypad, or some other sort of human–computer interface).
25.2.1.7 User Application
The user’s application may range from voice telephony, to data networking, to text messaging, to
graphic display, to live video. Each application has its own unique set of requirements, which, in
turn, translate into different implications on the performance requirements of the SDR.
For voice telephony today, the dominant mode is to code the voice to a moderate data rate.
Data rates from 4,800 bps to 13,000 bps are popular in that they provide excellent voice quality
and low distortion to the untrained listener. The digital modem, in turn, is generally more
robust to degraded link conditions than analog voice would be under identical link conditions.
Another criterion for voice communications is low latency. Much real experience with
voice communications makes it clear that if the one-way delay for each link exceeds 50
milliseconds,1 then users have difﬁculty in that they expect a response from the far speaker
and, hearing none, they begin to talk just as the response arrives, creating frequent speech
collisions. In radio networks involving ad hoc networking, due to the delay introduced by
each node as it receives and retransmits the voice signaling, it can be quite difﬁcult to achieve
uniformly low delay. Since the ad hoc network introduces jitter in packet delivery, the receiver
must add a jitter buffer to accommodate a practical upper bound in latency of late packets.
All of this conspires to add considerable voice latency. In response, voice networks have
established packet protocols that allocate trafﬁc time slots to the voice channels, in order to
guarantee stable and minimal latency. In much the same way, video has both low error rate
and ﬁxed latency channel requirements, and thus networking protocols have been established
to manage the quality requirements of video over wireless networks. Many wireless video
applications are designed to accept the bit errors but maintain the ﬁxed latency.
In contrast, for data applications, the requirement is that the data must arrive with very few or
absolutely no bit errors; however, latency is tolerated in the application.
1

Some systems specify a recommended maximum latency limit, such as 150 milliseconds for ITU-T G114.
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Voice coding applications are typically implemented on a DSP. The common voice coding
algorithms require between 20 and 60 MIPS and about 32 kilobytes (KB) of RAM. Voice
coding can also be successfully implemented on GPPs, and will typically require more than
six times the instructions per second (100–600 MIPS) in order to perform both the multiply—
accumulate signal processing arithmetic and the address operand fetch calculations.
Transmitting video is nearly 100 times more demanding than voice, and is rarely implemented
in GPP or DSP. Rather, video encoding is usually implemented on special-purpose processors
due to the extensive cross-correlation required to calculate the motion vectors of the video
image objects. Motion vectors substantially reduce the number of bits required to faithfully
encode the images. In turn, a ﬂexible architecture for implementing these special-purpose
engines is the use of FPGAs to implement the cross-correlation motion-detection engines.
Web browsing places a different type of restriction on an SDR. The typical browser needs
to be able to store the images associated with each web page in order to make the browsing
process more efﬁcient, by eliminating the redundant transmission of pages recently seen. This
implies some large data cache function, normally implemented by a local hard drive disk.
Recently, such memories are implemented by high-speed ﬂash memory as a substitute for
rotating electromechanical components.
25.2.1.8 Design Choices
Several aspects of the receiver shown in Figure 25.1(a) are of interest. One of the salient
features is that the effect of all processing between the LNA and the FEC stage can be
largely modeled linearly. This means that the signal processing chain does not have to be
implemented in the way shown in Figure 25.1(a). The carrier recover loop does not have to
be implemented at the mixer stage. It can just as easily be implemented immediately before
demodulation. Another point to note is that no sampling is shown in Figure 25.1(a). It is
mathematically possible to place the sampling process anywhere between the LNA and the
FEC, giving the designer signiﬁcant ﬂexibility. An example of such design choice selection is
shown in Figure 25.1(b), where the sampling process is shown as a discrete step.
The differences seen between Figures 25.1(a) and 25.1(b) are not at a functional level; they are
implementation decisions that are likely to lead to a dramatically different hardware structure
for equivalent systems. The following discussion on hardware concentrates on processing
hardware selections because a discussion of RF and IF design considerations are beyond the
scope of this book.
Several key concepts must be taken into consideration for the front-end of the system, and
it is worthwhile to brieﬂy mention them here. From a design standpoint, signals other than
the signal of interest can inject more noise in the system than was originally planned, and
the effective noise ﬂoor may be signiﬁcantly larger than the noise ﬂoor due to the front-end
ampliﬁer.
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One example of unpredicted noise injection is the ADC conversion process, which can inject
noise into the signal through a variety of sources. The ADC quantization process injects
noise into a signal. This effect becomes especially noticeable when a strong signal that is
not the signal of interest is present in an adjacent channel. Even though it will be removed
by digital ﬁltering, the stronger signal sets the dynamic range of the receiver by affecting
the AGC, in an effort to keep the ADC from being driven into saturation. Thus, the effective
signal-to-interference and noise ratio (SINR) of the received signal is lower than might
otherwise be expected from the receiver front-end. To overcome this problem and others like
it, software solutions will not sufﬁce, and ﬂexible front-ends that are able to reject signals
before sampling become necessary. Tunable RF components, such as tunable ﬁlters and
ampliﬁers, are becoming available, and the SDR design that does not take full advantage of
these ﬂexible front-ends will handicap the ﬁnal system performance.

25.2.2 Baseband Processor Engines
The dividing line between baseband processing and other types of processing, such as network
stack processing, is arbitrary, but it can be constrained to be between the sampling process
and the application. The application can be included in this portion of processing, such as a
vocoder for a voice system or image processing in a video system. In such instances, the level
of signal processing is such that it may be suitable for specialized signal processing hardware,
especially in demanding applications such as video processing.
Four basic classes of programmable processors are available today: GPPs, DSPs, FPGAs,
and CCMs.
25.2.2.1 General Purpose Processors
GPPs are the target processors that probably come to mind ﬁrst to anyone writing a computer
program. GPPs are the processors that power desktop computers and are at the center of the
computer revolution that began in the 1970s. The landscape of microprocessor design is dotted
with a large number of devices from a variety of manufacturers. These different processors,
while unique in their own right, do share some similarities; namely, a generic instruction set,
an instruction sequencer, and a memory management unit (MMU).
There are two general types of instruction sets: (1) machines with fairly broad instruction
sets, known as complex instruction set computers (CISCs); and (2) machines with a narrow
instruction set, known as reduced instruction set computers (RISCs). Generally, the CISC
instructions give the assembly programmer powerful instructions that address efﬁcient
implementation of certain common software functions. RISC instruction sets, while narrower,
are designed to produce efﬁcient code from compilers. The differences between the CISC
and RISC are arbitrary, and both styles of processors are converging into a single type of
instruction set. Regardless of whether the machine is CISC or RISC, they both share a generic
nature to their instructions. These include instructions that perform multiplication, addition,
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or storage, but these instruction sets are not tailored to a particular type of application. In the
context of CR, the application in which we are most interested is signal processing.
The other key aspect of the GPP is the use of a MMU. Because GPPs are designed for generic
applications, they are usually coupled with an OS. This OS creates a level of abstraction
over the hardware, allowing the development of applications with little or no knowledge of
the underlying hardware. Management of memory is a tedious and error-prone process, and
in a system running multiple applications, memory management includes paging memory,
distributed programming, and data storage throughout different blocks of memory. An
MMU allows the developer to “see” a contiguous set of memory, even though the underlying
memory structure may be fragmented or too difﬁcult to control in some other fashion
(especially in a multitasking system that has been running continuously for an extended period
of time). Given the generic nature of the applications that run on a GPP, an MMU is critical
because it allows the easy blending of different applications with no special care needed on
the developer’s part.
25.2.2.2 Digital Signal Processors
DSPs are specialized processors that have become a staple of modern signal processing
systems. In large part, DSPs are similar to GPPs. They can be programmed with a high-level
language such as C or C and they can run an OS. The key difference between DSPs and
GPPs comes in the instruction set and memory management. The instruction set of a DSP is
customized to particular applications.
For example, a common signal processing function is a ﬁlter, an example of which is the
Direct Form II inﬁnite impulse response (IIR) ﬁlter. Such a ﬁlter is seen in Figure 25.2.
b0
x [n]

y[n]
a1

x 1

b1

a2

z1

b2

an

z1

bn

Figure 25.2: Structure and data flow for Direct Form II IIR filter as a basis for an estimate on
computational load.
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As seen in Figure 25.2, the signal path is composed of delays on the incoming signal of one
sample, z1, and the multiplication of each delayed sample by a coefﬁcient of the polynomial
describing either the poles (a) or zeros (b) of the ﬁlter. If each delayed sample is considered to
be a different memory location, then to quickly implement this ﬁlter, it is desirable to perform
a sample shift in the circular buffer, perform a multiply and an add that multiplies each
delayed sample times the corresponding polynomial coefﬁcients, and store that result either in
the output register, in this case y[n], or in the register that is added to the input, x[n].
The algorithm in Figure 25.2 has several characteristics. Assuming that the ﬁlter is of length
N (N-order polynomials), then the total computation cost for this algorithm can be computed.
To optimize radio modem performance, ﬁlters are frequently designed to be FIR ﬁlters with
only the b (all zeros) polynomial. In order to implement extremely efﬁcient DSP architectures,
most DSP chips support performing many operations in parallel to make an FIR ﬁlter nearly
a single instruction that is executed in a one clock cycle instruction loop. First, there is a
loop control mechanism. This loop control has a counter that has to be initialized and then
incremented in each operation, providing a set of N1 operations. Within the loop, there is
also an evaluation of the loop control state; this evaluation is performed N times. Within the
loop, a series of memory fetch operations have to be performed. In this case, there are N1
accesses to get the coefﬁcient and store the result. There are additional N1 circular accesses
of the sample data plus the fetch operation of the new data point, yielding a total of 2N2
memory accesses. Finally, there are the arithmetic operations: the coefﬁcient multiplied by the
signal sample, and the accumulation operation (including the initial zero operation) resulting
in 2N1 operations. Therefore, the DSP typically performs on the order of 6N operations per
instruction clock cycle.
Assuming that a GPP performs a memory fetch, memory store, index update, comparison,
multiplication, or addition in each computer clock cycle, then the GPP would require 6N3
clock cycles per signal sample. Using these assumptions, then an FIR ﬁlter with 32 ﬁlter
taps and a signal sampled at 100 ksps would yield (6  32  3)  100  103  19.5 MIPS.
Therefore, just for the ﬁlter mentioned, almost 20 MIPS are required for the GPP to
successfully ﬁlter this narrowband signal. In reality, a GPP is likely to expend more than one
cycle for each of these operations. For example, an Intel Pentium 4 ﬂoating-point multiply
occupies six clock cycles, so the given performance is a lower bound on the GPP MIPS load.
A DSP, in contrast, has the ability to reduce some of the cycles necessary to perform the given
operations. For example, some DSPs have single-cycle MAC (multiple and accumulate). The
Motorola 56001 is an example DSP that performs single instruction multiply and accumulate with
zero overhead looping. These reductions result in a computational total of 3N3. Given these
reductions, the computation load for the DSP is now (3  32  3)  100  103  9.9 MIPS.
Given its customized instruction set, a DSP can implement specialized signal processing
functionality with signiﬁcantly fewer clock cycles than the more generic GPP processors.
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However, GPPs are attempting to erode this difference using multiple parallel execution
arithmetic logic units so that they can perform effective address calculations in parallel with
arithmetic operations. These are called superscalar architectural extensions. They are also
attempting to raise the performance of GPP multipliers through use of many pipeline stages,
so that the multiplication steps can be clocked at higher speed. This technique is called a
highly pipelined architecture.
25.2.2.3 Field-Programmable Gate Arrays
FPGAs are programmable devices that are different in nature from GPPs and DSPs. An FPGA
comprises some discrete set of units, sometimes referred to as logical elements (LE), logic
modules (LM), slices, or some other reference to a self-contained Boolean logical operation.
Each of these logical devices has at least one logic unit; this logic unit could be one or more
multipliers and one or more accumulators, or a combination of such units in some FPGA chip
selections. Logical devices are also likely to contain some memory, usually a few bits. The
developer then has some freedom to conﬁgure each of these logical devices, where the level of
reconﬁgurability is arbitrarily determined by the FPGA manufacturer. The logical devices are
set in a logic fabric, a reconﬁgurable connection matrix that allows the developer to describe
connections between different logical devices. The logic fabric usually also has access to some
additional memory that logical devices can share. Timing of the different parts of the FPGA
can be controlled by establishing clock domains. This allows the implementation of multirate
systems on a single FPGA.
To program an FPGA, the developer describes the connections between logical devices as
well as the conﬁguration of each of these logical devices. The ﬁnal design that the developer
generates is closer to a circuit than a program in the traditional sense, even though the FPGA
is ostensibly a ﬁrmware programmable device. Development for the FPGA is done by using
languages such as very high-speed integrated circuit (VHSIC) Hardware Design Language
(VHDL), which can also be used to describe application-speciﬁc integrated circuits (ASICs),
essentially non-programmable chips. Variants of C exist, such as System-C, that allow the
developer to use C-like constructs to develop FPGA code, but the resulting program still
describes a logic circuit running on the FPGA.
The most appealing aspect of FPGAs is their computational power. For example, the Virtex II
Pro FPGA by Xilinx has a total of 6,460 slices, where each slice is composed of two look-up
tables, two ﬂip-ﬂops, some math logic, and some memory. To be able to implement 802.11a,
a communications standard that is beyond the abilities of any traditional DSP in 2005, would
require approximately 3,000 slices, or less than 50% of the FPGA’s capabilities, showing
the importance of a high degree of parallelism in the use of many multiply accumulators to
implement many of the complex-waveform signal processes in parallel.
From a performance standpoint, the most signiﬁcant drawback of an FPGA is that it consumes
a signiﬁcant amount of power, making it impractical for battery-powered handheld subscriber
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solutions. For example, the Virtex II Pro FPGA mentioned earlier is rated at 2,648 milliwatts
(mW) of power expenditure, whereas a low-power DSP such as the TMS320C55x is rated
at 65–160 mW, depending on clock speed and version, and its high-performance cousin, the
TMS320C64x, is rated at 250–1,650 mW, depending on clock speed and version.

25.2.3 Baseband Processing Deployment
One of the problems that the CR developer will encounter when designing a system is
attempting to determine what hardware should be included in the design and what baseband
processing algorithm to deploy into which processors. The initial selection of hardware will
impose limits on maximum waveform capabilities, while the processing deployment algorithm
will present signiﬁcant run-time challenges if left entirely as an optimization process for the
cognitive algorithm. If the processing deployment algorithm is not designed correctly, it may
lead to a suboptimal solution that, while capable of supporting the user’s required quality of
service (QoS), may not be power efﬁcient, quickly draining the system batteries or creating a
heat dissipation problem.
The key problem in establishing a deployment methodology is one of scope. Once a set of
devices and algorithm performance for each of these devices has been established, there is
a ﬁnite set of possibilities that can be optimized. The issue with such optimization is not the
optimization algorithm itself; several algorithms exist today for optimizing for speciﬁc values,
such as the minimum mean square error (MMSE), maximum likelihood estimation (MLE),
genetic algorithms, neural nets, or any of a large set of algorithms. Instead, the issue is in
determining the sample set over which to perform the optimization.
There is no openly available methodology for establishing the set of possible combinations
over which optimization can occur. However, at least one approach has been suggested by
Neel et al. [1] that may lead to signiﬁcant improvements in deployment optimization. The
proposed methodology is partitioned into platform-speciﬁc and waveform-speciﬁc analyses.
The platform-speciﬁc analysis is further partitioned into two types, DSP/GPP, and FPGA. The
platform-speciﬁc analysis is as follows:
1. Create an operations audit of the target algorithms (number and type of operations).
2. For DSP:
a. Create a set of target devices.
b. Establish cycle-saving capabilities of each target device.
3. For FPGA:
a. Create a set of devices.
b. Establish mapping between different FPGA families. This mapping can be done on the
basis of logical devices, available multiplies per element, or another appropriate metric.
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c. Find logical device count for each target algorithm. FPGA manufacturers usually
maintain thorough libraries with benchmarks.
d. Use mapping between devices to ﬁnd approximate target load on devices when a
benchmark is not available.

Once the platform-speciﬁc analysis is complete, the developer now has the tools necessary to
map speciﬁc algorithms onto a set of devices. Note that at this stage, there is no information as
to the suitability of each of these algorithms to different platforms, since a base clock rate (or
data rate) is required to glean that type of information.
Given the preceding platform-speciﬁc information, it is now possible to create performance
estimates for the different waveforms that the platform is intended to support:
1. Create a block-based breakdown of the target waveform (using target algorithms from
Step 1 as building blocks).
2. Break down target waveform into clock domains.
3. Estimate time necessary to complete each algorithm.
a. In the case of packet-based systems, this value is fairly straightforward.2
b. In the case of stream-based systems, this value is the allowable latency.
4. Compute number of operations per second (OPS) needed for each algorithm.
5. Create a set of devices from the platform-speciﬁc phase that meet area and cost
parameters (or whatever other parameters are appropriate for a ﬁrst cut). This set
of devices can be very large. At this stage, the goal is to create a set of devices or
combination of devices that meet some broad criteria.
6. Cycle through the device set.
a. Attempt to map algorithms onto given devices in set.
(i) For DSP:
1) Make sure that OPS calculated in Step 4 of the waveform-speciﬁc analysis are
reduced by cycle-saving capabilities outlined in Step 2b of the platform-speciﬁc
analysis.
2) The result of the algorithm map is a MIPS count for each device.
(ii) For FPGA:
1) Mapping of the algorithm is a question of the number of occupied logical devices.
2) Make sure that clock domains needed for algorithms can be supported by the FPGA.
2

If the received signal is blocked into a block of many signal samples, and then the receiver operates on that block
of signal samples through all of the receive signal processes, the process can be imagined to be a signal packet
passing through a sequence of transforms. In contrast, if each new signal sample is applied to the entire receive
process, that is referred to here as a stream-based process.
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b. If a solution set of MIPS and/or LE exists for the combination of devices in the set,
then save the resulting solution set for this device set; if a solution does not exist,
discard the device set.

7. Apply appropriate optimization algorithm over resulting solution set/device set from
step 6. Additional optimization algorithms include power budgets, and performance
metrics.
The process described yields a coarse solution set for the hardware necessary to support a
particular set of baseband processing solutions. From this coarse set, traditional tools can
be used to establish a more accurate match of resources to functionality. Furthermore, the
traditional tools can be used to ﬁnd a solution set that is based on optimization criteria that are
more speciﬁc to the given needs.

25.2.4 Multicore Systems and System-on-Chip
Even though several computing technologies have some promise over the horizon, such as
quantum computing, it is an undeniable fact that silicon-based computing such as multicore
systems and system-on-chip (SoC) will continue to be the bedrock of computing technology.
Unfortunately, as technology reaches transistors under 100 nm, the key problems become the
inability to continue the incremental pace of clock acceleration as well as signiﬁcant problems
in power dissipation. Even though the number of gates per unit area has roughly doubled
every 18 months since the 1970s, the amount of power consumed per unit area has remained
unchanged. Furthermore, the clocks driving processors have reached a plateau, so increases in
clock speed have slowed signiﬁcantly.
In order to overcome the technology problems in fabrication, a design shift has begun in the
semiconductor industry. Processors are moving away from single-core solutions to multicore
solutions, in which a chip is composed of more than one processing core. Several advantages
are evident from such solutions. First, even though the chip area is increasing, it is now
populated by multiple processors that can run at lower clock speeds. In order to understand the
ramiﬁcations of such change, it is ﬁrst important to recall the power consumption of an active
circuit as
P  α  C  f  V2

(25.1)

As shown in Eq. (25.1), the power dissipated, P, by an active circuit is the product of the
switching activity, α, the capacitance of the circuit, C, the clock speed, f, and the operating
voltage, V, squared. It is then clear from the preceding equation that the reduced clock speed
results in a proportional reduction in power consumption. Furthermore, since a lower operating
frequency means that a lower voltage is needed to operate the device, the reduction in the
operating voltage produces a reduction in power consumption that follows a quadratic curve.
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One of the principal bottlenecks in processor design is the input/output interface from data
inside the chip to circuits outside the chip. This interface tends to be signiﬁcantly slower than
the data buses inside the chip. By reducing this interface capacitance and voltage swing for
intercore communications, system efﬁciency grows. Furthermore, communication through
shared memory is now possible within the chip. This capability can greatly increase the
efﬁciency of the design.

25.3 Software Architecture
Software is subject to differences in structure that are similar to those differences seen in the
hardware domain. Software designed to support baseband signal processing generally does
not follow the same philosophy or architecture that is used for developing application-level
software. Underlying these differences is the need to accomplish a variety of quite different
goals. This section outlines some of the key development concepts and tools that are used in
modern SDR design.

25.3.1 Design Philosophies and Patterns
Software design has been largely formalized into a variety of design philosophies, such as
object-oriented programming (OOP), component-based programming (CBP), or aspectoriented programming (AOP). Beyond these differences is the speciﬁc way in which the
different pieces of the applications are assembled, which is generally referred to as a design
pattern. This section describes design philosophies ﬁrst, providing a rationale for the
development of different approaches. From these philosophies, the one commonly used in
SDR will be expanded into different design patterns, showing a subset of approaches that are
possible for SDR design.
25.3.1.1 Design Philosophies
Four basic design philosophies are used for programming today: linear programming (LP),
OOP, CBP, and AOP.
25.3.1.2 Linear Programming
LP is a methodology in which the developer follows a linear thought process for the
development of the code. The process follows a logical ﬂow, so this type of programming
is dominated by conditional ﬂow control (such as “if-then” constructs) and loops.
Compartmentalized functionality is maintained in functions, where execution of a function
involves swapping out the stack, essentially changing the context of operation, performing
the function’s work, and returning results to the calling function, which requires an additional
stack swap. An analogy of LP is creating a big box for all items on your desktop, such as
the phone, keyboard, mouse, screen, headphone, can of soda, and picture of your attractive
spouse, with no separation between these items. Accessing any one item’s functionality, such
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as drinking a sip of soda, requires a process to identify the soda can, isolate the soda can from
the other interfering items, remove it from the box, sip it, and then place it back into the box
and put the other items back where they were. C is the most popular LP language today, with
assembly development reserved for a few brave souls who require truly high speed without the
overhead incurred by a compiler.
25.3.1.3 Object-Oriented Programming
OOP is a striking shift from LP. Whereas LP has data structures—essentially variables that
contain an arbitrary composition of native types such as ﬂoat or integer—OOP extends
the data structure concept to describe a whole object. An object is a collection of member
variables (such as in a data structure) and functions that can operate on those member
variables. From a terminology standpoint, a class is an object’s type, and an object is a speciﬁc
instance of a particular class. There are several rules governing the semantics of classes,
but they generally allow the developer to create arbitrary levels of openness (or visibility),
different scopes, different contexts, and different implementations for function calls that have
the same name. OOP has several complex dimensions; additional information can be found
elsewhere (e.g., Budd [2] and Weisfeld [3]).
The differences inherent in OOP have dramatic implications for the development of software.
Extending the analogy from the preceding example, it is now possible to break up every
item on your desktop into a separate object. Each object has some properties, such as the
temperature of your soda, and each object also has some functions that you can access to
perform a task on that object, such as drinking some of your soda. There are several languages
today that are OOP languages. The two most popular ones are Java and C, although
several other languages today are also OOP languages.
25.3.1.4 Component-Based Programming
CBP is a subtle extension of the OOP concept. In CBP, the concept of an object is constrained;
instead of allowing any arbitrary structure for the object, under CBP the basic unit is now a
component. This component comprises one or more classes, and is completely deﬁned by its
interfaces and its functionality. Again extending the preceding example, the contents on the
desktop can now be organized into components. A component could be a computer, where
the computer component was deﬁned as the collection of the keyboard, mouse, display, and
the actual computer case. This particular computer component has two input interfaces, the
keyboard and the mouse, and one output interface, the display. In future generations of this
component, there could be additional interfaces, such as a set of headphones as an output
interface, but the component’s legacy interfaces would not be affected by this new capability.
Using CBP, the nature of the computer is irrelevant to the user as long as the interfaces and
functionality remain the same. It is now possible to change individual objects within the
component, such as the keyboard, or the whole component altogether, but the user is still able
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to use the computer component the same as always. The primary goal of CBP is to create standalone components that can be easily interchanged between implementations. Note that CBP is a
coding style, and there are no mainstream languages that are designed explicitly for CBP.
Even though CBP relies on a well-deﬁned set of interfaces and functionality, these aspects
are insufﬁcient to guarantee that the code is reusable or portable from platform to platform.
The problem arises not from the concept, but from the implementation of the code. To see the
problem, it is important now to consider writing the code describing the different aspects of
the desktop components that we described before, in this case a computer. Conceptually, we
have a component that contains an instance of a display, keyboard, mouse, headphone, and
computer. If you were to write software emulating each of these items, not only would the
interfaces and actual functional speciﬁcations need to be written, but also a wide variety of
housekeeping functions, including, for example, notiﬁcation of failure. If any one piece of the
component fails, it needs to inform the other pieces that it failed, and the other pieces need
to take appropriate action to prevent further malfunctions. Such a notiﬁcation is an inherent
part of the whole component, and implementing changes in the messaging structure for this
notiﬁcation on any one piece requires the update of all other pieces that are informed of
changes in state. These types of somewhat hidden relationships create a signiﬁcant problem
for code reuse and portability because relationships that are sometimes complex need to be
veriﬁed every time that code is changed. AOP was designed to attempt to resolve this problem.
25.3.1.5 Aspect-Oriented Programming
AOP allows for the creation of relationships between different classes. These relationships
are arbitrary, but can be used to encapsulate the housekeeping code that is needed to create
compatibility between two classes. In the messaging example, this class can include all the
messaging information needed for updating the state of the system. Given this encapsulation,
a class such as the headphone in the ongoing example can be used not only in the computer
example, but also in other systems, such as a personal music player, an interface to an airplane
sound system, or any other appropriate type of system. The relationship class encompasses an
aspect of the class; thus, context can be provided through the use of aspects. Unlike CBP, AOP
requires the creation of new language constructs that can associate an aspect to a particular
class; to this end, there are several languages (AspectJ, AspectC, and Aspect#, among others).
25.3.1.6 Design Philosophy and SDR
The dominant philosophy in SDR design is CBP because it closely mimics the structure of a
radio system, namely the use of separate components for the different functional blocks of a
radio system, such as link control or the network stack. SDR is a relatively new discipline with
few open implementation examples, so as the code base increases and issues in radio design
with code portability and code reuse become more apparent, other design philosophies may be
found to make SDR software development more efﬁcient.
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25.3.1.7 Design Patterns
Design patterns are programming methodologies that a developer uses within the bounds of the
language the developer happens to be using. In general, patterns provide two principal beneﬁts:
they help in code reuse and they create a common terminology. This common terminology is
of importance when working on teams because it simpliﬁes communications between team
members. As will be shown in the next section, some architectures, such as the SCA, use
patterns. For example, the SCA uses the factory pattern for the creation of applications. In the
context of this discussion, patterns for the development of waveforms and the deployment of
cognitive engines will be shown. You are encouraged to explore formal patterns using available
sources (e.g., Gamma et al. [4], Shalloway and Trott [5], or Kerievsky [6]).

25.4 SDR Development and Design
From the preceding discussion, it is clear that a software structure following a collection of
patterns is needed for efﬁcient large-scale development. In the case of SDR, the underlying
philosophy coupled with a collection of patterns is called an architecture or operating
environment. There are two open SDR architectures, GNURadio and SCA.

25.4.1 GNURadio
GNURadio [7] is a Python-based architecture (see Section 25.5.1.3) that is designed to run
on general-purpose computers running the Linux OS. GNURadio is a collection of signal
processing components and supports primarily one RF interface, the universal software radio
peripheral (USRP), a four-channel up- and down-converter board coupled with ADC and DAC
capabilities. This board also allows the use of daughter RF boards. GNURadio in general is a
good starting point for entry-level SDR and should prove successful in the market, especially
in the amateur radio and hobbyist market. GNURadio does suffer from some limitations—
namely, (1) that it is reliant on GPP for baseband processing, thus limiting its signal
processing capabilities on any one processor; and (2) it lacks distributed computing support,
limiting solutions to single-processor systems, and hence limiting its ability to support highbandwidth protocols.

25.4.2 Software Communications Architecture
The other open architecture is the SCA, sponsored by the Joint Program Ofﬁce (JPO) of the
U.S. Department of Defense (DoD) under the Joint Tactical Radio System (JTRS) program.
The SCA is a relatively complex architecture that is designed to provide support for secure
signal processing applications running on heterogenous, distributed hardware. Furthermore,
several solutions are available today that provide support for systems using this architecture,
some of which are available openly, such as Virginia Tech’s OSSIE [8] or Communications
Research Center’s SCARI [9], providing the developer with a broad and growing support base.
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The SCA is a component management architecture; it provides the infrastructure to create,
install, manage, and de-install waveforms as well as the ability to control and manage
hardware and interact with external services through a set of consistent interfaces and
structures. There are some clear limits to what the SCA provides. For example, the SCA does
not provide such real-time support as maximum latency guarantees or process and thread
management. Furthermore, the SCA also does not specify how particular components must
be implemented, what hardware should support what type of functionality, or any other
deployment strategy that the user or developer may follow. The SCA provides a basic set of
rules for the management of software on a system, leaving many of the design decisions up to
the developer. Such an approach provides a greater likelihood that the developer will be able
to address the system’s inherent needs.
The SCA is based on some underlying technology to be able to fulﬁll two basic goals, namely,
code portability and reuse. In order to maintain a consistent interface, the SCA uses Common
Object Request Broker Architecture (CORBA) as part of its middleware. CORBA is software
that allows a developer to perform remote procedure calls (RPCs) on objects as if they resided
in the local memory space even if they reside in some remote computer. The speciﬁcs of
CORBA are beyond the scope of this book, but a comprehensive guide on the use of CORBA
is available [10].
In recent years, implementations of CORBA have appeared on DSP and FPGA, but
traditionally CORBA has been written for GPP. Furthermore, system calls are performed
through an OS, requiring an OS on the implementation. In the case of the SCA, the OS of
choice is a portable operating system interface (POSIX) PSE-52 compliant OS, but CORBA
need not limit itself to such an OS. Its GPP-centric focus leads to a ﬂow for the SCA, as seen
in Figure 25.3.
As seen in Figure 25.3, at the center of the SCA implementation is an OS, implying but not
requiring the use of a GPP. Different pieces of the SCA are linked to this structure through
CORBA and the interface deﬁnition language (IDL). IDL is the language used by CORBA
to describe component interfaces, and is an integral part of CORBA. The different pieces of
the system are attached together by using IDL. An aspect of the SCA that is not obvious from
Figure 25.3 is that there can be more than one processor at the core, since CORBA provides
location independence to the implementation. Beyond this architecture constraint are the actual
pieces that make up the functioning SCA system, namely SCA and legacy software, nonCORBA processing hardware, security, management software, and an integrated ﬁle system.
The SCA is partitioned into four parts: the framework, the proﬁles, the API, and the
waveforms. The framework is further partitioned into three parts: base components,
framework control, and services. Figure 25.4 is a diagram of the different classes and their
corresponding parts.
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Figure 25.3: CORBA-centric structure for the SCA. The DoD implementation of the SCA requires
that the RF modem (Black) side of an SDR be isolated from the side where the plaintext voice or
data is being processed (Red), and that this isolation be provided by the cryptographic device.
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Figure 25.4: Classes making up the SCA core framework.
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The SCA follows a component-based design, so the whole infrastructure revolves around
the goal of creating, installing, managing, and de-installing the components making up a
particular waveform.
25.4.2.1 Base Components
The base class of any SCA-compatible component is the Resource class. The Resource class
is used as the parent class for any one component. Since components are described in terms of
interfaces and functionality, not the individual makeup of the component, it follows that any
one component comprises one or more classes that inherit from the Resource. For example, the
developer may create a general Filter category for components. In this example, the ﬁlter may be
implemented as an FIR or IIR ﬁlter. These ﬁlters can then be further partitioned into speciﬁc Filter
implementations up to the developer’s discretion, but for the purposes of this example, assume that
the developer chooses to partition the ﬁlters only into ﬁnite or inﬁnite response times rather than
some other category such as structure (e.g., Butterworth, Chebyshev) or spectral response (e.g.,
low-pass, high-pass, notch). If the developer chooses to partition the Filter implementation into FIR
and IIR, then a possible description of the Filter family of classes can be that shown in Figure 25.5.
Resource

Filter

FIR

IIR

Figure 25.5: Sample filter component class hierarchy.

The Resource base class has only two member methods, start() and stop(), and one member
attribute, identiﬁer. A component must do more than just start and stop, it must also be possible
to set the component’s operational parameters, initialize the component into the framework
and release the component from the framework, do some sort of diagnostic, and connect this
component to other components. In order to provide this functionality, Resource inherits from the
following classes: PropertySet, LifeCycle, TestableObject, and PortSupplier, as seen in Figure 25.6.
PropertySet

LifeCycle

TestableObject

PortSupplier

Resource

Figure 25.6: Resource class parent structure. The resource inherits a specialized framework
functionality.
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25.4.2.2 PropertySet
The PropertySet class provides a set of interfaces that allow other classes to both conﬁgure
and query the values associated with this Resource. As part of the creation process of the
component, the framework reads a conﬁguration ﬁle and sets the different values associated
with the component through the PropertySet interface. Later on, during the run-time behavior
of the component, the Resource’s properties can be queried through the query() interface and
reconﬁgured with the conﬁgure() interface.
25.4.2.3 LifeCycle
The LifeCycle parent class provides the Resource with the ability to both initialize and release
the component from the framework through the initialize() and releaseObject() interfaces.
Initialization in this context is not the same as conﬁguring the different values associated with
the component. In this context, initialization sets the component to a known state. For example,
in the case of a ﬁlter, the initialization call may allocate the memory necessary to perform the
underlying convolution and it may populate the ﬁlter polynomial from the component’s set of
properties. The releaseObject performs the complimentary function to initialize. In the case of
a ﬁlter, it would deallocate the memory needed by the component. One aspect of releaseObject
that is common to all components is that it unbinds the component from CORBA. In short,
releaseObject performs all the work necessary to prepare the object for destruction.
25.4.2.4 TestableObject
Component test and veriﬁcation can take various forms, so it is beyond the scope of the
SCA to outline all tests that are possible with a component. However, the SCA does provide
a simple test interface through the use of the TestableObject parent class. TestableObject
contains a single interface, runTest(). runTest() takes as an input parameter a number
signifying the test to be run and a property structure to provide some testing parameters,
allowing the inclusion of multiple tests in the component. Even though the interface provides
the ability to support multiple tests, it is fundamentally a black box test structure.
25.4.2.5 PortSupplier
The ﬁnal capability that parent classes provide to a Resource is the ability to connect to other
components. Connections between components are performed through Ports (discussed later),
not through the Resource itself. The use of PortSupplier allows the Resource to return one of
any number of Ports that are deﬁned within the component. To provide this functionality, the
only interface provided by PortSupplier is getPort(). As its name implies, getPort returns the
port speciﬁed in the method’s arguments.
25.4.2.6 ResourceFactory
The SCA provides signiﬁcant latitude concerning how an instance of a Resource can be
created. In its broadest context, a Resource can be created at any time by any entity before it is
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needed by the framework for a speciﬁc waveform. This wide latitude is not necessarily useful
because sometimes the framework needs the Resource to be explicitly created. In the cases
in which it needs to be explicitly created, the speciﬁcations provide the framework with the
ResourceFactory class. The ResourceFactory class has only three methods, createResource(),
releaseResource(), and shutdown(). The createResource function creates an instance of the
desired Resource and returns the reference to the caller, and the releaseResource function calls
the releaseObject interface in the speciﬁed Resource. The shutdown function terminates the
ResourceFactory. How the ResourceFactory goes about actually creating the Resource is not
described in the speciﬁcations. Instead, the speciﬁcations provide the developer with the latitude
necessary to create the Resource in whichever way seems best for that particular Resource.
25.4.2.7 Port
The Port class is the entry point and, if desired, the exit point of any component. As such,
the only function calls that are explicitly listed in the Port deﬁnition are connectPort()
and disconnectPort(). All other implementation-speciﬁc member functions are the actual
connections, which, in the most general sense, are guided by the waveform’s API. A
component can have as many Ports as it requires. The implementation of the Port and the
structure that is used to transfer information between the Resource (or the Resource’s child)
to the Port and back is not described in the speciﬁcations and is left up to the developer’s
discretion. Section 25.3.1 describes the development process and describes a few patterns that
can be used to create speciﬁc components.
25.4.2.8 Framework Control
The base component classes are the basic building blocks of the waveform, which are
relatively simple; the complexity in component development arrives in the implementation
of the actual component functionality. When developing or acquiring a framework, the bulk
of the complexity is in the framework control classes. These classes are involved in the
management of system hardware, systemwide and hardware-speciﬁc storage, and deployed
waveforms. From a high level, the framework control classes provide all the functionality that
one would expect from an OS other than thread and process scheduling.
From Figure 25.4, the framework control classes can be partitioned into three basic pieces:
hardware control, waveform control, and system control. The following sections describe each
of these pieces in more detail.
25.4.2.9 Hardware Control
As discussed in Section 25.1, a radio generally comprises a variety of different pieces of
hardware. As such, the framework must include the infrastructure necessary to support the
variety of hardware that may be used. From a software placement point of view, not all
hardware associated with a radio can run software. Thus, the classes that are described to
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Figure 25.7: Specialized hardware controlled by programmable interface through
a proxy structure.

handle hardware can run on the target hardware itself, or it can run in a proxy fashion, as
seen in Figure 25.7. When used as a proxy, the hardware control software allows associated
specialized hardware to function as if it were any other type of hardware.
The needs of the hardware controller in the SCA are similar to the needs of components
supporting a waveform. Furthermore, the component model closely ﬁts the concept of
hardware. Thus, the device controllers all inherit from the Resource base class. There are four
device controllers: Device, LoadableDevice, ExecutableDevice, and AggregateDevice. Each
of these classes is intended to support hardware with increasingly complex needs.
The most fundamental hardware is the hardware that performs some hard-wired functionality
and that may or may not be conﬁgurable. Such hardware has some inherent capacities that
may be allocated for speciﬁc use. An example of such a piece of hardware is an ADC.
The ADC is not programmable, but it is conceivable for an ADC to be tunable, meaning
the developer may set the sampling rate or number of quantization bits. In such a case, the
available capacity of this tunable hardware depends on whether it is being used for data
acquisition of a particular signal or over a particular band. To this end, the only two functions
that the Device class includes are allocateCapacity and deallocateCapacity.
Beyond the simple ability to allocate and deallocate capacities, a particular piece of hardware
may have the ability to load and unload binary images. These images are not necessarily
executable code, but they are images that conﬁgure a particular piece of hardware. For
example, an FPGA, once loaded with a bit image, is conﬁgured as a circuit. The FPGA is
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never “run,” it just acts as a circuit. The LoadableDevice class was created to deal with such
hardware, where LoadableDevice inherits from Device. As would be expected, the only two
functions that the LoadableDevice class contains are load() and unload().
Finally, there is the more complex hardware that not only has capacities that can be allocated
and deallocated as well as memory that can be loaded and unloaded with binary images, but it
also can execute a program from the loaded binary image. Such hardware is a GPP or a DSP. For
these types of processors, the SCA uses the ExecutableDevice class. Much like an FPGA, a GPP
or DSP has capacities that can be allocated or deallocated (like ports), and memory that can hold
binary images, so the ExecutableDevice class inherits from the LoadableDevice class. As would
be expected, the two functions that ExecutableDevice supports are execute() and terminate().
25.4.2.10 DeviceManager
The different hardware controllers behave as stand-alone components, so they need to be created
and controlled by another entity. In the case of the SCA, this controller is the DeviceManager.
The DeviceManager is the hardware booter; its job is to install all the appropriate hardware for
a particular box and to maintain the ﬁle structure for that particular set of hardware. The boot-up
sequence for the DeviceManager is fairly simple, as shown in Figure 25.8.

Repeat for
All HW
Platforms

Instantiate
DeviceManager
and Read
Configuration
File
Power-up

Install Devices
and File System

Find
DomainManager

Register Devices
and File System with
DomainManager

Figure 25.8: Device manager boot-up sequence.

As seen in Figure 25.8, when an instance of the DeviceManager is created, it installs all
the Devices described in the DeviceManager’s appropriate proﬁle and installs whatever
ﬁle system is appropriate. After installing the hardware and ﬁle system, it ﬁnds the central
controller, in this case the DomainManager, and installs all the devices and ﬁle system(s).
In a distributed system with multiple racks of equipment, the DeviceManager can be
considered to be the system booter for each separate rack, or each separate board. As a rule,
a different DeviceManager is used for each machine that has a different Internet Protocol (IP)
address, but that general rule does not have to apply to every possible implementation.
25.4.2.11 Application Control
Two classes in the framework control section of the SCA provide application (waveform)
control: Application and ApplicationFactory. ApplicationFactory is the entity that creates
waveforms; as such, ApplicationFactory contains a single function, create().
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25.4.2.12 ApplicationFactory
The create() function in the ApplicationFactory is called directly by the user, or the cognition
engine in the case of a CR system, to create a speciﬁc waveform. The waveform’s individual
components and their relative connections are described in an eXtensible Markup Language
(XML) ﬁle, and the component’s speciﬁc implementation details are described in another
XML ﬁle. The different XML ﬁles that are used to describe a waveform in the SCA are
described in Section 25.4.2.16.
Figure 25.9 shows an outline of the behavior of the ApplicationFactory. As seen in Figure
25.9, the ApplicationFactory receives the request from an external source. Upon receiving this
request, it creates an instance of the Application class (discussed next), essentially a handle for
the waveform. After the creation of the Application object, the ApplicationFactory allocates
the hardware capacities necessary in all the relevant hardware, checks to see if the needed
Resources already exist and creates them (through an entity such as the ResourceFactory)
when they do not already exist, connects all the Resources, and informs the DomainManager
(a master controller discussed in Section 25.4.2.14) that the waveform was successfully
created. The other steps in this creation process, such as initializing the Resources, are
not included in this description for the sake of brevity. Once the ApplicationFactory has
completed the creation process, a waveform comprising a variety of connected components
now exists and can be used by the system.

User
Request

Request Profile
from
DomainManager

Instantiate Needed
Objects
(Resources)

Create
Application
Object

Connect
Resources

Allocate
Needed Device
Capacities

Inform
DomainManager for
Successful
Installation

Figure 25.9: Simplified ApplicationFactory create() call for the creation of a waveform.

25.4.2.13 Application Class
The ApplicationFactory returns to the caller an instance of the Application class. The
Application class is the handle that is used by the environment to keep track of the application.
The Application class inherits from the Resource class, and its deﬁnition does not add
any more function calls, just application identiﬁers and descriptors. The instance of the
Application class that is returned by the ApplicationFactory is the object that the user would
call start, stop, and releaseObject to start, stop, and terminate the application, respectively.
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25.4.2.14 System Control
In order for the radio system to behave as a single system, a unifying point is necessary. The
speciﬁc nature of the unifying point can be as simple as a central registry, or as sophisticated
as an intelligent controller. In the SCA, this unifying point is neither. The DomainManager,
which is the focal point for the radio, is such an entity, and its task is as a central registry of
applications, hardware, and capabilities. Beyond this registry operation, the DomainManager
also serves as a mount point for all the different pieces of the hardware’s system ﬁle. The
DomainManager also maintains the central update channels, keeping track of changes in status
for hardware and software and also informing the different system components of changes in
system status.
The point at which the DomainManager is created can be considered to be the system bootup. Figure 25.10 shows this sequence. As seen in Figure 25.10, the DomainManager ﬁrst
reads its own conﬁguration ﬁle. After determining the different operating parameters, the
DomainManager creates the central ﬁle system, called a FileManager in the context of the
SCA, reestablishes the previous conﬁguration before shutdown, and waits for incoming
requests. These requests can be DeviceManagers associating with the DomainManager, or
new Applications launched by the ApplicationFactory.

Instantiate
DomainManager
and Read
Configuration
File

Create
FileManager and
Naming Context

Re-establish
Previous
Configuraion

Wait for
Requests

Boot-Up

Figure 25.10: DomainManager simplified boot-up sequence.

25.4.2.15 Putting It Together
In general, the boot-up sequence of an SCA radio is partitioned into two different sets of steps,
Domain boot-up, and one or more Device boot-ups. Once the platform has been installed
(i.e., ﬁle system(s) and device(s)), the system is ready to accept requests for new waveforms.
These requests can arrive either from the user or from some other entity, even a cognitive engine.
Figure 25.11 shows a simpliﬁed boot-up sequence for the different parts of the SCA radio.
25.4.2.16 Profiles
The SCA is composed of a variety of proﬁles to describe the different aspects of the system.
The collection of all ﬁles describes, “the identity, capabilities, properties, inter-dependencies,
and location of the hardware devices and software components that make up the system” [11]
and is referred to as the Domain Proﬁle.

www. n e wn e s p re s s .c om

The Software-Defined Radio as a Platform for Cognitive Radio

Boot-Up

Instantiate
DomainManager
and Read
Configuration
File

Create
FileManager and
Naming Context

Re-establish
Previous
Configuration

635

Wait for
Events

Repeat for
All HW
Platforms

Power-up

User
Request

Instantiate
DeviceManager
and Read
Configuration
File

Request Profile
from
DomainManager

Install Devices
and FileSystem

Create
Application
Object

Find
DomainManager

Register Devices
and FileSystem
with DomainManager

Instantiate Needed
Objects
(Resources)

Allocate
Needed Device
Capacities

Connect
Resources

Inform
DomainManager of
Successful
Installation

Figure 25.11: Simplified boot-up sequence and waveform creation for SCA radio.

The Domain Proﬁle is in XML, a language similar to the HyperText Markup Language
(HTML), which is used to associate values and other related information to tags. XML is
relatively easy for a human to follow and, at the same time, easy for a machine to process.
The relationships among the different proﬁles is shown in Figure 25.12. As seen in this
ﬁgure, there are seven ﬁle types: Device Conﬁguration Descriptor (DCD), DomainManager
Conﬁguration Descriptor (DMD), Software Assembly Descriptor (SAD), Software Package
Descriptor (SPD), Device Package Descriptor (DPD), Software Component Descriptor (SCD),
Domain Profile
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Figure 25.12: Files describing different aspects of an SCA radio.
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and Properties Descriptor (PRF). In addition, there is Proﬁle Descriptor, a ﬁle containing a
reference to a DCD, DMD, SAD, or SPD.
The proﬁles have a hierarchical structure that is split into three main tracks, all of which
follow a similar pattern. In this pattern, there is an initial ﬁle for the track. This initial ﬁle
contains information about that particular track as well as the names of other ﬁles describing
other aspects of the track. These other ﬁles will describe their aspect of the system and,
when appropriate, will contain a reference to another ﬁle, and so on. Three ﬁles point to the
beginning of a track: DCD, DMD, and SAD. The DCD is the ﬁrst ﬁle that is read by the
DeviceManager on boot-up, the DMD is the ﬁrst ﬁle that is read by the DomainManager on
boot-up, and the SAD is the ﬁrst ﬁle that is read by the ApplicationFactory when asked to
create an application. Each of these ﬁles will contain not only information about that speciﬁc
component, but one or more (in the case of the DMD, only one) references to an SPD. One
SPD in this list of references contains information about that speciﬁc component. Any other
SPD reference is for an additional component in that system: In the case of the DCD, a proxy
for hardware; in the case of the SAD, another component in the waveform.
The SPD contains information about that speciﬁc component, such as implementation choices,
and a link to both a PRF, which contains a list of properties for that component, and the SCD,
which contains a list of the interfaces supported by that component. In the case of the DCD,
an additional track exists to describe the actual hardware, the DPD. The DPD, much like the
SPD, contains information about that speciﬁc component, in this case, the hardware side.
The DPD, also mirroring the SPD, contains a reference to a PRF, which contains properties
information concerning capacities for that particular piece of hardware.
25.4.2.17 Application Programming Interface
To increase the compatibility between components, it is important to standardize the
interfaces; this means standardizing the function names, variable names, and variable types, as
well as the functionality associated with each component. The SCA contains speciﬁcations for
an API to achieve this compatibility goal. The structure of the SCA’s API is based on building
blocks, where the interfaces are designed in a sufﬁciently generic fashion such that they can
be reused or combined to make more sophisticated interfaces.
There are two types of APIs in the SCA: real-time, shown as A in Figure 25.13, and nonreal-time, shown as B in Figure 25.13. Real-time information is both data and time-sensitive
control, whereas non-real-time is control information, such as setup and conﬁguration, which
does not have the sensitivity of real-time functionality. An interesting aspect of the SCA, API
is that it describes interaction between different layers as would be described in the Open
Systems Interconnection (OSI) protocol stack.
The API does not include interfacing information for intralayer communications. This means
that in an implementation, the communications between two baseband processing blocks,
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Figure 25.13: SCA API for interlayer communications (I/O  input/output; MAC  medium
access control; LLC  logical link control).

such as a ﬁlter and an energy detector, would be outside the scope of the speciﬁcations. This
limitation provides a limit to the level of granularity that the SCA supports, at least at the level
of the API. To increase the granularity to a level comparable to that shown in the example in
Section 25.2, an additional API is required.

25.5 Applications
25.5.1 Application Software
The application level of the system is where the cognitive engine is likely to operate. At this
level, the cognitive engine is just another application in the system. The biggest difference
between a cognitive application and a traditional application such as a web browser is that the
cognitive engine has some deep connections with the underlying baseband software. Unlike
baseband systems, which are generally light and mainly comprise highly optimized software,
application-level design has more leeway in design overhead, allowing the use of a rich and
varied set of solutions that sometimes add signiﬁcant performance overhead. Beyond the
typical OSs, such as products by Microsoft or products of the Linux family, and the typical
toolkits, such as wxWindows for graphing, or OS-speciﬁc solutions such as Microsoft’s
DCOM, there exist three technologies that can have a signiﬁcant impact on the application
environment for CR: Java, Binary Runtime Environment for Wireless (BREW), and Python.
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25.5.1.1 Java
Java is an object-oriented language developed at Sun Microsystems that allows the
development of platform-independent software while also providing some signiﬁcant
housekeeping capabilities to the developer.
Fundamentally, Java is a compiled language that is interpreted in real-time by a virtual
machine (VM). The developer creates the Java code and compiles it into bytecodes by the Java
compiler, and the bytecodes are then interpreted by the Java VM (JVM) running on the host
processor. The JVM has been developed in some language and compiled to run (as a regular
application) on the native processor, and hence should be reasonably efﬁcient when it runs on
the target processor. The beneﬁt from such an approach is that it provides the developer the
ability to “write once, run anywhere.”
Java also provides some housekeeping beneﬁts that can best be deﬁned as dreamlike for
an embedded programmer, the most prominent of which is garbage collection. Garbage
collection is the JVM’s ability to detect when memory is no longer needed by its application
and to deallocate that memory. This way, Java guarantees that the program will have no
memory leaks. In C or C development, especially using distributed software such as
CORBA, memory management is a challenge, and memory leaks are sometimes difﬁcult to
ﬁnd and resolve. Beyond memory management, Java also has an extensive set of security
features that provide limits beyond those created by the developer. For example, Java can
limit the program’s ability to access native calls in the system, reducing the likelihood that
malicious code will cause system problems.
Java has several editions, each tailored to a particular type of environment:

•

Java 2 Standard Edition (J2SE) is designed to run in desktop environment, servers,
and embedded systems. The embedded design of J2SE relates to reduced overhead
inherent to Java, such as reduced memory or reduced computing power.

•

Java 2 Enterprise Edition (J2EE) is designed for large, multitier applications as well as
for the development of and interactions with web services.

•

Java 2 Micro Edition (J2ME) is designed speciﬁcally for embedded and mobile
applications. J2ME includes features that are useful in a wireless environment, such as
built-in protocols and more robust security features.

Beyond these versions of Java, other features are available that can be useful for the
radio developer. For example, under J2ME, there is a JavaPhone API. This API provides
application-level support for telephony control, datagram messages (unreliable service over IP),
power management, application installation, user proﬁle, and address book and calendar. The
JavaPhone API coupled with existing software components can reduce the development time
associated with an application suite.
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Java has been largely successful, especially in the infrastructure market. In such an environment,
any overhead that may be incurred by the use of a real-time interpreter is overwhelmed by the
beneﬁt of using Java. For the embedded environment, the success of Java has been limited.
There are three key problems with Java: memory, processing overhead, and predictability.

•

Memory: Most efforts to date in Java for the embedded world revolve around the
reduction of the overall memory footprint. One such example is the Connected
Limited Device Conﬁguration (CLDC). The CLDC provides a set of API and a set of
VM features for such constrained environments.

•

Processing Overhead: Common sense states that processing overhead is a problem
whose relevance is likely to decrease as semiconductor manufacturing technology
improves. One of the interesting aspects of processing overhead is that if the minimum
supported system data rates for communications systems grows faster than processing
power per milliwatt, then processing overhead will become a more pressing problem.
The advent of truly ﬂexible software-deﬁned systems will bear out this issue and
expose whether it is in fact a problem.

•

Predictability: Predictability is a real-time concern that is key if the application
software is expected to support such functionality as link control. Given that the
executed code is interpreted by the JVM, asynchronous events such as memory
management can mean that the execution time between arbitrary points of execution in
the program can vary. A delay in execution can be acceptable because the design may
be able to tolerate such changes. However, large variations in this execution time can
cause such problems as dropped calls. A Real-time Extension Speciﬁcation for Java
exists that is meant to address this problem.

Java is a promising language that has met success in several arenas. Efforts within the Java
community to bring Java into the wireless world are ongoing and are likely to provide a
constantly improving product.
25.5.1.2 BREW
Qualcomm created the BREW for its CDMA phones. However, BREW is not constrained to
just Qualcomm phones. Instead, BREW is an environment designed to run on any OS that
simpliﬁes development of wireless applications. BREW supports C/C and Java, so it is
also largely language independent.
BREW provides a functionality set that allows the development of graphics and other
application-level features. BREW is designed for the embedded environment, so the overall
footprint and system requirements are necessarily small. Furthermore, it is designed for the
management of binaries, so it can download and maintain a series of programs. This set of
features is tailored for the handset environment, where a user may download games and other
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applications to execute on the handset, but lacks the resources for more traditional storage and
management structures.
25.5.1.3 Python
Python is an “interpreted, interactive, OOP language” [12]. Python is not an embedded
language and it is not designed for the mobile environment, but it can play a signiﬁcant role in
wireless applications, as evidenced by its use by GNURadio. What makes Python powerful is
that it combines the beneﬁts of object-oriented design with the ease of an interpreted language.
With an interpreted language, it is relatively easy to create simple programs that will support
some basic functionality. Python goes beyond most interpreted languages by adding the
ability to interact with other system libraries. For example, by using Python one can easily
write a windowed application through the use of wxWidgets. Just as Python can interact with
wxWidgets, it can interact with modules written in C/C, making it readily extendable.
Python also provides memory management structures, especially for strings, that make
application development simpler. Finally, because Python is interpreted, it is OS-independent.
The system requires the addition of an interpreter to function; of course, if external
dependencies exist in the Python software for features such as graphics, the appropriate library
also has to exist in the new system.

25.6 Development
Waveform development for sophisticated systems is a complex, multidesigner effort and
is well beyond the scope of this book. However, what can be approached is the design of a
simple waveform. In this case, the waveform is designed using the SCA, bringing several
of the concepts described thus far into a more concrete example. Before constructing a
waveform, it is important to build a component.

25.6.1 Component Development
Several structures are possible for a component because it is deﬁned only in terms of its
interfaces and functionality. At the most basic level, it is possible to create a component class
that inherits from both Resource and Port. In such a case, the component would function as
a single thread and would be able to respond to only one event at a time. A diagram of this
simple component is seen in Figure 25.14.

Resource
and
Port

Figure 25.14: Simple Resource and Port component. The component is both a resource and a port.
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A more sophisticated approach is to separate the output ports into separate threads, each
interfacing with the primary Resource through some queue. This approach allows the creation
of fan-out structures while at the same time maintaining a relatively simple request response
structure. A diagram of this fan-out structure is seen in Figure 25.15.
Port

Resource

Port

Figure 25.15: Fan-out structure for a component, the resource uses output ports but
is the only entry point into the component.

One of the problems with the component structure shown in Figure 25.15 is that it does not
allow for input interfaces that have the same interface name; this limitation increases the
difﬁculty in using the API described in the speciﬁcations. To resolve this problem, a fan-in
structure needs to be added to the system, even though this creates another level of complexity
to the implementation. A way to implement this fan-in structure is to mimic the fan-out
structure, and to place each input Port as a separate thread with a data queue separating each
of these threads with the functional Resource. An example of this implementation is shown in
Figure 25.16.
Port

Port

Resource

Port

Port

Figure 25.16: Fan-in, fan-out structure for a component. The resource uses both
input and output ports.

The approaches shown in Figures 25.14, 25.15, and 25.16 each present a different structure
for the same concept. The speciﬁc implementation decision for a component is up to the
developer, and can be tailored to the speciﬁc implementation. Because the components are
described in terms of interfaces and functionality, it is possible to mix and match the different
structures, allowing the developer even more ﬂexibility.
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25.6.2 Waveform Development
As an example of the waveform development, assume that a waveform is to be created that
splits processing into three parts: baseband processing (assigned to a DSP), link processing
(assigned to a GPP), and a user interface (assigned to the same GPP). A diagram of this
waveform is shown in Figure 25.17.
Application
(Auto-Generated)

Assembly
Controller

Baseband
Processing Control

Link Processing

User
Interface

Figure 25.17: Simple SCA application. This example is made up of
three functional components and one control component.

The application shown in Figure 25.17 has several pieces that should be readily recognized;
the application was generated by the framework as a result of the Application Factory.
Furthermore, the three proxies representing the relevant processing for the radio are also
shown. Since the baseband processing is performed on a DSP, the component shown is a
proxy for data transfer to and from the DSP. Link processing and the user interface, however,
are actually implemented on the GPP. The assembly controller shown is part of the SCA,
but not as a separate class. The assembly controller provides control information to all the
different deployed components. Because the framework is generic, application-speciﬁc
information, such as which components to tell to start and stop, must somehow be included.
In the case of the SCA, this information is included in the assembly controller, a custom
component whose sole job is to interface the application object to the rest of the waveform.
The waveform described in Figure 25.17 does not describe real-time constraints; it assumes
that the real-time requirements of the system are met through some other means. This missing
piece is an aspect of the SCA that is incomplete.

25.7 Cognitive Waveform Development
In the context of SDR, a cognitive engine is just another component of a waveform, so the
issue in cognitive engine deployment becomes one of component complexity. In the simplest
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Application
(Auto-Generated)

Assembly
Controller

Flexible Baseband
Processing Control

Flexible
Link Processing

Cognitive
Engine

Figure 25.18: Simple cognitive waveform. The waveform performs
both communications and cognitive functionality.

case, a developer can choose to create components that are very ﬂexible, an example of which
is seen in Figure 25.18. The ﬂexible baseband processor seen in this ﬁgure can respond to
requests from the cognitive engine and alter its functionality. A similar level of functionality is
also available in the link-processing component. The system shown in Figure 25.18 is a slight
modiﬁcation of the system shown in Figure 25.17. The principal difference in this system is
the addition of a reverse-direction set of ports and changed functionality for each component.
The principal problem with the structure shown in Figure 25.18 is that it places all the
complexity of the system onto each separate component. Furthermore, the tie-in between the
cognitive engine and the rest of the waveform risks the engine implementation to be limited to
this speciﬁc system. An alternate structure is to create a whole waveform for which the only
functionality is a cognitive engine, as seen in Figure 25.19.
Application
(Auto-Generated)

Assembly
Controller

Cognitive
Engine

Figure 25.19: Cognitive engine waveform. The waveform performs only cognitive functionality. It
assumes communications functionality is performed by other waveforms.
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The cognitive engine waveform shown in Figure 25.19 has no link to a waveform. To create this
link, a link is created between the ApplicationFactory and the cognitive engine waveform. The
cognitive engine can then request that the ApplicationFactory launch new waveforms. These
new waveforms perform the actual communications work, which is evaluated by the functioning
cognitive engine. If performance on the new waveform’s communications link falls within
some determined parameter, the cognitive engine can terminate the existing communications
link waveform and request a new waveform (with different operating parameters or a different
structure altogether) from the ApplicationFactory. This structure is seen in Figure 25.20.

ApplicationFactory

Cognitive
Waveform

Communications
Waveform

Figure 25.20: Multi-waveform cognitive support. The stand-alone cognitive waveform requests
new waveforms from the SCA ApplicationFactory.

An aspect of Figure 25.20 that is apparent is that the Port structure evident at the waveform level,
as seen in Figure 25.19, scales up to interwaveform communications. Another aspect of this
approach is that the cognitive waveform does not have to be collocated with the communications
waveform. As long as timing constraints are met, the cognitive waveform can be placed
anywhere within the network that has access to the system. This aspect of the deployment of the
waveforms allows the concept of a CR within the SCA to easily extend to a cognitive network,
where a single cognitive engine can control multiple ﬂexible radios, as seen in Figure 25.21.

Cognitive
Waveform

Flexible
Radio

Network

Flexible
Radio

Flexible
Radio

Figure 25.21: SCA-enabled cognitive network composed of multiple cognitive nodes.
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With SDR and an astute selection of processing and RF hardware on the part of a developer,
it is possible to create highly sophisticated systems that can operate well at a variety of scales,
from simple single-chip mobile devices all the way up to multitiered cognitive networks.

25.8 Summary
Although an SDR is not a necessary building block of a CR, the use of SDR in CR can
provide signiﬁcant capabilities to the ﬁnal system. An SDR implementation is a system
decision, in which the selection of both the underlying hardware composition and the software
architecture are critical design aspects.
The selection of hardware composition for an SDR implementation requires an evaluation
of a variety of aspects, from the hardware’s ability to support the required signals to other
performance aspects, such as power consumption and silicon area. Traditional approaches can
be used to estimate the needs at the RF and data acquisition levels. At the processing stage,
it is possible to create an estimate of a processing platform’s ability to be able to support a
particular set of signal processing functions. With such an analysis, it is possible to establish
the appropriate mix of general-purpose processors, DSPs, FPGAs, and CCMs for a particular
set of signal processing needs.
In order to mimic the nature of a hardware-based radio, with components such as mixers
and ampliﬁers, CBP is a natural way to consider software for SDR. In CBP, components are
deﬁned in terms of their interfaces and functionality. This deﬁnition provides the developer
with signiﬁcant freedom on the speciﬁc structure of that particular component.
Even though a developer may choose to use CBP for the design of an SDR system, a
substantial infrastructure is still needed to support SDR implementations. This infrastructure
must provide basic services, such as the creation and destruction of waveforms, as well as
general system integration and maintenance. The goal of a software architecture is to provide
this underlying infrastructure. The SCA is one such architecture. The SCA provides the means
to create and destroy waveforms, manage hardware and distributed ﬁle systems, and manage
the conﬁguration of speciﬁc components.
Finally, beyond programming methodologies and architectures are the actual languages that one
can use for development of waveforms and the speciﬁc patterns that are chosen for the developed
software. The various languages have different strengths and weaknesses. C and Java are
the dominant languages in SDR today. Python, a scripting language, has become increasingly
popular in SDR applications, and is likely to be an integral part of future SDR development.
Much like the language selection, a design pattern for a particular component can have a
dramatic effect on the capabilities of the ﬁnal product. Design patterns that focus on ﬂexibility
can be more readily applied to cognitive designs, from the most basic node development all
the way up to full cognitive networks.

w w w.new nespress.com

646

Chapter 25

25.9 References
1. J. Neel, J. H. Reed, and M. Robert, “A Formal Methodology for Estimating the Feasible
Processor Solution Space for a Software Radio,” in Proceedings of the 2005 Software
Defined Radio Technical Conference and Product Exposition, November 2005, Orange
County, CA.
2. T. Budd, An Introduction to Object-Oriented Programming, 3rd ed., Addison-Wesley,
2001.
3. M. Weisfeld, The Object-Oriented Thought Process, 2nd ed., Sams, 2003.
4. E. Gamma, R. Helm, R. Johnson, and J. Vlissides, Design Patterns: Elements of
Reusable Object-Oriented Software, Addison-Wesley, 1995.
5. A. Shalloway and J. R. Trott, Design Patterns Explained: A New Perspective on ObjectOriented Design, 2nd ed., Addison-Wesley, 2005.
6. J. Kerievsky, Refactoring to Patterns, Addison-Wesley, 2005.
7. http://www.gnu.org/software/gnuradio/
8. http://ossie.mprg.org/
9. http://www.crc.ca/en/html/crc/home/research/satcom/rars/sdr/sdr
10. M. Henning and S. Vinoski, Advanced CORBA Programming with C, AddisonWesley, 1999.
11. JTRS Joint Program Ofﬁce, JTRS-5000, “Software Communications Architecture
Speciﬁcation, SCA V3.0,” San Diego, CA, August 2004.
12. http://www.python.org/

www. n e wn e s p re s s .c om

CHAPTE R 26

Cognitive Radio:
The Technologies Required
John Polson

26.1 Introduction
Technology is never adopted for technology’s sake. For example, only hobbyists used personal
computers (PCs) until a spreadsheet program, a “killer application,” was developed. Then
business needs and the beneﬁts of small computers became apparent and drove PC technology
into ubiquitous use. This led to the development of more applications, such as word
processors, e-mail, and more recently the World Wide Web (WWW). Similar development is
under way for wireless communication devices.
Reliable cellular telephony technology is now in widespread use, and new applications are
driving the industry. Where these applications go next is of paramount importance for product
developers. Cognitive radio (CR) is the name adopted to refer to technologies believed to
enable some of the next major wireless applications. Processing resources and other critical
enabling technologies for wireless killer applications are now available.
This chapter presents a CR roadmap, including a discussion of CR technologies and
applications. Section 26.2 presents a taxonomy of radio maturity, and Sections 26.3 and 26.4
present more detailed discussions. Sections 26.5 and 26.6 are about enabling and required
technologies for CRs. They present three classes of cognitive applications, one of which may
be the next killer application for wireless devices. Conjectures regarding the development of
CR are included in Section 26.7 with arguments for their validity. Highlights of this chapter
are discussed in the summary in Section 26.8, which emphasizes that the technologies
required for CR are presently available.

26.2 Radio Flexibility and Capability
More than 40 different types of military radios (not counting variants) are currently in
operation. These radios have diverse characteristics; therefore, a large number of examples
can be drawn from the pool of military radios. This section presents the continuum of radio
technology leading to the software-deﬁned radio (SDR). Section 26.3 continues the continuum
through to CR.
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The ﬁrst radios deployed in large numbers were “single-purpose” solutions. They were
capable of one type of communication (analog voice). Analog voice communication is not
particularly efﬁcient for communicating information, so data radios became desirable, and a
generation of data-only radios was developed. At this point, our discussion of software and
radio systems begins. The ﬁxed-point solutions have been replaced with higher data rate and
voice capable radios with varying degrees of software integration. This design change has
enabled interoperability, upgradability, and portability.
It will be clear from the long description of radios that follows that there have been many
additional capabilities realized in radios over their long history. SDRs and even more
advanced systems have the most capabilities, and additional functions are likely to be added
over time.

26.2.1 Continuum of Radio Flexibility and Capability
Basing CR on an SDR platform is not a requirement, but it is a practical approach at this time
because SDR ﬂexibility allows developers to modify existing systems with little or no new
hardware development, as well as to add cognitive capabilities. The distinction of being a CR
is bestowed when the level of software sophistication has risen sufﬁciently to warrant this
more colorful description. Certain behaviors, discussed in this chapter, are needed for a radio
to be considered a CR.
Historically, radios have been ﬁxed-point designs. As upgrades were desired to increase
capability, reduce life cycle costs, and so forth, software was added to the system designs
for increased ﬂexibility. In 2000, the Federal Communications Commission (FCC) adopted
the following deﬁnition for software radios: “A communications device whose attributes
and capabilities are developed and/or implemented in software” [1]. The culmination of this
additional ﬂexibility is an SDR system, as software capable radios transitioned into software
programmable radios and ﬁnally became SDRs. The next step along this path will yield aware
radios, adaptive radios, and ﬁnally CRs (see Figures 26.1 and 26.2).

Software
Capable
Radio

Software
Programmable
Radio

SoftwareDefined

Aware
Radio

Adaptive
Radio

Cognitive
Radio

Increasing Technology/Software Maturity

Figure 26.1: SDR technology continuum. As software sophistication increases,
the radio system capabilities can evolve to accommodate a much broader range
of awareness, adaptivity, and even the ability to learn.

www. n e wn e s p re s s .c om

Medium
(State of the shelf)

Technology

High
(State of the art)

Cognitive Radio: The Technologies Required

649

CR
JTRS

SUO-SAS

MIDS

Falcon
Jaguar

MBITR
MBMMR
PSC-5
ICNIA
JTT
NTDR

DMR

Leprechaun
EPLRS
LST-5 SINCGARS ASIP

PRC-117

Low
(Mature)

ARC-210
VRC-99
ARC-220
ARC-164

PLRS
SINCGARS

WSC-3

SoftwareCapable

SoftwareProgrammable

SoftwareDefined

Cognitive

SDR Intensity

Figure 26.2: Examples of software radios. The most sophisticated
software control and applications are reaching cognitive levels
(see Tables 26.1–26.3 for descriptions).1

26.2.2 Examples of Software Capable Radios
Several examples of software capable radios are shown in Figure 26.2 and detailed in
Table 26.1. The common characteristics of these radios are ﬁxed modulation capabilities,
relatively small number of frequencies, limited data and data rate capabilities, and ﬁnally the
ability to handle data under software control.

26.2.3 Examples of Software Programmable Radios
Several examples of software programmable radios are shown in Figure 26.2 and detailed
in Table 26.2. The common characteristics of these radios are their ability to add new
functionality through software changes and their advanced networking capability.

26.2.4 Examples of SDR
Only a few fully SDR systems are available, as shown in Figure 26.2 and detailed in
Table 26.3. The common characteristic of SDR systems is complete adjustability through
software of all radio operating parameters.
1

Note that the radios that are part of Figure 26.2 and Tables 26.1–26.3 are based on the best available public
information and are intended only to notionally indicate a distribution of some of the well-known radios. For
additional, accurate information about capabilities, contact the respective manufacturers.
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A family of very high frequency–frequency modulation (VHF-FM) radios that provides a primary
means of command and control. SINCGARS has frequency-hopping capability, and certain U.S.
Air Force versions operate in other bands using amplitude modulation (AM) waveforms. The
SINCGARS family of radios has the capability to transmit and receive voice and tactical data,
and record traffic on any of 2,320 channels (25 kHz) between 30 and 88 MHz. A SINCGARS
with an Internet controller is software capable [2].

PLRS (Position Location Reporting System)

A command-and-control aid that provides real-time, accurate, three-dimensional (3D)
positioning, location, and reporting information for tactical commanders. The jam-resistant
ultrahigh-frequency (UHF) radio transceiver network automatically exchanges canned messages
that are used to geolocate unit positions to 15-m accuracy. Commanders use PLRS for
situational awareness. PLRS employs a computer-controlled, crypto-secured master station
and an alternate master station to ensure system survivability and continuity of operations.
The network, under master station management, automatically uses user units as relays to
achieve over-the-horizon (OTH) transmission and to overcome close-in terrain obstructions to
line-of-sight (LOS) communications. When a rugged portable computer (PC) is used with
the user unit, it becomes a mini-command-and-control station with a local area map along with
superimposed with position and identification (ID) information. The computer interface and
network control make PLRS a software capable radio system [3].

AN/WSC-3

A Demand Assigned Multiple Access (DAMA) satellite communication (SATCOM) terminal.
It meets tight size and weight integration requirements. This single-waveform radio has a
computer (Ethernet) interface and is software capable [4].

AN/ARC-164 HaveQuick II

A LOS UHF-AM radio used for air-to-air, air-to-ground, and ground-to-air communications.
ARC-164 radios are deployed on all U.S. Army rotary wing aircraft and provide anti-jam,
secure communications links for joint task force missions in the tactical air operations band.
This radio operates as a single-channel (25 kHz) or a frequency-hopping radio in the
225–399.975 MHz band. The aircraft radio transmits at 10 W output power and can receive
secure voice or data. The ARC-164 data-handling capability makes it software capable. It has an
embedded electronic counter-countermeasure (ECCM) anti-jam capability. The 243.000 MHz
guard channel can be monitored. One model of the AN/ARC-164 is interoperable with
SINCGARS [5].
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Table 26.1: Selected software capable radios

The standard high-frequency (HF) (2.0–29.999 MHz) radio for U.S. Army aviation. It includes
secure voice and data communications on any of 280,000 frequencies. The system uses
software-realized DSP. Using MIL-STD-2217, software updates can be made over a
MIL-STD-1553B bus. ARC-220 data processing capabilities optionally include e-mail
applications. The ARC-220 is software capable. MIL-STD-148141A automatic link
establishment (ALE) protocols improve connectivity on behalf of ARC-220 users. ALE executes
in microprocessors and is particularly interesting as a cognitive application because of its use of
a database and its sounding of the RF environment for sensing. GPS units may be interfaced
with the radio, providing geolocation information [6].

AN/VRC-99

A secure digital network radio used for high data rate applications. This 1.2–2.0 GHz broadband
direct-sequence spread-spectrum radio has National Security Agency (NSA) certified highassurance capabilities and provides users with 31 RF channels. It supports TDMA and FDMA
(frequency division multiple access). The networking capabilities are software programmable.
AN/VRC-99 provides digital battlespace users with the bandwidth to support multimedia
digital terminal equipment (DTE) of either an army command-and-control vehicle (C2V), army
battle-command vehicle (BCV), or a marine corps advanced amphibious assault vehicle (A3V)
with a single wideband secure waveform that supports voice, workstation, data, and imagery
with growth for video requirements [7].

LST-5E

A software capable UHF tactical SATCOM/LOS transceiver with embedded communications
security (COMSEC). The LST-5E provides the user with a single unit for high-grade half-duplex
secure voice and data over both wideband (25 kHz) AM/FM and narrowband (5 kHz) 1200 bits
per second (bps) binary phase-shift keying (BPSK) and 2400 bps BPSK. Current applications for
the LST-5E include man pack, vehicular, airborne, ship borne, remote, and fixed stations. The
terminal is compatible with other AM or FM radios that operate in the 225–399.995 MHz
frequency band [8].

AN/PRC-6725 or Leprechaun

A handheld or wearable tactical radio. It can be programmed from a frequency fill device,
laptop or PC, system base station, or it can be cloned from another radio [9].

MBITR (MultiBand Intra/Inter Team Radio)

Provides voice communications between infantry soldiers. The Land Warrior Squad Radio is
a SINCGARS-compatible, eight-channel radio. MBITR is a software capable design based on the
commercially available PRC-6745 Leprechaun radio [10].
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Table 26.1: (Continued)
CSEL (Combat Survivor/Evader Locator)

Provides UHF communications and location for the purposes of Joint Search and Rescue Center
operations. CSEL uses GPS receivers for geolocation. Two-way, OTH, secure beaconing through
communication satellites allows rescue forces to locate, authenticate, and communicate with
survivors/evaders from anywhere in the world. The handheld receivers are one segment of the
CSEL command-and-control system. The satellite-relay base station, Joint Search and Rescue
Center software suite, and radio set adapter units interface with the UHF SATCOM network
to provide CSEL capability. Upgrades through software loads make CSEL radios software
capable [11].

MIDS (Multifunction Information
Distribution System)

A direct-sequence spread-spectrum, frequency-hopping, anti-jam radio that supports the Link
16 protocol for communication between aircraft. Operates in the band around 1 GHz.
Originally called Joint Tactical Information Distribution System (JTIDS), this radio waveform has
been redeveloped on a new hardware platform, and is now being converted to a JTRS-compliant
radio. When this conversion is completed it will be an SDR. It is currently in various stages
of development and production as an interoperable waveform for Europe and the
United States [12].

Table 26.2: Selected examples of software programmable radios
Provides fully digital secure communications in tactical and air traffic control (ATC)
environments (30–400 MHz). Additionally, the radio provides 8.33 kHz channel spacing
capability to increase the number of available ATC frequencies, and provides for growth to new
very-high-frequency (VHF) data link modes. Currently provided functions are realized through
software and provide integrated communications systems with adaptability for future
requirements with little or no hardware changes. In other words, the ARC-210 is software
programmable. The ARC-210 is integrated into aircraft and operated via MIL-STD-1553B
data bus interfaces. Remote control is also available for manual operation. This radio is
interoperable with SINCGARS (Single-Channel Ground and Airborne Radio System) and
HaveQuick radios [13].

Racal 25

A compliant Project 25 public safety radio operating in the 136–174 MHz band. Its 5 W peak
transmit power, rugged and submersible housing, and digital voice with Digital Encryption
Standard (DES) make it an advanced radio. The radio uses DSP and flash memory architectures,
and supports 12 and 16 kbps digital voice and data modes. Racal posts software upgrades on a
protected Internet site. Software programmability enables field upgrades and is possible due to
its DSP and flash memory-based architecture [14].

SINCGARS ASIP (Advanced System
Improvement Program)

Interoperates with SINCGARS radios and enhances operational capability in the Tactical
Internet (TI) environment. The ASIP models reduce size and weight, and provide further
enhancements to operational capability in the TI environment. SINCGARS ASIP radios are
software programmable and provide improved data capability, improved FEC for low-speed
data modes, a GPS interface, and an Internet controller that allows them to interface with
EPLRS and Battlefield Functional Area host computers. The introduction of Internet Protocol
(IP) routing enables numerous software capabilities for radio systems [2].

EPLRS (Enhanced Position Location
Reporting System)

An AN/TSQ-158 that transmits digital information in support of tactical operations over
a computer-controlled, TDMA communications network. EPLRS provides two major functions:
data distribution and position location and reporting. EPLRS uses a frequency-hopping, spreadspectrum waveform in the UHF band. The network architecture is robust and self-healing. Radio
firmware may be programmed from external devices. The peak data rate of 525 kbps supports
application layer radio-to-radio interaction [15].
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AN/PRC-117F

A software programmable, multiband, multimode radio (MBMMR). The PRC-117F operates in
the 30–512 MHz band. Embedded COMSEC, SATCOM (satellite communication), SINCGARS,
HaveQuick, and ECCM capabilities are standard. Various software applications, such as file
transfer, Transmission Control Protocol (TCP) with IP, and digital voice, are included in this
software programmable radio [7].

Jaguar PRC-116

In service in more than 30 nations, including the UK (Army) and U.S. (Navy). It is a frequencyhopping, software programmable radio with considerable ECCM capability, resisting jamming
by constantly shifting hopsets to unjammed frequencies. Security is further heightened by use of
a scrambler. The Jaguar-V can also be used for data transmission at a rate of 16 kbps, and it
may tolerate up to 50 radio nets, each with dozens of radios, at once; if each net is frequency
hopping in a different sequence, it will still transmit to all of them [16].

JTT (Joint Tactical Terminal)

A high-performance, software programmable radio. Its modular functionality is backward- and
forward compatible with the Integrated Broadcast Service (IBS). Using a software download,
JTT can accept changes in format and protocol as IBS networks migrate to a common format.
Subsequent intelligence terminals require total programmability of frequency, waveform,
number of channels, communication security, and transmission security, making subsequent
terminals SDRs [17].

NTDR (Near-Term Digital Radio) system

A mobile packet data radio network that links Tactical Operations Centers (TOCs) in a brigade
area (up to 400 radios). The NTDR system provides self-organizing, self-healing network
capability. Network management terminals provide radio network management. The radios
interface with emerging Army Battle Command System (ABCS) automated systems and support
large-scale networks in mobile operations with efficient routing software that supports multicast
operations. Over-the-air programmability eliminates the need to send maintenance personnel to
make frequency changes [18].
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A manpack or vehicular-mounted HF and VHF radio set. Capabilities include frequency coverage
of 1.6–60 MHz in SSB/CW/AME (single-side band, continuous wave, AM equivalent) and FM in
the VHF band and 100 preset channels. In the data mode, the AN/PRC-138 offers a variety of
compatible modem waveforms that allow it to be integrated into existing system architectures.
Specific features include embedded encryption, ALE, embedded high-performance HF data
modems, improved power consumption management, and variable power output [19].

MBMMR (MultiBand, MultiMode Radio)

An AN/PSC-5D(C) that enhances interoperability among special operation forces units. The
MBMMR supports LOS and SATCOM voice and data in six basic modes: LOS, Maritime,
HaveQuick I/II, SINCGARS, SATCOM, and DAMA. Additional features include embedded TI
Range Extension and Mixed Excitation Linear Prediction (MELP) voice coding. Over-the-air
rekeying (OTAR), extended 30 to 420 MHz band, MIL-STD-188-181B high data rate in LOS
communications and SATCOM, and MIL-STD-188-184 embedded advanced data controller are
supported [20].

MBITR (MultiBand Intra/Inter Team Radio)

Designated AN/PRC-148, the MBITR provides AM/FM voice and data communications in the
30–512 MHz band. Development of the MBITR is an outgrowth of Racal’s work on DSP
and flash memory. MBITR is JTRS SCA 2.2 compliant and does not require a JTRS waiver. The
information security (INFOSEC) capabilities are software programmable [21].
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DMR (Digital Modular Radio)

A full SDR capable of interoperability with tactical systems such as
HF, DAMA, HaveQuick, and SINCGARS, as well as data link
coverage for Link 4A and Link 11. These systems are programmable
and include software-defined cryptographic functions. The U.S. Navy
is committed to migrating DMR to SCA compliance to allow the
use of JTRS JPO provided waveforms. The DMR may be reconfigured
completely via on-site or remote programming over a dedicated
LAN or wide area network (WAN). The four full-duplex
programmable RF channels with coverage from 2.0 MHz to
2.0 GHz require no change in hardware to change waveforms
or security. The system is controlled, either locally or across the
network, by a Windows®-based HMI [23].

JTRS (Joint Tactical Radio System)

A set of current radio procurements for fully SDRs. These radio
systems are characterized by SCA compliance that specifies an
operating environment that promotes waveform portability. The
JTRS JPO is procuring more than 30 waveforms that will ultimately
be executable on JTRS radio sets. System packaging ranges from
embeddable single-channel form factors to vehicle-mounted
multichannel systems. JTRS radios are the current state-of-the-art
technology and have the highest level of software sophistication ever
embedded into a radio [24].

SUO-SAS (Small Unit
Operations–Situational
Awareness System)

Developed by DARPA to establish the operational benefits of an
integrated suite of advanced communication, navigation, and
situation awareness technologies. It served as a mobile
communications system for small squads of soldiers operating in
restrictive terrain. SUO-SAS provides a navigation function utilizing
RF ranging techniques and other sensors to provide very high
accuracy [22].

Other products related to SDR include GNURadio and the Vanu Anywave™ Base Station.
GNURadio is a free software toolkit that is available on the Internet. It allows anyone to build
a narrowband SDR. Using a Linux-based computer, a radio frequency (RF) front-end, and
an analog-to-digital converter (ADC), you can build a software-deﬁned receiver. By adding a
digital-to-analog converter (DAC) and possibly a power ampliﬁer, you can build a softwaredeﬁned transmitter [25].
The Vanu Anywave™ Base Station is a software-deﬁned system that uses commercial
off-the-shelf (COTS) hardware and proprietary software to build a wireless cellular
infrastructure. The goal is simultaneous support for multiple standards, reduced operating
expenses, scalability, and future prooﬁng (cost-effective migration) [26].
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26.3 Aware, Adaptive, and CRs
Radios that sense all or part of their environment are considered aware systems. Awareness may
drive only a simple protocol decision or may provide network information to maintain a radio’s
status as aware. A radio must additionally autonomously modify its operating parameters to
be considered adaptive. This may be accomplished via a protocol or programmed response.
When a radio is aware, adaptive, and learns, it is a CR [27]. Only cutting-edge research and
demonstration examples of aware, adaptive, or CRs are available currently.

26.3.1 Aware Radios
A voice radio inherently has sensing capabilities in both audio (microphone) and RF (receiver)
frequencies. When these sensors are used to gather environmental information, it becomes an
aware radio. The local RF spectrum may be sensed in pursuit of channel estimates, interference,
or signals of interest. Audio inputs may be used for authentication or context estimates or even
natural language understanding or aural human–machine interface (HMI) interactions. Added
sensors enable an aware radio to gather other information, such as chemical surroundings,
geolocation, time of day, biometric data, or even network quality of service (QoS) measures. The
key characteristic that raises a radio to the level of aware is the consolidation of environmental
information not required to perform simple communications. Utilization of this information
is not required for the radio to be considered aware. There is no communication performance
motivation for developing this class of aware radios, and it is expected that this set will be sparse.
One motivation for an aware radio is providing information to the user. As an example, an
aware radio may provide a pull-down menu of restaurants within a user-deﬁned radius. The
radio may gather this information, in the future, from low-power advertisement transmissions
sent by businesses to attract customers. A military application may be a situational awareness
body of information that includes a predeﬁned set of radios and their relative positions. As an
example, the radios exchange global positioning system (GPS) coordinates in the background,
and the aware radios gather the information for the user and provide it on request. The radio is
not utilizing the information but is aware of the situation.
One example of an aware radio is the code division multiple access (CDMA) based cellular
system proposed by Chen et al. [28]. This system is aware of QoS metrics and makes
reservations of bandwidth to improve overall QoS. Another example of an aware radio is the
orthogonal frequency division multiplexing (OFDM) based energy aware radio link control
discussed by Bougard et al. [29].

26.3.2 Adaptive Radios
Frequency, instantaneous bandwidth, modulation scheme, error correction coding, channel
mitigation strategies such as equalizers or RAKE ﬁlters, system timing (e.g., a time division
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multiple access [TDMA] structure), data rate (baud timing), transmit power, and even ﬁltering
characteristics are operating parameters that may be adapted. A frequency-hopped spreadspectrum radio is not considered adaptive because once programmed for a hop sequence, it is
not changed. A frequency-hopping radio that changes hop pattern to reduce collisions may be
considered adaptive. A radio that supports multiple channel bandwidths is not adaptive, but a
radio that changes instantaneous bandwidth and/or system timing parameters in response to
offered network load may be considered adaptive. If a radio modiﬁes intermediate frequency
(IF) ﬁlter characteristics in response to channel characteristics, it may be considered adaptive.
In other words, if a radio makes changes to its operating parameters, such as power level,
modulation, frequency, and so on, it may be considered an adaptive radio.
At this time, two wireless products exhibit some degree of adaptation: the digital European
cordless telephone (DECT) and 802.11a.
DECT can sense the local noise ﬂoor and interference of all the channels from which it
may choose. Based on this sensing capability, it chooses to use the carrier frequencies that
minimize its total interference. This feature is built into hardware, however, and not learned or
software adaptive; thus, DECT is not normally considered an adaptive radio.
802.11a has the ability to sense the bit error rate (BER) of its link, and to adapt the modulation
to a data rate and a corresponding forward error correction (FEC) that set the BER to an
acceptably low error rate for data applications. Although this is adaptive modulation, 802.11
implementations generally are dedicated purpose-ﬁxed application-speciﬁc integrated circuit
(ASIC) chips, not software deﬁned, and thus 802.11 is not normally considered to be an
adaptive radio.

26.3.3 Cognitive Radios
A CR has the following characteristics: sensors creating awareness of the environment,
actuators to interact with the environment, a model of the environment that includes state
or memory of observed events, a learning capability that helps to select speciﬁc actions or
adaptations to reach a performance goal, and some degree of autonomy in action.
Since this level of sophisticated behavior may be a little unpredictable in early deployments,
and the consequences of “misbehavior” are high, regulators will want to constrain a CR.
The most popular suggestion to date for this constraint is a regulatory policy engine that has
machine-readable and interpretable policies.
Machine-readable policy-controlled radios are attractive for several reasons. One feature is
the ability to “try out” a policy and assess it for impacts. The deployment may be controlled
to a few radios on an experimental basis, so it is possible to assess the observation and
measurement of the behaviors. If the result is undesirable, the policies may be removed
quickly. This encourages rapid decisions by regulatory organizations. The policy-driven
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approach is also attractive because spatially variant or even temporally variant regulations may
be deployed. As an example, when a radio is used in one country, it is subject to that country’s
regulations, and when the user carries it to a new country, the policy may be reloaded to
comply in the new jurisdiction. Also, if a band is available for use during a certain period but
not during another, a machine-readable policy can realize that behavior.
The language being used to describe a CR is based on the assumption of a smart agent model,
with the following capabilities:2

•
•
•
•
•
•
•

Sensors creating awareness in the environment
Actuators enabling interaction with the environment
Memory and a model of the environment
Learning and modeling of speciﬁc beneﬁcial adaptations
Speciﬁc performance goals
Autonomy
Constraint by policy and use of inference engine to make policy-constrained decisions

The ﬁrst examples of CRs were modeled in the Defense Advanced Research Projects
Agency (DARPA) NeXt Generation (XG) radio development program. These radios sense
the spectrum environment, identify an unoccupied portion, rendezvous multiple radios in
the unoccupied band, communicate in that band, and vacate the band if a legacy signal
re-enters that band. These behaviors are modiﬁed as the radio system learns more about the
environment; the radios are constrained by regulatory policies that are machine interpretable.
The ﬁrst demonstrations of these systems took place late in 2004 and in 2005 [30].

26.4 Comparison of Radio Capabilities and Properties
Table 26.4 summarizes the properties for the classes of advanced radios described in the
preceding sections. Classes of radios have “fuzzy boundaries,” and the comparison shown
in the table is broad. There are certain examples of radios that fall outside the suggestions
in the table. A CR may demonstrate most of the properties shown, but is not required to be
absolutely reparameterizable. Note that the industry consensus is that a CR is not required to
be an SDR, even though it may demonstrate most of the properties of an SDR. However, there
is also consensus that the most likely path for development of CRs is through enabling SDR
technology.

2

A smart agent also has the ability to not use some or all of the listed capabilities.
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Software
Capable
Radio

Software
Programmable
Radio

SoftwareDefined
Radio

Aware Radio

Adaptive
Radio

Cognitive
Radio

Frequency hopping

X

X

X

X

X

X

Automatic link establishment
(i.e., channel selection)

X

X

X

X

X

X

Programmable crypto

X

Radio Property

X

X

X

X

X

Networking capabilities

X

X

X

X

X

Multiple waveform interoperability

X

X

X

X

X

In-the-field upgradable

X

X

X

X

X

X

*

*

*

X

X

X

X

X

Full software control of all signal
processing, crypto, and networking
functionality
QoS measuring/channel state
information gathering
Modification of radio parameters
as function of sensor inputs
Learning about environment

X

Experimenting with different settings

X

*The industry standards organizations are in the process of determining the details of what properties should be expected of aware, adaptive, and CRs.
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26.5 Available Technologies for CRs
The increased availability of SDR platforms is spurring developments in CR. The necessary
characteristics of an SDR required to implement a practical CR are excess computing
resources, controllability of the system operating parameters, affordability, and usable
software development environments including standardized application programming
interfaces (APIs). This section discusses some additional technologies that are driving CR.
Even though this is not a comprehensive list of driving technologies, it includes the most
important ones.

26.5.1 Geolocation
Geolocation is an important CR enabling technology due to the wide range of applications
that may result from a radio being aware of its current location and possibly being aware of its
planned path and destination.
The GPS is a satellite-based system that uses the time difference of arrival (TDoA) to
geolocate a receiver. The resolution of GPS is approximately 100 m. GPS receivers typically
include a one-pulse-per-second signal that is Kalman ﬁltered as it arrives at each radio from
each satellite, resulting in a high-resolution estimate of propagation delay from each satellite
regardless of position. By compensating each pulse for the predicted propagation delay, the
GPS receivers estimate time to approximately 340 nanoseconds (ns, or 109 seconds) of
jitter [31].
In the absence of GPS signals, triangulation approaches may be used to geolocate a radio from
cooperative or even non-cooperative emitters. Multiple observations from multiple positions
are required to create an accurate location estimate. The circular error probability (CEP)
characterizes the estimate accuracy.

26.5.2 Spectrum Awareness/Frequency Occupancy
A radio that is aware of spectrum occupancy may exploit this information for its own
purposes, such as utilization of open channels on a non-interference basis.
A simple sensor resembles a spectrum analyzer. The differences are in quality and speed. The
CR application must consider the quality of the sensor in setting parameters such as maximum
time to vacate a channel upon use by an incumbent signal. It ingests a band of interest and
processes it to detect the presence of signals above the noise ﬂoor. The threshold of energy at
which occupancy is declared is a critical parameter. The detected energy is a function of the
instantaneous power, instantaneous bandwidth, and duty cycle. An unpredictable duty cycle is
expected. Spectrum occupancy is spatially variant, time variant, and subject to observational
blockage (e.g., deep fading may yield a poor observation). Therefore, a distributed approach to
spectrum sensing is recommended.
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The primary problem associated with spectrum awareness is the hidden node problem.
A lurking receiver (the best example is a television (TV) set) may be subjected to interference
and may not be able to inform the CR that its receiver is experiencing interference. Regulators,
spectrum owners, and developers of CR are working to ﬁnd robust solutions to the hidden
node problem. Again, a cooperative approach may help to mitigate some of the hidden node
problems, but a cooperative approach will not necessarily eliminate the hidden node problem.
In addition to knowing the frequency and transmit activity properties of a radio transmitter,
it may also be desirable for the radio to be able to recognize the waveform properties and
determine the type of modulation, thereby allowing a radio to request entry into a local
network. Many articles have been published on this topic, as well as a textbook by Azzouz and
Nandi [32]. Once the modulation is recognized, then the CR can choose the proper waveform
and protocol stack to use to request entry into the local network.

26.5.3 Biometrics
A CR can learn the identity of its user(s), enabled by one or more biometric sensors. This
knowledge, coupled with authentication goals, can prevent unauthorized users from using the
CR. Most radios have sensors (e.g., microphones) that may be used in a biometric application.
Voice print correlation is an extension to an SDR that is achievable today. Requirements
for quality of voice capture and signal processing capacity are, of course, levied on the
radio system. The source radio can authenticate the user and add the known identity to
the data stream. At the destination end, decoded voice can be analyzed for the purposes of
authentication.
Other biometric sensors can be used for CR authentication and access control applications.
Traditional handsets may be modiﬁed to capture the necessary inputs for redundant biometric
authentication. For example, cell phones recently have been equipped with digital cameras.
This sensor, coupled with facial recognition software, may be used to authenticate a user.
An iris scan or retina scan is also possible. Figure 26.3 shows some of the potential sensors
and their relative strengths and weakness in terms of reliability and acceptability [33].

26.5.4 Time
Included in many contracts is the phrase “time is of the essence,” testament to the criticality
of prompt performance in most aspects of human interaction. Even a desktop computer has
some idea about what time it is, what day it is, and even knows how to utilize this information
in a useful manner (date and time stamping information). A radio that is ignorant of time has a
serious handicap in terms of learning how to interact and behave. Therefore, it is important for
the CR to know about time, dates, schedules, and deadlines.
Time-of-day information enables time division multiplexing on a coarse-grained basis, or even
a ﬁne-grained basis if the quality of the time is sufﬁciently accurate. Time-of-day information

www. n e wn e s p re s s .c om

Cognitive Radio: The Technologies Required

Biometrics in Order of Effectiveness

Biometrics in Order of Social Acceptability

1. Palm scan
2. Hand geometry
3. Iris scan
4. Retina scan
5. Fingerprint
6. Voiceprint
7. Facial scan
8. Signature dynamics
9. Keyboard dynamics

1. Iris scana
2. Keyboard dynamics
3. Signature dynamics
4. Voiceprintb
5. Facial scana
6. Fingerprintc
7. Palm scanc
8. Hand geometryc
9. Retina scana
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aRequires a camera scanner
bUtilizes a copy of the voice input (low impact)
cRequires a sensor in the push-to-talk (PTT) hardware

Figure 26.3: Biometric sensors for CR authentication applications. Several biometric
measures are low impact in terms of user resistance for authentication applications.

may gate policies in and out. Additionally, very ﬁne knowledge of time may be used in
geolocation applications.
GPS devices report time of day and provide a one-pulse-per-second signal. The one-pulseper-second signal is transmitted from satellites, but does not arrive at every GPS receiver at
the same time due to differences in path lengths. A properly designed receiver will assess the
propagation delay from each satellite and compensate each of these delays so that the one-pulseper-second output is synchronous at all receivers with only a 340 ns jitter. This level of accuracy
is adequate for many applications, such as policy gating and change of cryptographic keys.
Increased accuracy and lowered jitter may be accomplished through more sophisticated circuitry.
The local oscillator in a radio system may be used to keep track of time of day. The stability
of these clocks is measured at approximately 106. These clocks tend to drift over time, and
in the course of a single day may accumulate up to 90 ns of error. Atomic clocks have much
greater stability (1011), but have traditionally been large and power hungry. Chip-scale
atomic clocks have been demonstrated and are expected to make precision timing practical.
This will enable geolocation applications with lower CEPs.

26.5.5 Spatial Awareness or Situational Awareness
A very signiﬁcant role for a CR may be viewed as a personal assistant. One of its key
missions is facilitating communication over wireless links. The opposite mission is impeding
communications when appropriate. As an example, most people do not want to be disturbed
while in church, in an important meeting, or in a classroom. A CR could learn to classify
its situation into “user interruptible” and “user non-interruptible.” The radio accepting aural
inputs can classify a long-running exchange in which only one person is speaking at a time as
a meeting or classroom and autonomously put itself into vibration-only mode.
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If the radio senses its primary user is speaking continuously or even 50% of the time, it may
autonomously turn off the vibration mode.

26.5.6 Software Technology
Software technology is a key component for CR development. This section discusses key
software technologies that are enabling CR. These topics include policy engines, artiﬁcial
intelligence (AI) techniques, advanced signal processing, networking protocols, and the Joint
Tactical Radio System (JTRS) Software Communications Architecture (SCA).
26.5.6.1 Policy Engines
Radios are a regulated technology. A major intent of radio regulatory rules is to reduce or
avoid interference among users. Currently, rules regarding transmission and reception are
enumerated in spectrum policy as produced by various spectrum authorities (usually in highlevel, natural language). Regulators insist that even a CR adhere to spectrum policies. To
further complicate matters, a CR may be expected to operate within different geopolitical
regions and under different regulatory authorities with different rules. Therefore, CRs must be
able to dynamically update policy and select appropriate policy as a function of situation.
Spectrum policies relevant to a given radio may vary in several ways:
1. Policies may vary in time (e.g., time of day, date, and even regulations changing from
time to time).
2. Policies may vary in space (e.g., radio and user traveling from one policy regulatory
domain to another).
3. A spectrum owner/leaser may impose policies that are more stringent than those
imposed by a regulatory authority.
4. The spectrum access privileges of the radio may change in response to a change in
radio user.
As a result, the number of different policy sets that apply to various modes and environments
grows in a combinatorial fashion. It is impractical to hard-code discrete policy sets into
radios to cover every case of interest. The accreditation of each discrete policy set is a major
challenge. SDRs, for example, would require the maintenance of downloadable copies of
software implementations of each policy set for every radio platform of interest. This is a
conﬁguration management problem.
A scalable expression and enforcement of policy is required. The complexity of policy
conformance accreditation for CRs and the desire for dynamic policy lead to the conclusion
that CRs must be able to read and interpret policy. Therefore, a well-deﬁned, accepted (meaning
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endorsed by an international standards body) language framework is needed to express policy.
For example, if an established policy rule is constructed in the presence of other rules, the union
of all policies is applicable. This enables hierarchal policies and policy by exception. As an
example, suppose the emission level in band A is X dBm, except for a sub-band A for which
the emission-level constraint is Y dBm if a Z KHz guard band is allowed around legacy signals.
Even this simple structure is multidimensional. Layers of exceptions are complex. The policy
engine must be able to constrain behavior according to the intent of the machine-readable
policy. An inference capability is needed to interpret multiple rules simultaneously.
In the case of spectrum subleasing, policies must be delegated from the lessor to the lessee,
and a machine-readable policy may be delegated. When a CR crosses a regulatory boundary,
the appropriate policy must be enabled. Policies may also be used by the system in a control
function.
The policy should use accepted standard tools and languages because the policy engine must
be able to access automatic interpretation to achieve the goals of CR applications. Policies
may be written by regulatory agencies or by third parties and approved by regulators, but in
all cases policy is a legal or contractual operating requirement and provability in the policy
interpretation engine is needed for certiﬁcation.
Several suggestions for policy language have emerged. The eXtensible Markup Language
(XML) is not appropriate because it does not typically have inference capabilities in the
interpretation engines. The Ontology Inference Layer (OIL), Web Ontology Language
(OWL), and DARPA Agent Markup Language (DAML) have all been explored as possible
policy languages. DARPA’s XG program cites the OWL language as an appropriate language.
Tool sets are available for building policy deﬁnitions and for machine interpretation of the
deﬁnitions [34].
26.5.6.2 AI Techniques
The ﬁeld of AI has received a great deal of attention for decades. In 1950, Alan Turing
proposed the Turing test, regarding interacting with an entity and not being able to tell
if it is human or machine. The AI techniques that work are plentiful, but most are not
widely applicable to a wide range of problems. The powerful techniques may even require
customization to work on a particular problem.
An agent is an entity that perceives and acts. A smart agent model is appropriate for CR.
Figure 26.4 explains four models of smart agents—simple reﬂex agents, model-based reﬂex
agents, goal-based agents, and utility-based agents—deﬁned as follows:
1. A simple reflex agent is a simple mapping from current sensor inputs to actuator
settings. This is a stateless agent model that neither learns nor adapts to the
environment.
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Reflex Agent with State
AKA Model-Based Reflex Agents

Simple Reflex Agent
• Agent selects its action as a function of the
current percept

• Agent maintains internal state (memory) as a function of
percept history and partially reflects unobserved aspects

• Combinational logic

• If it is not just a set of percepts, it is “modeling” the
environment

Sensors

Actuators

Map:
(Sensors, Memory,
Simple Model) -> Actions
Agent

Goal-Based Agent

• Utility function maps state sequence to real number
• Real number is the relative happiness of the agent
• Allows rational decisions in some cases where goals
are inadequate

Sensors

Agent

Environment

Actuators

Sensors

Map:
(Sensors, Memory,
Realistic Model, with
Feedback) ->
Sequence of Actions

Environment

Agent

Actuators

Utility-Based Agent

• Goal information identifies states that are desirable
• Simple: single step reaches goal(s)
• Complex: sequence of steps required to reach
goal(s)

Map:
(Sensors, Memory,
Realistic Model) ->
Sequence of Actions

Environment

Agent

Environment

Simple Map:
(Sensors) -> Actions

Sensors

Actuators

Figure 26.4: Four smart agent models. Smart agents provide a framework that is
consistent with the continuum of software maturity in software radios.

2. A model-based reflex agent is still a simple mapping but now includes memory of
past inputs. The actions are a function of the current sensor inputs and the recent past
inputs, making it a ﬁnite memory agent model. There is still no learning. Adaptation is
limited, but this is the minimum level of sophistication for an adaptable radio.
3. A goal-based agent adds to the memory of past inputs; it is a “realistic” model of the
environment. Now a sequence of actions may be “tested” against a goal and an appropriate
next action may be selected. The level of sophistication for the model of the environment
is not well deﬁned. These agents have increased capability of adapting because a
prediction about the consequences of an action is available. There is no feedback, and
learning is therefore limited. This is the minimal level of sophistication for a CR.
4. A utility-based agent maps the state sequence (memory state) to a “happiness” value
and therefore includes feedback. The more sophisticated environment model may
experiment with sequences of actions for selection of the best next action. This model
of a CR has the ability to learn and adapt [35].
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A smart agent model for CR is appropriate. The agent framework supports the continuum of
radio maturity, and it allows the modular introduction of various AI techniques from fuzzy
control to genetic algorithms (GAs). Agents may be tailored to the application’s environment.
In this sense, environment may be characterized in the following dimensions: fully observable
versus partially observable, deterministic versus stochastic, episodic versus sequential, static
versus dynamic, discrete versus continuous, and single agent versus multiagent.
The following is an incomplete list of AI techniques likely to ﬁnd applicability to CR:

•
•
•
•
•
•
•

State space models and searching
Ontological engineering
Neural networks in CR
Fuzzy control in CR
GAs in CR
Game theory in CR
Knowledge-based reasoning in CR

26.5.6.3 Signal Processing
Digital signal processing (DSP) technology enables rapid advances in CRs. Intellectual
property resources are widely available for signal processing functions. In GPP (generalpurpose processor) or DSP resources, libraries of routines realize functions in efﬁcient
assembly language. In FPGA (ﬁeld programmable gate array) or ASIC resources, licensable
cores of signal processing engines are available in very-high-speed integrated circuit (VHSIC)
Hardware Design Language (VHDL) or Verilog. Signal processing routines are available for
communication signal processing (modulation/demodulation, FEC, equalization, ﬁltering, and
others); audio signal processing (voice coding, voice generation, natural language processing);
and sensor signal processing (video, seismic, chemical, biometric, and others).
Synthesizing signal processing functions together to form a system is a complex task.
A process for algorithm development, test case generation, realization, veriﬁcation, and
validation eases the process of building a waveform or a cognitive system. Integrated tools
for system development are available. Many of the tool sets include automatic generation
of high-level language source code or hardware deﬁnition language code. A bit-level accurate
simulation environment is used to develop the system algorithms and to generate test cases for
post-integration veriﬁcation and validation. This environment may be used for CRs
to synthesize communications or multimission waveforms that enable a CR to achieve
speciﬁc goals.

w w w.new nespress.com

668

Chapter 26

26.5.6.4 Networking Protocols
Cooperative groups (a multiagent model) have the potential to increase capabilities in a variety
of ways. For example, a lone CR is limited in its ability to access spectrum, but a pair of CRs
can sense the spectrum, identify an unused band, rendezvous there, and communicate.
A network of CRs enables other signiﬁcant increases in capabilities. Software for Mobile Ad
hoc Networking (MANET), although maturing slowly, is a key enabling technology.
The medium access control (MAC) layer is critical in CR networks. If the CR is employing
advanced spectrum access techniques, a robust MAC that mitigates the hidden node problem is
needed. In a “static spectrum access” environment, a more traditional MAC is possible. A carrier
sense collision detection (802.11 MAC) mode is not possible because a radio cannot receive in
the exact same band in which it is transmitting, so a carrier sense collision avoidance approach is
frequently used. Request-to-send (RTS) and clear-to-send (CTS) messaging are popular wireless
MACs amenable to MANETs. Other approaches include TDMA or CDMA MACs.
The architecture for routing packets is important for performance in MANETs.
The approaches are generally divided into proactive and reactive algorithms. In a proactiverouting environment, routing data, often in the form of a routing table, are maintained so that
a node has a good idea of where to send a packet to advance it toward its ﬁnal destination,
and a node may know with great conﬁdence how to route a packet even if one is not ready to
go. Maintaining this knowledge across a MANET requires resources. If the connection links
are very dynamic or the mobility of the nodes causes rapid handoff from one “network” to
another, then the overhead to maintain the routing state may be high. In contrast, reactiverouting approaches broadcast a short search packet that locates one or more routes to the
destination and returns that path to the source node. Then the information packet is sent to
the destination on that discovered route. This causes overhead in the form of search packets.
Proactive and reactive routing both have pros and cons associated with their performance
measures, such as reliability, latency, overhead required, and so on. A hybrid approach is often
best to provide scalability with offered network load.
An interesting application of CR is the ability to learn how to network with other CRs and
adapt behavior to achieve some QoS goal such as data rate below some BER bound, bounded
latency, limited jitter, and so forth. Various cognitive-level control algorithms may be
employed to achieve these results. As an example, a ﬁxed-length control word may be used
to parameterize a communications waveform with frequency, FEC, modulation, and other
measures. The deployment of a parameterized waveform may be controlled and adapted by
using a generic algorithm and various QoS measures to retain or discard a generated waveform.
26.5.6.5 Software Communications Architecture
The primary motivations for SDR technology are lower life cycle costs and increased
interoperability. The basic hardware for SDR is more expensive than for a single-point radio
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system, but a single piece of hardware performs as many radios. The single piece of hardware
requires only one logistics tail for service, training, replacement parts, and so on. One of the
driving costs in SDR development is that of software development. The JTRS acquisitions
are controlling these costs by ensuring software reuse. The approach for reuse is based on the
Software Communications Architecture (SCA), which is a set of standards that describes the
software environment. It is currently in release 2.2.1. Software written to be SCA compliant is
more easily ported from one JTRS radio to another. The waveforms are maintained in a JTRS
Joint Program Ofﬁce (JPO) library.
A CR can be implemented under the SCA standards. Applications that raise the radio to
the level of a CR can be integrated in a standard way. It is expected that DARPA’s XG
program will provide a CR application for policy-driven, dynamic spectrum access on a noninterference basis that executes on JTRS radios. XG is the front-runner in the race to provide
the ﬁrst military CR.

26.5.7 Spectrum Awareness and Potential for Sublease or Borrow
The Spectrum Policy Task Force (SPTF) recommends that license holders in exclusive
management policy bands be allowed to sublease their spectrum. Figure 26.5 shows
a sequence diagram for spectrum subleasing from a public safety spectrum owner. During
the initial contact between the service provider and the public safety spectrum manager,
authentication is required. This ensures that spectrum use will be accomplished according to
acceptable behaviors and that the bill will be paid [36].
For a subleasing capability to exist in a public safety band a shut-down-on-command
function must be supported with a bounded response time. There are three approaches to
this: continuous spectrum granting beacon, time-based granting of spectrum, and RTS–CTS–
inhibit send. Figure 26.5 shows the time-based granting of spectrum, described as a periodic
handshake conﬁrming sublease.
Even though public safety organizations may not sublease spectrum, other organizations
may choose to do so. Subleasing has the beneﬁt of producing an income stream from only
managing the resource. Given proper behavior by lessees and lessors, the system may become
popular and open up the spectrum for greater utilization.

26.6 Funding and Research in CRs
DARPA is funding a number of cognitive science applications, including the XG Program,
Adaptive Cognition-Enhanced Radio Teams (ACERT), Disruption Tolerant Networking
(DTN), Architectures for Cognitive Information Processing (ACIP), Real World Reasoning
(REAL), and DAML. DARPA research dollars under contract are easily in the tens of
millions. Good results have been achieved in many of these efforts.
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Subscriber 1

Subscriber 2

Service
Provider

Public Safety
Spectrum Manager

Subscriber 1 Calls Subscriber 2

Subscriber 1 Talks with Subscriber 2 on Usual Channel

Service Provider Running Out of Channels
Service Provider Requests Sublease
Spectrum Manager Grants Sublease
Service Provider Commands Channel Change
Subscriber 1 Talks with Subscriber 2 on Sublease

Periodic Handshake Confirming Sublease

Service Provider Commands Channel Change on Sublease Termination

Termination Acknowledge
Billing Record Sent

Figure 26.5: Spectrum subleasing sequence. One motivation for CR is the potential income
stream derived from subleasing idle spectrum on a non-interference basis.

The National Science Foundation (NSF) is also funding cognitive science applications
including grants to the Virginia Polytechnic Institute and State University (Virginia Tech or
VT). Additionally, NSF has sponsored Information Theory and Computer Science Interface
workshops that communicate CR research results.
The SDR Forum has a CR Working Group that is investigating various CR technologies such
as spectrum access techniques, and a Cognitive Applications Special Interest Group that is
working with regulatory bodies, spectrum owners, and users to communicate the potential of
CR technologies. Numerous organizations participate at SDR Forum meetings. It is expected
that the SDR Forum will solicit inputs from industry through a Request for Information (RFI)
process in the near future.
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Both the Federal Communications Commission (FCC) and the National Telecommunications
and Information Administration (NTIA) have interest in CR. The FCC has solicited various
comments on rule changes and an SPTF report. NTIA has been involved in the discussions as
they relate to government use of spectrum.

26.6.1 Cognitive Geolocation Applications
If a CR knows where it is in the world, myriad applications become possible. The following
is a short set of examples. Figure 26.6 shows a use case level context diagram for a CR with
geolocation knowledge.

User
Spatially Variant
Advertisers

GPS Satellites

CRs Geolocation

Spatially Aware
Routing

Boundary Aware
Policy Deployment

Space and Time
Aware Scheduling
of Tasks

Figure 26.6: CR use case for user geolocation. Several interactions between the CR
and the world are enabled or required by geolocation information.

Establishing the location of a CR enables many new functions. A cognitive engine for
learning and adapting can utilize some of the new functions. There are multiple methods for
determining location. For example, GPS receiver technology is small and inexpensive. Given
an appropriate API, numerous applications including network localization (discussed next)
and boundary awareness are available to the cognitive engine in the CR.
Network localization is a term to describe position aware networking enhancement. For
example, if a radio knows it is in a car, that it is morning rush hour, and that the path being
taken is the same as that of the last 200 days of commuting, it can predict being in the vicinity
of the owner’s ofﬁce wireless local area network (LAN) within a certain time period. The
radio may wait until it is in the ofﬁce to download e-mail and upload the pictures of the
accident taken a few minutes ago. This is an example of the highest level of management of
radio functions (assuming the radio is used for e-mail, photos, etc.).
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Spatial awareness may be used for energy savings. In a multiple short hop-routing algorithm
with power management just closing the wireless link with multiple short hops is usually more
energy efﬁcient than one long hop. Knowing the position of each node in a potential route
allows the CR to take energy consumption into consideration when routing a packet.
Spatially variant searching is a powerful concept for increasing a user’s operating efﬁciency.
If it is time for supper, the CR may begin a search for the types of restaurants the user frequents
and sort them by distance and popularity. Other spatially variant searches are possible.
A radio aware of boundaries may be able to invoke policy as a function of geopolitical region.
When passing from one regulatory jurisdiction to another, the rules change. The radio can
adopt a conservative operation mode near the boundaries and change when they are crossed.
The radio must have the ability to distinguish one region from another. This may require a
database (which must be kept up-to-date) or some network connectivity with a boundary
server. Figure 26.7 shows a simpliﬁed sequence diagram in which a CR accesses spectrum as
a function of a spatially variant regulatory policy.
Location
Function

Cognitive
Engine

Policy
Engine

Boundary
and Resources
Function

Where Am I?
Position
Inquire Region (Position)
Region

Decision Regarding
Band to Use
Inquire (Band, Region,Time)
Approval

CR Accesses Band

Figure 26.7: Spectrum access sequence diagram. A policy engine uses regional inputs to select
spatially variant policies to approve or disapprove a requested spectrum access.

A sequence of position estimates may be used to estimate velocity. Take a scenario in which
teenagers’ cell phones would tattle to their parents when their speed exceeded a certain speed.
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For example, suppose tattle mode is set. The radio is moving at 45 mph at 7:30 a.m.
The radio calls the parent and asks a couple of questions such as: “Is 45 mph okay at this time?
Is time relevant?” The questions will be in the same order each time and the parent won’t
have to wait for the whole question, just the velocity being reported. Then the parent keys in
a response. After a few reports, the radio will develop a threshold as a function of time. For
example, during the time the radio is heading for school, 45 mph is okay. During the lunch
break (assuming a closed campus), 15 mph might be the threshold. An initial proﬁle may
be programmed, or the proﬁle may be learned through tattling and feedback to the reports.
Vehicle position and velocity might also be useful after curfew.
The CR application uses special hardware or customized waveforms that return geolocation
information. This information is used to access databases of policies or resources to make
better decisions. Dynamic exchange of information may be used for other networking actions.
The set of CR applications that are enabled by geolocation capability is large and has many
attractive beneﬁts.

26.6.2 Dynamic Spectrum Access and Spectrum Awareness
One of the most common capabilities of CRs is the ability to intelligently utilize available
spectrum based on awareness of actual activity. Current conservative spectrum management
methods (static spectrum assignments) are limited because they reduce spatial reuse, preclude
opportunistic utilization, and delay wireless communication network deployment. Without
the need to statically allocate spectrum for each use, however, networks can be deployed
more rapidly. A CR with spectrum sensing capability and cooperative opportunistic frequency
selection is an enabling technology for faster deployment and increased spatial reuse.
Spectrum access is primarily limited by regulatory constraints. Recent measurements show
that spectrum occupancy is low when examined as a function of frequency, time, and space
[36]. CRs may sense the local spectrum utilization either through a dedicated sensor or by
using a conﬁgured SDR receiver channel. Uses of this information may create increased
spectrum access opportunities.
One of the primary considerations for such a cognitive application is noninterference with
other spectral uses. Figure 26.8 shows local spectrum awareness and utilization. If the
regulatory body is allowing CRs to utilize the unoccupied “white space,” increased spectral
access can be achieved. The CR can examine the signals and may extract detailed information
regarding use. By estimating the other uses and monitoring for interference, two CRs may
rendezvous at an unoccupied “channel” and communicate.
Sophisticated waveforms that have the ability to periodically stop transmitting and listen
for legacy users are called for in this application, as well as waveforms that can adapt their
spectral shape over time. Dynamic selection of channels to utilize or vacate is important.
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Channel Activity Statistics
Usage Policies
– Lockouts, Rentals, Unlicensed
Regulators Will Define
Spectrum Blocks Subject to
CR Commons
Etiquette and Who Is Allowed
to Use

Frequency (MHz)

900,000

Spectrally Aware

880,000

860,000

840,000
6781.000

6784.000
6787.000
Time of Day (Seconds)

6790.000

7–14% Occupied
Spectrum

Deployed Waveforms

Existing Signals
Detailed Signal Parameters

Figure 26.8: Spectrum awareness. A CR, or a set of CRs, may be aware of the
spectrum and may exploit unoccupied spectrum for its own purposes.

Simulations of these cooperating CRs already exist, and additional ﬁeld demonstrations are
expected in the near future. Another advantageous waveform characteristic is discontinuous
spectrum occupancy. This allows a wideband communication system to aggregate available
spectrum between other existing signals. Careful analysis is needed to ensure that sufﬁcient
guard bands are utilized.
Figure 26.9 shows ﬁve suggested alternatives for utilizing spectrum in and around legacy
signals. The characteristics of the legacy signals may be provided to the cooperating CRs by
federated sensors. An alternative method for characterizing the legacy signals is time division
sharing of a channel as a sensor and providing a look-through capability by duty-cycling
transmit and monitor functions. The ﬁve methods shown in Figure 26.9 avoid the legacy signal
in various ways.
The ﬁrst method assumes a ﬁxed bandwidth waveform: The center frequency may be adapted.
The second method assumes a variable bandwidth signal, such as a direct-sequence spreadspectrum waveform, where the chip rate is adapted and the center frequency is adapted. The
third method uses a water-ﬁlling method to populate a subset of the carriers in an OFDM
waveform. These three methods impact legacy signals very little if appropriate guard bands
are observed. The fourth method is a direct-sequence spread-spectrum waveform that
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Figure 26.9: Non-interference methods for dynamic spectrum access. Different
strategies for deploying non-interfering waveforms have been proposed.

underlies the legacy signals. The interference from this underlay must be very small so that
legacy systems do not experience noise; thus the processing gain of the spread spectrum
underlay must be very high. The last method shown also avoids the legacy signals by
frequency hopping into only unoccupied channels.
The spread-spectrum method deserves some elaboration at this point. Legacy receivers will
perceive the spread-spectrum signal as an increase in the noise ﬂoor, which may result in a
decrease in the link margin of the legacy signal. The spread-spectrum receiver will perceive
the legacy waveform(s) as a narrowband interference. The despreading of the desired signal
will cause the narrowband signals to spread. This spreading will cause the narrowband signals
to appear at a signal level reduced in power by the spreading gain, and thus appear as noise to
the CR, resulting in reduced link margin. The ability of each of these communication systems
to tolerate this reduced link margin is link speciﬁc and therefore a subject of great concern to
the legacy system operators.
An OFDM waveform, the third method in Figure 26.9, has several beneﬁts including ﬂat
fading subchannels, elimination of equalizer due to long symbol time and guard intervals,
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the ability to occupy a variety of bandwidths that “ﬁt to the available opportunity,” and the
ability to null subcarriers to mitigate interference. Variable bit loading enables pre-nulling and
dynamic nulling. Table 26.5 compares several methods for dynamic bit loading an OFDM
waveform. Not loading subcarriers occupied by legacy signals with guard bands around them
minimizes interference between CR and non-CR systems [37–39].
Table 26.5: Comparison of variable bit loading algorithms
Method

Characteristic

Complexity
2

Water filling

Original approach, optimal, frequently used
for comparison

O(N )

Hughes-Hartogs [37]

Optimal, loads bits serially based on subcarrier
energy level, slow to converge, repeated sorts

O(SN2)

Chow [38]

Suboptimal, rounds to integer rates using
signal-to-noise gap approximations, some
sorting required

O(N log N N log S)

Lagrange (unconstrained)
Krongold [39]

Optimal, computationally efficient, efficient
table lookup, Lagrange multiplier with bisection
search, integer bit loading, power allocation,
fast convergence

O(N log N), revised O(N)

Note: N: number of subcarriers; S: number of bits per subcarrier.

Because spectrum utilization is a spatially and temporally variant phenomenon, it requires
repeated monitoring and needs cooperative, distributed coordination. The familiar hidden node
and exposed node problems have to be considered. Figure 26.10 shows a context diagram
in which external sensor reports are made available to the CR and may be considered when
selecting unoccupied bands.
User
Spectrum Usage
Policy

Other CR Sensor
Reports

CR Spectrum
Access

“Opportunistic”
Use of Spectrum
(with Look-through)

Sensor
Reports
Rendezvous
Protocol

Figure 26.10: Spectrum access context diagram. A spatially diverse sensing
protocol is required to mitigate such problems as hidden node or deeply fading RF
channels for CR access to spectrum on a non-interference basis.
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Figure 26.11 shows a sequence diagram in which a set of CRs is exchanging sensor reports
and is learning about local spectrum occupancy. At some time, a pair of CRs wishes to
communicate and rendezvous at a band for that purpose. When a legacy signal is detected, the
pair of CRs must vacate that band and relocate to another.
Remote CR
(Talks with)

Local CR
(Talks with)

Other CR
(No Communications)

Legacy
Users

Spectrum Usage
Sensor Report

Sensor Report

Sensor Report
Sensor Report
Request Communication
Decision Regarding
Band to Use

Decision Regarding
Band to Use

Rendezvous Protocol
Communications
Sensor Report

Spectrum Usage

Move Band

Communications

Figure 26.11: Dynamic spectrum access sequence diagram (assumes a
control channel). A pair of CRs communicating on an unoccupied channel must
vacate when interference potential is detected.

The sensor technology utilized for spectrum awareness should be of high quality to mitigate
the hidden node problem. For example, if a CR wants to use a TV band, its sensor should be
signiﬁcantly more sensitive than a TV set so that if it detects a TV signal, it will not interfere
with local TV set reception, and if it does not detect a signal, there is a high probability that no
TV set is near enough to demodulate a TV signal on that channel.
Dynamic spectrum access as a result of learning about the spectrum occupancy is a strong
candidate for a CR application. Numerous discussions in regulatory organizations have
involved whether to allow this behavior. If implemented correctly, it is a win–win situation in
which more spectrum is utilized and very little additional interference is suffered.

26.6.3 The Rendezvous Problem
The difﬁculty for the CR network is the radios locating each other and getting the network
started. Before any transmission can occur, all radios must survey the spectrum to determine
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where the available “holes” (frequency reuse opportunities) are located. However, each
receiver–sensor will perceive the spectrum slightly differently because each will see different
objects shadowing different transmitters, and will either see each transmitter with a different
signal strength or will not see some transmitters that other nodes are able to see. So while
node A may see an open frequency, node B may consider that frequency to be in use by a
distant transmitter node or network L. To get the network started, the CRs must agree on a
protocol to ﬁnd each other.
There are several possible methods by which to do this. These methods depend strongly
on whether there is an infrastructure in place to help start up a CR network, or whether no
infrastructure can be assumed.
26.6.3.1 Infrastructure-Aided Rendezvous
If we assume that there is an infrastructure component, we must also assume it behaves
just like the CR and does not interfere with legacy systems. We assume, however, that it
periodically transmits a beacon signal, and we assume that this beacon includes reference
time, next frequency hop(s), and a description of frequencies in use within the local region.
Furthermore, we assume that the infrastructure beacon is followed by an interval in which
CRs request an available time-frequency slot and associate a net name to that slot, as well
as to their location and transmit power, followed by a response from the infrastructure
recommending which frequency to use and when to check back. Subsequent requests by other
net members can be directed to the proper time-frequency slot, and the geographic distribution
of net members can be tracked, allowing the infrastructure to assess interference proﬁles.
26.6.3.2 Unaided Rendezvous
Defense systems are rarely able to assume support infrastructure. Similarly, early deployments
of commercial CR equipment will not be able to assume infrastructure. Consequently, it is
important to have an unaided method for rendezvous. Several methods exist for systems to
ﬁnd each other.
The problem is somewhat like two men searching for each other when they are a mile apart
on a moonless dark night out in the desert. Each has a ﬂashlight the other may see, but only
when it is pointed in the right direction. They can ﬁnally signal each other, but only when
each has noticed the other’s ﬂashlight, so each must look in the proper direction at the
proper time.
In the case of CRs trying to ﬁnd each other, one must transmit and the other must receive in
the proper frequency “hole” at the proper time. Several methods are feasible. All involve one
node transmitting “probe” signals (a uniquely distinguishing waveform that can be readily
correlated) until receiving a response from a net member. In all cases, the problem is that the
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frequencies the transmitter sees as being “usable holes” are different from those the receiver
sees. Thus, neither can be stationary and just sit on one frequency hoping the other will ﬁnd it:
Case 1: Node A transmits probes in randomly selected frequency holes, while node B
listens to random frequencies considered to be unoccupied. Preferably, node B listens
about three times as long as a probe pulse. The search time can be dramatically reduced
if node B is able to listen to many simultaneous frequencies (as it might with an OFDM
receiver). Node B responds with a probe response when node A is detected.
Case 2: Node A selects the ﬁve largest unoccupied frequency blocks, and rotates probe
pulses in each block. Similarly, node B scans all of the unoccupied frequency blocks that
it perceives, prioritized by the size of the unoccupied frequency block, and with a longer
dwell time.
Both of these cases are similar, but minor differences in ﬁrst acquisition and robustness may
be signiﬁcant.
After node B hears a probe and responds with a probe acknowledge, the nodes will exchange
each node’s perception of locally available frequencies. Each node will “logical OR” active
frequencies, leaving a frequency list that neither node believes is in use. Then node A will
propose which frequency block to use for trafﬁc for the next time slot, at what data rate, and in
what waveform.
From this point forward, the nodes will have sufﬁcient connectivity to track changes in
spectral activity and to stay synchronized for which frequencies to use next.

26.6.4 CR Authentication Applications
A CR can learn the identity of its user(s). Authentication applications can prevent
unauthorized people from using the CR or the network functions available to the CR. This
enhanced security may be exploited by the military for classiﬁed communications or by
commercial vendors for fraud prevention.
Because many radios are usually used for voice communications, a microphone often exists in
the system. The captured signal is encoded with a vocoder (voice coder) and transmitted. The
source radio can authenticate the user (from a copy of the data) and add the known identity
to the data stream. At the destination end, decoded voice can be analyzed for the purposes of
authentication, and the result may be correlated with the sent identity.
Other sensors may be added to a CR for the purposes of user authentication. A ﬁngerprint
scanner in a push-to-talk (PTT) button is not intrusive. Automatic ﬁngerprint correlation
software techniques are available and scalable in terms of reliability versus processing load
required. Additionally, cell phones have been equipped with digital cameras. This ﬁngerprint
sensor coupled with facial recognition software may be used to authenticate a user. Again, the
reliability is scalable with processor demands.
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Figure 26.12: Authentication context diagram. A CR application that
learns the identity of its user(s) and has an Access List Security Protocol
can minimize fraud and maximize secure communications.

Figure 26.12 shows a context diagram for a CR’s authentication application. The detailed
learning associated with adding a user to an access list through a “third-party” introduction is
not shown. The certiﬁcate authority could be the third party, or another authorized user could
add a new user with some set of authority. The CR will learn and adapt to the new set of users
and to the changing biometric measures of a user. For example, if a user gets a cold, his voice
may change, but the correlation between the “new voice” and the ﬁngerprint scanner is still
strong, and the CR may choose to temporarily update the voice print template.

26.7 Timeline for CRs
CR development will be a spiral effort. The when, where, who, and how of this development
are discussed here:
When: Currently, several CR initiatives are under way. Progress is evident every day, and
more and more sophisticated demonstrations are imminent. Some of these demonstrations
will include better policy conformance characteristics.
Where: The FCC and NTIA are currently discussing a test band for CR. They are
suggesting a 10 MHz experimental chunk of spectrum to allow developers to experiment.
This promising development must be exploited. As policy is written for this band, it can
be deployed and policy violations may be assessed.
Who: Vendors, regulators, service providers, and users are highly interested in CR
systems. A great deal of discussion on exactly what that means has already taken place
and continues. Academic researchers using COTS SDR demonstrations and governmentsponsored demonstrations using custom-developed SDRs will reduce CR to practice, for
at least the ﬁrst systems. Where the technology will progress is difﬁcult to predict. As an
example, the following organizations are working with CR: General Dynamics; Shared
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Spectrum; Raytheon; Lockheed Martin; Bolt, Beranek, & Newman; Rockwell Collins;
Harris; Virginia Tech; and Northeastern University (and the list has doubled during the
preparation of this book).
How: The easiest experiments utilize COTS SDR hardware and execute cognitive
applications as demonstrations. Custom-developed hardware is more expensive, but is
better tailored to show the beneﬁts of CR. Spectrum awareness using a spectrum sensor
has the best information to exploit unoccupied spectrum. This custom capability also has
computational resources sized to execute a policy constraint engine.

26.7.1 Decisions, Directions, and Standards
Numerous organizations and standards bodies are working in the area of CR. The SDR Forum,
the Institute of Electrical and Electronics Engineers (IEEE), the Federal Communications
Commission (FCC), the National Telecommunications and Information Administration
(NTIA), and the International Telecommunication Union (ITU) all have interests in this area.

26.7.2 Manufacture of New Products
Many products have new sensors and actuators in them. Cellular telephone handsets are a
high-volume, highly competitive product area, from which innovation is driven by these
characteristics. In fact, a large fraction of new cell phones have an integrated digital camera.
These are manually operated today, but CR applications may take advantage of this sensor for
more “cognitive” operation modes.
Chemical sensors have been integrated to some cell phone models. The purpose of the
chemical sensors is to report on important “problems” such as “bad breath” and “blood
alcohol level.” This is a manually operated device, but future applications may be more
autonomous.
Among the new applications in cellular telephones is a Bluetooth-like waveform to introduce
single people. “Flirting radios” may subsequently need to have AI technology added to ﬁlter
out the “undesirable” introductions.
Much to the dismay of teenagers and employees everywhere, phone tracking applications are
now available. Although these capabilities are used “manually” now, learning algorithms can
be applied to the interface to create a new “ﬁltered” report stream. There is serious interest
in tracking other sets of people, such as ﬁrst responders, delivery people, service people, or
doctors.

26.8 Summary and Conclusions
Radio evolution has taken the path toward more digital realizations and more software
capabilities. The original introduction of software made possible software capable radios that
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communicate and process signals digitally. In the pursuit of ﬂexibility, software programmable
radios, and the even more ﬂexible SDR, have become the standard in the military arena and
are starting to gain favor in the commercial world, as explained in Section 26.2. We are now
seeing the emergence of aware radios, adaptive radios, and ﬁnally CRs, and we have traced
the continuum among these various degrees of capability, as well as providing a few examples
of each. Sections 26.3 and 26.4 explored the properties and capabilities of each of these
classes of radios.
Section 26.5 outlined the enabling technologies for CRs. Numerous technologies have
matured to the point where CR applications are possible and even attractive. The ability
to geolocate a system, sense the spectrum, know the time and date, sense biometric
characteristics of people, access new software capabilities, and determine new regulatory
environments are all working together to enable CR.
Geolocation through the use of GPS or other methods is now available. This enabling
technology allows a radio to make spatially variant decisions, which may be applied to the
selection of policy or networking functions.
Sensing of the local RF environment is available. This information may be used to mitigate
a deeply fading channel or may be used to access locally unoccupied spectrum. Noninterference is particularly important, and protocols for sensing, deciding, and accessing
spectrum are being designed, developed, and demonstrated today.
Increased robustness in biometric sensor technology provides a whole new dimension to
CR applications. The most likely initial use of this technology is in user authentication
applications, such as the purchasing of services and products.
Knowledge of time has been available in many forms, but integration into a broader
range of full-function capabilities will enable all new applications. Stable time knowledge
enables a CR to plan and execute with more precision. Using this capability for noninfrastructure-based geolocation, dynamic spectrum access, or AI planning is envisioned for
near-term CR functions.
A smart agent model of CRs is attractive. An agent is an entity that perceives and acts on
behalf of another. This is where CRs are going. Smart agent models of the world enable
a radio to provide services for its user. Improved performance or new capabilities may be
provided. As the CR’s smart agent model of the world becomes more sophisticated and
realistic, situational awareness will increase. As the models improve, the ability of the CR to
act effectively over a broader range of user services will improve.
Maybe the most important software technology is a policy engine that enables a CR to
know how to behave where it is right now, given the priorities of current circumstances.
AI applications at a very high level, networking services in the middle levels, and signal
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processing primitives at a very low level are all available for a CR developer to utilize in
creating new capabilities. Finally, middleware technology enables greater software reuse,
which makes CR development economical.
Modern regulatory philosophy is starting to allow CR to deploy new services and capabilities.
As the trend continues, there are economic motivations for deploying CR systems.
Section 26.6 covered research in CR technologies, and presented three signiﬁcant classes
of CR applications. Geolocation-enabled applications and authentication applications were
discussed in some detail. The most promising CR application is dynamic spectrum access.
Suggestions for using OFDM waveforms along with dynamic bit loading are included in this
chapter. Solutions to the rendezvous problem are suggested, and the hidden node problem is
described.
Section 26.7 covered the time line in which these technologies will roll out and be integrated
into radio equipment and products. Many of the technologies required to provide some of
the useful and economically important CR functions already exist, so some of these features
should begin to appear within the time line of the next development cycle.
The bottom line is that the enabling technology for CR applications is available. There is
interest in integrating the technologies to build cognitive applications. Finally, the emergence
of CRs and their cognitive applications is imminent.
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CHAPTE R 27

Spectrum Awareness
Preston Marshall

Spectrum is the “lifeblood” of RF communications.

27.1 Introduction
The wireless designer’s adaptation of the classic New England weather observation could be
“Everyone complains about spectrum availability (or at least the lack of it), but no one does
anything about it! ” Cognitive radio, however, offers the opportunity to do something about
it. Spectrum aware radios offer the opportunity to fundamentally change how we manage
interference, and thus transit the allocation and utilization of spectrum from a command and
control structure—dominated by decade-long planning cycles, assumptions of exclusive
use, conservative worst-case analysis, and litigious regulatory proceedings—to one that
is embedded within the radios, each of which individually and collectively, implicitly or
explicitly, cooperates to optimize the ability of the spectrum to meet the needs of all the using
devices. As this chapter looks at this opportunity, it investigates solutions that range from
local brokers that “deal out” spectrum, to totally autonomous systems that operate completely
independently of any other structures. In its ultimate incarnation, it is possible to actually use
spectrum awareness and adaptation to relax the hardware physical (PHY) layer performance
requirements by avoiding particularly stressing spectrum situations. As such, a cognitive
radio could ultimately be of lower cost than a less intelligent, and more performance stressed,
conventional one.
Note: Approved for public release, distribution unlimited.

27.2 The Interference Avoidance Problem
Before discussing a cognitive spectrum process, let us consider the classical spectrum
management and assignment case. Once radios moved beyond spark gap techniques (the
original impulsive ultrawideband (UWB) radio), use of the spectrum has been deconﬂicted to
avoid interference. Spectrum and frequency managers assign discrete frequencies to individual
radios or networks and attempt to ensure that the emissions from one do not adversely impact
others. A not insigniﬁcant legal (and seemingly smaller technical) community has grown
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up around this simple principle. Such planners are inherently disadvantaged by a number of
factors. For one, they have to assume that

•
•

Interfering signals will propagate to the maximum possible range.
Desired signals will be received without unacceptable link margin degradation.

In practice, this means that interference analysis is often driven by two unlikely conditions:
maximal propagation of interfering signals and minimal propagation of the desired signal.
Simplistically, if propagation was a simple R2 condition (from a tower to a close-by remote), and
the receiver needed 12 dB signal-to-noise, then we could consider that the interference would
extend for a distance of 4 times the maximum range of the link, at which point the received
signal power would be equal to the noise power.1 Thus, the interference would be an area 16
times the usable coverage area, as shown in case 1 in Figure 27.1. Operation close to the ground
would have an R3.8 propagation, and that ratio would be reduced to about four, as shown in
case 2, which is slightly less stressing. However, when we consider that one of the receivers or
transmitters may be at an advantaged position and one at a disadvantaged position (and thus has
losses approaching R3.8), and when we must include a multipath fading allowance on the desired
link, the relative gap opens up immensely. This is shown in case 3. If we assume a worst-case
fade margin (a possibility of 20 dB loss to the disadvantaged intended receiver operating in
an R3.8 regime, while having other unintended receivers operating at R2 in the same region), it
increases the area of interference to more than 150 times the area of reliable communications.
Figure 27.1 illustrates the impact of ever-increasing conservative assumptions regarding signal
propagation, and imputed spectral usage for conservative spectrum planning situations.
Intended
Communications
Range
Case 1 Advantaged
Victim
Case 2 Equally
Disadvantaged
Victim
Case 3
Disadvantaged
Victim, with Fade
Margin Allowance

Figure 27.1: Practical interference margins. Several cases of conservative assumptions about
propagation to intended and unintended receivers are illustrated.
1

For an explanation of propagation energy loss, refer to the appendix at the end of this chapter.
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When we add mobility to this analysis, the situation gets even more restrictive. In this case,
the conventional frequency manager must deconﬂict the entire range of motion of the emitters
and receivers. All this greatly consumes effective spectrum, increasing the already low
(only several percent average utilization) values of the pessimistic and static case, to add the
considerations of pessimistic assumptions about possible mobility.
It is important to recognize that this pessimism is not inherent in the operation of the radio
links; statistically, it is important because it represents a set of cases wherein many radio
systems would have no ability to operate, because without adaptation, even if the radio
recognizes that an interference condition exists, it cannot implement and coordinate a strategy
for migrating to a clear channel. In this chapter, we consider spectrum strategies that use
awareness to locate spectrum holes, often the result of the essential conservative nature of the
planning process. However, an equally important rationale for the inclusion of awareness in
real systems is the ability to locally resolve interference by using the same behaviors to locate
new, and unblocked, spectrum. This feature of interference adaptive radios offers all users of
the spectrum the ability to migrate from the currently conservative assumptions that underlie
spectrum planning.

27.3 Cognitive Radio Role
We postulate that cognitive radio offers the ability to manage this situation more effectively
by utilizing the ability to sense the actual propagation conditions that occur, and to adjust the
radio dynamically to best ﬁt these conditions. To do this, we distinguish between two radio
operating objectives. In the ﬁrst, the radio attempts to minimize its own spectral “footprint, ”
consistent with the environment and needs of the networks it supports. In the second, it adapts
itself to ﬁt within whatever spectrum is available, based on local spectral analysis. When
we put these two together, we can conceive of a radio that can ﬁnd holes, and then morph
its emissions to ﬁt within one or more of these holes. Such radios could offer radio services
without any explicit assignment of spectrum, and still be capable of providing high-conﬁdence
services.

27.4 Spectral Footprint Minimization
There are two sides to the cognitive radio problem. The ﬁrst is ﬁtting into the spectral footprint
of other radios. The second, and more subtle, is to minimize the radio’s own footprint, as
discussed here.
For years, modulation designers have deﬁned spectrum efﬁciency as the number of bits
per hertz (Hz) of bandwidth, and have often used this metric as a scalar measure of the
best modulation. The assumption has been that the design that utilized the least spectrum
was intrinsically less consumptive of shared spectrum resources. This proposition is worth
examining. The Shannon bound argues that essentially inﬁnite bits per Hz can be achieved,
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but it can be accomplished only by increasing the energy per bit (Eb) exponentially, and thus
the radiated spectral energy increases at the third power of the spectral information density.2
We broaden our view of spectrum impact to include not only the amount of spectrum used, but
also the area over which it propagates.3
One problem involves how to deﬁne spectral efﬁciency metrics. Classically, digital radio
engineers have attempted to minimize the spectrum used by signals through maximization of
bits per Hz. This is a simple and readily measured metric, but is it right to apply this to a new
generation of radios? The Shannon bound shows a basic relationship between energy and the
maximum possible bits per Hz, as shown in Figure 27.2.
25

Eb/No (dB)
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12

Bits per HZ

Figure 27.2: Shannon Eb for various 25 spectral efficiency values.

An immediate observation is that although the bits per Hz increase linearly, the energy
required per bit goes up exponentially, as energy increases an average of 2 dB per bit per Hz
over the entire range of spectrum efﬁciencies. We can see that the proportionate cost in energy
of going from 1 bit to 2 bits per Hz is essentially the same as that required to go from 6 to 7.
Essentially arbitrary bits per Hz are possible if the channel is sufﬁciently stable and power is
available. But this is tough on battery-powered devices!
It is equally tough on the other users of the spectrum, in the form of suppressing adjacent
channel interference, as well as large dynamic range in the analog functions of the receiver.
In order to increase the bits per Hz, the radio must now transmit both slightly more bits, and
vastly more Eb, in order to meet the Eb/No requirements of the receiver, where No is noise
power.
Using Shannon’s limit, we can compute the increase in spectral energy required to increase
spectrum efﬁciency from 1/2 to 8 bits per Hz. If simple spectrum were the measure, such a
2
3

The Shannon bound (or limit) is the best that can be done at this time.
It is worth noting that volume would be a more generalized measure, but most spectrum usage is on the surface
of Earth, so we will limit our consideration to two, rather than three, dimensions.
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radio strategy would be effective. However, for most frequencies, spectrum is a valuable asset
over a given area. Therefore, bits per unit area is an appropriate measure for how effectively
we use spectrum. Extending this bound to consider propagation is important if we want to
understand how this denies spectrum usage to the radios. Ignoring multipath and absorption,
propagation between terrestrial antennas can be simply modeled as Rα, with α varying
from 2 to 4, depending on antenna height and frequency. Applying Shannon’s limit to this
simplistic propagation yields the graph in Figure 27.3. In this case, we compute the change in
effective interference region for each point in the Shannon curve, and for cardinal values of
the propagation constant. Clearly, simplistic spectrum strategies that look only at bits per Hz
are not effective, and in fact are quite counterproductive for all the spectrum users as a whole.
The better the propagation, the more ineffective increasing energy is as a strategy for spectrum
efﬁciency.

Bits per Unit Area
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Figure 27.3: Impact of bits per Hz on spectrum footprint.

For most propagation conditions, it is clear that increasing the spectral efﬁciency of one
radio will disproportionately reduce the ability of the spectrum to support other users. The
value of α generally increases with frequency (for propagation in very high frequencies
(VHF) and above), which implies that more sophisticated strategies are needed. Increasing
modulation constellation depth is a poor solution for the radio because it greatly increases the
energy it needs, as well as a poor solution for the other radios sharing the spectrum because it
essentially raises the noise ﬂoor throughout a greatly increased region, or precludes operation
at rapidly increasing radii from the transmitter.
This can lead us to a measure that recognizes this trade-off. In this case, bits per Hz per
area reﬂects that the critical issue in spectrum optimization is not spectrum use; rather, it is
spectrum reuse, and we want to measure and optimize not only how the radios themselves
perform, but how the radios allow other radios to share the spectrum in a close to globally
optimal manner.
The preceding discussion assumes that the power is perfectly matched to the channel; in
practice, such an alignment is impossible to achieve or maintain over any degree of
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time-varying channel, so the real result will fall below these values. In the extreme case of no
power management, the results are insensitive to many of these considerations.

27.5 Creating Spectrum Awareness
One of the key considerations for whether a radio is cognitive is its ability to create awareness
of its environment. Certainly, the key environment of a radio, or network, is the spectrum in
which it operates.

27.5.1 Spectrum Usage Reporting
The simplest implementation of a cognitive spectrum architecture could be based on principles
already established for the upper layers. Each radio would coordinate the use of spectrum via
spectrum usage (spectral power density, directionality, location) reporting and distribution.
Reporting to local neighbors or to a local spectrum management infrastructure would have
to be provided not only by the transmitters, but by the receivers as well. Receiver reporting
would enable the sharing scheme to be more aggressive because the system would have to
protect only locations in which a possible interference could occur. Without receiver reporting,
the interference analysis would have to assume receivers throughout the entire radiated pattern.
A collection of all such reports (and their associated locations) would, in theory, provide each
member of the network with an exact understanding of the interference it would face and
the interference it would cause if it radiated any speciﬁc emission. Such architectures could
resemble the command and control model of spectrum, if the coordination was provided to a
single authority, or “band manager,” that would control the dynamic assignment of spectrum.
Alternatively, the control could be more peer to peer, with individual radios computing
the effect on other radios as well as on themselves. This approach differs from the current
mechanisms not so much by its intrinsic character, but by its automation, time cycle, and
“localness.” It meets the deﬁnition of cognitive in that it makes decisions based on a level of
awareness provided by other users of the spectrum. In this model, individual radios are blind.
Such a scheme has the advantages cited earlier if (and only if) the structure can meet the
following conditions:

•
•
•

Fellow radios are assumed to be trustworthy.
The general characteristics of the propagation environment are well understood, or the
bounds on the best possible performance are well understood.
Reporting requirements are imposed on 100% of the emitters (and, optimally, the
receivers).

The process is certainly appropriate for application in bands in which the usage is
homogeneous and controlled by a single entity (or possibly a set of cooperating entities), and
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in which the antennas in at least one end of the link are generally advantaged, in order to have
the bounding equations somewhat correspond to likely propagation.

27.5.2 Spectrum Sensing
There are two current technologies for spectrum sensing: (1) Conventionally, spectrum
analyzers have been rapidly tuned through a band, with the scan frequency adjusted to provide
adequate “dwell” on each frequency bin, but scanning through all of the channels rapidly
enough to be “real time” in terms of the signals of interest. (2) More recently, analog-to-digital
conversion (ADC) has made the use of the fast Fourier transform (FFT) practical. This sensing
technology has the advantage that it provides instantaneous analysis of all the frequencies
within the FFT window. Both technologies have advantages, depending on the application,
cost, energy available, and type of resident signal. Table 27.1 illustrates some of the qualitative
advantages of each.
Table 27.1: Comparison of Spectrum Sensing Approaches
Technology

Spectrum analyzer

Wideband FFT

Complexity

Lower complexity if it can share receiver
components

Adds requirement for wideband ADC
and extensive DSP

Short signal
detection

Low dwell time on each frequency can
fail to see short, pulsed signals. Typical
dwell is only microseconds to
milliseconds, and below 1%

Higher probability of detecting short
signals, based on duty cycle of the
sensing, which could reach 50%

Bandwidth

Can scan large ranges of signal

Limitations in ADC constrain
instantaneous bandwidth

Speed

Slower, based on dwell time on each
channel. May be difficult to interleave
“listen through” without penalty to
the node performance

With appropriate filters, sample
sub-Nyquist to minimize time delay
and interleaving time. These short
intervals can be compatible with
MAC layer timing

Power

Mostly classical analog components,
potentially shared with the mission
receiver

Digital processing adds to the
inherent analog energy usage

MAC: medium access control; DSP: digital signal processing.

27.5.3 Potential Interference Analysis
We can consider interference in two categories. The ﬁrst category is direct interference
with ongoing communications of the primary user, resulting in degraded communication
functionality. The second category is interference to the channel when it is not in use, causing
the primary user to think there is something wrong with the channel or with the equipment.
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The ﬁrst category involves direct interference with the quality of the signal at one or more
layers of the receiver, as shown in Table 27.2. In conventional spectrum practice, interference
has generally been very quantitatively deﬁned as the ratio of signal energy to the signal plus
interference. Although this deﬁnition is scientiﬁc, the regulatory community has extensive
ﬁlings from spectrum users demonstrating either extensive additional energy, or minimal
energy, often in the same situation. Unprotected receivers have a cascading effect. Very small
errors in the lower layers can have disproportionate impacts on the upper layers. For example,
a few short bursts of noise may not impact a voice channel, but if it introduced a 103
error rate in a digital packet communications link, it would essentially deny functionality.
Similarly, a packet loss rate of 101 might have minimal impact on the network layer, but
could, if timed badly, essentially shut down a transport layer, such as Transmission Control
Protocol (TCP). In contrast, if cognitive radios are the norm, these same layers can assist by
reducing the unavoidable temporary interference that may occur at lower layers. Table 27.2
shows examples of how the various layers can magnify interference events or can mitigate
the effects. The eventual adoption of interference-tolerant systems creates an environment in
which less conservative practices can be applied, because in the rare cases when interference
is caused, the victim radio can address this locally without losing its effectiveness.
Table 27.2: Interference Effects on Digital Processing Layers
Layer

Impact

Mitigation

PHY

Creation of higher uncorrected BER

Allow higher layers to resolve a short
interval of interference. Adjust coding
dynamically

MAC

Complete and uncorrectable blockage
of a packet

MAC layer acknowledgment
retransmits. Blocked RTS are
automatically retried

NET WORK

Complete and uncorrectable blockage
of a packet

Protocol operates effectively with
missing data. For example, VoIP can
suffer some loss as long as it is not
correlated

TRANSPORT

Network fails to route packet

Transport layer recognizes missing
sequence and requests retransmission

BER: bit error rate; VoIP: Voice over Internet Protocol.

A second potential source of impact is more subtle. This is the effect of the use of given
spectrum on other (and assumed more primary) users. In this case, we contemplate impacts
that are short of speciﬁc denial of communications, and that may not be measurable at the
product of the communications system. For example, if a push-to-talk (PTT) frequency is
not in use by any transmitter, and we “borrow” it and thereby cause all of the voice receivers
to emit a horrible shrieking sound as the squelch is broken, we have caused interference to
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another communications network. This problem is unique in that it requires us to consider that
the absence of any signal constitutes communication in and of itself, and that any use of the
frequency is therefore interfering with the communications. This implicit interference is one
that cannot be dealt with in the same way as direct interference.
One way to accommodate the non-quantitative nature of interference is to consider the
evolution of bands shared by cognitive radios. In the initial deployment of such systems,
existing legacy users will be the dominant users of the bands. These radios were not designed
to mitigate the very unnatural effects of cognitive radio sharing, so cognitive radios may
require care and extensive measures to ensure minimal impact. (An exception may be military
radios, which are designed to have extensive interference tolerance to avoid electronic attack,
such as jamming.) As cognitive radios become the majority, a principle such as “5 mile an
hour bumpers” could be adopted. In this principle, radios would have some assumed ability
to mitigate the effects of interference by using adaptation at all layers so that they could be
tolerant of the less than perfect environment that extensive use of cognitive radios may create.
This posits the following cascading set of questions:

•

If (using 802.11 as an example) I interfere with a single request-to-send (RTS)
message, but you get the next one through, have I interfered with you?

•

If I added Gaussian noise, but it was within your power management capability, have I
interfered with you?

•

If I added some Gaussian noise to your channel, but it was well within your margin
and was within the range of your error correction, have I impacted you?

Spectrum owners who paid billions for spectrum would certainly say yes to all of these
questions because it impacted the capability that they could achieve with their investment, but
a community of band sharers may consider it just a cost of being in a shared band. Measuring
spectrum is fundamentally a technical process, but assessing the spectrum is a much more
complex perceptual, legal, and relativistic process.
One of the best educations that can be achieved in the analysis of interference is provided by
reading the voluminous ﬁlings before national regulatory agencies. Well-qualiﬁed and (we
should assume) honest engineers can take the same set of facts, apply well-known engineering
principles, and reach diametrically different conclusions on the simple question of whether a
certain emission will cause interference to another!

27.5.4 Link Rendezvous
When an adaptive radio is ﬁrst turned on, it faces a unique burden: how to ﬁnd the other radios
with which it is intended to communicate. Conventional radios generally have some prior
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knowledge of frequency, or the frequency is provided by the operator. In the case of
a cognitive radio, no one knows what the best frequency is until the environment is sampled.

27.5.5 Distributed Sensing and Operation
Distributed operations occur when the spectrum awareness problem leaves the domain of
signal processing and enters the realm of cognitive processes. There are inherent limitations
in the ability of any radio to fully understand its environment. One of the fundamental
issues with the idea of radios creating spectral awareness is that individual radios, typically
close to the ground, are subject to a wide range of propagation effects, all of which appear
to be conspiring to maximally disrupt the radio’s ability to create an understanding of the
spectral environment. The transition from direct to diffracted communications is a major
effect driving uncertainty. Direct propagation follows something like the PHY layers R2 rule,
whereas diffracted (non-direct) propagation attenuates at the rate of approximately the fourth
power of distance. The inability of the radio to know which of these propagation conditions
is present affects its ability to sense, determine interference, and assess the consequences of
its own communications. The propagation of signals involves ﬁve parties, including a victim
transmitter, victim receiver(s) (of unknown location or even existence), a cognitive transmitter,
a cognitive receiver, and a spectrum sensor (often assumed to be, but not necessarily, located
at the Defense Advanced Research Projects Agency (DARPA) NeXt Generation (XG)
transmitter location). A matrix of possible propagation conditions between these nodes can be
developed, with the possible values of the matrix characterizing the nature of the propagation
between each (R2, R4, R4 plus 20 dB multipath fade, etc.).
At the onset, the cognitive radio has no awareness of how to ﬁll in this matrix, and so must
assume worst-case conditions on each link, which might be

•

R2 propagation from the cognitive transmitter to the victim receiver

•

R4 plus 20 dB multipath fade from the victim transmitter to the spectrum sensor

•

R4 plus 20 dB multipath fade from the cognitive transmitter to the cognitive receiver

Removal of uncertainty can greatly reduce the power that the cognitive transmitter can emit
with certainty of non-interference to the victim receiver. In this case, the assumption of
multipath cannot be eliminated, but multiple sensors measuring the same emission can greatly
reduce the potential range of the assumptions that the interference analysis must address. For
that reason, collective sensing, particularly in a mixed direct and diffracted multipath region,
may be essential in allowing cognitive radios to emit appropriate energy levels. This implies
that additional algorithms will be needed to fuse this sensor data and establish acceptable
conﬁdence bounds for the inter-radio propagation assumptions.
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27.6 Channel Awareness and Multiple Signals in Space
The implicit assumption of most spectrum-sharing approaches is that a given frequency can
be used by only one spectrally efﬁcient signal (narrow bandwidth) at a time. The concept
of multiple input, multiple output (MIMO) signaling, ﬁrst described as BLAST, has been
subsequently generalized and is beginning the process of commercial exploitation. In MIMO,
multiple signal paths create separable orthogonalized channels between multiple transmit and
multiple receive antennas. Although this process at ﬁrst appears to violate Shannon’s bound,
in fact it is only sidestepping Shannon because in theory, each of the reﬂected paths is an
independent channel. Essentially, this technique turns multipath into multiple channels [6].
Receivers nearly always beneﬁt from knowledge of the channel. Active equalization, RAKE
ﬁlters, and other techniques exploit this awareness to improve performance at the link layer
of the radio. These techniques are invisible to the upper layers. MIMO provides an important
distinction from the traditional modem design. In the case of MIMO, we use the channel
awareness much more architecturally, in that we design the links, and potentially the topology
of the network, to be dependent on this multipath, rather than just tolerant of it. A very large
body of published literature describes MIMO more fully [1–6], and therefore this discussion is
not elaborated here.
Certainly MIMO can be implemented without cognitive features; however, these
implementations are incapable of providing an assured level of performance because the
repairability of the channel cannot be known in advance. No amount of processing can create
10 independent channels in environments that have no reﬂective component. However, when
we combine MIMO with other spectrally adaptive techniques, it is now possible to create
assured services by balancing the techniques of spectrally adaptive and spatially adaptive
techniques.
Consider the reasoning at the radio and network levels. The radio operates best (least energy
investment per bit) in a clear channel, without the complexity and induced noise of MIMO
techniques. A “greedy” radio would never choose to be a MIMO radio. It is only when the
needs of individual radios are balanced with the spectrum usage of other devices that the radio
beneﬁts from MIMO. Even from a radio perspective there are advantages to MIMO when the
spectrum available to the radio is capped. As an example, MIMO is attractive in unlicensed
bands, such as used by 802.11, because growth in capability must be achieved within a ﬁxed
spectral footprint.
Spectrum awareness therefore has two components. If adaptive spectrum techniques are
permitted, then the spectrum awareness function provides an assessment of the relative
scarcity of spectrum resources. This relative availability measure provides an implicit or
explicit metric regarding the cost that the radio should be willing to pay to achieve the
spectrum usage reductions from MIMO. The other aspect of spectrum awareness is the
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measure of path differentiation available from the apertures of the radio. This measure is more
speciﬁc to the MIMO algorithm, but in general can yield a metric reﬂecting the costs and
beneﬁts of various degrees of MIMO usage.
Cognitive technology is critical if the radio is to apply techniques more complex than simply
utilizing all of its resources to the maximum extent in MIMO processing. In theory, MIMO
provides a linear growth in throughput as the number of antennas are increased. In practice,
the channels between the elements may be less than ideally separated. Figure 27.4 illustrates
the assessment of throughput versus channel usage for a spectrum- and power-constrained
radio. The upper curve represents the theoretical bound of “perfect MIMO,” and the lower
curve represents a situational assessment that a radio might make, given its ability to learn
the degree of separation. Note that the marginal beneﬁt of channels decreases while the
resource expenditure increases linearly. A cognitive radio should use its awareness of channel
characteristics and spectrum availability to assess that it has a number of options beyond
“brute force” to employ its resources.

7

5

Perfect

Situational

3

1

3

5

7

Figure 27.4: MIMO capacity versus transmit/receive resources.

Taking the data from Figure 27.4, we can create a number of different strategies that
a cognitive radio could consider. Each strategy trades some resources (e.g., spectrum,
throughput, etc.), but all yield more effective use of resources. Table 27.3 shows some
obvious choices between MIMO and spectrum usage. An even more complex, and potentially
beneﬁcial, extension of this approach would be to consider varying the Eb in order to also
adapt the channel rate. Even this simple example shows that an adaptive mix of MIMO and
spectrum usage is vastly superior to each approach applied separately.
The same data can be plotted to demonstrate the ﬂexibility available to a radio that can adapt
its performance across these two exemplar dimensions, as shown in Figure 27.5.
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Table 27.3: Alternative Approaches for Mixed Spectral and MIMO Adaptation

Pure 8  8 MIMO

Channels
used

Resources

Throughput

Throughput/
resource

Throughput/
channel

1

8

5.04

0.63

5.04

6  6 MIMO

1

6

4.49

0.75

4.49

2 sets of 3  3 MIMO

2

6

5.68

0.95

2.84

2 sets of 4  4 MIMO

2

8

7.18

0.90

3.59

4 sets of 2  2 MIMO

4

8

7.80

0.98

1.95

8 independent channels

8

8

8.00

1.00

1.00

6.00
Spectral Efficiency
(Throughput per Unit Spectrum)

8  8 MIMO
6  6 MIMO

5.00

2 Sets of 4  4 MIMO

4.00

2 Sets of 3  3 MIMO

3.00
4 Sets of 2  2 MIMO

Cognitive Adaptation

2.00
1.00
8 Independent

0.60

0.65

0.70

0.75

0.80

0.85

0.90

0.95

1.00

1.05

Relative Efficiency
(Throughput to Resources Used)

Figure 27.5: Adaptive trades from MIMO and spectrum usage.

27.7 Spectrally Aware Networking
The prior discussion treats the PHY layer as a given that must be constructed in essentially
a ﬁxed fashion. Certainly, this is the current practice, as we direct the link layer to form
certain topologies with explicit, and generally ﬁxed, capacity between each of the modes. In
the ignorance of spectrum conditions, this is as good an approach as any. However, when we
introduce the capability to assess the costs of each link (e.g., ampliﬁer mode, Eb, etc.), we ﬁnd
that these simplistic notions of the radio’s role fail to fully exploit the options that we can now
create.
These opportunities are somewhat hidden if we approach networking from the perspective
of the technologies that have dominated wired networking because in a wired structure the
capabilities of each link are intrinsic in the topology. Only in wireless networks can the
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network dynamically redeﬁne the capability of each link based on the needs of the network
and the availability of resources.
It is anticipated that early development of adaptive radios will generally result in “greedy
algorithms” that obtain sufﬁcient spectrum for their own needs and are not cooperative with
other spectrum users. It is likely that policy makers would force some spectrum churn in
order that the spectrum not be ﬁlled with ﬁrst-in devices that leave no room for new entrants.
However, as adaptive devices grow in use, the opportunity for cooperation is increased, and
the ability of the devices to cooperatively determine networking strategies that are more
globally optimized is presented to the community.
As an example, imagine that we desire to set up a fully adaptive, spectrally aware cognitive
network around the Washington, D.C., area. Nodes are distributed on the ground in density
proportional to the population of the region. If we form the network based on closest neighbor,
it would probably tend to route trafﬁc in and out of the densest areas: into and out of the heart
of the city. Although topologically convenient, this network may be unsupportable because
it concentrates both nodes and routed trafﬁc in the same region. A spectrally aware network
might force a quite different organization. This network formation would not route trafﬁc
toward the city; it would route out of the city, around the beltway (perimeter or ring road for
Washington) and back in. This would reduce the peak spectrum needs in the city and make
use of the lower density in the outer regions for high bandwidth “backbone” communications.
This architecture is dependent on the development of spectrum sensing, automated
organization of individual links, and then the imposition of a global set of objectives for the
network that can be implemented by the distributed nodes.
An unanswered question for research is how similar in technology the network adaptation
is to the link-level adaptation. Because of the policy implications of spectrum, the link
technology has often been driven by the need to comply with policy, thus favoring declarative
technologies, such as reasoning engines. Network optimization has been a subject of a greater
range of technology. The literature reports a very wide range of techniques, from genetic
algorithms, to learning engines, to declarative solvers as candidate technologies [7–9].

27.8 Overlay and Underlay Techniques
The preceding discussion assumes that communication is organized into discrete channels
that are orthogonal by frequency or time; that is, only a single signal can occupy a given piece
of spectrum at one time. In fact, a number of techniques allow us to violate this assumption.
In the simplest case, the use of one of the forms of direct sequence spread spectrum (DSSS)
offers the ability to transmit multiple signals on the same frequency. Although a number of
signals can share the same spectrum, the coding added to each signal results in, at best, a zerosum beneﬁt. There are signiﬁcant reasons to use this approach, but they lie in the enhanced
access control, not intrinsic spectrum usage sharing. Furthermore, the coordination required to
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meet the stressing requirements of signal power management (to avoid near/far interference)
clearly puts many of these technologies in the medium access control (MAC) layer as much
as in the link layer. This chapter will not further address this technology, although the topic is
well developed in the literature [10–14].
Of more interest to cognitive radio are the techniques that offer the ability to have signals
coexist in space, time, and frequency, without the introduction of coding, access resolution
or mediation, or other mandated control protocols. The U.S. Federal Communications
Commission (FCC) Spectrum Policy Task Force (SPTF) report [15] describes a general
approach, referred to generally as interference temperature.4
The concept of interference temperature created an assurance to band users that total noise
introduced into the band would not exceed a certain spectral noise temperature, measured
as an equivalent radiation temperature. Devices would have to measure the existing noise
temperature and then determine if they could add more noise (heat in the temperature
metaphor) without exceeding the maximum temperature for the band. This is an important
and fundamental change in the concept of spectrum coexistence in that it has the devices
determine their own effect on the other users of the band and act accordingly, rather than
perform operations to a set limit that was predetermined to have no impact on other users.
Although the algorithms are not necessarily complex, it certainly crosses the cognitive
threshold because not only is the radio aware of its environment, it’s behavior is guided by a
set of constraints on how its operation is permitted to impact the environment. Such a regime
would inherently resolve the issue of aggregation of devices that is so much a concern over
spectrum sharing.
UWB is the logical extension of direct sequence beyond the point where the spectral energy
density is considered to be a factor in the operation of other UWB or narrower band receivers.
Currently, two general approaches to this technology are being developed, one using an
impulsive signal that is wideband by the nature of the step function modulation, and one using
very wide spreading codes. For narrowband receivers (seeing only a fraction of the signal
energy and for durations signiﬁcantly longer than the pulse width), both appear as Gaussian
noise.
Shannon’s limit promises great beneﬁts from using such wideband signaling, and in the
absence of other users, such approaches offer the potential to remove any need for spectrum
management at all. The inherent constraints of UWB limit its use to very local signaling, or
specialized applications. As such, it appears to be an extension of networking, and thus exists
on the edge of the cognitive networks that are the focus of this chapter.

4

Noise temperature is directly related to spectral noise density by the equivalent black body radiation.
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27.9 Adaptive Spectrum Implications for Cognitive Radio Hardware
Another aspect of cognitive radio operation will be the minimization of channel interference
due to spurious artifacts inside the radio itself. If all components of the radio are operating in
a linear region, then interference avoidance will be accomplished by the inherent operation
of the radio’s interference avoidance algorithms because channels that contain interference
generally are not used, thus avoiding interference to other users. Although little work has been
done on mitigation of nonlinear effects, it is a critical aspect of performance for wideband,
handheld, energy-constrained devices that must operate in the presence of high-power
neighbors. In this case, the cognitive process can also be utilized to select frequencies that
have the least intermodulation or internal spur artifacts. Such an approach offers the ability to
maintain connectivity performance even with reduced analog performance, as long as suitable
preselector technology is available. This application of cognitive radio has had relatively
little research, and will not be explicitly addressed further here. A note of interest is that
techniques that were developed to avoid interference to other devices may also have the effect
of providing self-management of internally generated interference as well.
Most of the implications of supporting cognitive radio technology within a radio have focused
on the additional capability required in the radio, and thus the strong implication that a
cognitive radio is inherently more expensive, and thus limited in application, compared to
less capable devices. All other performance held constant, this implication is certainly true. It
is worth investigating the performance drivers for wireless hardware. If we consider a radio,
we can partition it into the analog and digital components. Digital logic is subject to Moore’s
Law, and increasing capability, lower cost, and lower energy are generally available, just by
waiting. For the analog portion, the technology is much more mature, and it is unlikely that
technology by itself will resolve shortfalls with currently available components. Starting with
the radio frequency (RF) front-end, several driving performance characteristics generally drive
energy consumption and cost. A very cursory summary is presented in Table 27.4.
Although minimal research is currently being performed to validate this assumption, many
of these limitations should be amenable to spectrum awareness and cognitive reasoning. If
successful, this approach could reverse the assumption that a cognitive radio is inherently
more expensive than a less “intelligent” one. If it can be shown that these adaptation
technologies and techniques are effective, then it is possible that a cognitive radio could enable
relaxation of analog performance requirements, and thus make a cognitive radio actually less
costly than a less adaptive one.

27.10 Summary: The Cognitive Radio Toolkit
What sets a cognitive radio apart from a conventional radio may be that, in the end, it
fundamentally changes the way we design radios. Ideally, in fact, we would not design a
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Table 27.4: A Summary of Critical Analog Performance Characteristics
Metric

Meaning

Impact

Constraints

LNA Intercept
Points (IIP2, IIP3)

Measures the linearity of
the receiver’s amplifier.

Poor front-end will cause
the receiver to overload,
generating mixing
products.

Increasing IP has severe
penalty in energy use, thermal
load, and cost.

SFDR

The maximum dynamic
range with no
self-generated signals.

Spurs appear as (generally)
tonal signals that can
look like occupied signals,
and can add noise to
received signals.

Reduction in SFDR requires
significant investments in
receiver organization,
packaging, and components.

Noise figure

Measure of
self-generated noise in
the receiver.

Limits sensitivity to detect
other spectrum users.

Lower sensitivity leads to
reduction in the power that
can be transmitted for a
given confidence of
non-interference.

LNA: low-noise amplifier; SFDR: spur-free dynamic range; IP: Internet Protocol.

cognitive radio at all. We would load it with the range of tools discussed in this and other
chapters, and let it design and redesign itself continuously as both the environment and
needs changed. Today, digital communications engineers attempt to system engineer radio
operating points in order to draw the best compromise among competing demands. Because
most networks operate within a relatively static range of characteristics, such operating points
are compromises that are (hopefully) reasonable across the range of operating conditions,
but it would be unreasonable to believe that these points would be optimal in any but a rare
number of situations.
It is highly likely that future networking will continue to move to the adoption of more and
more cognitive technologies. However, if this adaptation is driven by the needs of ﬁxed
networks, it is unlikely to address the unique aspects of wireless communications. In the wired
world, each network link is independent and an abstraction. In the wireless world, they are
an interconnected ecosystem, where each action by one has some impact on the others. The
issues of spectrum deconﬂiction, nonlinear receiver responses, sensing, and the other topics
covered in this chapter have no analogs in the wired world and thus will go unaddressed
unless the wireless community becomes more involved in extending its practice into the more
general networking problem space.
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Appendix: Propagation Energy Loss
Radio waves propagating in free space lose energy over the distance that the signal travels.
This loss of energy is called propagation loss. It is usually measured in decibels (dB) of
loss on a logarithmic scale, in which 3 dB means half as much power is received as was
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transmitted, 6 dB means one-fourth as much power, 10 dB means one-tenth the power, 20 dB
means one-hundredth the power, 30 dB means one-thousandth as much power, and so forth.
Propagation loss may commonly range up to 100 dB (one ten-billionth the power received as
transmitted) for practical communication ranges.
dB  10 Log10 (power)
Free space power loss can be easily understood with the example of a light bulb. Consider
the light falling on the inner surface of a sphere surrounding the light bulb at a distance 1 m
from the light bulb. With that radius, the surface area of the sphere is A  4π R2  12.566 m2.
So the percentage of the light falling on 1 m2 is (1/12.566)  7.96 percent of the energy
transmitted. At twice the distance (or radius), the surface area of the sphere is four times
larger, so the amount of energy falling on 1 m2 is one-fourth as large; in the case of radio wave
propagation, that would be called a 6 dB loss. The antenna of a radio receives the transmitted
radio energy much as the light on an area on the inner surface of a sphere. Therefore, in free
space the power received falls another 6 dB at each doubling of transmitted distance. Because
propagation loss in this condition is proportional to the propagation range squared, this is
usually referred to as R2 conditions.
Radio waves propagating across the surface of Earth, however, lose energy more rapidly than
in free space. This occurs in part because the signals bounce off Earth’s surface and back up
to the receive antenna, but have traveled a different distance. At certain distances where the
reﬂected signal has traveled exactly a half wavelength farther than the signal arriving without
a reﬂection, the signals add together but at opposite phase and cancel each other, resulting
in a very high propagation loss. In addition, trees and buildings absorb and reﬂect the signal
propagating along the surface of Earth as well. As a result, propagation losses along the
surface of Earth increase not as the square of distance, but as the third or even fourth power
of distance, resulting in a 9 dB or even a 12 dB increase of propagation loss per doubling of
range. This is commonly called R3 and R4 conditions, respectively. To account for the average
propagation loss in suburban conditions, the industry often chooses to average the loss per
doubling of range, and refers to this as R3.8 propagation conditions.

w w w.new nespress.com

This page intentionally left blank

CHAPTE R 28

Direct-Sequence and FrequencyHopping Spread Spectrum
Earl McCune

Spread-spectrum technology, long of interest to military communications, has enjoyed a surge
of commercial interest since the U.S. Federal Communications Commission (FCC) allowed
its type-approved and unlicensed use under Part-15 regulations in the late 1980s [1]. This
FCC allocation is a shared, and lower-tier, occupant in the industrial, scientiﬁc, and medical
(ISM) bands around 915, 2442, and 5750 MHz. An important aspect of this allocation is
the word shared. There are other users, and therefore other signals, present in these ISM
bands. Commercially successful spread-spectrum products must tolerate the presence of
these interfering signals. The FCC intentionally set up this situation to foster the commercial
development of spread-spectrum technology. The enticement is the allowed use of much
higher output power for spread-spectrum systems, compared to other unlicensed modulations
in these bands [2].
By deﬁnition, a spread-spectrum system uses a process other than the information signal
to expand, or spread, the bandwidth of the signal [3, 4, 5]. This is more speciﬁc than the
deﬁnition where the signal bandwidth is much greater than the information bandwidth, which
would allow signals such as wide deviation FM. There are four fundamental techniques used
for spectrum spreading:
1. Direct sequence: Data is spread; radio carrier is ﬁxed.
2. Frequency hopping: Data is directly modulated; radio carrier is spread by hopping
among many channels.
3. Time hopping: Signal transmission is randomized in time.
4. Frequency chirp: Data is directly modulated; radio carrier is spread by chirping [3].
Of these, direct sequence and frequency hopping are by far the most common. Their
commonalities, and their differences, are introduced in this chapter.
One interpretation of either spread-spectrum method is that the spreading process “breaks” the
data signal into little pieces using some kind of code. A despreading process, using the same
code, “knows” where these pieces are and collects them back together. In this reassembly
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process, any other signal (such as interference) will not match the reassembly process and so
is effectively broken up into pieces of its own. Direct-sequence spread spectrum (DSSS) and
frequency-hopping spread spectrum (FHSS) have different physical mechanisms for rejecting
narrowband interference. Because of these physical differences, they perform differently in the
presence of the same levels of narrowband interference. This is an important consideration for
successful operation in the unlicensed ISM bands and is particularly key for military systems.
This chapter contains two major sections: The ﬁrst introduces direct-sequence spread spectrum,
and the second introduces frequency hopping. Each of these sections covers the topics of
spreading and despreading, processing gain, jamming margin, interference rejection, spreading
code generation, synchronization, near-far interference, out-of-band signal susceptibility,
receiver input signal-to-noise ratio, and despreader placement, and ﬁnishes with measurements
from example systems to illustrate the earlier points. System principles are emphasized, so
issues relating to circuitry and implementation technology are left to other texts.

28.1 Direct-Sequence Spread Spectrum
28.1.1 Spreading and Despreading
Direct-sequence spectrum spreading combines the information signal with an independent
spreading signal where the spreading signal has a much wider bandwidth than the information
signal. The spreading code directly spreads the information, ahead and independent of the RF
modulator. This net modulation signal effectively has the wide bandwidth of the spreading
signal. This wideband modulation is then applied to a ﬁxed-frequency carrier signal for
transmission. The principle of direct-sequence spread-spectrum generation, and despreading in
the receiver, is shown in Figure 28.1.

Receiver Despreader
(Interference Spreader)

Transmit Spreader
RF
Modulator

Data

Spreading
Code
Generator

Fixed
Carrier

Transmitter

DSSS
+
Interference

IF
Demodulator

Data

Narrow BW
Fixed RX
Local Oscillator
Spreading
Code
Generator

Receiver

Figure 28.1: Principle of direct-sequence spread spectrum.

Note in Figure 28.1 that in the receiver despreader, the narrowband interfering signal is
spread while the desired DSSS signal is despread. This is the key to the rejection of this
interference—to a limit. This limit is discussed further in the following sections.
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One key to the interference rejection of DSSS is the cyclic cancellation or reinstatement of the
spreading code under consecutive digital multiplications, often implemented by the exclusiveOR gate. As shown in Figure 28.3, this means that a second sequential spreading operation
with the same code actually cancels the spreading on a desired input DSSS signal, leaving the
data unaffected. The spreading process itself is independent of the data, so by canceling the
spreading, the data are left intact.
Figure 28.2 demonstrates this process. In a real DSSS system, only the ﬁrst two stages are
actually used. The ﬁrst stage is in the transmitter, and the second is in the receiver.

DSSS

Data

DSSS

TX

Data

RX
DSSS

Data

Data

Spreading
Code
Generator

Data

Spreading
Code
Generator

Figure 28.2: Cyclic cancellation of direct-sequence spreading codes.

Receiver input noise, which is very wideband, is not affected by the despreader. Thus, there
is no help with DSSS processing alone in improving ultimate sensitivity of a DSSS system
compared to a well-designed narrowband link.

28.1.2 Processing Gain
By deﬁnition, process gain refers to the difference in signal-to-noise ratios between the output
and input of a signal processing block [3]. This is essentially identical to the ratio of the
spread bandwidth of the transmitted signal to the information (data) rate. For a DSSS system,
this is often estimated using the rule of thumb
Process Gain  G P 

Spreading Chip Rate
Data Rate

(28.1a)

This ratio is easy to measure, which contributes signiﬁcantly to its popularity. It must be
remembered that this is a simpliﬁcation, as the name “rule of thumb” signiﬁes. Further,
Equation (28.1a) holds only when the spreading code-generation process is completely
independent of the data. Data-dependent spreading (such as that used in IEEE 802.11b
systems) breaks this independence. A slight variant of Equation (28.1a) now applies, namely
Spread Signal Bandwidth
Process Gain  G P 

Spread Signal Bandwidth
Data Rate

(28.1b)
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Note that for a linear system and data-independent spreading, Equations (28.1a) and (28.1b)
are identical. Data-dependent spreading is often designed to maintain a ﬁxed-spread signal
bandwidth while increasing the data rate (throughput). This necessarily reduces the process
gain, simultaneously also reducing the all-important jamming margin. Technically, such
a system design can no longer be called DSSS.

28.1.3 Jamming Margin
Though process gain is the most commonly cited speciﬁcation for a DSSS system, process
gain alone does not specify the ability of the DSSS system to reject interference. This capability
is more accurately described by the jamming margin: how much interference is tolerable before
the bit error rate (or other measure of link operation quality) degrades unacceptably [2, 3, 4].
Tolerable interference signal powers are always referenced to the received DSSS signal level.
At a minimum, the jamming margin is the difference between the process gain and the input
signal-to-noise ratio (SNR) that the demodulator requires to perform to the speciﬁed metric
Jamming Margin  Process Gain  minimum detector input SNR  GP  iSNRd

(28.2)

The inequality is due to the possibility of implementation losses in the DSSS system design.
The direct-sequence despreading process is linear, meaning that any increases in interference
power correspond to equivalent increases in the despread signal’s noise ﬂoor applied to
the input of the detector. At some point the despread noise could be sufﬁciently high that
the detector begins to make unacceptable errors. As long as the ﬁltered spread interferer
behaves like noise, which actually is a fair to good approximation for high process gains,
then conventional Gaussian-noise bit-error-rate (BER) theory can be applied to estimate the
DSSS detector performance. By deﬁnition, as long as the interferer-power–to–signal-power
ratio (ISR) is below the jamming margin, then the direct-sequence signal processing yields
an acceptable BER, effectively rejecting the interferer. At higher interference powers (higher
ISR) the despread noise ﬂoor due to the interferer causes the detectors’ error rate to increase.
Figure 28.3 relates the detector input SNR and output BER to the ISR at the input of the
DSSS receiver. For these calculations the receiver block diagram of Figure 28.1 (front-end
despreading) is assumed. Link throughput is seen to degrade rapidly as the interference level
rises. With sufﬁciently high interference, Figure 28.3 shows that the BER increases to the
point that the throughput of the DSSS link goes essentially to zero.

28.1.4 Interference Rejection
Interference to the intended communication is determined to occur only when the following
three criteria are met simultaneously:
1. An interfering signal exists within the demodulation bandwidth.
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Figure 28.3: Process gain and jamming margin for a DSSS system using a
length-63 spreading code and BPSK modulation.

2. This interfering signal exists at the same time that demodulation is attempted.
3. The interference is strong enough to corrupt the demodulation process.
An interfering signal would appear in the channel between the transmitter and the receiver.
In the receiver, the multiplier with the spreading code is the second spreading code that the
DSSS signal encounters, which cancels the transmitter spreading. This is, however, the ﬁrst
spreading process that the interference encounters. The interference behaves as if it is at the
transmitter: It is spread, becoming itself a direct-sequence spread-spectrum signal. That is, the
interference simultaneously becomes spread as the data signal is despread.
Filtering the now-narrowband data signal with a narrowband ﬁlter rejects much of the power
in the now-wideband spread-interference signal. Only a portion of the interfering signal
power remains in the bandwidth of the data signal, and this portion appears as a noise ﬂoor
in the passband. As long as there remains sufficient signal-to-noise ratio in the receiver to
successfully demodulate the despread data signal, the DSSS system rejects the narrowband
interferer. This continues as long as the preceding qualiﬁer is met: sufﬁcient despread signalto-noise ratio at the detector. The data are recovered following the demodulator.

28.1.5 Spreading Code Generation
It is essential that the spreading sequence be independent of the data in order to achieve
the interference rejection (jamming margin) levels predicted for DSSS systems. One very
common way to generate an independent spreading sequence is to use an N-stage linear
feedback shift register (LFSR), as shown in Figure 28.4. With the appropriate choice of
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PRN Sequence

Chip Clock

6-Stage Shift Register

Figure 28.4: A linear feedback shift register, set up to generate
the maximal length sequence [6, 1].

feedback taps [3], the output sequence is of “maximal length,” meaning that the output
sequence is periodic with period 2N – 1. Such sequences are sometimes referred to as
pseudorandom numbers (PRN). Each state of the spreading sequence is called a chip.
Maximal length sequences have several properties that make them attractive for application
as DSSS spreading codes. First, the spectrum of the sequence is ﬂat and near zero frequency,
approximating white noise. Second, the sequence is “hardware efﬁcient,” meaning that the
sequence is nearly as long as possible from the number of binary stages used (note that the
all-zeros state is a “lock-up” condition and therefore not allowed). Third, the spectrum shows
nulls at integer multiples of the chip clock frequency, which makes it easy to determine the
chip rate from spectral measurements. And fourth, the autocorrelation properties (described in
the following section) are nearly ideal. Normalized spectral properties of these maximal length
pseudorandom sequences are shown in Figure 28.5.

28.1.6 Synchronization
As just discussed, it is essential to have alignment between the transmitted spreading code and
the receiver’s despreading code. Only then will the processing gain be realized. Why this is so
is shown in Figure 28.6, which presents autocorrelation characteristics (correlation between
the spreading sequence and time shifts of itself) for the example PRN sequence [6, 1].
In Figure 28.6a we see that when the time offset (misalignment) between the receiver
despreading sequence and the received transmitted spreading code is zero, the correlation
between them is unity and the full processing gain is, ideally, realized. However, at any other
time offset the correlation is 1/63 and no gain is realized. This is ﬁne when synchronization
is achieved. While acquiring synchronization, the correlation output of 1/63 for all
alignment errors provides the synchronizer with neither any information as to how much
time error exists, nor which direction the receiver despreading code should be shifted to most
rapidly acquire synchronization.
This situation improves slightly by allowing the receiver to perform time shifts that are a fraction
of a chip-time. As Figure 28.6b shows for 1/4-chip time shifts, some additional information is
now available near the ideal alignment as to how much time error exists, and (using differential
measurements) which direction the receiver despreading code should be shifted to most rapidly
ﬁnalize acquisition. At larger time errors, there is still no additional help available.
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Figure 28.5: Spectral properties of maximal length (PRN) sequences.

28.1.7 Near-Far Interference
This simple method of generating a DSSS signal exhibits a problem called near-far
interference (NFI). NFI is deﬁned as interference experienced by a receiver from a nearby
transmitter—usually operating on a different carrier frequency—while this receiver is
attempting to demodulate an on-frequency signal from a distant transmitter. An example of
this is shown in Figure 28.7.
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Spreading Code Correlation
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Figure 28.6: Autocorrelations of the [6, 1] PRN sequence: (a) chip-rate
time steps, and (b) 4x chip-rate time steps.

Restricting the bandwidth of a DSSS signal often has the undesirable effect of increasing the
extent of signal envelope ﬂuctuations. These envelope ﬂuctuations are usually characterized
by the peak-envelope-power–to–average-signal-power ratio (PAR). The undesirability
comes from the generally higher cost of hardware that is capable of handling high PAR
signals with low distortion.

28.1.8 Out-of-Band Signal Susceptibility
Large signals that are out of band may also present problems to the DSSS receiver. For
example, the 902–928 MHz ISM band has large signals located just above it, at around
940 MHz. It is important to check the behavior of the DSSS systems in the presence of such
large, out-of-band signals. Sample measurements are shown in Figure 28.8. Figure 28.8a is
the channel test setup, showing a DSSS signal at 915 MHz and a large interferer at 935 MHz,
which has an amplitude 40 dB greater than the DSSS signal.
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Figure 28.7: An example of near-far interference: (a) both transmitters are “far” away,
and (b) the off-frequency transmitter has moved nearby, and its sidelobes have
completely overrun the desired on-channel signal.

In the receiver front-end despreader, the out-of-band interference is still subject to spreading
by the receiver’s copy of the spreading code. This spreading code sequence waveform is
usually not band limited, which results in similarly wideband spread interference. Figure
28.8b shows the spectrum after despreading this input signal arrangement with such simple
hardware. Notice that the DSSS signal (midscreen) has despread successfully, but that there
is also energy from the spread out-of-band interferer present in the signal passband. The
narrowband receiver ﬁlters will still reject the interference power, but even with 20 MHz of
frequency offset there is much interference power to reject from this despreader. It may be
desirable to include a band “rooﬁng” ﬁlter at the input to the DSSS receiver to suppress any
large out-of-band signals.

28.1.9 RF SNR
It is often reported that the input SNR of a DSSS radio can be negative, and that this is one
advantage of a DSSS system. This comes about because of the bandwidth differences between
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Figure 28.8: Direct-sequence out-of-band interferer performance measurements: (a) interferer at
20 MHz and 40 dB from the DSSS signal, and (b) x15 DSSS after receiver despreading.

spread and unspread data. Any communication system requires a positive signal-to-noise
ratio into the detector (iSNRd). For a DSSS system this is properly determined at the narrow
unspread bandwidth. The same signal power at the RF input to the receiver is spread, reducing
the iSNRd by the ratio of the spread to unspread bandwidths. Thus, the DSSS signal SNR at
the receiver input (SNRRF) is reduced by the process gain
SNRRF  iSNRd  GP
If GP iSNRd, which is common, then SNRRF is negative. For example, if the operating
iSNRd  6 dB, using the [6, 1] PRN discussed earlier as a per-bit spreading sequence, the
process gain is 10 log(63)  36 dB. The corresponding SNRRF is then 6  36  30 dB.
We shall see that, using identical deﬁnitions, this characteristic is shared by frequencyhopping spread spectrum.
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28.1.10 Despreader Placement
Taking advantage of a property of linear systems where the order of signal processing blocks
can be rearranged, the despreader can be placed after the demodulator. Despreading after
demodulation, shown in Figure 28.9, is commonly used in DSSS radios. The main advantage
here is that this allows the despreader to be implemented in digital CMOS. However, the
linearity of the entire radio must be excellent if the designed interference rejection is to be
maintained, since the wide bandwidth of the IF must pass the entire DSSS signal and all
interferers without distortion. Any compression of the radio circuitry ahead of the despreader
will generate cross-modulation and intermodulation spurious products that the despreader
cannot remove.
Receiver
Despreader
IF
Demodulator

DSSS

Data

Wide BW

Fixed RX
Local Oscillator

Spreading
Code
Generator

Figure 28.9: Post-demodulation despreading.

The demodulator in Figure 28.9 is subjected to noise at the spread bandwidth of the input
DSSS signal. The demodulator in Figure 28.1, on the other hand, is subjected to input noise at
the bandwidth of the despread signal. For equal DSSS input signal powers, the demodulator
input SNR of Figure 28.9 is lower than that of Figure 28.1 by the process gain of the DSSS
signal—just like the SNRRF calculation of the preceding section. The output error rate of
the demodulator from Figure 28.9 will be correspondingly higher if this demodulator is
intended to make decisions on the transmitted chips. Nothing will be lost (theoretically) if the
demodulator of Figure 28.9 is just a translator to a 0 Hz carrier (coherent product detector) and
linearity is uncompromised.

28.1.11 Range Resolution/Multipath (RAKE)
One unavoidable property of wide-area radio channels is that multiple paths are present for
the transmitted signal to traverse to the receiver. The receiver therefore must contend with
multiple copies of the transmitted signal. This usually results in troublesome distortions at
the receiver. DSSS signals can use properties of the despreader correlators to actually take
advantage of this “multipath” propagation.
Because these multiple paths usually have differing lengths, equivalent parts of the received
signals arrive at different times. This is equivalent to having multiple transmitters using
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spreading codes (and data streams) that are each slightly time-shifted. A receiver can then use
multiple despread correlators to synchronize with and despread (in principle) the received
signal from each path with matching time alignments. The individual copies can then be time
corrected and combined for improved performance. This is the principle behind the RAKE
receiver, where each despreading correlator is called a finger. Use of this technique using postdemodulation despreading is shown in Figure 28.10.
Receiver Despreaders
(RAKE “fingers”)
IF
Demodulator

DSSS
Wide BW
Fixed RX
Local Oscillator

Spreading
Code
Time
Generator Shift 1
RAKE
Combiner

Data

Spreading
Code
Time
Generator
Shift 2

Spreading
Code
Generator Time
Shift n

Figure 28.10: Multiple post-demodulation receiver despreaders, each
operating with an independent time-shift control.

28.1.12 DSSS System Examples
Two hardware conﬁgurations are used for this direct-sequence spread-spectrum example. Both
conﬁgurations use BPSK for modulation. The ﬁrst conﬁguration uses a 15-chips-per-data-bit
spreading code (LFSR length N  4), with a maximum processing gain of 10 log(15)  11.8 dB.
For an input bit rate of 50 kbps, this results in a chip rate of 50  15  750 kHz, for a spectral
mainlobe bandwidth of 15  50000  2  1.5 MHz. The second conﬁguration changes only
the spreading code length. Instead of using 15 chips per input bit, this conﬁguration uses 127
(LFSR length N  7). The maximum process gain is now 10 log(127)  21 dB. Leaving the
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input data rate unchanged, the chip rate increases to 50  127  6350 kHz for a bandwidth of
the main spectral lobe of 12.7 MHz. Figure 28.11 shows an overlay of these two DSSS signals,
where both signals have the same total output power.

Figure 28.11: Direct-sequence spreading examples for x15 and x127.

As you can see in Figure 28.11, neither occupied bandwidth of these DSSS signals is absolute.
Most of the signal energy is in the main lobe of the spectrum, but there is energy also in
the many sidelobes. Measurements of the total DSSS bandwidth at 20 dBc, 40 dBc,
and 60 dBc all give very different values. This feature of DSSS signals is deﬁned as softbounded spreading. This characteristic is central to the near-far interference and out-of-band
rejection already discussed.
Operation of the DS interference rejection mechanism is illustrated in Figure 28.12. Figure
28.12a shows the channel, with the x15 DSSS signal at 915 MHz and an equal-power
interfering CW tone at 915.5 MHz. As was noted in the earlier discussion, after the receiver’s
despreading operation the DSSS signal should return to its original unspread form. At the
same time, the interference should become spread. This is indeed what happens, as shown
in Figure 28.12b. The original DSSS signal is now a single spike at the 70 MHz receiver
intermediate frequency (IF). Centered 500 kHz above the desired signal, at the converted
frequency of the interference, is the spread interferer.
To actually achieve rejection of the interference, the desired signal is now passed through a
narrow bandpass ﬁlter centered on the receiver IF.
Since most of the interference energy is now outside the ﬁlter, designed to pass only the
despread signal, this energy is blocked from continuing through to the receiver’s demodulator.
As long as there is a signiﬁcant amount of spreading, then there will be an equally
signiﬁcant amount of interference power rejection into the demodulator. This is clearly
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Figure 28.12: Direct-sequence interference transformations: (a) x15 DSSS signal with
CW interferer at 915.5 MHz; (b) despread IF signal showing compressed
DSSS signal and spread interference.

shown in Figure 28.13, where signals for both spreading conﬁgurations after despreading in
the receiver are presented. For the measurements of Figure 28.13 the equal power
interference was moved to be right on the desired signal’s carrier frequency. This is the
condition used in the mathematical models predicting process gain and jamming margin,
which is a worst-case condition.
Figure 28.13a shows the behavior of the x15 DSSS system. There are approximately 12 dB
from the top of the despread signal to the peak of the spread interferer. It is no accident that
this distance essentially matches the process gain for this conﬁguration. Figure 28.13b shows
the same measurement except that now the wider spread factor of x127 is used. The distance
to the peak of the spread interference is now 20 dB. Wider spreading improves the rejection of
near-frequency interference, as expected.
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Figure 28.13: Direct-sequence process gain effects at the receiver, with equal power
CW interferers on the carrier frequency: (a) x15 DSSS; (b) x127 DSSS.

28.2 Frequency Hopping
28.2.1 Spreading and Despreading
Frequency hopping (FH) takes a different approach to signal spreading. Rather than spreading
the modulation about a ﬁxed carrier like DS, the information directly modulates a carrier of
stepwise varying frequency. The principle of frequency-hopping spread-spectrum generation
is shown in Figure 28.14. In frequency hopping the spreading signal is used to change the
frequency of the carrier provided by the carrier generator. The data directly modulate this
hopping carrier. In essence, the frequency-hopping approach can be viewed as a collection of
possible conventional narrowband signals, transmitted one at a time.
If the operation of direct sequence is viewed as interference suppression, then frequency
hopping can be viewed as interference avoidance [3, 4]. The frequency-hopping receiver
“follows” the transmitter as it jumps around the band, which affects the despread operation
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Figure 28.14: Principle of frequency-hopping spread spectrum.

on the spread signal. Simultaneously, this affects an equal spread on the spectrum of the
interfering signal. This principle is identical to that of direct-sequence spread spectrum. For
identical data rates, the narrow bandwidth ﬁlter is identical to the one in the DSSS receiver.
Unlike DSSS, frequency-hopped channels can, in principle, be overlapped, adjacent, or
spaced. For nonoverlapping channels the total spread of the FH signal is at least the channel
bandwidth times the number of hops. This sets the avoidance range of the FH system, in that
the FH signal has that much room to move away from a narrowband interferer within that
range. The FH process of spreading the signal spectrum can be referred to as hard-bounded,
since the spreading process does not inherently induce large sidebands.

28.2.2 Fast or Slow Hopping
There is a classiﬁcation used for frequency-hopping systems that has no equivalent in direct
sequence. A fast-hopping system is deﬁned as a frequency hopper that takes multiple carrier
frequency hops for each information symbol. A slow-hopping system is deﬁned as one that
transmits multiple symbols on each hop. One could then deﬁne a special case, called critical
hopping, where one symbol is transmitted on each hop.

28.2.3 Processing Gain
The deﬁnition of process gain is no different for frequency hopping than it is for direct
sequence: the ratio of the spread bandwidth of the transmitted signal to the information (data)
rate [3]. This is determined differently for an FHSS system than it is for the DSSS system
already discussed. For FHSS, process gain is often estimated using this rule of thumb:
Sum of Channel Bandwidths
Data Rate
≈ Number of hopping channels

Process Gain  G P 

(28.4)

This is extremely easy to measure. As before, it must be remembered that Equation (28.3) is
a simpliﬁcation, as the name “rule-of-thumb” signiﬁes. Independence of the spreading process
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from the data is also assumed. If data-directed spreading is used in an FH system, then the
corresponding discussion for DS data-directed spreading applies here as well.

28.2.4 Jamming Margin
Jamming margin is not clearly deﬁned for FH systems. As discussed, for DSSS the jamming
margin is the difference between the process gain and the required SNR into the detector. With
a single interferer of sufﬁcient power, the SNR into the detector can be degraded sufﬁciently
to effectively stop communication. The author has experienced this phenomenon in many
instances.
For a frequency-hopping system, interference with demodulation occurs only when the interferer
is within the current channel. The modulation chosen, along with the demodulation method used,
will set the interference-to-signal ratio (ISR) that the radio can tolerate. Unfortunately, detailed
information on ISR performance is not well documented in the reference literature for general
modulations. My experience with continuous-phase binary-frequency shift-keyed (CP-BFSK)
modulation that is demodulated using a limiting ampliﬁer followed by a digital discriminator
shows that the tolerable ISR (in a static channel) is 2 dB. Thus, if the interference is 2 dB below
the desired signal power or higher, the interference “wins” and the desired communication on
that channel ceases. Limiter capture is a signiﬁcant contributor to this unusually low ISR.
Interference in one channel has no effect on the others as long as the narrow ﬁlter has
sufﬁcient selectivity. Communication on the remaining N – 1 channels continues unabated.
The throughput falls to (N – J)/N, where J is the number of jammed channels out of the N
available. Note particularly that FHSS system throughput goes to zero only when J  N,
when an interfering signal is present on all available channels to the frequency hopper. This
is very different from the DSSS case, where a single interferer with sufﬁcient power can stop
communication.

28.2.5 Interference Rejection
If one hop encounters a narrowband interferer within the narrowband ﬁlter, then the
communication on that channel can be jammed if all three interference conditions described
earlier are met. On the next hop the narrowband interferer will be moved away from, or
“avoided.” This allows the receiver’s selectivity ﬁlter to reject the narrowband interferer. The
ultimate amount of interference rejection is therefore set by the performance of the receiver
selectivity ﬁlter.

28.2.6 Spreading Code Generation
The same PRN generator discussed for DSSS can be used for the FHSS system. For
application in FH, the LFSR output is not a single waveform but the sequential states of
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Figure 28.15: Frequency-hopping synthesizer (a), and the hopping
pattern for the [6, 1] PRN generator (b).

the LFSR. This makes 2N – 1 hopping channels available to the FH system. The LFSR state is
added to a base frequency number, which yields the frequency tuning number for the hopping
synthesizer. The block diagram in Figure 28.15a describes this process. Using the [6, 1] PRN
from the DSSS section, one map of frequency channel used versus hop instance is shown in
Figure 28.15b.
Many other options exist for the frequency-hopping code generator. Two examples are
Quadratic Congruence Codes (QCC) [6] and Cubic Congruence Codes (CCC) [7].

28.2.7 Synchronization
As in direct sequence, the synchronization task in a frequency hopper is to phase-align
the receiver code generator to the one in the transmitter (with an appropriate time shift for
propagation time). For a frequency-hopping system, this time-aligns the receiver synthesizer
to the incoming signal.
Using the same example as in Figure 28.15, we get the correlation characteristic shown in
Figure 28.16. As in the DS example, with proper time alignment correlation is perfect. If the
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Figure 28.16: Correlation of the [6, 1] PRN hopping sequence with time offsets of itself.

time alignment is not correct, no information is available to the receiver to aid it in achieving
alignment. As a result, one commonly used synchronization strategy is to have the receiver
wait on one frequency until the transmitter uses that channel and then start the receiver’s
hopping sequence. Since each frequency is used only once in this example, time alignment is
quickly achieved.

28.2.8 Near-Far Interference
NFI is also an issue with FSK-based FHSS systems. If a near transmitter has sidebands that
extend farther from the carrier than its frequency separation from the desired signal, there is a
potential for interference. Choosing continuous-phase frequency shift-keying (CP-FSK) as the
data modulation technique, even for unﬁltered data transitions the transmitted signal spectrum
is inherently narrower than for unﬁltered BPSK [8]. One example is shown in Figure 28.17.

28.2.9 Out-of-Band Signal Susceptibility
Evaluation of the FHSS system performance in the presence of a large out-of-band interferer
is presented in Figure 28.18. Figure 28.18a shows the channel conﬁguration, which uses
the same conditions as those used in the DSSS example; namely, the large out-of-band
interferer is 20 MHz above the center frequency of the spread signal, with 40 dB more signal
power. The despread signal is shown in Figure 28.18b. This photo shows only the despread
FHSS signal, with no in-band noise from the large out-of-band interferer. The wider band
measurement of Figure 28.18c shows the entire story. The spread interferer is present, but all
of its energy is offset in frequency by 20 MHz. IF ﬁlter selectivity can be used to reject this
interference. This is a direct consequence of the hard-bounded nature of the frequency-hopped
spreading process when the FH spread bandwidth is less than the frequency separation to a
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Figure 28.17: Near-far interference for unfiltered CP-FSK.
Identical signal powers are used as in Figure 28.7.

large interferer. For the FH despreader there is no inherent need to include a band “rooﬁng”
ﬁlter at the receiver input to initially suppress the out-of-band signal.

28.2.10 RF SNR
The RF input bandwidth of an FHSS receiver is at least equal to the total spread bandwidth,
which is no different from a DSSS system. We could reasonably expect, then, that the input
SNR of an FHSS radio can also be negative, similar to a DSSS system, because of the
bandwidth differences between the spread signal and unspread data. For an FHSS system, the
earlier SNR relation from the DSSS discussion still holds:
SNRRF  iSNRd  GP

(28.5)

As before, if GP iSNRd, which is common, then SNRRF is negative. For example, if the
SNRd  6 dB, using the [6, 1] PRN generator discussed earlier to drive the frequencyhopping synthesizer, there are 63 hopping channels and from Equation (28.4) the process gain
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Figure 28.18: Frequency-hopping out-of-band interference performance: (a) interferer
at 20 MHz and 40 dB from the FHSS signal; (b) FHSS after receiver despreading;
(c) wider band measurement of the FHSS following despreading.
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is 10 log(63)  36 dB. The corresponding SNRRF is then 6  36  30 dB. This is exactly the
same as for the DSSS system example.

28.2.11 Despreader Placement
It is common to use CP-FSK modulations in FH systems. These signals, having a constant
envelope, have no inherent requirement for receiver linearity. Indeed, a limiting receiver is
often used for low cost. However, with a nonlinear receiver the order of signal processing
blocks matters greatly. In all applications that I am aware of, front-end despreading like that
shown in Figure 28.14 is used.

28.2.12 FHSS System Example
One system conﬁguration is used for the frequency-hopping example. As in the directsequence evaluation, the bit rate is set to 50 kbps. Channel spacing is set at 76 kHz, which is a
convenient value for the frequency synthesizer used in the test. This sets the channel bandwidth
efﬁciency to 50/76  0.66 bits/sec/Hz. This value is compatible with binary-frequency shift
keying, the conventional modulation type for FHSS systems. Using 52 channels for the hopper,
which is just over the minimum of 50 required by the FCC for operation in the 902 MHz ISM
band under part 15.247, this provides a total spreading bandwidth of 3.9 MHz. This spread is
placed between 912 and 916 MHz, as shown in Figure 28.19.

Figure 28.19: Frequency-hopping spreading process used in the example.

Unlike the DSSS system examples of Figure 28.11, the spread bandwidth of the FHSS signal
in Figure 28.19 is well bounded. Measurements of the total FHSS bandwidth at 20 dBc,
40 dBc, and 60 dBc all give essentially the same value. This behavior is known as hardbounded spreading.
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Like direct-sequence spread spectrum, frequency hopping achieves its interference tolerance
by spreading the interfering signal over a wide frequency range at the same time that it
collects and despreads the desired signal. The physical process, however, is different. Figure
28.20 illustrates the FH process. In Figure 28.20a, the FH signal covering 912 to 916 MHz is
shown with an equal power interferer at 915 MHz. Compare this with Figure 28.8a, where the
same conditions are applied to a DSSS signal. Two major differences are noted: (1) The FH
system applies all of its output power at whatever frequency it is operating at during a hop,
unlike the DS system that uses all frequencies simultaneously; and (2) the soft-bounded nature
of the DS spread compared to the hard-bounded nature of the FH spread.
Figure 28.20b shows the signals in the FH receiver following the despread operation. The
desired FH signal is now compressed into a single tone at the 70 MHz IF, and the interference
is spread. Like the DS system, the use of a narrowband bandpass ﬁlter to select the despread
FH signal will cause the rejection of most of the interference power. Unlike the DS system,

Figure 28.20: Frequency-hopping interference transformations: (a) FHSS signal with equal
power CW interferer at 915 MHz; (b) despread IF signal showing compressed
FHSS signal and spread interference.
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Figure 28.21: Frequency hopper large in-band interferer performance: (a) 40 dB CW
interferer at 914 MHz; (b) despread IF signal showing compressed FHSS
signal and spread interference.

when the interfering signal overlays the desired signal it is not a noise signal but a jamming
signal, for that particular hop communication is likely to be impossible. This characteristic
is expanded on in Figure 28.21. The interfering power is increased by 40 dB. Figure 28.21a
shows the channel with the large interferer. In Figure 28.21b, the signals following the FH
despreader are shown. The interferer is now spread. Notice that if the narrowband bandpass
ﬁlter has sufﬁcient selectivity, this large interferer will be rejected when it is shifted outside
the ﬁlter. Communication is jammed completely when the frequencies align.

28.3 Conclusion
There are several parallels between direct-sequence and frequency-hopping spreadspectrum systems, and there are some distinct differences. The differences show that these
two approaches cannot be considered as duals of each other. Rather, each must be
examined and evaluated on its individual merits. The proper choice of direct sequence or
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frequency hopping as a spread-spectrum technique depends on the actual environment in
which the system will be deployed. In general, if there are narrowband interferers of
moderate level, then a DSSS system that will reject them may be designable. Should
there be the potential for large interfering signals, then a DSSS link may fail while FHSS
is more likely to continue operating, even though the large interference is not
completely rejected.
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CHAPTE R 29

RF Power Amplif iers
Michael LeFevre, Peter Okrah,
Leonard Pelletier, and David Runton

A power ampliﬁer is a circuit for converting an input signal and DC power into an output
signal of signiﬁcantly higher output power for transmission in a radio system. The output
power required depends on the distance between the transmitter and the receiver. In a cellular
system, the output power must overcome propagation loss to the edge of the cell.
The wireless systems of the future require transceivers that will offer customers reliable
methods for communication of voice and data while being inexpensive to buy and operate.
This means that the power ampliﬁers in these systems will have to be linear and power
efﬁcient. The ampliﬁer requirements are more critical for the base station, considering that the
ampliﬁer is the most expensive component in the transceiver.
Ampliﬁers can generally be classiﬁed into two categories, linear and nonlinear. A linear
amplifier preserves the shape of the input signal, usually at the cost of efﬁciency.
A nonlinear amplifier distorts the input signal while maximizing the power efﬁciency.
A primary consideration in designing an RF power ampliﬁer, therefore, involves trade-offs
between linearity and conversion efﬁciency. The choice of a wireless system (CDMA,
multi-carrier, etc.) and the signal modulation method (QAM, QPSK, etc.) deﬁnes the
ampliﬁer’s linearity requirements. The linearity requirements always take precedence over
efﬁciency [3].
This chapter describes the different operating classes of power ampliﬁers, and provides
schematics for the use of and applications for these classes. It concludes with the future trends
for designing and implementing linear and efﬁcient power ampliﬁers.

29.1 Power Amplifier Class of Operation
The deﬁnitions of classes of ampliﬁers apply regardless of the semiconductor technology used
for the ampliﬁer design. The performance of an ampliﬁer depends on how it is biased [4].
Although there are many classes of power ampliﬁer operation, this chapter covers the classes
of ampliﬁers that are commonly used; namely, A, B, AB, and C.
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29.1.1 Class-A Operation
Class-A ampliﬁer operation is characterized by a conduction period of the output current
(collector or drain) of 360º. That is, the operating point is chosen to have a constant voltage
and current. In effect, the ampliﬁer power is on all the time. This is referred to as linear
operation. By operating in the linear region of the transistor’s characteristics, the ampliﬁed
signal suffers minimum disto rtion. This comes at a price of inefﬁciency in the ampliﬁer.
The theoretical maximum possible efﬁciency of a class-A ampliﬁer is 50%, but due to
linearity requirements of the applications, the efﬁciency may be no more than 25%.
Figure 29.1 illustrates the operation of a class-A ampliﬁer. The ﬁgure contains characteristics
of a transistor starting from the breakdown voltage BVCER going through the linear region to
the saturation region. The bias point is in the middle of the linear region allowing the input
signal to be ampliﬁed without distortion for a class-A ampliﬁer.
Saturation
Region

Output

BVCER

Bias Point

Input

Figure 29.1: Biasing and signal of a class-A amplifier.

Figure 29.2 shows a simple schematic of a class-A ampliﬁer. The input signal goes through
the top transistor to the output. The bottom transistor is acting as a constant current source,
forcing the top ampliﬁer to always be on, thus creating a class-A ampliﬁer.

29.1.2 Class-B Operation
Class-B ampliﬁer operation is generally for applications without stringent linearity
requirements. Class-B ampliﬁer output current ﬂows for 180º of the input signal, that is, it
conducts for 50% of the input cycle, as shown on the characteristic curve for the transistor in
Figure 29.3. For class-B operation it is biased so that the transistor is on for 50% of the time.
To get a complete 360º conduction angle requires two complementary transistors to be used.
Thus, power is on for 50% of the time in the ﬁrst stage and 50% of the time for the other
stage.
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Figure 29.2: Simple schematic of a class-A amplifier.
Saturation
Region

Bias Point

BVCER

Output

Input

Figure 29.3: Biasing and signal of class-B amplifier.

Figure 29.4 shows an example of a simple schematic of this conﬁguration. When two ampliﬁers
are together in this fashion, they are called a “push-pull” ampliﬁer. The complementary pair is
fed from the same signal. As the signal goes positive, the top transistor turns on while the bottom
transistor is reversed biased and off. When the signal goes negative, the bottom transistor turns
on and the top is reversed biased and off. This pushing and pulling of the ampliﬁers creates a full
360º sine wave. Distortion arises when there is a difference in the switching of one ampliﬁer on
and the other off, which is called crossover distortion.
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+

–

Figure 29.4: Simple schematic of a class-B amplifier
“push-pull” configuration.

Figure 29.5 shows a sine wave with crossover distortion. You can see that there is a dead
zone, which is due to voltage needed to turn on the transistors. One advantage is that there is
essentially no power dissipation with zero input signal. The power efﬁciency of class-B
operation is signiﬁcantly better than class-A operation, achieving a power conversion
efﬁciency as high as 78.5%, while providing some level of linearity.
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Figure 29.5: Crossover distortion.
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29.1.3 Class-AB Operation
Class-AB ampliﬁer operation is essentially a compromise between class-A and class-B.
The distortion from class-AB is greater than that of class-A but less than that of class-B.
In exchange, an ampliﬁer operating in class-B has an efﬁciency that is less than the theoretical
maximum of class-B, but higher than that of class-A. The output signal of a class-AB
ampliﬁer is zero for part but less than half of the input sine wave. The power conversion
efﬁciency is between 50% and 78.5%, depending on the angle of conduction.
Figure 29.6 shows the operation of a class-AB ampliﬁer. You can see that the signal is
conducting more than 50%. Unlike class-A ampliﬁers, with which intermodulation improves
as the power is reduced, class-AB ampliﬁers exhibit increasing distortion at low powers due to
crossover distortion, as the ampliﬁer transitions from class-A operation to class-B operation.
Saturation
Region

Bias Point

BVCER

Output

Input

Figure 29.6: Biasing and signal of a class-AB amplifier.

Figure 29.7 shows a simple schematic of a class-AB ampliﬁer. It uses a complementary pair
as in the class-B ampliﬁer example; however, there is a biasing voltage on the input signal that
allows both transistors to conduct at the same time. This allows the transistors to turn on more
rapidly and minimizes the crossover distortion.
+

V

–

Figure 29.7: Simple schematic of a class-AB amplifier.
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29.1.4 Class-C Operation
Class-C ampliﬁer operation is characterized by choosing an operating point at which current
ﬂows for less than half of the time—in other words, the conduction angle is less than 180º.
This results in signiﬁcant distortion in the ampliﬁed signal, or essentially no linearity. This
makes it unsuitable for applications that require any level of linearity. Class-C ampliﬁers
achieve a power efﬁciency close to 90%, making it the choice for high-power applications.
Class-C ampliﬁer operation is shown in Figure 29.8. You can see that the output is only a
fraction of the sine wave. Figure 29.9 shows that a key part of the class-C ampliﬁer is the LC
circuit or tank circuit, which ﬁlters out the unwanted distortion. A class-C ampliﬁer can be
considered basically a power source, switching circuit, and tuned circuit. The transistor is
turned on and off like a switch that produces a pulse-type signal, which is rich in harmonics.
Saturation
Region

Bias Point

BVCER

Output

Input

Figure 29.8: Biasing and signal of a class-C amplifier.
+

Figure 29.9: Simple schematic of a class-C amplifier.
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To get a full sine wave out of the signal, a tuned circuit ﬁlter is needed. The tank circuit must
have a high Q to ﬁlter out all the unwanted harmonics.

29.1.5 Uses of Amplif ier Classes
At this point we understand the difference in the currents and voltages within a transistor,
given the different operation modes. This begs us to answer the question, “How do I choose
which mode to use?” This decision is determined by the linearity and efﬁciency needs of the
system using the ampliﬁer. As we have just seen, the choice of the operation class determines
the amount of distortion and the maximum theoretical efﬁciency.

29.1.6 Introduction to IMD Distortion
Intermodulation distortion (IMD) is frequency-dependent distortion that occurs due to power
ampliﬁer circuit design and device linear power capability. IMD occurs due to modulation of
the ampliﬁer input caused by multiple input signals. The nonlinearities are frequency-dependent
based on the input signals [2]. In the spectrum drawing in Figure 29.10, a 2-tone CW signal is
emulated showing third-order nonlinearities. Be aware that ﬁfth- and seventh-order distortions
also exist, but are eliminated in this picture for simplicity’s sake. In the discussions that follow,
linearity is characterized as the amount of intermodulation distortion present in an output signal.
In reality, linearity performance consists of several attributes, and a linear ampliﬁer designer
needs to understand all of the sources of distortion.

3rd

3rd

f1
f1 − (f2 − f1)

f2

frequency
f1 + (f2 − f1)

Figure 29.10: Spectrum showing third-order IMD products.

29.1.7 Class-A Performance
Class-A ampliﬁers are used when very low levels of distortion are necessary. There is, however,
a trade-off. Since the ampliﬁer is always conducting, the efﬁciency is very low. The theoretical
maximum efﬁciency of a class-A ampliﬁer is 50%, and this occurs only at the maximum output
power.
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With a class-A ampliﬁer, the input and the output power relate to each other in a linear fashion.
Additionally, the IMD products back off linearly, meaning that as you drop the output power,
the distortion products in the output signal decrease. In addition, this decrease in distortion,
represented as the third-order IMD product, falls off at a ratio of 3:1. For class-A ampliﬁers, the
concept of a third-order intercept (ITO) point is deﬁned as seen in Figure 29.11.

Output Power (dB)

Third-Order
Intercept Point

Fundamental
Product Power

Slope  3:1

IMD Product Power

Input Power (dB)

Figure 29.11: Graphical representation of the third-order
intercept point.

The third-order intercept point is determined by plotting a linear extrapolation of output power
versus input power for the fundamental frequency input signal. Next plot the third-order IMD
product versus input power. For class-A this will be a straight line. The linear extrapolation of
where this line meets the fundamental is considered to be the third-order intercept point.
By using the following equation, it is possible to estimate the linearity in the form of the IMD
of an ampliﬁer for a 2-tone input. Please note that this formula is valid only for a class-A
biased ampliﬁer.
IMD2Tone  2 (PC  ITO)
Where:
IMD2Tone is the estimated 2-tone linearity for a power ampliﬁer,
Pc is the power of one carrier in dBm,
ITO is the third order intercept in dBm.
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When designing a cascaded multiple-stage ampliﬁer, it is important to understand that the
IMD products for class-A ampliﬁers typically add as voltages [5].
IMD Cascade

IMD2
⎡ IMD1
⎤
⎢
20
 20  log ⎢10
 10 20  . . . ⎥⎥
⎢⎣
⎥⎦

(29.2)

Where:
IMD2–Cascade is the estimated 2-tone linearity for a cascaded multi-stage power
ampliﬁer,
IMD1 is the IMD of power ampliﬁer stage 1 in dBc,
IMD2 is the IMD of power ampliﬁer stage 2 in dBc.
Given all of the disadvantages of using a class-A biasing scheme for an ampliﬁer, in general
it is the linearity requirement for the ampliﬁer that will drive a designer to choose this mode of
operation.

29.1.8 Class-A Bias Circuit
In order to achieve class-A biasing for RF power transistors, a special type of biasing circuit is
usually used. By deﬁnition, class-A bias circuits allow for 360º of the drain current conduction
angle. That is to say, the DC quiescent idle current is set high enough so that a full swing railto-rail variation on the input RF signal never drives the amplifying device either into the cutoff
range of zero drain current or into the saturation or hard clipping limits of the silicon device at
very high DC current levels. Additionally, the RF input power level is controlled to stay within
the maximally linear operation range of the main amplifying device, and therefore the output
is a faithful (albeit larger) reproduction of the input signal.
Figure 29.12 shows a typical schematic diagram for a class-A bias circuit used in high-power
RF ampliﬁer circuits. The heart of the class-A bias circuit is the low-resistance, high-dissipation
power resistor, here designated as R5. In this case, R5 provides two functions. First, it allows
for a sense voltage to be built up across it such that the balance of the bias circuit can measure
the main device’s current draw and adjust the gate voltage as necessary to maintain a constant
bias. Second, this resistor provides shunt voltage feedback to the main device to help prevent
thermal runaway. As the current ﬂowing through the main device increases, the voltage drop
across this shunt resistor becomes greater and therefore the voltage available across the main
device decreases, adding some degree of voltage feedback stability to the circuit.
One of the ﬁrst design decisions to be made when creating a class-A bias circuit is how much
Vdd (drain) voltage should be dropped across the shunt resistor. A good rule of thumb is
about 10%, but this may signiﬁcantly limit the overall amount of power available from the
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Figure 29.12: Class-A biasing circuit.

main device. In this particular example, the 1 ohm dropping resistance (R5) coupled with the
1.5 amp max Idq (quiescent drain current) bias setting for a MRF282S device creates a 6%
reduction in Vds compared to the incoming Vdd. This is a little less conservative than the
proposed rule of thumb but still provides a safe compromise between stability and high RF
performance.
For all biasing schemes, Idq is considered the quiescent drain current or the bias current for
the ampliﬁer. In the circuit shown in Figure 29.12, the resistor divider network of R1, R2,
and R3 determines the initial Idq set point. The R2 variable resistor setting determines the
Idq set point of the low-current Q1 reference transistor. This Q1 device does not need to be
placed in close thermal proximity to the main amplifying device because any changes in the
gm of the main ampliﬁer due to thermal changes will be controlled through the Q2 feedback
loop. However, any changes in the gm or Idq setting of the reference transistor Q1 due to
temperature or Vdd variations will not be compensated and will have a direct effect on the
overall ability for the bias circuit to maintain a constant class-A setting.
The Q2 transistor is a high-current device conﬁgured in an emitter-follower circuit that tracks
the initial setting on the Q1 reference. It will hold a constant emitter current and will adjust
its Vce voltage drop in order to maintain this constant current since LDMOS FET (Lateral
Diffusion MosFET) devices do not draw any signiﬁcant amounts of gate current. If a bipolar
transistor were used instead, the base current would be a beta division of the collector current
and could be as high as 1 amp for the larger 10 or 20 amp devices, which are attempting to
be held in class-A. For this reason Q1 and Q2 must be sized appropriately to handle these
currents.
The example class-A bias circuit in Figure 29.12 is a true class-A adaptive circuit. It will
provide for a hard reduction in Idq bias point should the RF drive signal ever become too
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large and start to drive the main amplifying device into a class-B self-biasing mode. Should
an overdrive condition ever occur, the voltage drop across the R5 resistor would become
signiﬁcantly larger than the predetermined design limits. In turn, the Q2 emitter-follower
transistor would begin to reduce its collector current, thus turning down the overall bias
voltage available at the resistor divider circuit of R6 and R7. This reduces the gate voltage to
the main amplifying device and forces it back to the preset Idq level.

29.1.9 Class-A Limitations
One item that must be considered when using class-A designs is the limitations of the device.
Because class-A is designed for constant bias, this means that the RF power device will be
dissipating a signiﬁcant amount of power even when there is no RF output coming from the
device.
The thermal limitations of devices lead to what is known as the safe operating area. Most
datasheets for RF devices either include a safe operating area curve or contain the information
from which this curve can be derived. An example of one of these curves is shown in
Figure 29.13.
3

ID, Drain Current (Adc)

Tflange = 75°C
Tflange = 100°C
2

1
TJ = 175°C
0

0

4

8
12
16
20
VDD, Drain Supply Voltage (Vdc)

24

28

Figure 29.13: DC safe operating area.

The DC safe operating area shows where the thermal limitations of the device will be
exceeded. For class-A operation, this curve is nearly identical to the one shown for DC. For
the graph in Figure 29.13, the maximum drain current as presented on the device datasheet is
2.5 amps. This represents the horizontal line. The vertical line is the DC supply voltage for the
drain of the device. The maximum voltage is 26 volts in the case in Figure 29.13. If there were
no thermal limitations, then we would expect these curves to meet at a point on the graph.
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However, the thermal limitations of the device will be exceeded at this point, so instead there
is a “chopped” section of the curve.
The limitations in this example are given to prevent the active device die (TJ – junction
temperature) from exceeding 175ºC. This curve is represented with the formula below.
RθJC 

Pdissipated
TJ  TC

(29.3)

Where:
Pdissipated is the dissipated DC power in the device,
TJ is the junction temperature of the device in degrees C,
TC is the case, or ﬂange temperature of the device in degrees C,
RθJC is the published thermal resistance of the device in degrees C per watt.
In this case, we know that Pdissipated is the drain voltage multiplied by the drain current of
the device, and the RθJC is a constant published in the datasheet for the device. So after
rearranging the formula,
VDD  ID  RθJC (TJ  TC)

(29.4)

Where:
VDD is the DC drain voltage applied to the device,
ID is the DC drain current of the device,
TJ is the junction temperature of the device in degrees C,
TC is the case, or ﬂange temperature of the device in degrees C,
RθJC is the published thermal resistance of the device in degrees C per watt.
The right-hand side of Equation (29.4) is composed of constants, where TJ and TC are
determined by the contour desired. In Figure 29.13, TJ was set to 175ºC while TC curves exist
for both 100ºC and 75ºC. Then we can use the left-hand side to determine the contour of
points that do not exceed the thermal limitations of the device. Maintaining operations inside
this contour will guarantee that the maximum drain current, maximum drain voltage, and
maximum thermal dissipation will not be exceeded during class-A operation.

29.1.10 Class-B Performance
Class-B ampliﬁers generally will not perform well without some adjustments to overcome
the crossover distortion. To overcome the distortion, negative feedback can be used or some
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biasing in the input path of the ampliﬁer can be implemented. Biasing the input signals starts
to cloud the “class” of the ampliﬁer, which makes the class-B ampliﬁer similar to a class-AB
ampliﬁer. Because of the similarities in the two classes, the following section discusses
class-AB performance; remember that the bias of a class-B is set for a conduction angle
of 180º.

29.1.11 Class-AB Performance
Class-AB is, in general, the most frequently used nonlinear mode of operation. By sacriﬁcing
linearity in this mode, it is possible to gain a signiﬁcant improvement in power efﬁciency.
In fact, the theoretical maximum efﬁciency of a class-AB ampliﬁer is 50–78.5% at the
compression point of the ampliﬁer.
To better understand how the distortion characteristics inherent in an RF amplifying device are
created, we need to look at its transfer function. Figure 29.14 shows a typical pout-versus-pin
curve for an RF power transistor [1].

Output Power

Saturation Region

Linear Region

Square Law
Region

Input Power

Figure 29.14: Typical power transistor transfer function.

Let’s break down this transfer characteristic. At lower powers, the curve can be represented
with “squared” terms. At higher powers, in the saturation region, “cubed” terms are necessary.
By combining these low- and high-power terms with the linear region characteristic, we can
then estimate the transfer characteristic of the device as
F(x)  C1x  C2x2  C3x3

(29.5)
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Where:
F(x) is the estimated transfer function,
C1, C2, and C3 are constants,
x is the input signal.
From this point it is easy to see how distortion products are created for multiple-tone signals.
If we deﬁne a multiple-tone signal as one in which each carrier is at different frequencies and
with different amplitudes, the stimulus x can be represented as
x  A1 cos ω1t  A2 cos ω2t  A3 cos ω3t  …

Where ωn  2πfn

(29.6)

Where:
x is the input stimulus signal,
A1, A2, and A3 are amplitudes of the input signals,
f1, f2, and f3 represent the frequency of the signals.
Here, it is easy to see that if we substitute the input signal to our device, x, into the transfer
function in Equation (29.5) the result would be linear terms representing the gain of the
device. Additionally, second-order, third-order, and N-order terms indicating the nonlinearities
of the device will emerge. These terms will include differences and sums of the frequency
components f1, f2, and f3, giving rise to the creation of the IMD characteristics of the device.
Class-AB ampliﬁer linearity is dependent on the distortion characteristics of the device.
At some point, the third-order distortion products tend to follow the 3:1 slope rule; however,
in general the linearity is driven by the transfer function as described in Equation (29.6).
The graph in Figure 29.15 shows the IMD characteristics for the Motorola MRF9085,
a 900 MHz, 85 W LDMOS transistor.
Unlike a cascaded multiple-stage ampliﬁer operating in class-A, IMD products for class-AB
ampliﬁers typically add as powers [5].
IMD 2
⎤
⎡ IMD1
IMD Cascade  10  log ⎢⎢10 10  10 10  . . . ⎥⎥
⎥
⎢
⎦
⎣

Where:
IMDCascade is the estimated 2-tone linearity for a cascaded multi-stage power ampliﬁer,
IMD1 is the IMD of power ampliﬁer stage 1 in dBc,
IMD2 is the IMD of power ampliﬁer stage 2 in dBc.
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Figure 29.15: Typical class-AB intermodulation distortion versus output power.

Even though distortion products for class-AB ampliﬁers are typically higher than class-A,
the efﬁciency gained from this choice of operation is such that this mode is chosen quite often
for high-power RF ampliﬁers. In turn, the need for higher linearity has driven the creation
of linearization techniques. By combining class-AB designed ampliﬁers with linearization
techniques such as predistortion, the best of both worlds in ampliﬁer design is achieved.

29.1.12 Class-AB Bias Circuit
Class-AB bias circuits for RF power transistors are quite simple. By deﬁnition, class-AB
circuits have the device in operation for greater than 180º and less than 360º of the drain
current conduction angle. All that is required to achieve this is to provide a bias point for the
device that turns it on for greater than half of the input signal.
For FET devices this is achieved by applying a DC voltage to the gate of the RF power
transistor. The voltage can be applied through a separate gate power supply or with a simple
voltage divider as shown in Figure 29.16, where the gate voltage is applied at VGS, and R1–R3
create the divider. No feedback loop or current mirror conﬁguration is required for class-AB.
The extra passive components, C1–C5, L1, and L2, all act as RF blocks to guarantee that RF is
ﬁltered from the gate supply voltage. These components are essential to minimize the linearity
performance impact of the sum and differences of multiple frequency inputs. Essentially, these
components ﬁlter the gate voltage supply, preventing modulation of the gate input of the device
from contributing to the intermodulation distortion performance of the ampliﬁer.

29.1.13 Class-C Performance
Class-C is a truly nonlinear mode of operation. As a result, the theoretical efﬁciency for
class-C is 85–90%. This mode of operation, being nonlinear, produces very large distortion
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C7

Intput
Matching

RF In
C6

Figure 29.16: Class-AB biasing circuit.

products. In fact, these products are so large that the idea of measuring IMD is not considered
realistic. As stated earlier, class-AB produces distortion products that are considered low
enough to use an external method of linearizing the circuit. Class-C ampliﬁers, however,
produce such a large amount of distortion that they are not ever considered for use with these
external linearization techniques. One application in which class-C excels is for true, constant
envelope signals. Since these types of ampliﬁers do not consider linearity performance, this
mode of operation is suitable for this application.
Class-C bias requires the device to be in operation for less than 180º of the drain current
conduction angle. To achieve this type of operation for FET devices, no DC bias is presented
to the gate of the device, making implementation very easy.
Since the RF device is operating only during the peaks of the signal, it provides a large amount
of power for a very short duration, or less than half of the duty cycle of the input signal. This
means that the gain of the device is drastically reduced if class-C is chosen. In order to achieve
equivalent output power using this mode of operation, it becomes necessary to drive the device
input much harder. This, in turn, means designers need to make sure that they are not exceeding
the maximum limitations of the RF devices used in the design.
Figure 29.17 shows the “absolute maximum ratings” for the Motorola MRF9085. It is
important for the designer to realize that the minimum gate-to-source voltage allowed
is 0.5 V. This characteristic makes it nearly impossible to use LDMOS devices for
conventional class-C operation.

29.1.14 Summary of Different Amplif ier Classes
As explained throughout this chapter, based on the design requirements, it is possible to
choose which ampliﬁer class is needed for the desired application.
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MAXIMUM RATINGS
Rating

Symbol

Value

Unit

Drain–Source Voltage

VDSS

65

Vdc

Gate–Source Voltage

VGS

15, 0.5

Vdc

Total Device Dissipation @ TC  25C
Derarte above 25C

PD

250
1.43

Watts
W/C

Storage Temperature Range

Tstg

65 to 200

C

TJ

200

C

Operating Junction Temperature

Figure 29.17: Maximum ratings for the Motorola MRF9085. Despite the extra design
concerns related to using class-C modes of operation, there are some applications
where class-C becomes an attractive choice.

29.1.14.1 Class-A
This mode of operation is used when high linearity is required. The disadvantage associated
with this mode is that efﬁciency is low. The device is always dissipating the same amount of
power, regardless of whether the ampliﬁer is idling or the output is functioning. Typically, the
ﬁrst low-power stages of a multi-stage ampliﬁer will be class-A. Since any distortion in the
early stages will be applied for all further stages, the user does not want any distortion in these
stages and will use class-A to ﬁll this role.
29.1.14.2 Class-B
Class-B ampliﬁers are typically found in linear ampliﬁer applications like audio ampliﬁers,
which are lower-frequency ampliﬁers. Generally, for RF ampliﬁers this mode gives way for
the class-AB ampliﬁer.
29.1.14.3 Class-AB
This is the most popular mode of operation for RF power ampliﬁers. The ampliﬁer draws only
bias current when operation the efﬁciency is higher than for class-A. Most ﬁnal stages of a
high-power ampliﬁer are made using class-AB. Distortion as a result of this type of ampliﬁer
is worse than for class-A, but when efﬁciency is required, this is an excellent choice for
operation. New techniques such as predistortion have provided ways to linearize ampliﬁers
that run in class-AB.
29.1.14.4 Class-C
Class-C ampliﬁers provide even higher efﬁciency but at the cost of linearity. Additionally,
since the ampliﬁer is reproducing only the peaks of the signal, these ampliﬁers have lower
gain. This mode of operation is suitable for any true, constant envelope signal.
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29.2 Conclusion
New generations of wireless systems employ different modulation formats. The goal of these
formats is to provide broadband access to the user and enable efﬁcient data transmission in
wireless networks. In addition, the systems will increasingly employ multi-carrier transmission,
both for efﬁcient use of the spectrum and to mitigate some for the propagation effects of
wireless channels. The frequency bands of operation will vary from 900 MHz to over 6 GHz,
with some systems operating in multiple bands.
As the systems move from simple modulation schemes to more complex digital modulation
schemes, and from single-carrier to multi-carrier transmission, the peak-to-average power
ratio (PAR) of the signals increases. PAR is a measure of a signal’s variation from the peak
power to the average power and is usually expressed in dB. Having a high PAR requires that
the power ampliﬁer be linear over that range. In addition, as data rates increase, the required
output power increases. This increase is to help maintain the same level of performance of a
lower data rate system.
The next generation of wireless communication systems will, therefore, require efﬁcient,
high-output power ampliﬁers with very low distortion.
To meet these challenges, much work is being done by researchers and manufacturers to
develop efﬁcient ultralinear high-power ampliﬁers. The approaches to achieve these goals
follow three main paths: (1) enhancement and development of new semiconductor technology
(MOS, GaAs); (2) circuit implementation (cascaded ampliﬁers); and (3) system-level
enhancements (linearization techniques). The approaches can be integrated together to achieve
the desired goal of an efﬁcient, linear, high-power ampliﬁer. When that happens, the classic
deﬁnitions of classes of power ampliﬁers may be no longer applicable, as the power ampliﬁer
will be deﬁned more as an RF transmission system and not just as a circuit to amplify signals.
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Phase-Locked Loop Techniques in
Modern Communications Systems
Mohammed Ismail, Hong Jo Ahn, and Adem Aktasa

30.1 Phase-Locked Loop Techniques for Frequency Synthesizers
In modern receivers for wireless applications, channels are selected by mixing an incoming
RF signal with a local oscillator signal as shown in Figure 30.1.
Mixer
I

ANT

LNA

LO

RF signal
90°

Q
Mixer

Figure 30.1: Mixing an incoming signal with a local oscillator signal.

The local oscillator frequency can be changed by a tuning process performed by a frequency
synthesizer. One popular and affordable method of tuning is employing a frequency synthesizer
based on a phase-locked loop (PLL). The PLL was introduced by Henri de Bellescize and was
used as an AM receiver synchronous demodulator in the 1940s. The PLL plays one of the most
important roles in modern wireless transceivers for digital communication systems, especially
where a certain synchronization method is necessary. Typically, coherent or noncoherent
demodulation can be used in a receiver. Noncoherent systems do not have to detect the phase
of the carrier, while coherent systems must be able to detect the phase of the carrier. Since
coherent systems have higher noise immunity than noncoherent systems, coherent systems are
highly preferred in modern wireless communication systems. This section will focus on phaselocked techniques for frequency synthesizers.
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Figure 30.2a shows a basic block diagram of the phase-locked loop. The input signal and the
output signal are ﬁrst detected and compared by the phase detector (PD). The phase difference
between the input and the output signals is then applied to a loop ﬁlter F. Finally, the loop
ﬁlter output is applied to the voltage controlled oscillator to eliminate the error generated by
the phase detector. Thus the phase of the output signal tracks that of the input signal.
Vin

PD

F(s)

VCO

Vout

(a)
PD
φin


Kp

φe

F(s)

Kv/s

φout



(b)

Figure 30.2: (a) Block diagram of a phase-locked loop; (b) Input and
output signals represented in terms of phase.

The input and the output signals can be represented in terms of phase as shown in Figure
30.2b, and the loop transfer function can be written as
K p F (s ) K 
φout
(s ) 
φin
s  K p F (s) K

(30.1)

where Kp is the phase detector gain, F(s) is the loop ﬁlter transfer function, and K is the
voltage controlled oscillator (VCO) gain. Note that the VCO gain is divided by s in the loop
due to the relationship between phase and frequency. If a simple RC low-pass ﬁlter is used for
the loop ﬁlter, F(s) is given by
F (s ) 

1
1

s
1  sRC
1
ωLPF

(30.2)

then, the closed-loop transfer function can be written as
K p F (s) K
φout
ωLPF F (s) K
(s ) 
 2
φin
s  K p F (s) K
s  ωLPF s  ωLPF K p K
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Equation (30.3) is a typical form that describes a second-order feedback system:
ωn2

(30.4)

s 2  2ςωn s  ωn2
where ωn is the natural frequency and ς is the damping factor of the system. Thus, from
Equations (30.3) and (30.4),
ωn  ωLPF K p K ,

2ςωn  ωLPF ,

ς

1
2

ωLPF
Kp K

(30.5)

Notice that KpK can be deﬁned as a loop gain K. The characteristic equation of the secondorder system gives two poles as

(

)

S1 , S2  ς  ς 2  1 ωn

(30.6)

Therefore, if ς 1, the system has two real poles and the transient response will contain two
exponentials with time constants of 1/S1 and 1/S2, resulting in an overdamped system. For ς  1,
the system will have complex poles. For a step input ωin(t)  Δω  u(t), the output transient
response can be written as
⎡
ς
ωout (t )  Δω ⋅ ⎢⎢1 
eς ωnt  sin ωn 1  ς 2 ⋅ t  Φ
2
1 ς
⎢⎣

(

)⎤⎥⎦ ⋅ u(t)

(30.7)

where Φ  sin1 1  ς 2
In this case when a frequency step is applied to the system, the step response contains a sinusoidal
component with a decaying exponential having a time constant 1/ς ωn, as shown in Figure 30.3.
Therefore, the time constant determines how fast the output approaches its ﬁnal value.
ω
ωin

ωout

t
–
e ζωn

t

Figure 30.3: Step response containing a sinusoidal component with a decaying exponential.
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Revisiting control theory [1], step response can be written as
1. Underdamped case (0  ς  1):
C (t )  1 

⎛
1 ς2
⎜
sin ⎜⎜ ωn t 1  ς 2  tan1
⎜⎜⎝
ς
1 ς2

eςωn t

⎞⎟
⎟⎟ ,
⎟⎟
⎠

t0

(30.8)

2. Critically damped case (ς  1):
C (t )  1  eωnt (1  ωn t ),
3. Overdamped case (ς

t0

(30.9)

t0

(30.10)

1):

(

 ς  ς 2 1 ) ωn t

C (t )  1  e

),

Figure 30.4 shows typical step responses according to the various values of ς. Notice that the
abscissa is the normalized variable ωnt.
2
1.8
1.6
1.4
1.2
1
0.8
0.6
0.4
0.2
0
0

2

4

6

8

10

12

14

16

18

20

Figure 30.4: Step response of the second-order system.

Figure 30.5 shows the root locus of the type-I system. If the loop gain is zero the two poles
are S1  ω LPF and S2  0. As the loop gain increases, ς decreases and the two poles move
toward each other on the real axis. When ς  1, the two poles meet at ωn  ω LPF/2,
creating a breakaway point. As the loop gain increases further, the two poles become complex.
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K → ∞
ωn
K0

ϕ
K0

K → ∞

Figure 30.5: Root locus of the type-I system.

Therefore, the system becomes less stable as the two poles move away from the real axis. This
type of system is called a type-I system since the system has one pole at the origin.
The damping factor can be found by
ς  cos ϕ,

0°  ϕ  90°

(30.11)

This can be seen by deriving an error transfer function from the feedback loop. The transfer
function of the phase difference between the input and the feedback signal, that is, phase error
φe, can be written as
φe 

φin  φout
ωn2
s 2  2ςωn s
(s )  1  2

φin
s 2  2ςωn s  ωn2
s  2ςωn s  ωn2

(30.12)

Again, as s approaches zero the error term will vanish. If the step input Δωi is applied, this
system exhibits a static error, as shown in Equations (30.13) and (30.14).
φin (s) 

Δωi
s2

, φe (s) 

Δωi

s 2  2ςωn s

s 2 s 2  2ςωn s  ωn2

(30.13)

therefore
φe (t → ∞)  lim sφe (s) 
s→0

2ςΔωi
Δωi

ωn
K p K

(30.14)

In order to eliminate the static phase error it is desirable to make the system have additional
pole at the origin. This type of system is a type-II system since there are two poles at the
origin. Figure 30.6 shows a typical PLL block diagram that can be used for frequency
synthesizers. Frequency multiplication is achieved by a divider placed in the feedback loop.
This division by N results in the frequency of the output signal being N times larger than the
frequency of the input reference signal.
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Fref

PD

F(s)

VCO

Fout

1/N

Figure 30.6: PLL with a divider in the feedback loop.

Therefore, by changing N, the output frequency can be tuned to a target frequency. This is called
the “Integer-N” PLL. With the divider (1/N), the loop equations can be simply derived from
Equations (30.3), (30.5), (30.6), (30.12), (30.13), and (30.14) by substituting K with K /N. This
type of loop conﬁguration shows that the loop parameters ωn, ς, ωLPF, and loop gain K( KpK)
are dependent on each other. As an example, reducing the settling time will cause a larger
static error and vice versa. This dependency can be eliminated by modifying the loop ﬁlter
conﬁguration as shown in Figure 30.7. You can see this by deriving the transfer function and
deﬁning loop parameters with the new loop ﬁlter transfer function through a similar analysis.

R1
Vcon: VCO control voltage

From PD
C1

R2

Figure 30.7: Modified loop filter to remove the dependencies between loop parameters.

30.1.1 Charge-Pump PLL (CPLL or DPLL)
Figure 30.8 shows a charge-pump PLL (CPLL). A CPLL is also called a digital PLL (DPLL).
The charge-pump is a current source with switches that turn on and off according to the UP
and DN signals from the PFD. Since the width of the UP (or DN) signal is proportional to the
amount of phase/frequency errors, the charge-pump will charge (or discharge) the capacitor
while the SW1 (or SW2) is on.
The charge-pump output voltage, Vcon, is proportional to the phase error, φe, and can be
written as
φ
1
Vcon  e ⋅ I p ⋅
(30.15)
2π
sC1
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Vdd
Ip

SW1

UP

Fref

Fvco

Vcon

PFD

VCO

SW2
C1

DN
φe

Ip

GND

Figure 30.8: Charge-pump PLL.

From Equation (30.15) the relationship between the phase error and the VCO control voltage,
“the transfer function of the combination of PFD/CP/LPF,” can be written as
Ip
Vcon
1
⋅

φe
2π sC1

(30.16)

Therefore, the CPLL can be simpliﬁed as shown in Figure 30.9.
PFD/CP/LPF

φin



Ip
2πC1

.

1
s

Kv/s

φout



Figure 30.9: Simplified CPLL block diagram.

The closed loop transfer function can be written as
I p K
H (s ) 

2πC1
I p K
s2 
2πC1

(30.17)

Therefore, the CPLL cannot remain stable since the system has two poles on the imaginary axis,
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S1 , S2   j

I p K

(30.18)

2πC1

These poles arise from the PFD/CP/LPF combination and the VCO. To improve stability a
zero (R1) must be added, as shown in Figure 30.10.
Vdd
Ip

SW1

UP

Vcon
φe
SW2

R1

DN

C2
Ip

C1

GND

Figure 30.10: Loop filter with added zero to improve stability.

Thus the loop transfer function becomes
Ip

K (1  sR1C1 )
2πCp 
H (s ) 
⎛I
⎞⎟
I p K
⎜ p
s 2  ⎜⎜
K R1 ⎟⎟⎟ s 
2πC1
⎜⎝ 2π
⎠⎟

(30.19)

which contains a zero at
Sz  

1
R1C1

(30.20)

It is common to include an additional capacitor (C2) to suppress ripples in the ﬁlter output.
With the addition of C2 the loop becomes a third-order loop. However, if C2 is chosen such that
⎛1
1 ⎞⎟
⎟C
(30.21)
C2  ⎜⎜ ~
⎜⎝ 5 10 ⎟⎠⎟ 1
the second-order analysis can still be applied as an approximation.
From Equation (30.19),
ωn 
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I p K
2πC1

, ς

R1
2

I pC1K
2π

(30.22)
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jω

ϕ


2
R1 C1



σ

1
R1 C1

Figure 30.11: Root locus of the type-II system.

Figure 30.11 shows that the root locus of the CPLL is typically a type-II system. For IpK 
0, the loop is open and the two poles are located at the origin. For IpK 0, the two poles will
become complex,
S1 , S2  (ς  ς 2  1) ωn

(30.23)

As IpK increases, S1 and S2 move along the circle centered at 1/(R1C2) and intersect the real
axis when ς becomes unity. As IpK increases further, one of the poles approaches the center of
the circle (1/R1C2) and the other approaches .
Figure 30.12 shows the Bode plot of the CPLL with the loop ﬁlter shown in Figure 30.10.
Therefore, for the CPLL to be stable, the loop bandwidth ωloop should be in the range of
1
1
<< ωloop <<
R1C1
R1C2

(30.24)

30.1.1.1 Acquisition
A PLL has various frequency ranges to specify its tracking/acquisition performance lockrange, pull-in range, and hold-range. The lock-range, ωL, is the frequency range at which the
PLL can always recover the lock condition immediately from the frequency deviation. The
pull-in range, ωPI, is the frequency range at which the PLL can track the change with some
cycle slips. The hold-range, ωH, is deﬁned as the frequency range that the PLL can maintain
the lock condition statically. Figure 30.13 shows these ranges, pull-in process (cycle slips),
and the corresponding VCO control voltage.
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20 log | H(ω) open |

40 dB/dec

20 dB/dec
ω
1/R1C1

ωloop

1/R1C2
40 dB/dec

∠H(ω)open
ω

90°
PM
180°

Figure 30.12: Bode plot of the CPLL with added zero.
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VCO control
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Figure 30.13: Acquisition in PLL.
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Acquisition ranges can be speciﬁed differently depending on the PLL architectures. As shown
by Gardner [2] and Best [3], assuming high loop gain for the simple PLL architecture as
shown in Figure 30.2, these ranges can be deﬁned as

ωPI ≈

ωL  2ςωn

(30.25)

4 2
π

(30.26)

ςωn Kp K υ

ωH  KpF(0)K

(30.27)

ωL  4 πςωn

(30.28)

ωPI ⇒ ∞

(30.29)

ωH ⇒ ∞

(30.30)

and for the charge-pump PLL,

The inﬁnite term is due to the inﬁnite gain of the PFD. However, these values will be limited
by the nonidealities associated with the real circuit design.

30.2 Sub-blocks in PLL
30.2.1 Phase Detector, Phase Frequency Detector/Charge-Pump
The phase detector (PD) detects the phase difference between two input signals and generates
an error that can be used to control the VCO. Traditionally, XOR gates, JK-ﬂipﬂops, or S-R
latches have been used as phase detectors. Figure 30.14 shows the output waveform of the
XOR gate phase detector. When the reference signal is leading the feedback signal, the output
will produce more positive area and thus a higher level of control voltage. This results in
driving the VCO faster to catch up to the phase of the reference signal. When the feedback
signal is leading the reference signal, a lower level of control voltage drives the VCO slower.
The phase frequency detector (PFD) can detect not only phase errors but also frequency errors
and is usually used with a charge-pump.
The phase detection range of phase detectors depends on the devices used. Table 30.1 shows
the detection range and gain of each type of phase detector.
For the XOR gate phase detector the waveform symmetry is very important to produce a
correct phase difference of the input signals.
The JK-ﬂipﬂop phase detector will not be affected by the waveform symmetry since it is edgetriggered. What if the phase error becomes greater than 2π? This situation would indicate
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A: Reference

B: Feedback

PDout=XOR(A,B)
φe

Phase error: A
is leading B!

Nominal value
after filtering

Figure 30.14: XOR gate as a phase detector: Input/Output waveforms.
Table 30.1: Detection range and gain of PDs depending on devices
Phase Detector Device

Detection Range

Gain [Kp]

π
KP —
2

XOR gate

180

90
0

90

180

Kp =

VHIGH − VLOW
π

Kp =

VHIGH − VLOW
2π

Kp =

VHIGH − VLOW
4π

π
K P —
2

KP π

JK-FF

180

90
0

90

180

KP π

KP 2π
4π

PFD (phase frequency
detector)

2π
0

KP 2π
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that the frequencies of the two input signals are not the same. Comparing the phase of two
signals is meaningful only when those two signals have the same frequency; therefore, PLL
may need a method for detecting frequency differences as shown in Figure 30.15. This type
of conﬁguration is also known as “aided-loop” [4] where an additional frequency detector and
loop ﬁlter are necessary.
Fref
FD

FF(s)
Phase loop
VCO

∑

Frequency loop

Fp(s)

PD

Fvco

Figure 30.15: PLL with auxiliary frequency loop.

Instead of using these additional components, frequency and phase differences can be detected
simultaneously by using a phase frequency detector (PFD) combined with a charge-pump.
Figure 30.16 shows a typical PFD, its state diagram, and input/output waveforms. The output
State 2
B

B

UP0
DN1

State 0

A

UP0
DN1
A

State 1
UP1
DN0

A

B

A

Vdd

B
D
A

CK
R

B

R
CK
D
Vdd

UP

UP
DN
A
B

DN

UP
DN

Figure 30.16: Phase frequency detector: state diagram, schematic, and input/output waveforms.
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states are determined by the positive edge transitions of the input signals. When the reference
signal A leads the feedback signal B, the output UP is set to HIGH. UP is reset by the
following positive edge transition of the feedback signal B. Conversely, when B leads A, the
output DN is set to HIGH and will be reset by the following rising edge of signal A.
In accordance with the phase and frequency differences, the PFD will drive the charge-pump
to charge (or discharge) the capacitor to produce the VCO control voltage as shown in Figure
30.17. Notice that the error waveforms “UP and DN signals” show different pulse widths,
which implies that the frequencies of the signals are different. When a PLL employs a PFD/
charge-pump it is called a charge-pump PLL (CPLL). CPLL will be discussed later in this
chapter. The error signal is fed through the loop ﬁlter (usually low-pass ﬁlter), and then the
loop ﬁlter output will control the VCO, either by a voltage or a current. Note that as shown in
Figure 30.18 the PFD may have a dead-zone where the PFD is insensitive to phase difference
and hence the loop fails to correct the errors.
Vdd
Icp

REF

UP
Vcont

PFD
FDBK

DN

C
Idn
GND

A
B
UP
DN
Vcont
t

Figure 30.17: PFD with charge-pump.

The dead-zone can be eliminated by introducing a delay into the reset path so that the logic
levels of the UP and DN signals can be fully deﬁned. Usually the logic gate—that is, AND (or
NAND)—gates in the reset path and the gates used inside the DFF will provide enough delay
such that the dead-zone will not be a critical problem.
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V(φe)

φe

Dead-zone

Figure 30.18: Dead-zone of the phase frequency detector.

30.2.2 Charge-Pumps
Charge-pumps with PFD inputs are used to convert phase difference into current output in
PLL. A tri-state charge-pump with a typical second-order loop ﬁlter is shown in Figure 30.19.

VDD

I
1

Vref

D

Q

UP

DFF
CLK
R
VC

1

R

D

DFF
Vfb

C1

DOWN
Q

C2

R
I

CLK

VSS

Figure 30.19: Charge-pump configuration in a PLL.

The net current delivered to the loop ﬁlter is proportional to the difference in the two pulse
(UP and DOWN) widths. If there is a static phase error between the inputs of the PFD, the
charge will either accumulate or dissipate until the control voltage saturates to the rails. The
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charge-pump and capacitor C2 introduce a pole in the loop transfer function at DC, and
therefore the steady-state phase error must be driven to zero.
In practice, the nonidealities of the charge-pump can cause nonzero static phase error.
In frequency synthesis, the charge-pump is the dominant block in determining the level of
unwanted FM modulation, which causes the reference spurs [5, 6]. Therefore, the nonideal
effect of the charge-pump should be carefully considered.
There are three major nonidealities in charge-pumps: the leakage current, the current
mismatch, and the timing mismatch [5].
The leakage current occurs due to the charge-pump itself, the on-chip varactor, or any leakage
in the board. The leakage current causes phase offset and reference spurs [5]. The phase offset
in radians, Φε, due to leakage current, Ileak, with the charge-pump current, ICP , is given by,
Φε  2π

I leak
I CP

(30.31)

The sideband due to the phase offset can be calculated assuming narrowband FM modulation.
The reference spur (in dBc) in a third-order PLL can be approximated as [5],
⎛ f ⎞⎟
⎛ 1 f
⎞⎟
⎜
BW
Pr  20 log ⎜⎜⎜
NΦε ⎟⎟  20 log ⎜⎜ ref ⎟⎟⎟
⎟
⎜⎜⎝ f p1 ⎟⎠
⎟⎠
⎜⎝ 2 fref

(30.32)

where fBW is the loop bandwidth of the PLL, fref is the reference frequency of the PLL, fp1 is
the frequency of the pole in the loop ﬁlter, and N is the division value in the PLL.
The current mismatch between the charge and discharge currents has a similar effect to the
leakage current. It originates mainly from the mismatch between PMOS and NMOS devices
that are in the charge and discharge paths, respectively. Well-designed current mirrors with
matched PMOS and NMOS devices can minimize this mismatch.
The current mismatch is often proportional to output voltage since the current mirrors have
ﬁnite output resistance that varies with the output voltage.
Another nonideality in the charge-pump is the timing mismatch between the charge and the
discharge signals. It also causes the sidebands at the VCO output. The timing mismatch can be
generated from the PFD output timing mismatch or the turn-on voltage difference between the
charge and discharge current sources.
A system-level solution to all the preceding charge-pump nonideality–induced output
sidebands is to decrease the loop ﬁlter bandwidth. The trade-off is that the lock time will be
longer with a smaller loop bandwidth. Another solution is adding a second pole to the loop
ﬁlter that can improve sidebands 10–20 dB. The trade-off is that the phase margin will degrade
a few degrees, which should be accounted for in overall stability estimation.
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30.3 The Voltage Controlled Oscillator (VCO)
30.3.1 The LC-tank VCO
The wireless communication industry saw explosive growth in the last decade of the 20th
century. Demand for high-bandwidth wireless communication resulted in rapid commercial
development of wireless devices. This rapid development has generated cost-efﬁcient
solutions and widespread usage among the public. High-level integration with technological
advancements in CMOS has allowed for the implementation of complex digital modulation
schemes for higher data rates. Today’s modern wireless transceivers employ frequency
synthesizers for accurate high-frequency carrier-signal generation for receiver and transmitter
parts. The VCO is the most critical part of a frequency synthesizer.
Oscillators play a critical role in a wireless communication system, providing the periodic
signals needed for the timing of digital circuits and frequency translation in the RF transceiver
circuits. By deﬁnition, oscillator can mean anything that exhibits periodically time-varying
characteristics. Here, we mean an electrical oscillator, which provides an electrical signal
(voltage or current) at a speciﬁc frequency when supplied with DC power. When used for
frequency translation, we often refer to an oscillator as the local oscillator (LO), as opposed
to oscillators used as clocks for timing digital circuits. While LOs and clocks can be derived
from the same basic oscillator, we will focus on the function, performance, and design of
oscillators used as LOs for frequency translation in radio transceivers.
The frequency of a VCO varies with the voltage applied to its tuning port. Operating in PLL,
the VCO provides a stable LO for frequency conversion in communication systems. VCOs are
also used in transmit chains, where they up-convert the baseband signal to a radio frequency
(RF) suitable for transmission over the airwaves.
The front-end of a typical wideband intermediate frequency (IF) double-conversion transceiver
for mobile communication system is shown in Figure 30.19. The mixer and the LO are used
to down-convert the incoming RF signal to a lower IF [7, 8, 9, 10, 11]. The channel selection
is done by varying the frequency of the ﬁrst LO for a ﬁxed IF. The IF frequency is given by
either fIF  fRF  fLO or fIF  fLO  fRF , for a low-side or high-side LO injection, respectively.
The up-conversion is performed in a double conversion scheme as shown in Figure 30.20.
The LOs are often implemented as a PLL, a typical architecture of which is shown in Figure
30.21. A typical PLL is made up of a VCO, a low-pass loop ﬁlter, a phase frequency detector
(PFD), a charge-pump, and a frequency divider.
A PLL forces the divided frequency to be exactly equal to the frequency of the input signal
in the lock mode, that is, fref  fout/N. The divider value is digitally changed to achieve the
desired LO frequency.
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Figure 30.20: A typical heterodyne transceiver architecture.
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Figure 30.21: A typical charge-pump phase-locked loop (PLL) architecture.

The output of the PLL within the loop bandwidth contains noise characteristics from
the reference signal, the PFD, the loop ﬁlter, the divider, and the VCO. Outside the loop
bandwidth, the output contains only the noise characteristics of the VCO. Therefore, the
spectral purity of the VCO inﬂuences that of the LO, which in turn impacts the spectrum of
the down-converted RF signal.

30.3.2 Phase Noise
The most critical speciﬁcation for any oscillator is its spectral purity. The output spectrum of
an ideal oscillator is an impulse at ωo as shown in Figure 30.22a. An ideal oscillator can be
described as a pure sine wave in time domain,
V(t)  Vo sin(ωo)

(30.33)

However, in any practical oscillator, the spectrum has power distributed around the center
frequency, ωo, as shown in Figure 30.22b. In addition, the power is also distributed at the
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Figure 30.22: The oscillator output spectrum of an ideal
oscillator (a) and a practical oscillator (b).

harmonics of the oscillation frequency (i.e., 2ωo, 3ωo, 4ωo, ...). The instantaneous output of a
practical oscillator may be represented by
V(t)  Vo[1  A(t)] sin(ωo  θ(t))  higher order harmonics, A(t ) << 1.

(30.34)

where A(t) and θ(t) represent amplitude and phase ﬂuctuations of the signal, respectively.
There are two types of phase terms appearing at the output spectrum of an oscillator. The ﬁrst
type appears as a distinct component in the spectrum and it is referred to as a spurious tone
or signal, as shown in Figure 30.22b. The second type appears as random phase ﬂuctuations
and is referred to as phase noise, as shown in Figure 30.22b. The phase noise in an oscillator
is mainly due to internal noise sources such as thermal noise and active device noise sources
(ﬂicker noise or 1/f, shot noise). The internal noise sources set a fundamental limit for a
minimum obtainable phase noise in oscillator design. The spurious tones are due to external
noise sources such as noise on control voltage and power supply. The spurious tones are not
directly related to the oscillator but are important in the frequency synthesizer output and the
PLL design speciﬁcations. The AM noise component is usually smaller than the phase noise
component.
The phase noise of an oscillator is typically quantiﬁed by the single-sideband (SSB) phase
noise, which is deﬁned as the ratio of noise power in a 1 Hz bandwidth at an offset from the
fundamental signal frequency to the signal power, as shown in Figure 30.23. Single-sideband
phase noise is speciﬁed in dBC/Hz at a given frequency offset, fm, from the signal frequency.
⎛ P
⎞⎟
L ( fm )  10 log ⎜⎜⎜ NOISE ⎟⎟
⎜⎝ PSIGNAL ⎟⎟⎠

(30.35)

30.3.2.1 Effects of Phase Noise in Wireless Communications Systems
The unfaded bit error rate (BER) in digitally modulated systems is limited by the net phase
noise of all signal generators in transmit and receive paths, with the RF VCO in the PLL
synthesizer usually being the dominant contributor. A robust communication link mandates
very low phase noise in the PLL synthesizer’s RF VCO to lower the unfaded BER.
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Figure 30.23: Phase noise definition.

The most important impact on wireless communication systems of LO’s phase noise is
receiver desensitization. This effect occurs in cellular phones and other environments in which
the receiver must detect a weak signal in the presence of a strong interferer. Figure 30.24
shows a strong nearby interferer mixing with the LO’s phase noise resulting in noise
sidebands. These sidebands reduce the signal-to-noise ratio at the IF and thus desensitize the
receiver’s ability to detect weak signals.
In a wireless transmitter, the transmitted out-of-channel noise must fall within a speciﬁc range
for each channel and also must not radiate outside the standard RF transmitting band. The
phase noise of the LO can mix with a modulated baseband signal, resulting in an increase of
adjacent channel interferences and undesired spectral emission outside the transmitting band.

30.3.3 Phase Noise Model
Phase noise in oscillators has long been the subject of theoretical and experimental
investigation. An early model of phase noise, introduced by Leeson [12], qualitatively
described phase noise spectra in a variety of oscillators [13]. The derivation of the Leeson
phase noise model is based on a linear time-invariant approach to the analysis of noise in
oscillators. The Leeson phase noise model is given as
⎛ kT ⎞⎟ ⎛ f 2 ⎞⎟
L ( fm )  F ⎜⎜⎜ ⎟⎟ ⎜⎜⎜ 2o 2 ⎟⎟
⎜⎝ Ps ⎟⎟⎠ ⎜⎝ Q fm ⎟⎟⎠

(30.36)

where Q is the quality factor of the resonator LC-tank, fo is the oscillation frequency, Ps is the
signal power of the oscillator (loop or feedback power, which is measured at the input of the
transistors), fm is the frequency offset, F is the noise factor for the active devices in saturation,
k is Boltzmann’s constant, and T is the temperature in Kelvin.
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Figure 30.24: Spectral spectrum of the signals at different receiver sections, at RF, LO, and IF.

Equation (30.36) shows clearly that three parameters, Q, F, and Ps, have signiﬁcant effects on
the phase noise performance. A low-noise RF VCO requires minimum F and maximum Q
and Ps. However, there is a physical limit for minimum obtainable F. Also, power
consumption and optimum obtainable F are limited when maximizing output power, Ps.
The most effective parameter to improve the phase noise is the Q of the LC-tank for fully
integrated RF VCO. However, the Q of the integrated LC VCO is limited by the Q of the
integrated spiral inductor.
Phase noise models based on a linear time-invariant analysis provide insights and quantitative
understanding of noise in oscillators and serve as a starting point in design procedure. An
accurate estimation of phase noise of an oscillator requires nonlinear simulations including all
available noise models in the simulation.
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30.3.3.1 Oscillator Theory Overview
An electrical oscillator generates a periodic time-varying signal when supplied only with DC
power. Any oscillator can usually be modeled either as a single two-port (positive feedback)
circuit or as two one-port circuits connected together (negative resistance model) based on
linear analysis [7, 8, 9]. The modeling method we chose is often a matter of preference or
convenience and depends on the circuit in question. However, some active circuits, such as
tunnel-diodes, are inherently one-port [7].

Vi

A

Vo



β

Figure 30.25: Positive feedback amplifier view for oscillator model.

30.3.3.2 Two-Port View (Feedback Model)
An oscillator can be viewed as a positive feedback ampliﬁer as shown in Figure 30.25. The
overall transfer function from input to output is given by
Vo (s)
A(s)

Vi (s) 1  β (s) A(s)

(30.37)

The quantity β(s)A(s) is often called the open loop gain. This feedback system can have a
nonzero output without any input as long as β(s)A(s)  1 at s  jωo. This is known as the
Barkhausen criteria, which requires the following two conditions to be satisﬁed:
|β(s) A(s)|  1

(30.38)

∠ [β (s) A(s)]  0°

(30.39)

Typically, the initial loop gain magnitude is designed to be greater than one to ensure proper
initialization of oscillation. When the oscillator reaches steady-state, active devices exhibit
large signal (nonlinear) operation and reduce the gain of ampliﬁer to unity. Assuming A(s) has
zero phase shift, we can implement β(s) as a resonator having zero phase shift at the desired
oscillation frequency. Such a resonator is often realized with a parallel LC-tank.
30.3.3.3 One-Port View (Negative Resistance Model)
Losses in the resonator circuit are compensated for by a negative resistance seen by the active
circuit shown in Figure 30.26. The oscillator is broken up into two one-port networks: an
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Figure 30.26: Negative resistance view for oscillator model.

active circuit and a frequency-selective circuit (resonator). To achieve steady-state oscillation
the equivalent parallel resistance, RT  Re{ZT (s)} of the resonator must be exactly balanced
by a negative resistance, RA  Re{ZT (s)}, produced by the active circuit at the oscillation
frequency, ωo. When this condition is satisﬁed, the circuit becomes lossless, the equivalent
parallel resistance becomes inﬁnite, and oscillation results. Essentially, any energy dissipated
in RT is replenished with energy introduced by the active circuit [7]. The condition for
oscillation to be sustained can be expressed by:
Re{ZT (s)}  Re{Z A (s)}|s jω  0

(30.40)

o

30.3.3.4 Oscillator Simulation
The linear analysis method (positive feedback ampliﬁer or negative resistance model) can
be used for initial oscillator design. However, oscillators exhibit nonlinear characteristics
due to active-device large-signal operation at steady-state, and therefore linear analysis
cannot correctly predict the oscillation frequency, phase noise, or output power. A nonlinear
microwave circuit simulator with proper device models including noise models is needed
to optimize the oscillator circuit. The harmonic-balance (HB) analysis is the most common
approach to nonlinear microwave circuit design [8, 14].
30.3.3.5 Voltage Controlled Oscillators (VCOs) in Wireless Applications
Wireless RF applications require that oscillators be “tunable,” that is, their output frequency
be a function of a control input. If the control input is a voltage, then the oscillator circuit is
called a voltage controlled oscillator (VCO) [7, 8, 9, 10]. Current controlled oscillators (CCO)
are also feasible but are not widely used in RF systems because of difﬁculties in tuning the
high-Q resonators by means of a current.
An ideal voltage controlled oscillator has an output frequency that is a linear function of its
control voltage. The output frequency of an ideal VCO can be expressed as:
ωout  ωo  KVCO Vcont

(30.41)
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where ωo is the running frequency at Vcont and KVCO denotes the gain or sensitivity of the
oscillator in rad/s/V. The achievable output frequency range, ω2  ω1, is called the tuning
range, as shown in Figure 30.27.
ωout
ω2
Vcont

VCO

ωo
ω1
ωo
V1

V2

Vcont

Figure 30.27: VCO gain definition.

30.3.3.6 VCO Design Specifications
Some of the important performance parameters of a VCO are summarized in this section.
Tuning Range The desired tuning range for a fully integrated VCO is dictated by two
speciﬁcations:
1. The operating frequency range of the application
2. The variation of the VCO output frequency for corresponding control voltages with
process and temperature
The second factor imposes great challenges in fully integrated CMOS VCO implementation.
CMOS VCOs are often designed with a tuning range that is two times wider than the desired
application tuning range in order to compensate for process variation and temperature
variations.
An important consideration in the design of VCOs is the noise on the control line, which
can vary the output phase and frequency of the circuit. As the gain of VCO increases, the
sensitivity of the VCO to control line noise increases. To minimize the effect of control line
noise, the VCO gain must be as small as possible, which implies that the tuning range must be
minimized. This conﬂicts with the second requirement of a wide tuning range.
Tuning Linearity An ideal VCO has an output frequency that varies linearly with control
voltage. However, practical VCOs exhibit a nonlinear tuning characteristic (KVCO is not
constant). Tuning linearity is desired for phase-locked loop application as nonlinear tuning
characteristics degrade the settling behavior of PLL.
Output Amplitude Large output amplitude is desired for reducing noise sensitivity. Larger
output amplitude implies increased power dissipation, higher supply voltage, and smaller
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tuning range. These implications require trade-offs between the low-noise design and a
design with increased power dissipation, higher supply voltage, and a smaller tuning range.
Output Spectral Purity The output waveform of a VCO is not perfectly periodic. The active
device noise and ﬁnite Q of the resonator lead to noise in the output phase and frequency.
These effects are quantiﬁed by “jitter” in time domain and “phase noise” in frequency
domain. Each application has its standard speciﬁcation for spectral purity. The phase
noise of the VCO has a large impact on the information transfer quality in communication
systems.
Power Dissipation VCO circuits are usually power hungry. Low-power VCO design
usually involves trade-offs with almost all VCO parameters. Therefore, it may require
several iterations to ﬁnd the optimum solution for low-power design with satisfactory
performance parameters.
30.3.3.7 Integrated RF CMOS VCO Design
Design issues for integrated CMOS VCOs are considered in this section. A typical fully
LC VCO topology is shown in Figure 30.28. Modern integrated VCO design employs a
differential topology with cross-coupled NMOS, PMOS, or a combination of NMOS and
Vdd
Ibias

L1

L2

VCNT

M1

M2

Figure 30.28: The simplified VCO topology.
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PMOS pairs. The differential topology has advantages in a fully integrated IC realization,
such as rejection of common-mode supply and substrate noise and differential outputs. The
negative resistance is created by the positive feedback of the cross-coupled MOS transistors
M1 and M2 [7]. NMOS transistors are chosen over PMOS due to higher transconductance per
area, and hence smaller transistor capacitances will contribute to the total parasitic capacitance
of the resonator tank.
Vout is continuous tuning control voltage that is connected to the PLL loop ﬁlter control
voltage. The details of active circuit, inductor, and varactor design are explained in the
following sections.
PHASE NOISE (Vosc_amp.O
_ of L and C of tank)

TUNING RANGE(C and L of tank)

POWER SAVINGS

(gm: Cp and Vosc_amp)

Figure 30.29: The phase noise trade-off triangle.

Active Circuit The cross-coupled MOS differential pair is a common building block in modern
radio frequency integrated circuits (RFICs) for implementing negative resistance, as
shown in Figure 30.29. The small signal admittance seen at the drain of the M1–M2
transistor pairs is equal to Gin  gm/2, where gm is the small-signal transconductance of
each transistor. The NMOS transconductance, gm, can be written in saturation region as
⎛W ⎞
gm  (μnCox ) ⎜⎜ ⎟⎟⎟ (VGS  Vt )
⎜⎝ L ⎟⎠

(30.42)

where μn is a ﬁxed processes dependent design parameter. The transistor geometry (W/L) and
the DC bias point (VGS  Vt) are chosen to achieve a desired gm.
A trade-off exists between power savings, tuning range, and phase noise performance when
choosing transistor size (W/L) and bias point (VGS  Vt). To lower power consumption
(VGS  Vt) has to be as low as possible. In that case (W/L) must be increased to obtain a
desired gm value. This will lead to large parasitic capacitances adding to the capacitance of
the resonator tank, which results in reducing the available tuning range. Furthermore, a small
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(VGS  Vt) value will yield a small oscillation amplitude because the DC level of the
oscillating nodes is small. The smaller oscillation amplitude results in poor phase noise
performance since phase noise (PN) is inversely proportional to the square of oscillation
amplitude; that is, PN  1/V 2oscamp. The phase noise trade-off triangle is shown in Figure 30.29.
The negative resistance seen at the active circuit port (Figure 30.28) must be chosen at least
two times greater than the resonant tank effective resistance, to guarantee the startup of
oscillation [7, 8, 9].
Inductors The use of external resonators (inductors or striplines) is not preferred with CMOS
technology for several reasons. The pin parasitics of the package will limit the usable
values. The crosstalk paths between pins will inject noise into the resonator tank and
degrade the noise performance of the VCO. Also, ESD (electrostatic discharge) protection
networks in CMOS are probably the major factor preventing the implementation of the
external resonator tanks.
Although the bondwire inductors have a very high quality factor, they are not commonly used
in VCOs because of lack of reproducibility and mechanical stability.
An epitaxial layer is employed for the prevention of latch-up in most standard CMOS processes.
Typical metal layer thicknesses of standard CMOS process are less than 1 μm. The quality
factor of integrated spiral inductors is typically less than 5 due to the metal sheet resistance,
skin effect, and substrate loss in the epitaxial layer. This section summarizes guidelines for
integrated spiral inductor design.
Integrated spiral inductors can be built in different geometries, including squares (shown in
Figure 30.30), octagons, and circles. Compared to a circular inductor, a square spiral inductor
has a larger inductance-to-area ratio but contributes more series resistance at the coil corners.
Therefore, a circular spiral inductor (whenever technology permits) is preferred to eliminate
the corner resistance and thus enhance the quality factor.
Cs
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Cox
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Figure 30.30: (a) Spiral inductor SPICE simulation model. (b) Square spiral inductor layout view.
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By using minimum metal spacing, the magnetic coupling between adjacent metal lines is
maximized [18]. The additional interwinding capacitance from tighter coupling of the electric
ﬁeld between adjacent conductors reduces the self-resonant frequency to around 3 GHz.
At high-frequency operation, skin effect causes a nonuniform current ﬂow in metal lines, and
increases the series resistance of the spiral inductor. From the analysis by Craninckx [15],
two inductors with a metal width of 15 μm and 30 μm, keeping other parameters the same, are
simulated. The simulation results at 2 GHz show the series resistance for the inductor when metal
width 30 μm is only 30% lower than the other inductor. Moreover, widening the metal lines of
inductors with a ﬁxed area will result in a smaller inductance value. To keep the inductance value
constant, the inductor area must be increased, resulting in larger substrate capacitances. The
increase in capacitance causes a lower self-resonant frequency and more substrate loss. Therefore,
very wide metal ( 30 μm) is not desirable for spiral inductor design [20].
Currents induced by the magnetic ﬁeld of the inductor are free to ﬂow in an epi-wafer CMOS
technology, which causes additional quality-factor degradation of inductors as shown in
Figure 30.31. According to the theory by Faraday–Lenz, electrical current is magnetically
induced in substrate. The induced substrate current ﬂows in a direction opposite to the current
in the inductor and thus causes quality-factor degradation.
Bcoil
Icoil

Icoil
Oxide
Epi-p

Isubs

Isubs

p substrate

Figure 30.31: Generation of substrate currents on spiral inductors.

Larger inductance is desirable for low power dissipation. To increase the inductance while
maintaining reasonable quality factor, multilayer inductors can be used [10]. The general
relationship between inductor and its geometrical dimension can be expressed as follows:
1
Ls ∝ N 2
(30.43)
A
(30.44)
Rs ∝ N
where N is the number of turns, A is the cross-sectional area, and L is the total length of the
spiral inductor. By connecting two layers of spiral inductors in series, inductance can be
increased by four times with the same inductor area since inductance is proportional to N2.
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Moreover, series resistance is proportional to N, resulting in the quality factor of the inductor
being improved simultaneously. However, the quality factor of two-layer inductors is smaller
than twice that of single-layer inductors, since the lower layer of metal usually has a higher
sheet resistance and larger substrate capacitances.
Simple formulas for estimating the inductor value for a given geometry can be found in the
work of Soorapanth and colleagues [21]. To obtain a better estimation of spiral inductor
behavior, a program called Analysis of Si Inductors and Transformers for ICs (ASITIC)
was adopted [18, 19]. ASITIC can simulate inductance L, series resistance RL, substrate
capacitance Cs1 and Cs2, and substrate resistance Rs1 and Rs2, and all the parameters are
shown in Figure 30.32.

L

Port 1

RL

Port 2

Cs1

Cs2

Rs1

Rs2

Figure 30.32: Narrowband spiral inductor SPICE model in ASITIC.

Integrated Varactors Integrated varactors in CMOS technology are important components for
the integration of tunable LC-tank circuits in designing RF ﬁlters and VCOs. It is essential
to have a high Q varactor for low power consumption. Integrated varactors can be
implemented in several ways in CMOS technology. The following three types of varactors
are mainly used in communication circuits [20, 21, 22, 23]:
1. p to n-well junction
2. Standard mode NMOS
3. Accumulation mode NMOS
These three varactors are chosen because they use electrons as majority carriers. As the
mobility of electrons is approximately 2.8 times higher than the mobility of holes, the n-type
varactors are expected to show higher Q than the p-type ones [23].
p to n-Well Junction The p to n-well junction varactor utilizes the junction capacitance Cj associated with the depletion region between the p diffusion and the n-well, as shown in Figure
30.33a. The value of the junction capacitance Cj is controlled by the reverse voltage, which
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Figure 30.33: The cross-sectional views of the varactor structure: (a) P to n-well junction
varactor; (b) standard mode NMOS varactor; (c) accumulation mode NMOS varactor [23].

is deﬁned from the cathode (C) to the anode (A). The varactor capacitance, CV, can be expressed as,
Cj 0
(30.45)
CV 
⎛
⎞
⎜⎜1  VR ⎟⎟
⎟
⎜⎜
V ⎟⎠
⎝
J

where Cj0 is zero-bias junction capacitance, VR is the reverse DC voltage across the junction, VJ
is the junction potential, and M is the grading coefﬁcient.

www. n e wn e s p re s s .c om

Phase-Locked Loop Techniques in Modern Communications Systems

781

Standard Mode NMOS The standard mode NMOS varactor is the same as the n-channel
MOSFET in terms of layout and basic operation with the exception that the drain and
source are shorted to form a single terminal, as shown in Figure 30.33b. The varactor
function is achieved by changing the mode of operation from depletion to inversion, by
which the capacitance is changed from minimum to maximum. With a small positive
voltage applied between the gate (G) and the drain/source (D/S) a depletion region is
created just beneath the gate. As shown in Figure 30.33b, this depletion region is connected
with the other two depletion regions associated with the two n diffusion-to-substrate
junctions. In this situation the total capacitance from gate to drain/source, C{G,D/S}, equals
the series connection of the oxide capacitance Cox and the depletion capacitance Cd. If
the gate voltage is increased, the depletion region beneath the gate will extend deeper
into the substrate, which will cause Cd and consequently C{G,D/S} to increase. When the
gate voltage is increased even further, an inversion layer (channel) is created at the silicon
surface; and when strong inversion is reached, C{G,D/S} will obtain its maximum value,
which is equal to the oxide capacitance Cox.
Accumulation Mode NMOS The accumulation mode NMOS varactor is an n-channel MOSFET
placed in an n-well as shown in Figure 30.33c. The varactor function is achieved by
changing the mode of operation from depletion to accumulation, by which the capacitance is
changed from minimum to maximum. With a negative voltage applied between the gate (G)
and the drain/source (D/S), electrons just beneath the gate are pushed away and a depleted
area is created. This situation is shown in Figure 30.33c, in which the total capacitance from
gate to drain/source, C{G,D/S}, is the series connection of the oxide capacitance, Cox, and
the depletion capacitance, Cd. If the voltage is reversed so that a positive voltage is applied
between the gate and the drain/source, the silicon surface is accumulated with electrons from
the two n diffusion areas. C{G,D/S} is then obtaining its maximum value, which is equal to
the oxide capacitance Cox. Mathematical models to calculate the capacitance are given by
Soorapanth and colleagues [21] and Porret and colleagues [22].

30.3.4 Ring Oscillators
Ring oscillators have been intensively studied as they can be easily integrated as a monolithic
form compared to their counterparts, LC-tank type oscillators. Figure 30.34 shows two typical
types of ring oscillators.
In general, it is known that ring oscillators are inferior to LC-tank type oscillators in phase
noise performance. However, ring oscillators provide simplicity, a wide tuning range (about
50%), and digital-like output waveforms, and they occupy a small die area in monolithic
implementation. With the help of modern process technologies and circuit design methods,
some types of ring oscillators show phase noise performance comparable to that of LC-tank
type oscillators [25, 26, 27]. The basic cell, called a delay element, of a ring oscillator is
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N-stage

(a)

(b)

Figure 30.34: Typical types of ring oscillators: (a) single ended, (b) differential.

typically an inverter or a differential pair as shown in Figure 30.35. The amount of delay can
be controlled by changing Vbias in Figures 30.35a and 30.35b, and Vcon in Figures 30.35c and
30.35d so that these delay cells can be used for voltage controlled oscillators (VCO).
Differential conﬁguration provides good supply rejection and is less sensitive to common
mode noise.
Any ring oscillator can be modeled as a feedback system, as shown in Figure 30.36. The loop
transfer function is given by
H ( jω )
A V ( jω ) 
(30.46)
1  H ( jω )
For H( j0)  1,
lim AV ( jω )  ∞

ω → ω0

(30.47)

The necessary conditions for oscillation can be found from Barkhausen criteria,
|H ( jω0 )| ≥ 1,

∠ H ( jω0 )  180 

(30.48)

Oscillation will not occur as desired with 1-stage or 2-stage ring conﬁgurations due to insufﬁcient
phase condition and insufﬁcient gain condition, respectively. Usually a ring oscillator starts
oscillation with a 3-stage conﬁguration. A 4-stage conﬁguration can be used to obtain I/Q outputs.
The transfer function of the simple inverter stage shown in Figure 30.34a can be written as
H1 (s) 
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1  sRLCL

H0
⎛ ω ⎞⎟
⎟⎟
1  j ⎜⎜⎜
⎝⎜ ω P ⎟⎠

(30.49)
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Figure 30.35: Various delay cells: (a) current-starred inverter [28],
(b) differential pair(s), (c) clamped load [29], (d) symmetric load [30].

Vin

H( jω)

Vout



Figure 30.36: Simplified block diagram of an oscillation system.

where R and C indicate the load resistance and the load capacitance at the output node,
respectively. For the 3-stage conﬁguration, ∠H ( jω0 )  3 tan1 (ω0 /ω P )  π. Therefore, from
phase and gain conditions,
ω0  3 ⋅ ω P  3 /RLCL

(30.50)
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Gm RL ≥ 1  [tan(π / 2)]2

(30.51)

Note that the gain condition implies that the gain of each stage needs to be greater than or
equal to 2 for oscillation to occur. Figure 30.37 shows the waveforms of the 3-stage ring
oscillator at each output (or input) node. Each output node of the inverters will change its state
according to the input state of the previous stage.

td: delay time

Figure 30.37: 3-stage ring oscillator and its oscillation signals at each node.

Assuming that all the stages are identical and have the same rise time and fall time, for one
complete cycle the oscillation frequency can be written as
fosc 

t  tf
1
, td  delay time  r
, tr  rise time, tf  fall time
6td
2

(30.52)

Initially, because the noise is the only signal in the loop, each stage ampliﬁes the noise,
resulting in oscillation occurring at ω0. The magnitude of the oscillation signal grows until it
is limited by a certain amplitude-limiting mechanism. The oscillation frequency will move
toward the frequency given by
fosc 

1
, N  # of stage
2 N (tr  tf )

(30.53)

Figure 30.38 shows a typical ring voltage controlled oscillator based on a current-starved
inverter [6]. The delay time and hence the oscillator frequency can be controlled by the control
voltage. Ceq is the equivalent capacitance seen at node X.
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Vdd
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Vcon
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Figure 30.38: VCO using current-starved inverters.

Assuming that the charging and discharging currents are same, Id, then the oscillation
frequency can be written as
A ⋅ K REF(V V )2
Id
A ⋅ I bias
con
tn
(30.54)
fosc 


N ⋅ Ceq ⋅ Vdd
N ⋅ Ceq ⋅ Vdd
2 ⋅ N ⋅ Ceq ⋅ Vdd
Figure 30.39 shows a typical ring oscillator–tuning characteristic.
Fvco [Hz]

f2

f1

V1

V2

Vcon [V]

Figure 30.39: Typical ring oscillator–tuning characteristic.

The voltage-to-frequency conversion gain can be written as
f  f1
KV  2
[Hz/V]
V2  V1
Notice that the units are [Hz/V] and can also be written in [rad/V], depending on the
parameter settings.

(30.55)
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30.3.4.1 Phase Noise of Ring Oscillators
As stated earlier, the phase noise performance of a ring oscillator is inferior to that of an LC-tank
oscillator. This is because the ring oscillator dissipates all of the energy stored during one cycle
while the LC-tank oscillator dissipates only a small part of the energy stored. Considering the
impulse sensitivity function (ISF) [31, 32, 33], LC-tank type oscillators show that the maximum
current surge occurs at the minimum sensitivity point. On the other hand, the ring-type oscillators
have maximum current surge at the maximum sensitivity point. This implies that the ring-type
oscillators are affected by the cyclostationary process much less than the LC-tank type oscillators
and hence are more sensitive to the noise injected. The theory also explains the effect of the
number of the stage, N, on the phase noise performance. According to the theory, the phase noise
decreases as N increases for a single-ended type ring oscillator, while the phase noise increases as
N increases for a differential-type ring oscillator [32]. It should be noticed that to keep the same
oscillation frequency with the increased N, the power also needs to be increased. Therefore, for
a given oscillation frequency, phase noise performance can be improved but at the cost of more
power consumption. Single-ended ring-type oscillators are sensitive to power-supply variation and
noise on the power line. For this reason, differential type ring oscillators can be a good choice for
mixed signal designs due to excellent common mode rejection behavior.

30.3.5 Frequency Divider
As discussed earlier, frequency multiplication can be achieved by placing a divider in the
feedback loop.
In Figure 30.40 we may notice that with a simple integer-N divider, the frequency spectrum
of the integer-N PLL consists of the frequency components that are integer multiples of the
reference frequency. However, in modern receiver systems, target frequency (target channel
frequency) may need to be selected in a certain group of frequencies, such as the frequency
band shown in Figure 30.41.

0

Fref

2Fref

3Fref

N*Fref

Frequency

Figure 30.40: Frequency spectrum of a typical integer-N frequency synthesizer.

As can be seen in the frequency spectrum, the integer-N PLL with a simple integer divider cannot
achieve this type of frequency selection in a certain frequency band. This requirement has led to
additional research areas in frequency division methods, such as dual-modulus division or a direct
division using a memory and DSP. Considering simplicity, high operating speed, and affordability
in a monolithic form, the dual-modulus division method is popular and widely used. Figure
30.42 shows a typical frequency divider consisting of a dual-modulus prescaler, a programmable
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Frequency

0
Band

Figure 30.41: Typical frequency band allocations in modern wireless communications.
Programmable counter
Pre-out
Fvco

PRESCALER
1/N or 1/(N1)

P-COUNTER
1/P

Mode
Swallow counter
S-COUNTER
1/S

Reset

FdivFvco /(NPS)

Figure 30.42: Frequency divider using dual-modulus prescaler.

counter, and a swallow counter. Initially, the mode signal sets the prescaler to divide the input
signal frequency by N  1, and thus P-counter and S-counter count the prescaler output P and S
times, respectively. If the count number S is smaller than P, S-counter counts the prescaler output
(Fck/(N  1)) S times and adjusts the prescaler by the mode signal so that the prescaler divides
the input signal by N. Then, the P-counter counts (P  S) cycles with the prescaler ouput that is
now Fck/N. When the P-counter completes its cycle, it resets the S-counter, and the mode signal
will set the prescaler to divide by N  1. Therefore, after one complete cycle, the frequency of the
feedback signal that is applied to the phase frequency detector, Fdiv, can be written as
Fdiv  Fco/[(N  1) * S  N * (P  S)]
 Fco/(NP  S)

(30.56)

30.3.5.1 Prescaler
Since it is difﬁcult to build a high-frequency loadable ﬂip-ﬂop and hence a programmable
counter operating at radio frequency ranges, the prime purpose of the prescaler is to scale down
the high-input frequency, usually from the VCO, so that the lower frequency signal can be
applied to programmable counters. Traditionally, prescalers that can perform divide-by-2 or
divide-by-4 have been employed, since it is relatively simple to design these types of prescalers
by using 1- or 2-stage toggle ﬂip-ﬂops. However, in modern wireless applications with
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relatively higher frequency bands and complicated band/channel allocations, more complicated
frequency division techniques have been introduced. The prescaler can be designed to perform
divide-by-N or dual-modulus N/(N  1). Figure 30.43 shows typical dual-modulus prescaler
architectures [34, 35]. The division ratio depends on the designer’s own frequency plan.
Divide–by–(4/5)&32128/129

D
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Q
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CK QB
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s
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Mode
Divide–by–(16/32)

(b)

Figure 30.43: Typical dual-modulus prescalers: (a) reported in [34] with
divide ratio 128/129, (b) reported in [35] with divide ratio 128/129.
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For a receiver to cover more than two wireless standards, different division ratios may be
necessary, such as divide-by-4/5, 6/7, 10/11, 12/13, 14/15, and so on. In other words, a
programmable prescaler may be required and preferred to build a multistandard receiver
system. At this point, one may face a dilemma: A prescaler is employed because it is difﬁcult
to build a programmable counter operating at radio frequency. A programmable prescaler
shown in Figure 30.44 is reported by Larson [36] where the input clock is preprocessed,
divided by 2, and then applied to the loadable counter. The loadable counter may be still
required to operate at radio frequency range for the 2.4–5 GHz range wireless applications.
One detect

D

Loadable counter

Div2
X

P1
POB

CK

P2

P3

P4

Load

Out

Figure 30.44: Programmable frequency divider with a dual-modulus prescaler [36].

Another example of a programmable prescaler is reported by Ahn and Ismail [37], as shown
in Figure 30.45.
By simply changing the number of the ﬂip-ﬂops that form the ring counter loop with the demultiplexer, a speciﬁc division can be achieved without building a high-frequency loadable
counter. The division ratios are divide-by-6/7, divide-by-8/9, ... , divide-by-16/17, and so on;
in general, divide by 2N/(2N  1), where N is the number of the D ﬂip-ﬂops.
As an alternative approach, a programmable divider using phase-switching technique is
reported by Krishnapura and Kinget [38] as shown in Figure 30.46. By changing the control
inputs of the MUX, an arbitrary division ratio can be obtained. After dividing by 4, the phases
are switched K times in each output cycle and K input cycles are swallowed. Therefore
the division ratio can be given as 4NK. Glitches may cause problems during the phase
switching, and these glitches can be removed by retiming the MUX control signals.
30.3.5.2 Programmable Counter: P-Counter and S-Counter
Programmable counters are mainly devoted to channel selection. While P-counter, combined
with the prescaler, determines the lowest bound of the frequency band, S-counter performs
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Figure 30.45: Programmable dual-modulus prescaler [37].

the channel selection. The speed requirement for these programmable counters can be relaxed
by the prescaler. To implement a frequency synthesizer that can cover a frequency range of
902–927.6 MHz with 200 kHz channel space with the dual-modulus division scheme, the
synthesizer should be able to select 128 channels and PN  S can be found as
902 MHz
 4510
200 kHz
Δf
(927.6  902) MHz
S

 128 : # of channel
200 kHz
fCH

NP 

Therefore the S-counter needs to be programmed to change its value from 0 to 127. Thus, the
VCO output frequency can be given as
Fco  200 kHz [4510  (0 ⬃ 127)]  902 ⬃ 927.6 MHz
The number of N and P should be set as a result of a certain optimization process such as
phase noise consideration. P must be set greater than S.
30.3.5.3 Fractional-N PLL
Because the output frequency is the N times the reference frequency for an integer-N PLL,
the phase noise of the input signal is incremented by 20 log(N) dB at the VCO output. As an

www. n e wn e s p re s s .c om

Phase-Locked Loop Techniques in Modern Communications Systems

0°
Fin

MUX
Fin/(4N+K)

90° Y

Fin/2
1/2

X

1/2

791

1/N

180° XB
270° YB

K pulses
per output
cycle

S1 S2 S3 S4
Decoder

4-state
machine

Programming
inputs

Pulse
generator

Fin
X
Y

XB
YB

S1
S2
S3
S4
Fin/5

Figure 30.46: Frequency division based on phase-switching technique [38].

example, the noise ﬂoor will be increased 80 dB for N  10,000. This is due to the fact that
the reference frequency is equal to the channel space for the integer-N-PLL–type frequency
synthesizer. A fractional-N technique can reduce the phase noise by introducing fractional
portions of the reference frequency and hence reducing the value of N used in integer-N. For
example, using the dual-modulus scheme, over F reference cycles, the total division ratio will
be {K(N  1)  (F  K)N}/F  (NF  K)/F  N  K/F where F is the fractional resolution.
Therefore the VCO output frequency becomes (N  K/F) times the reference frequency.
Figure 30.47 shows a simpliﬁed fractional divider block diagram.
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Figure 30.47: Typical fractional-N synthesizer block diagram.

For 200 kHz channel spacing with a fractional resolution of 16 (4-bit accumulator), the
reference frequency can be 3.2 MHz and N is reduced by a factor of 16. For example, to
generate a signal of 902.6 MHz with the integer-N divider, N  4513. Using the fractional-N
divider, with K  1, F  16, and a reference frequency of 3.2 MHz, the division ratio will be
282, giving 3.2 MHz (282  1/16)  902.6 MHz. Thus, the division ratio is reduced by the
factor of 16 (4513/282). The fractional division suffers from spurious tones, called fractional
spurs, at the frequency components of Fref * (K/F), where K is an integer greater than zero.
The fractional spurs are due to the periodicity of the divider modulus control. Therefore, if the
divider modulus can be controlled in a random fashion, the periodicity can be removed and
hence these fractional spurs can be suppressed. The states of the accumulator can be used for
spurious tone suppression by a DAC, which performs phase estimation. One popular method
is to employ a ΔΣ-modulator with multi-modulus prescaler as shown in Figure 30.48.
The ΔΣ-modulator also provides noise shaping; however, a higher-order modulator can cause
high-pass-shaped noise. A third-order modulator would increase the noise approximately
60 dB/decade. This noise should be suppressed by the PLL.
30.3.5.4 Design Considerations: Phase Noise and Settling Time for Wireless Applications
Design of a frequency synthesizer may start from a certain system speciﬁcation that
determines the receiver performance. For example, investigating blocking signal proﬁles can
be a good starting point for the calculation of the phase noise requirement, time slots for the
calculation of the switching speed requirement, and so on. Figure 30.49 shows blocker proﬁles
for GSM900, DCS1800, PCS1900, and WCDMA systems.
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Figure 30.49: Blocker profiles for wireless systems.
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In receiver systems, the baseband signal is obtained by multiplying the incoming RF signal and
the local oscillator signal (down conversion). However, during the down-conversion process, not
only the desired signals but also the blocking signals (called blockers) are down-converted due to
the local oscillator phase noise skirt. Figure 30.49 shows the blocker proﬁles of the GSM 900 and
the DCS 1800 systems and implies that the power levels of these blockers are higher than those
of wanted signals. Therefore, it is important to suppress the phase noise of the local oscillator to
maintain the entire noise requirements of the receiver. The phase noise requirement is given by
L{Δf}  Ssignal  Sblocker(Δf)  SNR  10 log(fCH)

(30.57)

The nearest adjacent channel is 3 channels away, or 600 kHz for GSM900. It is required for
the receiver to keep a bit error rate (BER) of 103 or 9 dB of SNR. However, an additional
3 dB may be required for the SNR margin, resulting in 12 dB of SNR, which restricts the phase
noise requirements further. DCS 1800 employs a GMSK modulation technique with a bit rate
of 270.8 bps, 200 kHz channel space, and 375 channels. As time-multiplexed systems, GSM
and DCS systems have eight time slots as shown in Figure 30.50. Each time slot has a duration
of 577 μsec. Two time slots exist between receive R1 and transmit T1, and 1.5 time slots exist
between the receiver’s monitor (MTR) and transmit T1, therefore a frequency synthesizer
must be designed in such a way that the PLL can settle within 1.5 time slots or 865 μsec.
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Figure 30.50: Receiver and transmitter time slots.

The time slot can therefore be used to calculate the speed requirement of the synthesizer. The
switching time can be written approximately as
Tswitching ≈

5
Loop bandwidth

(30.58)

30.3.5.5 Noise Sources in PLL
Figure 30.51 shows typical noise sources in a PLL frequency synthesizer with a crystal (X’tal)
oscillator as a reference input. The noise sources of the PLL include phase noise of the X’tal
oscillator, phase detector, divider noise components, power supply/substrate noise coupling, VCO
phase noise, and quantization noise from ΔΣ-modulator (for ΔΣ fractional-N synthesizers).
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Figure 30.51: Noise sources in PLL frequency synthesizers.

Since the output frequency is the frequency of the X’tal oscillator times N and the quantity
divided by R, the phase noise of the X’tal oscillator will be transferred to the output by a
factor of 20 log(N/R). The VCO phase noise is typically the dominant component of the
total phase noise and determines the far-out phase noise of the PLL. The VCO noise can
be attenuated by increasing the loop ﬁlter bandwidth. As discussed earlier, the loop ﬁlter
bandwidth can be increased by using the fractional-N scheme. The loop ﬁlter bandwidth
cannot be increased arbitrarily since other noise factors such as X’tal oscillator phase noise,
divider noise, and a quantization noise from the ΔΣ-modulator can be affected. Therefore,
increasing the loop bandwidth entails “design trade-offs,” as shown in Table 30.2.
Table 30.2: Effects of the loop filter on various noise sources
Design Issues

Loop Bandwidth
(↑: increase, ↓ : decrease)

Improve VCO phase noise

↑

Improve ΔΣ-quantization noise

↓

Improve X’tal oscillator phase noise

↓

Reduce frequency divider noise

↓

Reduce switching time
(increase the speed)

↑
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Frequency modulation (FM) can be done easily by modulating the VCO frequency through
the VCO control voltage. Also, a PLL can be used as a demodulator. The coherent carrier
recovery is the key function that determines the performance of the demodulator. Typically,
carrier recovery is performed by a multiplication loop or a Costas loop [39, 40]. The Costas
loop, shown in Figure 30.52, is one of the popular schemes for BPSK or QPSK demodulation
[41, 42, 43, 44].

Mixer
I
LPF
Limiter
Loop
filter

VCO

QPSK signal

∑

90°
Limiter
LPF
Q
Mixer

Figure 30.52: Costas loop used in QPSK demodulation.

The phase noise can cause adjacent channel interference and receiver desensitization as a
result of reciprocal mixing, which leads to an increased bit error rate (BER). Also, if the
receiver is in motion relative to the transmitter, the carrier frequency of the received signal can
be different from the nominal oscillator frequency of the transmitter due to the Doppler effect.
The PLL used in the demodulator will track the Doppler frequency variation.

30.4 Application: A Fully Integrated Dual-Mode Frequency
Synthesizer for GSM and WCDMA Standards
The most widely used cellular standard, GSM (global system for mobile communication),
is coming to its bandwidth limits in big cities. In addition to bandwidth limitation, it has a
low data throughput that can handle only voice communication and simple Internet access.
The Wideband Code Division Multiple Access (WCDMA) standard is a candidate to replace
second-generation standard (2G) GSM in the near future as a third-generation (3G) solution
with increased available bandwidth and throughput for voice, data, and video transmission.
The transition to WCDMA (3G) from GSM (2G) requires backward compatibility, and hence
this mandates a cost-efﬁcient dual-mode solution for smooth migration.

www. n e wn e s p re s s .c om

Phase-Locked Loop Techniques in Modern Communications Systems

797

The component count in RF board design of mobile handheld devices reduced from 500 in the
early 1990s to less than 150 in the 2000 implementation [45]. The VCO is still a bottleneck
in the design and production of mobile handheld devices. The early mobile devices used
discrete VCO designs until very low noise and low power consumption (18–20 mW) VCO
modules [45, 46] became available. The VCO modules ease the design problem, but it is
still an expensive solution and occupies a large PC board space. Design of fully integrated
wideband VCOs is of great interest as a way to ease these problems. A fully integrated dualmode frequency synthesizer for GSM and WCDMA standards with a wideband VCO example
is presented in this section [47].
A good frequency plan is crucial for achieving all the speciﬁcations of different standards
with a minimal amount of hardware and power consumption. The frequency plan determines
how the frequency translation of the carrier is performed in both receive and transmit paths.
Therefore, the frequency plan determines the amount of hardware and power it takes to
generate the reference frequency with the frequency synthesizer. It also has a signiﬁcant
impact on the overall synthesizer performance, namely phase noise, spurious tones, and the
required power consumption.
The speciﬁcations of the GSM and WCDMA standards of interest to frequency planning
are listed in Table 30.3. You can see from Table 30.3 that the operating frequency band and
channel spacing are quite different between standards. Hence, a dual-band synthesizer for both
standards requires a very wideband VCO to cover frequency bands and two different PLL
structures due to the required channel spacing.
Table 30.3: Specifications of Interest in GSM and CWDMA
Standards for Synthesizer Frequency Planning
Access
Scheme

Duplex
Approach

Frequency
Range (MHz)

Channel
Spacing

Number of
Channels

Modulation
Scheme

GSM

TDMA

WCDMA

CDMA

FDD

890–915 (Tx)

200 kHz

124

GSMK

FDD

1850–1910 (Tx)
1930–1990 (Rx)

5 MHz

12

QPSK

The goal of the design is to maximize hardware share between the two modes. A single
wideband VCO is sufﬁcient if a divide-by-2 frequency divider is used for GSM, since the
frequency range of WCDMA is close to twice that of GSM. Choosing the intermediate
frequency (IF) as 145 MHz, we can determine the VCO output frequency range as 1785–
1845 MHz for WCDMA and 1580–1630 MHz for GSM. The system level block diagram of a
dual-mode synthesizer is shown in Figure 30.53.
A typical transient response of the VCO control voltage in the closed-loop simulation is
shown in Figure 30.54.
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WCDMA
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Figure 30.53: Dual-mode GSM/WCDMA frequency synthesizer architecture.
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Figure 30.54: Transient response of VCO control voltage.
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CHAPTE R 31

Orthogonal Frequency-Division
Multiplexing (OFDM)
Hamid R. Sadjadpour

Orthogonal frequency-division multiplexing (OFDM) is a communication technique that
can be seen as either a modulation scheme or a multiplexing technique. In OFDM, the
communication channel is divided into several equally spaced frequency bands. The user
information data is divided and each subcarrier carries a portion of this information within
each band. All these subcarriers are orthogonal with each other (see Figure 31.1).
There are three major multiple access techniques widely used in communication systems;
namely, time division multiple access (TDMA), frequency division multiple access (FDMA),
and code division multiple access (CDMA). In a TDMA system, the access time in a shared
bandwidth is divided between several users. In an FDMA system, the users access the
communication channel simultaneously, utilizing different parts of the spectrum. In a CDMA
system, both time and frequency are shared between different users while each user has a
unique code that can be recognized and separated from other users at the receiver.
OFDM is a special kind of FDMA system in which the sidebands of individual subcarriers
overlap while the signals can be detected without adjacent subcarrier interference. In
conventional FDMA systems, there is a separation in frequency between adjacent subcarriers.
This distance is called guard band to avoid interference between adjacent subcarriers. On
the other hand, OFDM subcarriers have overlap, but since the subcarriers are mathematically
orthogonal, there is no interference between adjacent channels. Figure 31.1 illustrates this
difference between FDMA and OFDM systems. An OFDM system requires less bandwidth
than an FDMA system for the same number of channels.
OFDM is currently adopted in several wired and wireless applications. For wired applications,
various digital subscriber line (DSL) modems such as asymmetric DSL (ADSL) [1], highbit-rate DSL (HDSL) [2], and very-high-speed DSL (VDSL) [3] use OFDM as a modulation
technique. For wireless applications, OFDM has been adopted for the physical layer of IEEE
802.11a, which targets data rates between 6 and 54 Mbps in the 5 GHz band [4]. The European
Telecommunications Standards Institute (ETSI) has also adopted OFDM for high-performance
local area network type 2 (HIPERLAN/2) standard in the 5 GHz band [5]. Digital video
broadcasting (DVB) utilizes OFDM with two possible conﬁgurations of 1705 and 6817
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Five FDMA Channels

Frequency
(a)

Five OFDM Channels

Frequency
(b)

Figure 31.1: Comparison of FDMA and OFDM signals; (a) five FDMA channels
with guard band and (b) five OFDM orthogonal channels.
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subcarriers [6, 7, 8]. The digital audio broadcasting (DAB) standard is another OFDM-based
standard [9]. All these examples show that OFDM is the preferred choice of modulation
technique for many different new applications.

31.1 Fundamentals of OFDM
An OFDM system splits the available spectrum into N subchannels (subcarriers). If the
original channel spectrum has a bandwidth of B, then each subcarrier in an OFDM system
B
. Each subcarrier will carry several bits of data using phase shift
has a bandwidth of fs  —
N
keying (PSK) or a quadrature amplitude modulation (QAM) technique. OFDM uses fast
Fourier transform (FFT) and inverse FFT (IFFT) [10] to divide the physical channel into
N subcarriers. Figure 31.2 shows the block diagram structure of an OFDM system. In the
transmitter, the information data (input data) is encoded by either a block or convolutional
code for additional protection against noise and channel impairments. This encoded data is
then mapped to either PSK or QAM mapping. The complex data is then fed into the input
of the IFFT block. If the symbol that is assigned to the ith carrier of OFDM is deﬁned as ai,
where i  0, 1, …, N  1, then the transmitted signal is represented as
Sa (t ) 

Encoder

DATA INPUT

N 1

∑

i0

ai exp(2πj ( fo  ifs )t )

PSK or QAM
mapping

IFFT

(31.1)

Add
prefix
D/A

Transmitter

Channel
Receiver
Synch. correlation

DATA
OUT

Decoder

Phase-locked loop

Freq.
domain
equal.

FFT

A/D

Remove
cyclic
prefix

Time dispersion
equalizer

Figure 31.2: Structure of an OFDM system.

where fO is the carrier frequency and fS is the bandwidth of each subchannel. Note that each
ai has a complex value. In some applications such as ADSL modem, the complex conjugate
of N M-QAM symbols are produced and a total of 2N complex values is at the input of IFFT
block. In this case, Sa(t) is a real signal. In other applications, N-point IFFT is used and Sa(t) is
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a complex signal. Throughout this chapter, we assume that when the signal Sa(t) is mentioned,
it can be either a complex or a real signal. After the symbols are passed through IFFT, as in
Equation (31.1), then a cyclic preﬁx is added to the output of the IFFT. The role of a cyclic
preﬁx is very important to preserve the orthogonality between OFDM frames (symbols), and
it will be described later in detail. The output samples will be converted into analog signal by
using a digital-to-analog (D/A) converter, and ﬁnally will be transmitted through the channel.
At the receiver, the inverse operation of the transmitter is conducted on the received data that
contains the signal plus noise. These operations will be described later in more detail.
A wireless multipath channel has memory due to a different delay spread related to echoes of
transmitted signals from different paths if the delay spread is longer than a symbol time. The
OFDM frames can no longer preserve orthogonality due to this intersymbol interference (ISI).
To eliminate ISI, a guard time can be introduced for each OFDM frame. In some applications
such as ADSL, this delay is very long such that the use of a guard time will reduce the average
throughput signiﬁcantly. In this case, a time domain equalizer (TDE) is used to shorten
the channel impulse response. The combination of the TDE and guard time can alleviate
the problem of ISI; however, there will be still intercarrier interference (ICI). The solution
to ICI is to use the cyclic preﬁx technique. A cyclic preﬁx is a copy of the last part of the
OFDM frame that is preceded to the beginning of the transmitted frame (Figure 31.3). The
length of the cyclic preﬁx should be longer or equal to the length of the (shortened) channel
impulse response. If the cyclic preﬁx is long enough, the transmitted signal is periodic and
orthogonality of the frames is preserved [11]. The cyclic preﬁx introduces a loss in signal-tonoise ratio (SNR), which is necessary to eliminate intersymbol and intercarrier interference.

Cyclic
prefix

OFDM frame
Time

Figure 31.3: Cyclic prefix: exact replica of the end segment of the OFDM frame.

The modulated complex values received in each frequency bin (subcarrier) at the receiver after
the FFT are affected both in magnitude and phase by all the ﬁlters in the transmit path, the
receive path, and the physical channel. This one-tap-per-bin equalizer corrects the cumulative
phase and magnitude change introduced by all the ﬁlters in the path from the transmitter
to the receiver and, thus, improves detection of the receiver. The equalized symbols within
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one OFDM frame (symbol) should be synchronized and then decoded to retrieve the actual
transmitted information data.

31.2 Effect of OFDM on Wireless Environment
In a mobile wireless system, not only the signal is transmitted between the base station (BS)
and the mobile station (MS), but also the reﬂected version of the signal caused by objects in
the environment is received. These reﬂections arrive at the receiver with random delay due to
the mobility of the MS. The sum of the signal and its reﬂections with random phase and delay
spread cause ISI, which can be either constructive or destructive. Figure 31.4 demonstrates an
example of multipath between BS and MS where there is a direct path from BS to MS and two
indirect paths caused by reﬂection.

Reflected signal
Direct path

Reflected signal
Mobile laptop

Figure 31.4: An example of multipath in wireless channels.

In many situations, the fading of a wireless channel is frequency selective. That means that
some random portion of the channel bandwidth is affected negatively at any given time. In an
OFDM system, this kind of fading will affect a limited number of subcarriers, therefore error
correction across the frame can successfully correct errors in these subcarriers.
If the delay spread is less than the OFDM frame (symbol) period, then the fading will be ﬂat
and across all frequencies. Flat fading can lead to deep fade with attenuation of up to tens of
decibels, and it is very difﬁcult to correct these types of errors. In Figure 31.4, if the direct
path does not exist, which can happen very often in wireless systems, then the channel is
called Rayleigh fading, and if both reﬂected paths and direct path exist, then the fading is a
Rician distribution [12].

31.3 Coding for OFDM Systems
The channel coding in OFDM systems is used to combat ISI [13], crosstalk, or other kinds of
impairments in the system. Both convolutional and block codes [14] have been recommended
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for OFDM systems. For example, in the European digital audio broadcasting (DAB) system
[9] a convolutional code of rate 1/4 and a constraint length of 7 is recommended [15]. By
changing the puncturing pattern, we can have different code rates between 1/4 and 8/10 [15].
We can also have concatenated codes for OFDM systems. In many communication systems,
Reed-Solomon (RS) code is used as an outer code and a convolutional code as an inner
code. There is usually an interleaving between these inner and outer codes. For example, in
ADSL [1], a combination of RS code and four-dimensional 16-state rotationally invariant
convolutional code (Wei code) is used.
Shannon capacity approaching codes such as Turbo code [16] or LDPC code [17] was recently
recommended for ADSL modems [18, 19]. These techniques introduce a combination of
Turbo (LDPC) code with trellis-coded modulation (TCM) [20] to construct codes with near
Shannon capacity capability with high efﬁciency (code rate). Figure 31.5 shows the general
block diagram of such codes for an OFDM (ADSL) system. The modulation is usually a
QAM constellation with two-dimensional Gray code mapping.
Uncoded bits

Symbol mapping
Gray
mapping

Im

Gray
mapping

Information
bits

Gray
mapping

Encoder
(Turbo
or
LDPC)

Transmit
signals

Gray
mapping
N

K

Re

Inverse
discrete
Fourier
transform

Coded Bits
Symbol demapping
Hard demapping

Im

Soft demapping
Recovered
information

Decoder
(Turbo
or
LDPC)

Hard demapping

Discrete
Fourier
transform
Re

Received
signals

Soft demapping

Figure 31.5: Encoding/symbol mapping and decoding/symbol demapping of an
OFDM-based DSL modem.

31.4 Interleaving
In one OFDM frame, symbols are spread over different frequencies. Each OFDM frame is
transmitted at a different time interval. We can use interleaving across frequency and time to
randomize the errors. In wireless channels, deep fades can cause bursts of errors in several
subcarriers and many forward error correction techniques are not capable of correcting this
type of error. Interleaving of information bits across subcarriers and frames will distribute
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and separate burst errors. For this reason, if the interleaving depth is very long and across
frequency and time, then the de-interleaving operation at the receiver can separate these errors.
A common interleaving operation is to block interleaving where the information bits are
written in rows inside a matrix and read column by column.

31.5 The Peak-to-Mean Envelope Power Ratio Problem
In an N-point IFFT/FFT OFDM system, the addition of a large number of independently
modulated subcarriers causes a high peak-to-mean envelope power ratio (PMEPR). If all the
symbols are QPSK, it can be shown that this ratio can be as high as N. If N symbols of one
OFDM frame are represented in vector form as a  (a0, a1, …, aN  1), ||a||2 is the power
associated with codeword a, and C the ensemble of all possible code words (a  C). Let P(a)
denote the probability of codeword a being transmitted, then the mean envelope power of the
transmitted signal is deﬁned as
2

Pav  ∑ ||a|| P (a )

(31.2)

If the instantaneous envelope power is P(t)  |Sa(t)|2, then the peak-to-mean envelope power
ratio of the codeword a is deﬁned as
PMEPR(a ) 

max|Sa (t )|2
Pav

(31.3)

The maximization is during one OFDM frame period. In some practical applications, the
peak envelope power has some restrictions due to regulatory or design constraint. Effectively,
this characteristic of the OFDM system forces the designer to reduce the mean envelope
power. Lowering the mean envelope power causes many limitations on the OFDM system
and does not allow us to utilize the transmit power effectively. Also, a large PMEPR
increases complexity of the analog-to-digital (A/D) and digital-to-analog (D/A) converters.
Furthermore, a high peak envelope power forces the power ampliﬁer to operate in nonlinear
areas, which is undesirable. A simple solution is clipping the peak signal. The clipping
causes both in-band and out-of-band interference in the signal. This distortion degrades the
performance of the overall system. Bahai and colleagues [21] have evaluated analytically the
effect of clipping on the multi-carrier system.
Another approach is to use coding to generate sequences with low PMEPR. The advantage
of these techniques is that they can simultaneously reduce the PMEPR and provide forward
error correction capability. In Wilkinson and Jones [22], a block code is introduced to reduce
the PMEPR. It was shown that with a code rate 1/2, we can achieve a PMEPR of 3 dB. There
are many other approaches that suggest the use of coding to reduce the PMEPR [23 to 31].
In Davis and Jedwab [26], the relationship between Golay complementary sequences and
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second-order Reed-Muller (RM) codes over alphabets of Z2h (h is an integer) is introduced.
Golay sequences were ﬁrst introduced by Golay [32]. Any two sequences a and b are called
Golay complementary pairs [32] over Z2h if Ca(u)  Cb(u)  2N δ(u) where δ() is the
Kronecker function. Any sequence with this property is called a Golay sequence. It can be
shown [26] that the PMEPR of Golay sequences is at most 2. Comparing this bound with a
sequence that does not have any autocorrelation properties (PMEPR N), we see that Golay
sequences have small PMEPR.
RM codes can be deﬁned in terms of Boolean functions. These codes provide good error
correction properties as long as the block length is not too large [33]. Their minimum distance
is lower than that of BCH codes. The decoding of RM codes is relatively simple using
majority logic circuits. The rth order binary RM code of length 2m RM(r,m) is constructed
by the monomials in the Boolean function of degree r or less. For the binary data, Golay
sequences are co-sets of the ﬁrst-order RM code within the second-order RM code. This was
ﬁrst introduced by Davis and Jedwab [26]. For a general nonbinary signal, these results can
be generalized for RM codes [26], which are based on the results in Hammons and colleagues
[34]. In general, we can have a trade-off between code rate, PMEPR, and error-correcting
capabilities.
In all of these approaches, the M-PSK signal constellation is considered. However, there are
many OFDM systems that utilize M-QAM constellations. There is an approach to generalize
these codes to 16-QAM and higher QAM constellations [35, 36, 37]. Figure 31.6 shows the
7
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Figure 31.6: PMEPR bound for 2m-QAM sequence (with m even) constructed
by m/2 QPSK Golay sequences.
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PMEPR for M-QAM (M  2m) sequences with square constellation using this technique [37].
For OFDM systems with a large number of subcarriers, these short codes can be combined to
have long sequences with small PMEPR [37].

31.6 Channel Estimation
In a wireless channel that is changing rapidly with time, any reliable data communication
requires the knowledge of the channel. There are two major approaches with respect to
channel estimation in communication systems. One is coherent detection, in which pilot
information (known data at the receiver) is transmitted; this pilot signal is used to estimate the
channel impulse response. In the other approach, differential detection techniques are used
and no reference signal (pilot) is exchanged between the transmitter and the receiver.
In OFDM systems, a channel is divided into many subchannels (subcarriers). Practically,
we cannot occupy all subcarriers with pilot signals, and hence only a selected number of
subcarriers are chosen for transmitting pilot signals and we use interpolation to estimate the
remaining subchannels. At any given time, the data is transmitted in one OFDM frame in
many frequencies. Furthermore, different OFDM frames are transmitted at different time
intervals. Hence, a channel estimator in OFDM requires estimation of the channel in two
dimensions: time and frequency.

Frequency (OFDM subcarriers)

Any accurate channel estimation by interpolation in time and frequency requires a pilot
sampling upper-bounded the Nyquist sampling theorem. Equivalently, the sampling frequency
of pilots should be greater or equal to twice the bandwidth of the signal. This Nyquist criterion
means that both the subcarrier spacing and frame spacing between pilots is necessary. Figure
31.7 demonstrates this concept. Choosing pilot spacing smaller than these two criteria

Time (OFDM frames)

Figure 31.7: An example of pilot information (in gray) inserted in OFDM frames.
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will guarantee a more accurate channel estimate. On the other hand, by increasing the number
of pilots, we effectively reduce the signal-to-noise ratio (SNR) of the OFDM system.
~

Assume that pilots are scattered in different subcarriers and that vectors —
P and —P represent
these received and transmitted pilot signals, respectively. Our objective is to estimate channel
values in these subcarriers (h
bold letters in this
–). Note that the vectors are described with
ˆ. Therefore, P~ can be written as
chapter. The estimated channel vector is represented as h
—
–
P  P h  N

(31.4)

ˆ
where N is the noise vector. The least square estimate of the channel h
– is h
– ls given by
ĥls  P1 P

(31.5)

The linear minimum mean square error (LMMSE) estimate [38] of the channel h
– is a linear
~
ˆ
combination of the received pilot signals ( —
P) or, equivalently, h
– ls and can be given as
ˆ
hˆlmmse  Rh hˆ Rh1
ˆ hls
ls

(31.6)

ls

ˆ
Rhhˆ ls is the cross-correlation matrix between h and h
– ls, and Rh–ˆ ls is the autocorrelation
–
ˆ
matrix of h
– ls vector. Rhhˆ ls and Rhˆ ls are deﬁned as
–

–

Rh hˆ  E[hhˆlsH ]

(31.7)

Rhˆ  E[hˆls hˆlsH ]

(31.8)

ls

ls

where E[] is the expected value of a random variable, and H is the complex conjugate
transpose of a vector. Equation (31.8) can be equivalently written as
Rhˆ  Rh  σ n2 (P P H )1

(31.9)

ls

If the same signal constellation is used in all of the tones, then we can replace PPH by xk2I
where xk2 is the power of the signal and I is the identity matrix. If the average signal-to-noise
x2
ratio is deﬁned as SNR  k , then Equation (31.6) can be written as
σ 2n
1
⎛
1 ⎞⎟ ˆ
ˆ
⎜
⎟ hls
hlmmse  Rh hˆ ⎜ Rh 
ls ⎜
SNR ⎟⎟⎠
⎝

(31.10)

This estimation requires an inverse matrix operation that can be computationally very
complex. There are techniques recommended [39] to reduce the computational complexity of
this operation.
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Another approach is differential detection where no channel estimation is performed. This
approach computationally is less complex and does not require using any pilot signal at a cost
of performance degradation. The differential detection operation is performed right after FFT
at the receiver; the details of such techniques can be found in Van Nee and Prasad [40].

31.7 Synchronization
Synchronization is very important in OFDM systems. In a single-carrier system, phase noise
and frequency offset result in degradation of the SNR of the received signal. In an OFDM
system, phase noise and frequency offset create intercarrier interference (ICI) and intersymbol
interference (ISI). The orthogonality of an OFDM system is preserved only when the receiver
and transmitter use the same frequency. Otherwise, this frequency offset causes ICI and
degradation in the performance of the overall system. Thus, OFDM systems are more sensitive
and susceptible to these impairments. There are three synchronization problems related to
OFDM systems: symbol, carrier frequency, and sampling frequency synchronization.
A timing error causes phase rotation of the subcarriers in an OFDM frame. OFDM is
relatively robust to timing errors related to symbol synchronization as long as the channel
impulse response remains within the cyclic preﬁx. In this case, the OFDM frames remain
orthogonal and ICI and ISI are avoided. However, in wireless channels, multipath delays
can cause ICI and ISI. Therefore, to minimize these effects and to make an OFDM system
more robust to multipath delay, it is important to synchronize the timing of frames such that
each received signal power is maximized. This is achieved by time synchronizing the OFDM
frames during the ﬂat part of the signal window [40]. This window is the envelope of the
transmitted OFDM frames.
Frame synchronization utilizing a cyclic preﬁx is based on the fact that the beginning and
end of each OFDM frame should be the same. If the samples of the received signal Sa(t)
are denoted as Sa(t)|t  kT  Sa[k], then the difference between received samples with
spacing equal to N is Sa[k]  Sa[k  N ]. If these samples belong to the cyclic preﬁx and its
equivalent values in the OFDM frame, then this difference is small. On the other hand, when
these samples belong to different statistically uncorrelated data, the result will have twice the
power. If this difference is summed over a window equal to the cyclic preﬁx length, then the
summation is minimum when an OFDM frame starts. These techniques to synchronize OFDM
frames are described in detail in various papers [41, 42, 43].
Carrier phase noise is the result of a mismatch of oscillators at the transmitter and receiver.
This mismatch causes a phase rotation on the received signal. This phase φ(t) is modeled as
a Wiener process with zero mean and variance equal to 4πβ|t| where β (in Hz) is the singlesided 3dB bandwidth of the Lorentzian power density spectrum of the free-running carrier
generator [44, 45, 46, 47]. Phase noise introduces two effects. First, it creates a random phase
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variation to all subcarriers. In general, oscillator line width is smaller than the OFDM frame
rate, and consequently the phase error is controlled from frame to frame.
Differential detection or tracking techniques can be effective to mitigate this problem. The
more important negative effect of phase noise is the introduction of the ICI due to the fact that
subcarriers are no longer spaced at 1/T in frequency domain. This ICI will reduce the effective
SNR at the receiver [44] by as much as
D(dB) ≈

β ⎞⎟ Es
11 ⎛⎜
⎜⎜ 4π N ⎟⎟⎟
61n(10) ⎝
W ⎠ NO

(31.11)

where W is the OFDM signal bandwidth and ES/NO is the symbol SNR. This SNR reduction
is more severe by increasing the number of subcarriers, N, in OFDM. In this analysis [44], the
phase noise is assumed to be a free-running voltage controlled oscillator (VCO).
Frequency offset is caused by many factors, such as Doppler shift, phase noise variations,
or differences in oscillators in the transmitter and receiver. The result is a decrease in
signal amplitude due to sampling at other locations besides the peak, and the introduction
of ICI similar to what was explained earlier, which causes a loss of orthogonality between
Δ—
F
subcarriers. If the normalized frequency offset is deﬁned as Δf  —
where Δf is the
W/N
frequency offset, then the degradation D in SNR is approximated as
D(dB) ≈

E
10
(πΔf )2 S
3ln(10)
NO

(31.12)

Note again that as the number of subcarriers in OFDM increases, then D increases as well.
There are basically two approaches to combat this problem based on either using pilots or
cyclic preﬁx. These techniques are described in a number of references [42, 43, 48, 49, 50].

31.8 Conclusion
OFDM is a communication technique that can be seen as either a modulation scheme or
a multiplexing technique. One major advantage of OFDM is its robustness in multipath
fading wireless environments. OFDM is currently adopted in several wired and wireless
applications. For wired applications, various digital subscriber line (DSL) modems such as
asymmetric DSL (ADSL), high-bit-rate DSL (HDSL), and very-high-speed DSL (VDSL) use
OFDM as a modulation technique. For wireless applications, OFDM has been adopted for
the physical layer of IEEE 802.11a, which targets data rates between 6 and 54 Mbps in the
5 GHz band. The European Telecommunication Standard Institute (ETSI) has also adopted
OFDM for high-performance local area network type 2 (HIPERLAN/2) standard in the 5 GHz
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band. Digital video and audio broadcasting are two other OFDM-based standards. All these
examples show that OFDM is the preferred choice of modulation technique for many different
new applications.
A lot of information was mentioned brieﬂy in this chapter, and the interested reader is
encouraged to obtain more details in the references [40, 46, 51].
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Frequency-hopping spread spectrum
(FHSS), 46–47, 160, 382,
417, 721
Advantages, 48–49
Despreader placement, 728
Examples, 728–730
Fast hopping, 722
Interference rejection, 723
Jamming margin, 723
Near-far interference (NFI), 725
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Frequency-hopping spread spectrum
(continued)
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RF considerations, 332–335
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Mobile IP, 369–372
Packet switching versus circuit
switching, 368–369
Intersymbol interference (ISI), 547
IP Multimedia Subsystems (IMS), 239,
247–248
Ipatov ternary sequence, 553–554
IQ modulation see quadrature amplitude
modulation
Iridium Satellite, 360
Isotropic path loss, 82
Isotropic source, 119

K
Kasami sequences, 552
Key establishment, 260–261
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UWB PANs, 190–196
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Mobile access, 351–356
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Physical layer and MAC, 379
Routing, 392–402
Mobile broadband network, 344
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Mobile IP, 14, 369–372
Mobile satellite services, 9
Mobility management, 352
Handoff management, 353–356
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Modulation, 31
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Amplitude shift keying, 59
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31–33
Digital modulation method,
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Pulse-width modulation, 27
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(QAM), 39, 42
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Bandwidth requirements, 577
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Multichannel multipoint distribution
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ad hoc networks
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Multiple channel MAC, 390–391
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697–699
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Multipoint relays (MPRs), 395
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Narrowband matching, 130–132
Near-far interference (NFI), 713–714
Network access and connectivity
channel (NACCH), 367
Network Address Translation (NAT)
box, 262
Network allocation vector (NAV), 158
Network localization, 671
Networking protocols, 668
Next generation (NextG) wireless
system, 349
First generation, 350–351
Fourth generation, 364–372
Second generation, 351–356
Third generation, 356–364
Noise, 90–92
Non-return to zero (NRZ), 26–27
Nonspread spectrum methods
versus DS-UWB
Bandwidth, 555
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Distortion, 555
Fading immunity, 556
NSF/CSTB study, 603
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Ofﬁce LAN deployment, 322–326
2.4 GHz band, 326
5.6 GHz band, 326–327
Capacity requirements, 327
National Electrical Code (NEC)
rules, 330–331
System design analysis, 327–330
Open ﬁeld propagation, 77–79
Open loop gain, 772
Open system authentication (OSA),
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protocol, 395
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803–805

823

Channel estimation, 811–813
Coding, 807–808
Effect of, 807
Fundamentals, 805–807
Interleaving, 808–809
Peak-to-mean envelope power ratio
(PMEPR), 809–811
Synchronization, 813–814
Orthogonal Gold codes, 552
Oscillator generation, 574–576
Multiple parallel oscillator,
575–576
Solutions, 574–575
SSB mixer, 576
Outdoor networks, 199
Coverage
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Interference, 212–213
Propagation, 203–212
Line-of-sight sites, 200
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Point-to-multipoint, 217–220
Point-to-point bridges, 220–222
Safety tips, 228–230
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Packet capture, 389–390
Packet switching
versus Circuit switching, 368–369
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Pair-wise transient keys (PTKs), 277
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Path gain, 82, 83
Path loss, 81–83
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(PMEPR), 809–811
Per-packet key, 279
Periodic autocorrelation function
(PACF), 549
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Phase noise, 768
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Negative resistance model, 772–773
Oscillator simulation, 773
Oscillator theory overview, 772
Wireless communications systems,
effects in, 769–770
Phase shift keying (PSK), 61
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Robust header compression, 248
Robust Security Network (RSN), 288
see also 802.11i security
Rolling code addressing, 21
Route discovery, 397
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400
Hybrid routing protocol, 398
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399
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Proactive routing protocols, 394
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Issues, 396
Optimized link-state routing
(OSLR) protocol, 395
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397–398
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Services in band
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Baseband processing deployment,
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Design choices, 614–615
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(FEC), 612–613
Medium access control
(MAC), 613
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RF externals, 609–610
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User application, 613–614
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642–645
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(CBP), 623–624
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resources, 592–594
Data conversion, 455
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457–458
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Design patterns, 625
Design philosophies, 622, 624
Development, 640
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Digital processing
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General-purpose DSP, 460–462
Parts, 458
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Hardware architecture, 589–592,
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History and evolution, 437–440
Implementation issues, 449
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Multicore systems and system-onchip, 621–622
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Quick conversion, 449–450
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Application programming
interface (API), 636
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Hardware control, 630–632
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Direct-sequence spread spectrum
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Frequency-hopping spread spectrum
(FHSS), 46–47, 721–730
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Sub-Network Access Protocol (SNAP),
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Superheterodyne receiver, 68–69
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569–570
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Antenna, 63–64
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LC control, 51–52
Modulation, 59–61
SAW resonators, 52–54
Synthesizer control, 55–58
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Alternative measurements,
490–492
Anechoic chambers, 487–490
Frequency domain
measurement, 494–496
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and handheld systems,
502
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504–505
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513–514
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512–513
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Regulatory implications, 576–581
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569–570
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566–567
Sampling rates, 568–569
Spectrum mask, control,
564–566
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requirements, 516–517
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Variable mode, 437
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Voice over Wi-Fi, 233
802.11 standard, 233–238
802.20 standard, 255–256
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(DECT), 254–255
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in Wireless applications, 773–774
Voltage standing-wave ratio (VSWR),
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Walsh codes, 550–551
Walsh-Hadamard codes see Walsh codes
Water treatment
Wireless mesh networks, 432–433
Weak keys, 270
Wi-Fi and cellular networks, 238–240
Dual-mode issues, 240
IP Multimedia System (IMS),
247–248
Unlicensed mobile access (UMA),
241–247
Wi-Fi family, 8
Wi-Fi PHY, 168–170
see also 802.11 standard
Wi-Fi Protected Access (WPA) security,
182, 275–276
Authentication, 280–284
Conﬁdentiality, 284–285
Fix loopholes, 286–287
Integrity, 285–286
Key establishment, 276–280
Wide area mobile systems, 4
Cellular, 10
Mobile satellite services, 9
Paging, 8–9
Specialized private systems, 9
Terrestrial packet systems, 9–10
Wide area networks (WANs), 150–151
Wideband matching, 132–133
WiMax, 248–249
Wired equivalent privacy (WEP) see
802.11 security
Wired learn mode, 20
Wireless access, 350–351, 356
Wireless communication
and Air interface, 472
Application, 10–11
History of, 1–3
Wireless Ethernet Wi-Fi family
Wireless formats
Point-to-multipoint links, 427–428
Point-to-point links, 427
Wireless learn mode, 19
Wireless local area networks (WLANs),
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802.11 (In)security, 178–183
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